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The following sections describe the content and organization of this document:
This document provides security vendors and application developers with the information needed to develop new security providers for use with WebLogic Server.
This document is written for independent software vendors (ISVs) who want to write their own security providers for use with WebLogic Server. It is assumed that most ISVs reading this documentation are sophisticated application developers who have a solid understanding of security concepts, and that no basic security concepts require explanation. It is also assumed that security vendors and application developers are familiar with WebLogic Server and with Java (including Java Management eXtensions (JMX)).
This document provides security vendors and application developers with the information needed to develop new security providers for use with the WebLogic Server.
The document is organized as follows:
The Oracle corporate Web site provides all documentation for WebLogic Server. Other WebLogic Server documents that may be of interest to security vendors and application developers working with security providers are:
Additional resources include:
For a comprehensive listing of the new WebLogic Server features introduced in this release, see What's New in Oracle WebLogic Server.
The following sections prepare you to learn more about developing security providers:
Prior to reading this guide, you should review the following sections in Understanding Security for Oracle WebLogic Server:
Additionally, WebLogic Server security includes many unique terms and concepts that you need to understand. These terms and concepts—which you will encounter throughout the WebLogic Server security documentation—are defined in "Security Fundamentals" in Understanding Security for Oracle WebLogic Server.
This section is a high-level overview of the process for developing new security providers, so you know what to expect. Details for each step are discussed later in this guide.
The main steps for developing a custom security provider are:
The design process includes the following steps:
Descriptions of the WebLogic security providers are available under "WebLogic Security Providers" in Understanding Security for Oracle WebLogic Server and in later sections of this guide under the "Do You Need to Create a Custom <Provider_Type> Provider?" headings.
The type may be Authentication, Identity Assertion, Principal Validation, Authorization, Adjudication, Role Mapping, Auditing, Credential Mapping, Versionable Application, or CertPath, as described in "Types of Security Providers" in Understanding Security for Oracle WebLogic Server. Your custom security provider can augment or replace the WebLogic security providers that are already supplied with WebLogic Server.
The SSPIs for the different security provider types are described in Security Services Provider Interfaces (SSPIs) and summarized in SSPI Quick Reference.
These options are discussed in Understand the SSPI Hierarchy and Determine Whether You Will Create One or Two Runtime Classes.
The SSPI MBeans are described in Security Service Provider Interface (SSPI) MBeans and summarized in SSPI MBean Quick Reference.
These two database initialization options are explained in Initialization of the Security Provider Database.
For more information, see Security Providers and WebLogic Resources.
In one or two runtime classes, implement the SSPIs you have identified by providing implementations for each of their methods. The methods should contain the specific algorithms for the security services offered by the custom security provider. The content of these methods describe how the service should behave.
Procedures for this task are dependent on the type of security provider you want to create, and are provided under the "Create Runtime Classes Using the Appropriate SSPIs" heading in the sections that discuss each security provider in detail.
Generating an MBean type includes the following steps:
Information about MDFs is available in Understand the Basic Elements of an MBean Definition File (MDF), and procedures for this task are provided under the "Create an MBean Definition File (MDF)" heading in the sections that discuss each security provider in detail.
Information about the WebLogic MBeanMaker and how it uses the MDF to generate Java files is provided in Understand What the WebLogic MBeanMaker Provides, and procedures for this task are provided under the "Use the WebLogic MBeanMaker to Generate the MBean Type" heading in the sections that discuss each security provider in detail.
Procedures for this task are provided under the "Use the WebLogic MBeanMaker to Create the MBean JAR File (MJF)" heading in the sections that discuss each security provider in detail.
Procedures for this task are provided under the "Install the MBean Type into the WebLogic Server Environment" heading in the sections that discuss each security provider in detail.
Console extensions allow you to add JavaServer Pages (JSPs) to the WebLogic Server Administration Console to support additional management and configuration of custom security providers. Console extensions allow you to include Administration Console support where that support does not yet exist, as well as to customize administrative interactions as you see fit.
To get complete configuration and management support through the WebLogic Server Administration Console for a custom security provider, you need to write a console extension when:
Generating an MBean type (as described in Generating an MBean Type to Configure and Manage the Custom Security Provider) is the Oracle-recommended way for configuring and managing custom security providers. However, you may want to configure and manage your custom security provider completely through a console extension that you write.
When you implement optional SSPI MBeans to develop a custom Authentication provider, you automatically receive support in the Administration Console for the MBean type's attributes (inherited from the optional SSPI MBean). Other types of custom security providers, such as custom Authorization providers, do not receive this support.
The Details tab for a custom security provider will automatically display custom attributes, but only if they are represented as a simple data type, such as a string, MBean, boolean or integer value. If you have custom attributes that are represented as atypical data types (for example, an image of a fingerprint), the Administration Console cannot visualize the custom attribute without customization.
Because of the potential variety involved with custom operations, the Administration Console does not know how to automatically display or process them. Examples of custom operations might be a microphone for a voice print, or import/export buttons. The Administration Console cannot visualize and process these operations without customization.
Some other (optional) reasons for extending the Administration Console include:
For more information about console extensions, see Extending the Administration Console for Oracle WebLogic Server.
Note: The configuration process can be completed by the same person who developed the custom security provider, or by a designated administrator. |
The configuration process consists of using the WebLogic Server Administration Console to supply the custom security provider with configuration information. If you generated an MBean type for managing the custom security provider, "configuring" the custom security provider in the Administration Console also means that you are creating a specific instance of the MBean type.
For more information about configuring security providers using the Administration Console, see Securing Oracle WebLogic Server.
Certain types of security providers need to provide administrators with a way to manage the security data associated with them. For example, an Authorization provider needs to supply administrators with a way to manage security policies. Similarly, a Role Mapping provider needs to supply administrators with a way to manage security roles, and a Credential Mapping provider needs to supply administrators with a way to manage credential maps.
For the WebLogic Authorization, Role Mapping, and Credential Mapping providers, there are already management mechanisms available for administrators in the WebLogic Server Administration Console. However, do you not inherit these mechanisms when you develop a custom version of one of these security providers; you need to provide your own mechanisms to manage security policies, security roles, and credential maps. These mechanisms must read and write the appropriate security data to and from the custom security provider's database, but may or may not be integrated with the Administration Console.
For more information, refer to one of the following sections:
Careful planning of development activities can greatly reduce the time and effort you spend developing custom security providers. The following sections describe security provider concepts and functionality in more detail to help you get started:
Although there are different types of security providers you can create (see "Types of Security Providers" in Understanding Security for Oracle WebLogic Server), all security providers follow the same general architecture. Figure 3-1 illustrates the general architecture of a security provider, and an explanation follows.
Note: The SSPIs and the runtime classes (that is, implementations) you will create using the SSPIs are shown on the left side of Figure 3-1 and are .java files.Like the other files on the right side of Figure 3-1, MyFooMBean begins as a .xml file, in which you will extend (and optionally implement) SSPI MBeans. When this MBean Definition File (MDF) is run through the WebLogic MBeanMaker utility, the utility generates the .java files for the MBean type, as described in Generating an MBean Type to Configure and Manage the Custom Security Provider. |
Figure 3-1 shows the relationship between a single runtime class (MyFooProviderImpl
) and an MBean type (MyFooMBean
) you create when developing a custom security provider. The process begins when a WebLogic Server instance starts, and the WebLogic Security Framework:
Therefore, both the runtime class (or classes) and the MBean type form what is called the "security provider."
As described in Overview of the Development Process, you develop a custom security provider by first implementing a number of security services provider interfaces (SSPIs) to create runtime classes. This section helps you:
Additionally, this section provides SSPI Quick Reference that indicates which SSPIs can be implemented for each type of security provider.
Security providers must adhere to the following restrictions:
Java EE services in other domains are accessible and can be used within a security provider.
Each SSPI that ends in the suffix "Provider" (for example, CredentialProvider
) exposes the services of a security provider to the WebLogic Security Framework. This allows the security provider to be manipulated (initialized, started, stopped, and so on).
As shown in Figure 3-2, the SSPIs exposing security services to the WebLogic Security Framework are provided by WebLogic Server, and all extend the SecurityProvider
interface, which includes the following methods:
The initialize
method takes as an argument a ProviderMBean
, which can be narrowed to the security provider's associated MBean instance. The MBean instance is created from the MBean type you generate, and contains configuration data that allows the custom security provider to be managed in the WebLogic Server environment. If this configuration data is available, the initialize
method should be used to extract it.
The securityServices
argument is an object from which the custom security provider can obtain and use the Auditor Service. For more information about the Auditor Service and auditing, see Chapter 10, "Auditing Providers" and Chapter 12, "Auditing Events From Custom Security Providers."
This method returns a brief textual description of the custom security provider.
This method shuts down the custom security provider.
Because they extend SecurityProvider
, a runtime class that implements any SSPI ending in "Provider" must provide implementations for these inherited methods.
This release of WebLogic Server includes bulk access versions of the following Authorization, Adjudication, and Role Mapping provider SSPI interfaces:
BulkAuthorizationProvider
BulkAccessDecision
BulkAdjudicationProvider
BulkAdjudicator
BulkRoleProvider
BulkRoleMapper
The bulk access SSPI interfaces allow Authorization, Adjudication, and Role Mapping providers to receive multiple decision requests in one call rather than through multiple calls, typically in a 'for'
loop. The intent of the bulk SSPI variants is to allow provider implementations to take advantage of internal performance optimizations, such as detecting that many of the passed-in Resource
objects are protected by the same policy and will generate the same decision result.
See Bulk Authorization Providers, Bulk Adjudication Providers, and Bulk Role Mapping Providers for additional information.
Implementations of SSPIs that begin with the prefix "Deployable" and end with the suffix "Provider" (for example, DeployableRoleProviderV2
) expose the services of a custom security provider into the WebLogic Security Framework as explained in Understand the Purpose of the "Provider" SSPIs. However, implementations of these SSPIs also perform additional tasks. These SSPIs also provide support for security in deployment descriptors, including the servlet deployment descriptors (web.xml
, weblogic.xml
), the EJB deployment descriptors (ejb-jar.xml
, weblogic-ejb.jar.xml
) and the EAR deployment descriptors (application.xml
, weblogic-application.xml
).
Authorization providers, Role Mapping providers, and Credential Mapping providers have deployable versions of their "Provider" SSPIs.
Note: If your security provider database (which stores security policies, security roles, and credentials) is read-only, you can implement the non-deployable version of the SSPI for your Authorization, Role Mapping, and Credential Mapping security providers. However, you will still need to configure deployable versions of these security provider that do handle deployment. |
An Authorization provider that supports deploying security policies on behalf of Web application or Enterprise JavaBean (EJB) deployments needs to implement the DeployableAuthorizationProviderV2
SSPI instead of the AuthorizationProvider
SSPI. (However, because the DeployableAuthorizationProviderV2
SSPI extends the AuthorizationProvider
SSPI, you actually will need to implement the methods from both SSPIs.) This is because Web application and EJB deployment activities require the Authorization provider to perform additional tasks, such as creating and removing security policies. In a security realm, at least one Authorization provider must support the DeployableAuthorizationProviderV2
SSPI, or else it will be impossible to deploy Web applications and EJBs.
Note: For more information about security policies, see "Security Policies" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
A Role Mapping provider that supports deploying security roles on behalf of Web application or Enterprise JavaBean (EJB) deployments needs to implement the DeployableRoleProviderV2
SSPI instead of the RoleProvider
SSPI. (However, because the DeployableRoleProviderV2
SSPI extends the RoleProvider
SSPI, you will actually need to implement the methods from both SSPIs.) This is because Web application and EJB deployment activities require the Role Mapping provider to perform additional tasks, such as creating and removing security roles. In a security realm, at least one Role Mapping provider must support this SSPI, or else it will be impossible to deploy Web applications and EJBs.
Note: For more information about security roles, see "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
Note: The DeployableCredentialProvider interface is deprecated in this release of WebLogic Server. |
A Credential Mapping provider that supports deploying security policies on behalf of Resource Adapter (RA) deployments needs to implement the DeployableCredentialProvider
SSPI instead of the CredentialProvider
SSPI. (However, because the DeployableCredentialProvider
SSPI extends the CredentialProvider
SSPI, you will actually need to implement the methods from both SSPIs.) This is because Resource Adapter deployment activities require the Credential Mapping provider to perform additional tasks, such as creating and removing credentials and mappings. In a security realm, at least one Credential Mapping provider must support this SSPI, or else it will be impossible to deploy Resource Adapters.
Note: For more information about credentials, see Credential Mapping Concepts. For more information about security policies, see "Security Policies" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
Figure 3-3 uses a Credential Mapping provider to illustrate the inheritance hierarchy that is common to all SSPIs, and shows how a runtime class you supply can implement those interfaces. In this example, Oracle supplies the SecurityProvider
interface, and the CredentialProviderV2
and CredentialMapperV2
SSPIs. Figure 3-3 shows a single runtime class called MyCredentialMapperProviderImpl
that implements the CredentialProviderV2
and CredentialMapperV2
SSPIs.
However, Figure 3-3 illustrates only one way you can implement SSPIs: by creating a single runtime class. If you prefer, you can have two runtime classes (as shown in Figure 3-4): one for the implementation of the SSPI ending in "Provider" (for example, CredentialProviderV2
), and one for the implementation of the other SSPI (for example, the CredentialMapperV2
SSPI).
When there are separate runtime classes, the class that implements the SSPI ending in "Provider" acts as a factory for generating the runtime class that implements the other SSPI. For example, in Figure 3-4, MyCredentialMapperProviderImpl
acts as a factory for generating MyCredentialMapperImpl
.
Note: If you decide to have two runtime implementation classes, you need to remember to include both runtime implementation classes in the MBean JAR File (MJF) when you generate the security provider's MBean type. For more information, see Generating an MBean Type to Configure and Manage the Custom Security Provider. |
Table 3-1 maps the types of security providers (and their components) with the SSPIs and other interfaces you use to develop them.
Table 3-1 Security Providers, Their Components, and Corresponding SSPIs
Type/Component | SSPIs/Interfaces |
---|---|
Authentication provider |
|
LoginModule (JAAS) |
|
Identity Assertion provider |
|
Identity Asserter |
|
Principal Validation provider |
|
Authorization |
|
Access Decision |
|
Adjudication provider |
|
Adjudicator |
|
Role Mapping provider |
|
Role Mapper |
|
Auditing provider |
|
Audit Channel |
|
Credential Mapping provider |
|
Credential Mapper |
|
Cert Path Provider |
|
Versionable Application Provider |
|
Note: The SSPIs you use to create runtime classes for custom security providers are located in the weblogic.security.spi package. For more information about this package, see the WebLogic Server API Reference Javadoc. |
As described in Overview of the Development Process, the second step in developing a custom security provider is generating an MBean type for the custom security provider. This section helps you:
Additionally, this section provides SSPI MBean Quick Reference that indicates which required SSPI MBeans must be extended and which optional SSPI MBeans can be implemented for each type of security provider.
In addition to creating runtime classes for a custom security provider, you must also generate an MBean type. The term MBean is short for managed bean, a Java object that represents a Java Management eXtensions (JMX) manageable resource.
Note: JMX is a specification that defines a standard management architecture, APIs, and management services. See "Understanding JMX" in Developing Manageable Applications With JMX for Oracle WebLogic Server. |
An MBean type is a factory for instances of MBeans, the latter of which you or an administrator can create using the WebLogic Server Administration Console. Once they are created, you can configure and manage the custom security provider using the MBean instance, through the Administration Console.
Note: All MBean instances are aware of their parent type, so if you modify the configuration of an MBean type, all instances that you or an administrator may have created using the Administration Console will also update their configurations. (For more information, see Understand the SSPI MBean Hierarchy and How It Affects the Administration Console.) |
You use MBean interfaces called SSPI MBeans to create MBean types. There are two types of SSPI MBeans you can use to create an MBean type for a custom security provider:
For more information, see SSPI MBean Quick Reference.
An MBean Definition File (MDF) is an XML file used by the WebLogic MBeanMaker utility to generate the Java files that comprise an MBean type. All MDFs must extend a required SSPI MBean that is specific to the type of the security provider you have created, and can implement optional SSPI MBeans.
Example 3-1 shows a sample MBean Definition File (MDF), and an explanation of its content follows. (Specifically, it is the MDF used to generate an MBean type for the WebLogic Credential Mapping provider. Note that the DeployableCredentialProvider interface is deprecated in this release of WebLogic Server.)
Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Example 3-1 DefaultCredentialMapper.xml
The bold attributes in the <MBeanType>
tag show that this MDF is named DefaultCredentialMapper
and that it extends the required SSPI MBean called DeployableCredentialMapper
. It also includes additional management capabilities by implementing the UserPasswordCredentialMapEditor
optional SSPI MBean.
The ProviderClassName
, Description
, and Version
attributes defined in the <MBeanAttribute>
tags are required in any MDF used to generate MBean types for security providers because they define the security provider's basic configuration methods, and are inherited from the base required SSPI MBean called Provider
(see Figure 3-5). The ProviderClassName
attribute is especially important. The value for the ProviderClassName
attribute is the Java filename of the security provider's runtime class (that is, the implementation of the appropriate SSPI ending in "Provider"). The example runtime class shown in Example 3-1 is DefaultCredentialMapperProviderImpl.java
.
While not shown in Example 3-1, you can include additional attributes and operations in an MDF using the <MBeanAttribute>
and <MBeanOperation>
tags. Most custom attributes will automatically appear in the Provider Specific tab for your custom security provider in the WebLogic Server Administration Console. To display custom operations, however, you need to write a console extension. (See Writing Console Extensions.)
Note: The Sample Auditing provider (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) provides an example of adding a custom attribute. |
Classes loaded from WL_HOME\server\lib\mbeantypes
are not visible to other JAR and EAR files deployed on WebLogic Server. If you have common utility classes that you want to share, you must place them in the system classpath.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well. JAR files loaded from the ...\domaindir\lib\mbeantypes directory can be shared across applications. They do not need to be explicitly placed in the system classpath. |
Your custom provider MBeans must throw only JDK exception types or weblogic.management.utils
exception types. Otherwise, JMX clients may not include the code necessary to receive your exceptions.
weblogic.management.utils
exceptions. As described in Table A-1, you can use the Encrypted attribute to specify that the value of an MBean attribute should not be displayed as clear text. For example, you encrypt the value of the MBean attribute when getting input for a password. The following code fragment shows an example of using the Encrypted attribute:
All attributes and operations that are specified in the required SSPI MBeans that your MBean Definition File (MDF) extends (all the way up to the Provider
base SSPI MBean) automatically appear in a WebLogic Server Administration Console page for the associated security provider. You use these attributes and operations to configure and manage your custom security providers.
Note: For Authentication security providers only, the attributes and operations that are specified in the optional SSPI MBeans your MDF implements are also automatically supported by the Administration Console. For other types of security providers, you must write a console extension in order to make the attributes and operations inherited from the optional SSPI MBeans available in the Administration Console. For more information, see Writing Console Extensions. |
Figure 3-5 illustrates the SSPI MBean hierarchy for security providers (using the WebLogic Credential Mapping MDF as an example), and indicates what attributes and operations will appear in the Administration Console for the WebLogic Credential Mapping provider.
Implementing the hierarchy of SSPI MBeans in the DefaultCredentialMapper
MDF (shown in Figure 3-5) produces the page in the Administration Console that is shown in Figure 3-6. (A partial listing of the DefaultCredentialMapper
MDF is shown in Example 3-1.)
The Name, Description, and Version fields come from attributes with these names inherited from the base required SSPI MBean called Provider
and specified in the DefaultCredentialMapper
MDF. Note that the DisplayName
attribute in the DefaultCredentialMapper
MDF generates the value for the Name field, and that the Description
and Version
attributes generate the values for their respective fields as well. The Credential Mapping Deployment Enabled field is displayed (on the Provider Specific page) because of the CredentialMappingDeploymentEnabled
attribute in the DeployableCredentialMapper
required SSPI MBean, which the DefaultCredentialMapper
MDF extends. Notice that this Administration Console page does not display a field for the DefaultCredentialMapper
implementation of the UserPasswordCredentialMapEditor
optional SSPI MBean.
The WebLogic MBeanMaker is a command-line utility that takes an MBean Definition File (MDF) as input and outputs files for an MBean type. When you run the MDF you created through the WebLogic MBeanMaker, the following occurs:
Necessary developer action: None. No further work must be done for these methods.
Necessary developer action: Currently, the WebLogic MBeanMaker does not generate method stubs for these inherited methods, so you will need to supply the appropriate implementations.
Necessary developer action: You must provide implementations for these methods. (However, because the WebLogic MBeanMaker generates the stubs, you do not need to look up the Java method signatures.)
This is illustrated in Figure 3-7.
The MBean information file contains a compiled definition of the data in the MBean Definition File in a form that JMX Model MBeans require. The format of this file is a list of attributes, operations, and notifications, each of which also has a set of descriptor tags that describe that entity. In addition, the MBean itself also has a set of descriptor tags. An example of this format is as follows:
If desired, you can access this information at runtime by calling the standard JMX server getMBeanInfo
method to obtain the ModelMBeanInfo
.
Note: Be sure to reference the JMX specification to determine how to interpret the returned structure. |
Based on the list of SSPIs you need to implement as part of developing your custom security provider, locate the required SSPI MBeans you need to extend in Table 3-2. Using Table 3-3 through Table 3-5, locate any optional SSPI MBeans you also want to implement for managing your security provider.
Table 3-2 Required SSPI MBeans
Type | Package Name | Required SSPI MBean |
---|---|---|
Authentication provider |
|
|
Identity Assertion provider |
|
|
Authorization provider |
|
|
Adjudication provider |
|
|
Role Mapping provider |
|
|
Auditing provider |
|
|
Credential Mapping provider |
|
|
Cert Path Provider |
|
|
Note: The required SSPI MBeans shown in Table 3-2 are located in theweblogic.management.security.<Package_Name> package. |
Table 3-3 Optional Authentication SSPI MBeans
Optional SSPI MBeans | Purpose |
---|---|
| Create a group. If the group already exists, an exception is thrown. |
| List a group's members. |
| Read data about groups. |
| Remove groups. |
| List the groups containing a user or a group. |
| Create, edit and remove users. |
| Change a user's password. |
| Read data about users. |
| Remove users. |
Note: The optional Authentication SSPI MBeans shown in Table 3-3 are located in theweblogic.management.security.authentication package. They are also supported in the WebLogic Server Administration Console. For an example of how to implement the optional Authentication SSPI MBeans shown in Table 3-4, review the code for the Manageable Sample Authentication Provider (available at |
Table 3-4 Optional Authorization SSPI MBeans
Optional SSPI MBeans | Purpose |
---|---|
| Indicates that the provider supports policy consumption. |
| Create, edit and remove security policies. |
| List data about policies. |
| Read data about security policies. |
| Manages policies in a policy store. |
| Create, edit and remove security roles. |
| Read data about security roles. |
| List data about roles. |
Note: The optional Authorization SSPI MBeans shown in Table 3-4 are located in theweblogic.management.security.authorization package. |
Table 3-5 Optional Credential Mapping SSPI MBeans
Optional SSPI MBeans | Purpose |
---|---|
| Edit credential maps that map a WebLogic user to a remote username and password. |
| Read credential maps that map a WebLogic user to a remote username and password. |
| Read credential maps that map a WebLogic user to a remote username and password. |
Note: The optional Credential Mapping SSPI MBeans shown in Table 3-5 are located in theweblogic.management.security.credentials package. |
Several of the WebLogic security providers have been developed to support security data migration. This means that administrators can export users and groups (for the WebLogic Authentication provider), security policies (for the WebLogic Authorization provider), security roles (for the WebLogic Role Mapping provider), or credential mappings (for the Credential Mapping provider) from one security realm, and then import them into another security realm. Administrators can migrate security data for each of these WebLogic security providers individually, or migrate security data for all the WebLogic security providers at once (that is, security data for the entire security realm).
The migration of security data may be helpful to administrators when:
The following sections provide more information about security data migration:
Before you start to work with security data migration, you need to understand the following concepts:
A format is simply a data format that specifies how security data should be exported or imported. Currently, WebLogic Server does not provide any standard, public formats for developers of security providers. Therefore, the format you use is entirely up to you. Keep in mind, however, that for data to be exported from one security provider and later imported to another security provider, both security providers must understand how to process the same format. Supported formats are the list of data formats that a given security provider understands how to process.
Note: Because the data format used for the WebLogic security providers is unpublished, you cannot currently migrate security data from a WebLogic security provider to a custom security provider, or visa versa.Additionally, security vendors wanting to exchange security data with security providers from other vendors will need to collaborate on a standard format to do so. |
Constraints are key/value pairs used to specify options to the export or import process. Constraints allow administrators to control which security data is exported or imported from the security provider's database. For example, an administrator may want to export only users (not groups) from an Authentication provider's database, or a subset of those users. Supported constraints are the list of constraints that administrators may specify during the migration process for a particular security provider. For example, an Authentication provider's database can be used to import users and groups, but not security policies.
Export files are the files to which security data is written (in the specified format) during the export portion of the migration process. Import files are the files from which security data is read (also in the specified format) during the import portion of the migration process. Both export and import files are simply temporary storage locations for security data as it is migrated from one security provider's database to another.
Caution: The migration files are not protected unless you take additional measures to protect them. Because migration files may contain sensitive data, take extra care when working with them. |
If you want to develop custom security providers that support security data migration like the WebLogic security providers do, you need to extend the weblogic.management.security.ImportMBean
and weblogic.management.security.ExportMBean
optional SSPI MBeans in the MBean Definition File (MDF) that you use to generate MBean types for your custom security providers, then implement their methods. These optional SSPI MBeans include the attributes and operations described in Table 3-6 and Table 3-7, respectively.
Table 3-6 Attributes and Operations of the ExportMBean Optional SSPI MBean
Attributes/Operations | Description |
---|---|
| A list of export data formats that the security provider supports. |
| A list of export constraints that the security provider supports. |
| Exports provider-specific security data in a specified format. |
| A parameter on the |
| A parameter on the Notes: The WebLogic security providers that support security data migration are implemented in a way that allows you to specify a relative path (from the directory relative to the server you are working on). You must specify a directory that already exists; WebLogic Server will not create one for you. |
| A parameter on the |
Note: For more information, see the WebLogic Server API Reference Javadoc for the ExportMBean interface. |
Table 3-7 Attributes and Operations of the ImportMBean Optional SSPI MBean
Attributes/Operations | Description |
---|---|
| A list of import data formats that the security provider supports. |
| A list of import constraints that the security provider supports. |
| Imports provider-specific data from a specified format. |
| A parameter on the |
| A parameter on the Note: The WebLogic security providers that support security data migration are implemented in a way that allows you to specify a relative path (from the directory relative to the server you are working on). You must specify a directory that already exists; WebLogic Server will not create one for you. |
| A parameter on the |
Note: For more information, see the WebLogic Server API Reference Javadoc for the ImportMBean interface. |
Unlike other optional SSPI MBeans you may extend in the MDF for your custom security providers, the attributes and operations inherited from the ExportMBean
and ImportMBean
optional SSPI MBeans automatically appear in a WebLogic Server Administration Console page for the associated security provider, under a Migration tab (see Figure 3-8 for an example). This allows administrators to export and import security data for each security provider individually.
Note: If a security provider does not have migration capabilities, the Migration tab for that security provider will not appear in the Administration Console.For instructions about how to migrate security data for individual security providers using the Administration Console, see "Migrating Security Data" in Securing Oracle WebLogic Server. |
Additionally, if any of the security providers configured in your security realm have migration capabilities, the Migration tab at the security realm level (see Figure 3-9 for an example) allows administrators to export or import security data for all the security providers configured in the security realm at once.
Note: The Migration tab at the security realm level always appears in the Administration Console, whether or not any security providers with migration capabilities are configured in the security realm. However, it is only operational if one or more security providers have migration capabilities.For instructions about how to migrate security data for all security providers at once, see "Migrating Security Data" in Securing Oracle WebLogic Server. |
Note: Administrators can also use the WebLogic Scripting Tool (WLST) (rather than the Administration Console) to migrate security data when you extend the ExportMBean and ImportMBean optional SSPI MBeans. For more information, see Oracle WebLogic Scripting Tool. |
As always, if you add additional attributes or operations to your MDF, you must write a console extension in order to make them available in the Administration Console.
The weblogic.management.utils
package contains additional management interfaces and exceptions that developers might find useful, particularly when generating MBean types for their custom security providers. Implementation of these interfaces and exceptions is not required to develop a custom security provider (unless you inherit them by implementing optional SSPI MBeans in your custom security provider's MDF).
Note: The interfaces and classes are located in this package (rather than in weblogic.management.security) because they are general purpose utilities; in other words, these utilities can also be used for non-security MBeans. The various types of MBeans are described in "Overview of WebLogic Server Subsystem MBeans" in Developing Custom Management Utilities With JMX for Oracle WebLogic Server. |
The weblogic.management.utils
package contains the following utilities:
Note: The Manageable Sample Authentication provider (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) uses the weblogic.management.utils package for exceptions as well as to handle lists of data. |
For more information, see the WebLogic Server API Reference Javadoc for the weblogic.management.utils package.
A WebLogic resource is a structured object used to represent an underlying WebLogic Server entity that can be protected from unauthorized access. Developers of custom Authorization, Role Mapping, and Credential Mapping providers need to understand how these security providers interact with WebLogic resources and the security policies used to secure those resources.
Note: Security policies replace the access control lists (ACLs) and permissions that were used to protect WebLogic resources in previous releases of WebLogic Server. |
The following sections provide information about security providers and WebLogic resources:
Note: For more information, see Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
The Resource
interface, located in the weblogic.security.spi
package, provides the definition for an object that represents a WebLogic resource, which can be protected from unauthorized access. The ResourceBase
class, located in the weblogic.security.service
package, is an abstract base class for more specific WebLogic resource types, and facilitates the model for extending resources. (See Figure 3-10 and Types of WebLogic Resources for more information.)
The ResourceBase
class includes the Oracle-provided implementations of the getID
, getKeys
, getValues
, and toString
methods. For more information, see the WebLogic Server API Reference Javadoc for the ResourceBase class.
This architecture allows you to develop security providers without requiring that they be aware of any particular WebLogic resources. Therefore, when new resource types are added, you should not need to modify the security providers.
As shown in Figure 3-10, "Architecture of WebLogic Resources", certain classes in the weblogic.security.service
package extend the ResourceBase
class, and therefore provide you with implementations for specific types of WebLogic resources. WebLogic resource implementations are available for:
Note: For more information about each of these WebLogic resources, see Securing Resources Using Roles and Policies for Oracle WebLogic Server and the WebLogic Server API Reference Javadoc for the weblogic.security.service package. |
Each WebLogic resource (described in Types of WebLogic Resources) can identified in two ways: by its toString()
representation or by an ID obtained using the getID()
method.
If you use the toString()
method of any WebLogic resource implementation, a description of the WebLogic resource will be returned in the form of a String
. First, the type of the WebLogic resource is printed in pointy-brackets. Then, each key is printed, in order, along with its value. The keys are comma-separated. Values that are lists are comma-separated and delineated by open and close curly braces. Each value is printed as is, except that commas (,), open braces ({), close braces (}), and back slashes (\) are each escaped with a back slash. For example, the EJB resource:
will produce the following toString
output:
The format of the WebLogic resource description provided by the toString()
method is public (that is, you can construct one without using a Resource
object) and is reversible (meaning that you can convert the String
form back to the original WebLogic resource).
The getID()
method on each of the defined WebLogic resource types returns a 64-bit hashcode that can be used to uniquely identify the WebLogic resource in a security provider. The resource ID can be effectively used for fast runtime caching, using the following algorithm:
getID
method. toString()
method to look up the WebLogic resource in the security provider database. Note: Example 3-3 illustrates how to use the getID() method to identify a WebLogic resource in Authorization provider, and provides a sample implementation of this algorithm. |
Because it is not guaranteed stable across multiple runs, you should not use the resource ID to store information about the WebLogic resource in a security provider database. Instead, Oracle recommends that you store any resource-to-security policy and resource-to-security role mappings in their corresponding security provider database using the WebLogic resource's toString()
method.
Note: For more information about security provider databases, see Initialization of the Security Provider Database. For more information about the toString method, see The toString() Method. |
When writing a runtime class for a custom Authentication provider, there are several default groups that you are required to create. Table 3-8 provides information to assist you with this task.
When writing a runtime class for a custom Role Mapping provider, there are several default global roles that you are required to create. Table 3-9 provides information to assist you with this task.
Table 3-9 Default Global Roles and Group Associations
Global Role Name | Group Association |
---|---|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
Note: For more information about global and scoped security roles, see "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
When writing a runtime class for a custom Authorization provider, there are several default security policies that you are required to create. These default security policies initially protect the various types of WebLogic resources. Table 3-10 provides information to assist you with this task.
Table 3-10 Default Security Policies for WebLogic Resources
WebLogic Resource Constructor | Security Policy |
---|---|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
Note: Application and COM resources should not have default security policies (that is, they should not grant permission to anyone by default). |
Example 3-2 illustrates how to look up a WebLogic resource in the runtime class of an Authorization provider. This algorithm assumes that the security provider database for the Authorization provider contains a mapping of WebLogic resources to security policies. It is not required that you use the algorithm shown in Example 3-2, or that you utilize the call to the getParentResource
method. (For more information about the getParentResource
method, see Single-Parent Resource Hierarchies.)
Example 3-2 How to Look Up a WebLogic Resource in an Authorization Provider: Using the toString Method
You can optimize the algorithm for looking up a WebLogic resource by using the getID
method for the resource. (Use of the toString
method alone, as shown in Example 3-2, may impact performance due to the frequency of string concatenations.) The getID
method may be quicker and more efficient because it is a hash operation that is calculated and cached within the WebLogic resource itself. Therefore, when the getID
method is used, the toString
value only needs to be calculated once per resource (as shown in Example 3-3).
Example 3-3 How to Look Up a WebLogic Resource in an Authorization Provider: Using the getID Method
Note: The getID method is not guaranteed between patch sets or future WebLogic Server releases. Therefore, you should not store getID values in your security provider database. |
The level of granularity for WebLogic resources is up to you. For example, you can consider an entire Web application, a particular Enterprise JavaBean (EJB) within that Web application, or a single method within that EJB to be a WebLogic resource.
WebLogic resources are arranged in a hierarchical structure ranging from most specific to least specific. You can use the getParentResource
method for each of the WebLogic resource types if you like, but it is not required.
The WebLogic security providers use the single-parent resource hierarchy as follows: If a WebLogic security provider attempts to access a specific WebLogic resource and that resource cannot be located, the WebLogic security provider will call the getParentResource
method of that resource. The parent of the current WebLogic resource is returned, and allows the WebLogic security provider to move up the resource hierarchy to protect the next (less-specific) resource. For example, if a caller attempts to access the following URL resource:
and that exact URL resource cannot be located, the WebLogic security provider will progressively attempt to locate and protect the following resources (in order):
Note: For more information about the getParentResource method, see the WebLogic Server API Reference Javadoc for any of the predefined WebLogic resource types or the Resource interface. |
Sections SRV.11.1 and SRV.11.2 of the Java Servlet 2.3 Specification (http://jcp.org/aboutJava/communityprocess/first/jsr053/index.html
) describe the servlet container's pattern matching rules. These rules are used for URL resources as well. The following examples illustrate some important concepts with regard to URL resource pattern matching.
For the URL resource type=<url>, application=myApp, contextPath=/mywebapp, uri=/foo/my.jsp, httpMethod=GET
, the resource hierarchy used is as follows. (Note lines 3 and 4, which contain URL patterns that may be different from what is expected.)
For the URL resource type=<url>, application=myApp, contextPath=/mywebapp, uri=/foo
, the resource hierarchy used is as follows. (Note line 2, which contains a URL pattern that may be different from what is expected.)
A ContextHandler is a high-performing WebLogic class that obtains additional context and container-specific information from the resource container, and provides that information to security providers making access or role mapping decisions. The ContextHandler
interface provides a way for an internal WebLogic resource container to pass additional information to a WebLogic Security Framework call, so that a security provider can obtain contextual information beyond what is provided by the arguments to a particular method. A ContextHandler is essentially a name/value list and as such, it requires that a security provider know what names to look for. (In other words, use of a ContextHandler requires close cooperation between the WebLogic resource container and the security provider.) Each name/value pair in a ContextHandler is known as a context element, and is represented by a ContextElement
object.
Note: For more information about the ContextHandler interface and ContextElement class, see the WebLogic Server API Reference Javadoc for the weblogic.security.service package. |
Resource types have different context elements whose values you can inspect as part of developing a custom provider. That is, not all containers pass all context elements.
Table 3-11 lists the available ContextHandler
entries.
Table 3-11 Context Handler Entries
Context Element Name | Description and Type |
---|---|
| A servlet access request or SOAP message via HTTP
|
| A servlet access response or SOAP message via HTTP
|
| A WebLogic Integration message. The message is streamed to the audit log.
|
| The internal listen port of the network channel accepting or processing the request
|
| The external listen port of the network channel accepting or processing the request
|
| The port of the remote end of the TCP/IP connection of the network channel accepting or processing the request
|
| The protocol used to make the request of the network channel accepting or processing the request
|
| The internal listen address of the network channel accepting or processing the request
|
| The external listen address of the network channel accepting or processing the request
|
| The remote address of the TCP/IP connection of the network channel accepting or processing the request
|
| The name of the network channel accepting or processing the request
|
| Is the network channel accepting or processing the request using SSL?
|
| Object based on parameter |
|
|
| Used by WebLogic Server internal process.
|
| The SSL framework has validated the certificate chain, meaning that the certificates in the chain have signed each other properly; the chain terminates in a certificate that is one of the server's trusted CAs; the chain honors the basic constraints rules; and the certificates in the chain have not expired.
|
| Not used in this release of WebLogic Server.
|
| Not used in this release of WebLogic Server.
|
|
|
| The SSL client certificate chain obtained from the SSL connection over which a sender-vouches SAML assertion was received.
|
| The certificate used to sign a Web service message.
|
| The type of SAML assertion: bearer, artifact, sender-vouches, or holder-of-key.
|
| The
|
Example 3-4 illustrates how you can access HttpServletRequest
and HttpServletResponse
context element objects via a URL (Web) resource's ContextHandler. For example, you might use this code in the isAccessAllowed()
method of your AccessDecision
SSPI implementation. (For more information, see Implement the AccessDecision SSPI.)
Example 3-4 Example: Accessing Context Elements in the URL Resource ContextHandler
Note: You might also want to access these context elements in the getRoles() method of the RoleMapper SSPI implementation or the getContext() method of the AuditContext interface implementation. (For more information, see Implement the RoleMapper SSPI and Audit Context, respectively.) |
The ContextHandler interface provides a way to pass additional information to a WebLogic Security Framework call, so that a security provider or interface can obtain additional context information beyond what is provided by the arguments to a particular method.
Table 3-12 describes the context handler support.
Table 3-12 Methods and Classes that Support Context Handlers
Method | Description |
---|---|
| The |
| An implementation of the AdjudicatorV2 SSPI interface is the part of an Adjudication provider that is called after all the Access Decisions' |
| Because the JAAS |
| The |
| The |
| The |
| The getContext method gets an optional ContextHandler object that may specify additional information about the credential mapping audit event. |
| The |
| The C |
| The |
| The IdentityAsserterV2 provider allows the Security Framework to pass a ContextHandler in the assertIdentity method. The ContextHandler object can optionally be used to obtain additional information that may be used in asserting the identity. For example, the ContextHandler allows users to extract extra information from the HttpServletRequest and to set cookies in the HttpServletResponse. |
| A ContextHandler can be passed to the JAAS The EJB and Servlet containers must add the ContextHandler to the CallbackHandler when calling the Principal Authenticator. Specifically, they must instantiate and pass a |
| The |
| As of WebLogic Server version 9.0, the
|
Note: Prior to reviewing this section, be sure you have read "Security Provider Databases" in the Understanding Security for Oracle WebLogic Server. |
At minimum, you must initialize security providers' databases with the default users, groups, security policies, security roles, or credentials that your Authentication, Authorization, Role Mapping, and Credential Mapping providers expect. You will need to initialize a given security provider's database before the security provider can be used, and should think about how this will work as you are writing the runtime classes for your custom security providers. The method you use to initialize a security provider's database depends upon many factors, including whether or not an externally administered database will be used to store the user, group, security policy, security role, or credential information, and whether or not the database already exists or needs to be created.
The following sections explain some best practices for initializing a security provider database:
The first time an Authentication, Authorization, Role Mapping, or Credential Mapping provider is used, it attempts to locate a database with the information it needs to provide its security service. If the security provider fails to locate the database, you can have it create one and automatically populate it with the default users, groups, security policies, security roles, and credentials. This option may be useful for development and testing purposes.
Both the WebLogic security providers and the sample security providers follow this practice. The WebLogic Authentication, Authorization, Role Mapping, and Credential Mapping providers store the user, group, security policy, security role, and credential information in the embedded LDAP server. If you want to use any of these WebLogic security providers, you will need to follow the "Configuring the Embedded LDAP Server" instructions in Securing Oracle WebLogic Server.
Note: The sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) simply create and use a properties file as their database. For example, the sample Authentication provider creates a file called SampleAuthenticatorDatabase.java that contains the necessary information about users and groups. |
If you already have a database (such as an external LDAP server), you can populate that database with the users, groups, security policies, security roles, and credentials that your Authentication, Authorization, Role Mapping, and Credential Mapping providers require. (Populating an existing database is accomplished using whatever tools you already have in place for performing these tasks.)
Once your database contains the necessary information, you must configure the security providers to look in that database. You accomplish this by adding custom attributes in your security provider's MBean Definition File (MDF). Some examples of custom attributes are the database's host, port, password, and so on. After you run the MDF through the WebLogic MBeanMaker and complete a few other steps to generate the MBean type for your custom security provider, you or an administrator use the WebLogic Server Administration Console to set these attributes to point to the database.
Note: For more information about MDFs, MBean types, and the WebLogic MBeanMaker, see Generating an MBean Type to Configure and Manage the Custom Security Provider. |
As an example, Example 3-5 shows some custom attributes that are part of the WebLogic LDAP Authentication provider's MDF. These attributes enable an administrator to specify information about the WebLogic LDAP Authentication provider's database (an external LDAP server), so it can locate information about users and groups.
Example 3-5 LDAPAuthenticator.xml
If possible, initialization calls between a security provider and the security provider's database should be done by an intermediary class, referred to as a database delegator. The database delegator should interact with the runtime class and the MBean type for the security provider, as shown in Figure 3-11.
A database delegator is used by the WebLogic Authentication and Credential Mapping providers. The WebLogic Authentication provider, for example, calls into a database delegator to initialize the embedded LDAP server with default users and groups, which it requires to provide authentication services for the default security realm.
Use of a database delegator is suggested as a convenience to application developers and security vendors who are developing custom security providers, because it hides the security provider's database and centralizes calls into the database.
As an alternative to the best practices for creating or configuring a database for your custom security provider, you can use the JDBCConnectionService
SSPI only during provider initialization to access the JDBC data sources that are configured for your WebLogic domain.
This capability enables your custom security providers to take advantage of full database access and database connection management capabilities provided through JDBC data sources, including multi data sources. See http://download.oracle.com/javase/1.5.0/docs/api/java/sql/Connection.html
for information about how SQL statements are executed and how the results are returned within the context of a connection.
When you use the JDBCConnectionService
SSPI, note the following:
JDBCConnectionService
in the initialize()
method of your custom provider. sqlConnectionName
), not JNDI path. releaseConnection
method (and specify the Connection
object) to release the connection. Example 3-6 shows using the JDBCConnectionService
SSPI to obtain a database connection from a named JDBC data source.
Although not shown in the example, JDBCConnectionService.getConnection
can throw JDBCConnectionServiceException
if the named JDBC data source is unavailable, or SQLException
if the database connection is unavailable. JDBCConnectionService.releaseConnection
can throw SQLException
if the database connection is unavailable.
Example 3-6 Using the JDBCConnectionService API to Access JDBC Data Sources
To implement a security service for obtaining access to JDBC data sources:
initialize()
method, invoke the getJDBCConnectionService
method of the SecurityServicesJDBC
interface to obtain the JDBC connection service. getConnection
method on the JDBC connection service instance, passing the name of a JDBC data source that is configured in your WebLogic domain. releaseConnection
method on the JDBC connection service instance to release the connection instance. A validator is an interface that is implemented by a class that can validate various types of expressions. In this release of WebLogic Server, the inheritance rules for security provider attribute validator methods differ from the rules that existed in 8.1.
In 8.1, a derived MBean had only to customize an attribute validator method in its MBean implementation file to make it take effect. As of version 9.0, the derived MBean must also explicitly declare the attribute validator in its MDF file to make it take effect. Otherwise, the customized method code is ignored.
Consider the following example of the base class of all identity assert MBean implementations, weblogic.management.security.authentication.IdentityAsserterImpl
.
IdentityAsserterImpl extends the authentication provider MBean implementation and gives the authenticator's MBean implementation access to its configuration attributes.
In 8.1, you could do the following:
weblogic.management.security.authentication.IdentityAsserter
. IdentityAsserter1Impl.java
, extends weblogic.management.security.authentication.IdentityAsserterImpl
. Therefore, the MBean inherits the activeTypes
attribute, which has an attribute validator method. The validateActiveTypes(String[] activeTypes)
method ensures that activeTypes
includes only supported types).
validateActiveTypes
method. For example, it could further restrict the active types or loosen the rules. validateActiveTypes
implementation is used. As of version 9.0, the base IdentityAsserter's validateActiveTypes
implementation is used instead. That is, IdentityAsserter1's validateActiveTypes
implementation is silently ignored.
To work around this difference in version 9.0 and later, redeclare the attribute validator in IdentityAsserter1's MDF file in an MBeanOperation subelement.
The difference in inheritance rules for security provider attribute validators also applies to custom validators. You could have a provider declare an attribute with a custom validator. Then you could derive another provider from that one and write another implementation of the validator. In 8.1, the derived provider's validator would be used. As of version 9.0, the base provider's validator is used instead, and the derived one is silently ignored.
Authentication is the mechanism by which callers prove that they are acting on behalf of specific users or systems. Authentication answers the question, "Who are you?" using credentials such as username/password combinations.
In WebLogic Server, Authentication providers are used to prove the identity of users or system processes. Authentication providers also remember, transport, and make that identity information available to various components of a system (via subjects) when needed. During the authentication process, a Principal Validation provider provides additional security protections for the principals (users and groups) contained within the subject by signing and verifying the authenticity of those principals. (For more information, see Chapter 6, "Principal Validation Providers.")
The following sections describe Authentication provider concepts and functionality, and provide step-by-step instructions for developing a custom Authentication provider:
Note: An Identity Assertion provider is a specific form of Authentication provider that allows users or system processes to assert their identity using tokens. For more information, see Chapter 5, "Identity Assertion Providers." |
Before delving into the specifics of developing custom Authentication providers, it is important to understand the following concepts:
A user is similar to an operating system user in that it represents a person. A group is a category of users, classified by common traits such as job title. Categorizing users into groups makes it easier to control the access permissions for large numbers of users. For more information about users and groups, see "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server.
Both users and groups can be used as principals by application servers like WebLogic Server. A principal is an identity assigned to a user or group as a result of authentication. The Java Authentication and Authorization Service (JAAS) requires that subjects be used as containers for authentication information, including principals. Each principal stored in the same subject represents a separate aspect of the same user's identity, much like cards in a person's wallet. (For example, an ATM card identifies someone to their bank, while a membership card identifies them to a professional organization to which they belong.) For more information about JAAS, see Java Authentication and Authorization Service (JAAS).
Note: Subjects replace WebLogic Server 6.x users. |
Figure 4-1 illustrates the relationships among users, groups, principals, and subjects.
As part of a successful authentication, principals are signed and stored in a subject for future use. A Principal Validation provider signs principals, and an Authentication provider's LoginModule actually stores the principals in the subject. Later, when a caller attempts to access a principal stored within a subject, a Principal Validation provider verifies that the principal has not been altered since it was signed, and the principal is returned to the caller (assuming all other security conditions are met).
Note: For more information about Principal Validation providers and LoginModules, see Chapter 6, "Principal Validation Providers" and LoginModules, respectively. |
Any principal that is going to represent a WebLogic Server user or group needs to implement the WLSUser
and WLSGroup
interfaces, which are available in the weblogic.security.spi
package.
Authentication providers need a list of users and groups before they can be used to perform authentication in a running WebLogic Server. Some Authentication providers let the administrator configure an external database (for example, add the users and groups to an LDAP server or a DBMS) and then configure the provider to use that database. These providers don't have to worry about how the users and groups are populated because the administrator does that first, using the external database's tools.
However, some Authentication providers create and manage their own list of users and groups. This is the case for the ManageableSampleAuthenticator provider (available at https://codesamples.samplecode.oracle.com/servlets/tracking?id=S224
on the Oracle Technology Network Web site). These providers need to worry about how their initial set of users and groups is populated. One way to handle this is for the provider's "initialize" method to notice that the users and groups don't exist yet, and then populate the list with an initial set of users and groups.
Note that some providers have a separate list of users and groups for each security realm, and therefore need to create an initial set of users and groups the first time the list is used in a new realm. For example, the ManageableSampleAuthenticator provider creates a separate properties file of users and groups for each realm. Its initialize
method gets the realm name, determines whether the properties file for that realm exists and, if not, creates one, populating it with its initial set of users and groups.
A LoginModule is a required component of an Authentication provider, and can be a component of an Identity Assertion provider if you want to develop a separate LoginModule for perimeter authentication.
LoginModules are the work-horses of authentication: all LoginModules are responsible for authenticating users within the security realm and for populating a subject with the necessary principals (users/groups). LoginModules that are not used for perimeter authentication also verify the proof material submitted (for example, a user's password).
Note: For more information about Identity Assertion providers and perimeter authentication, see Chapter 5, "Identity Assertion Providers." |
If there are multiple Authentication providers configured in a security realm, each of the Authentication providers' LoginModules will store principals within the same subject. Therefore, if a principal that represents a WebLogic Server user (that is, an implementation of the WLSUser
interface) named "Joe" is added to the subject by one Authentication provider's LoginModule, any other Authentication provider in the security realm should be referring to the same person when they encounter "Joe". In other words, the other Authentication providers' LoginModules should not attempt to add another principal to the subject that represents a WebLogic Server user (for example, named "Joseph") to refer to the same person. However, it is acceptable for a another Authentication provider's LoginModule to add a principal of a type other than WLSUser
with the name "Joseph".
LoginModules can be written to handle a variety of authentication mechanisms, including username/password combinations, smart cards, biometric devices, and so on. You develop LoginModules by implementing the javax.security.auth.spi.LoginModule
interface, which is based on the Java Authentication and Authorization Service (JAAS) and uses a subject as a container for authentication information. The LoginModule
interface enables you to plug in different kinds of authentication technologies for use with a single application, and the WebLogic Security Framework is designed to support multiple LoginModule
implementations for multipart authentication. You can also have dependencies across LoginModule instances or share credentials across those instances. However, the relationship between LoginModules and Authentication providers is one-to-one. In other words, to have a LoginModule that handles retina scan authentication and a LoginModule that interfaces to a hardware device like a smart card, you must develop and configure two Authentication providers, each of which include an implementation of the LoginModule
interface. For more information, see Implement the JAAS LoginModule Interface.
Note: You can also obtain LoginModules from third-party security vendors instead of developing your own. |
The way you configure multiple Authentication providers (and thus, multiple LoginModules) can affect the overall outcome of the authentication process, which is especially important for multipart authentication. First, because LoginModules are components of Authentication providers, they are called in the order in which the Authentication providers are configured. Generally, you configure Authentication providers using the WebLogic Server Administration Console. (For more information, see Specifying the Order of Authentication Providers.) Second, the way each LoginModule's control flag is set specifies how a failure during the authentication process should be handled. Figure 4-2 illustrates a sample flow involving three different LoginModules (that are part of three Authentication providers), and illustrates what happens to the subject for different authentication outcomes.
If the control flag for Custom Authentication Provider #1 had been set to Required, the authentication failure in its User Authentication step would have caused the entire authentication process to have failed. Also, if the user had not been authenticated by the WebLogic Authentication provider (or custom Authentication provider #2), the entire authentication process would have failed. If the authentication process had failed in any of these ways, all three LoginModules would have been rolled back and the subject would not contain any principals.
Note: For more information about the LoginModule control flag setting and the LoginModule interface, see the Java Authentication and Authorization Service (JAAS) 1.0 LoginModule Developer's Guide (http://download.oracle.com/javase/6/docs/technotes/guides/security/ ) and the Java SE 6.0 API Specification for the LoginModule interface (http://download.oracle.com/javase/6/docs/api/javax/security/auth/spi/LoginModule.html ), respectively. |
Whether the client is an application, applet, Enterprise JavaBean (EJB), or servlet that requires authentication, WebLogic Server uses the Java Authentication and Authorization Service (JAAS) classes to reliably and securely authenticate to the client. JAAS implements a Java version of the Pluggable Authentication Module (PAM) framework, which permits applications to remain independent from underlying authentication technologies. Therefore, the PAM framework allows the use of new or updated authentication technologies without requiring modifications to your application.
WebLogic Server uses JAAS for remote fat-client authentication, and internally for authentication. Therefore, only developers of custom Authentication providers and developers of remote fat client applications need to be involved with JAAS directly. Users of thin clients or developers of within-container fat client applications (for example, those calling an Enterprise JavaBean (EJB) from a servlet) do not require the direct use or knowledge of JAAS.
Generically, authentication using the JAAS classes and WebLogic Security Framework is performed in the following manner:
CallbackHandler
containing the authentication information. CallbackHandler
to a local (client-side) LoginModule using the LoginContext
class. (The local LoginModule could be UsernamePasswordLoginModule
, which is provided as part of WebLogic Server.) CallbackHandler
containing the authentication information to the appropriate WebLogic Server container (for example, RMI, EJB, servlet, or IIOP). Note: A CallbackHandler is a highly-flexible JAAS standard that allows a variable number of arguments to be passed as complex objects to a method. There are three types of CallbackHandlers: NameCallback, PasswordCallback, and TextInputCallback, all of which reside in thejavax.security.auth.callback package. The NameCallback and PasswordCallback return the username and password, respectively. TextInputCallback can be used to access the data users enter into any additional fields on a login form (that is, fields other than those for obtaining the username and password). When used, there should be one TextInputCallback per additional form field, and the prompt string of each TextInputCallback must match the field name in the form. WebLogic Server only uses the TextInputCallback for form-based Web application login. For more information about CallbackHandlers, see the Java SE 6.0 API Specification for the CallbackHandler interface (http://download.oracle.com/javase/6/docs/api/javax/security/auth/callback/CallbackHandler.html ). For more information about the LoginContext class, see the Java SE 6.0 API Specification for the LoginContext class ( For more information about the UsernamePasswordLoginModule, see the WebLogic Server API Reference Javadoc for the UsernamePasswordLoginModule class. If you do not want to use a client-side LoginModule, you can specify the username and password in other ways: for example, as part of the initial JNDI lookup. |
CallbackHandler
containing authentication information, this is passed into the WebLogic Security Framework. CallbackHandler
using the authentication information that was passed in. (These are internal CallbackHandler
s created on the server-side by the WebLogic Security Framework, and are not related to the client's CallbackHandler
.) The LoginModule attempts to authenticate the client using the authentication information.
Note: For authentication performed entirely on the server-side, the process would begin at step 3, and the WebLogic Server container would call theweblogic.security.services.authentication.login method prior to step 4. |
Figure 4-3 illustrates how the JAAS classes work with the WebLogic Security Framework for a standalone, T3 application, and an explanation follows.
For this example, authentication using the JAAS classes and WebLogic Security Framework is performed in the following manner:
CallbackHandler
containing the authentication information. CallbackHandler
to the UsernamePasswordLoginModule
using the LoginContext
class. Note: Theweblogic.security.auth.login.UsernamePasswordLoginModule implements the standard JAAS javax.security.auth.spi.LoginModule interface and uses client-side APIs to authenticate a WebLogic client to a WebLogic Server instance. It can be used for both T3 and IIOP clients. Callers of this LoginModule must implement a CallbackHandler to pass the username (NameCallback), password (PasswordCallback), and a URL (URLCallback). |
UsernamePasswordLoginModule
passes the CallbackHandler
containing the authentication information (that is, username, password, and URL) to the WebLogic Server RMI container. CallbackHandler
containing authentication information is passed into the WebLogic Security Framework. CallbackHandler
containing the username, password, and URL that was passed in. (These are internal CallbackHandler
s created on the server-side by the WebLogic Security Framework, and are not related to the client's CallbackHandler
.) The LoginModule attempts to authenticate the client using the authentication information.
Figure 4-4 shows a behind-the-scenes look of the authentication process for a fat-client login. JAAS runs on the server to perform the login. Even in the case of a thin-client login (that is, a browser client) JAAS is still run on the server.
Note: Only developers of custom Authentication providers will be involved with this JAAS process directly. The client application could either use JNDI initial context creation or JAAS to initiate the passing of the username and password. |
When a user attempts to log into a system using a username/password combination, WebLogic Server establishes trust by validating that user's username and password, and returns a subject that is populated with principals per JAAS requirements. As Figure 4-4 also shows, this process requires the use of a LoginModule and a Principal Validation provider, which are discussed in detail in LoginModules and Chapter 6, "Principal Validation Providers" respectively.
After successfully proving a caller's identity, an authentication context is established, which allows an identified user or system to be authenticated to other entities. Authentication contexts may also be delegated to an application component, allowing that component to call another application component while impersonating the original caller.
The default (that is, active) security realm for WebLogic Server includes a WebLogic Authentication provider.
Note: In conjunction with the WebLogic Authorization provider, the WebLogic Authentication provider replaces the functionality of the File realm that was available in 6.x releases of WebLogic Server. |
The WebLogic Authentication provider supports delegated username/password authentication, and utilizes an embedded LDAP server to store user and group information. The WebLogic Authentication provider allows you to edit, list, and manage users and group membership.
WebLogic Server also provides the following additional Authentication providers that you can use instead of or in conjunction with the WebLogic Authentication provider in the default security realm:
By default, these additional Authentication providers are available but not configured in the WebLogic default security realm.
If you want to perform additional authentication tasks, then you need to develop a custom Authentication provider.
Note: If you want to perform perimeter authentication using a token type that is not supported out of the box (for example, a new, custom, or third party token type), you might need to develop a custom Identity Assertion provider. For more information, see Chapter 5, "Identity Assertion Providers." |
If the WebLogic Authentication provider does not meet your needs, you can develop a custom Authentication provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Authentication provider by following these steps:
For an example of how to create a runtime class for a custom Authentication provider, see Example: Creating the Runtime Classes for the Sample Authentication Provider.
Note: TheAuthenticationProvider SSPI is deprecated in this release of WebLogic Server. Use the AuthenticationProviderV2 SSPI instead. |
To implement the AuthenticationProviderV2
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following methods:
The getLoginModuleConfiguration
method obtains information about the Authentication provider's associated LoginModule, which is returned as an AppConfigurationEntry
. The AppConfigurationEntry
is a Java Authentication and Authorization Service (JAAS) class that contains the classname of the LoginModule; the LoginModule's control flag (which was passed in via the Authentication provider's associated MBean); and a configuration options map for the LoginModule (which allows other configuration information to be passed into the LoginModule).
For more information about the AppConfigurationEntry
class (located in the javax.security.auth.login
package) and the control flag options for LoginModules, see the Java SE 6.0 API Specification for the AppConfigurationEntry class (http://download.oracle.com/javase/6/docs/api/javax/security/auth/login/AppConfigurationEntry.html
) and the Configuration class (http://download.oracle.com/javase/6/docs/api/javax/security/auth/login/Configuration.html
). For more information about LoginModules, see LoginModules. For more information about security providers and MBeans, see Understand Why You Need an MBean Type.
The getAssertionModuleConfiguration
method obtains information about an Identity Assertion provider's associated LoginModule, which is returned as an AppConfigurationEntry
. The AppConfigurationEntry
is a JAAS class that contains the classname of the LoginModule; the LoginModule's control flag (which was passed in via the Identity Assertion provider's associated MBean); and a configuration options map for the LoginModule (which allows other configuration information to be passed into the LoginModule).
Notes: The implementation of thegetAssertionModuleConfiguration method can be to return null, if you want the Identity Assertion provider to use the same LoginModule as the Authentication provider. The assertIdentity() method of an Identity Assertion provider is called every time identity assertion occurs, but the LoginModules may not be called if the Subject is cached. The It is the responsibility of the Identity Assertion provider to ensure not just that the token is valid, but also that the user is still valid (for example, the user has not been deleted). To use the EJB <run-as-principal> element with a custom Authentication provider, use the |
The getPrincipalValidator
method obtains a reference to the Principal Validation provider's runtime class (that is, the PrincipalValidator
SSPI implementation). In most cases, the WebLogic Principal Validation provider can be used (see Example 4-1 for an example of how to return the WebLogic Principal Validation provider). For more information about Principal Validation providers, see Chapter 6, "Principal Validation Providers."
The AuthenticationProviderV2 getIdentityAsserter
method obtains a reference to the new Identity Assertion provider's runtime class (that is, the IdentityAsserterV2
SSPI implementation).
In most cases, the return value for this method will be null
(see Example 4-1 for an example). For more information about Identity Assertion providers, see Chapter 5, "Identity Assertion Providers."
For more information about the AuthenticationProviderV2
SSPI and the methods described above, see the WebLogic Server API Reference Javadoc.
To implement the JAAS javax.security.auth.spi.LoginModule
interface, provide implementations for the following methods:
The initialize
method initializes the LoginModule. It takes as arguments a subject in which to store the resulting principals, a CallbackHandler
that the Authentication provider will use to call back to the container for authentication information, a map of any shared state information, and a map of configuration options (that is, any additional information you want to pass to the LoginModule).
A CallbackHandler
is a highly-flexible JAAS standard that allows a variable number of arguments to be passed as complex objects to a method. For more information about CallbackHandler
s, see the Java SE 6.0 API Specification for the CallbackHandler interface (http://download.oracle.com/javase/6/docs/api/javax/security/auth/callback/CallbackHandler.html
).
The login
method attempts to authenticate the user and create principals for the user by calling back to the container for authentication information. If multiple LoginModules are configured (as part of multiple Authentication providers), this method is called for each LoginModule in the order that they are configured. Information about whether the login was successful (that is, whether principals were created) is stored for each LoginModule.
The commit
method attempts to add the principals created in the login
method to the subject. This method is also called for each configured LoginModule (as part of the configured Authentication providers), and executed in order. Information about whether the commit was successful is stored for each LoginModule.
The abort
method is called for each configured LoginModule (as part of the configured Authentication providers) if any commits for the LoginModules failed (in other words, the relevant REQUIRED
, REQUISITE
, SUFFICIENT
and OPTIONAL
LoginModules did not succeed). The abort
method will remove that LoginModule's principals from the subject, effectively rolling back the actions performed. For more information about the available control flag settings, see the Java SE 6.0 API Specification for the LoginModule interface (http://download.oracle.com/javase/6/docs/api/javax/security/auth/spi/LoginModule.html
).
The logout
method attempts to log the user out of the system. It also resets the subject so that its associated principals are no longer stored.
Note: TheLoginModule.logout method is never called for the WebLogic Authentication providers or custom Authentication providers. This is simply because once the principals are created and placed into a subject, the WebLogic Security Framework no longer controls the lifecycle of the subject. Therefore, the developer-written, user code that creates the JAAS LoginContext to login and obtain the subject should also call the LoginContext.logout method. When the user code runs in a Java client that uses JAAS directly, that code has the option of calling the LoginContext.logout method, which clears the subject. When the user code runs in a servlet, the servlet has the ability to logout a user from a servlet session, which clears the subject. |
For more information about the JAAS LoginModule
interface and the methods described above, see the Java Authentication and Authorization Service (JAAS) 1.0 Developer's Guide (http://download.oracle.com/javase/6/docs/technotes/guides/security/jaas/JAASRefGuide.html
), and the Java SE 6.0 API Specification for the LoginModule interface (http://download.oracle.com/javase/6/docs/api/javax/security/auth/spi/LoginModule.html
).
You may want to throw a custom exception from a LoginModule you write. The custom exception can then be caught by your application and appropriate action taken. For example, if a PasswordChangeRequiredException
is thrown from your LoginModule, you can catch that exception within your application, and use it to forward users to a page that allows them to change their password.
When you throw a custom exception from a LoginModule and want to catch it within your application, you must ensure that:
LoginException
. LoginModule
and AuthenticationProvider
interfaces. LoginException
. LoginModule
and AuthenticationProvider
interfaces. Example 4-1 shows the SimpleSampleAuthenticationProviderImpl.java
class, which is one of two runtime classes for the sample Authentication provider. This runtime class includes implementations for:
SecurityProvider
interface: initialize
, getDescription
and shutdown
(as described in Understand the Purpose of the "Provider" SSPIs.) AuthenticationProviderV2
SSPI: the getLoginModuleConfiguration
, getAssertionModuleConfiguration
, getPrincipalValidator
, and getIdentityAsserter
methods (as described in Implement the AuthenticationProviderV2 SSPI). Example 4-1 SimpleSampleAuthenticationProviderImpl.java
Example 4-2 shows the SampleLoginModuleImpl.java
class, which is one of two runtime classes for the sample Authentication provider. This runtime class implements the JAAS LoginModule interface (as described in Implement the JAAS LoginModule Interface), and therefore includes implementations for its initialize
, login
, commit
, abort
, and logout
methods.
Example 4-2 SimpleSampleLoginModuleImpl.java
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Authentication provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Authentication provider is calledSimpleSampleAuthenticator.xml . |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Authentication provider. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Authentication provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Authentication provider does not implement any optional SSPI MBeans and does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Authentication providers). |
If the MDF for your custom Authentication provider does implement some optional SSPI MBeans or does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Authentication providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleAuthenticator
, the MBean implementation file to be edited is named SampleAuthenticatorImpl.java
.
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Authentication providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named <MBeanName>Impl.java
. For example, for the MDF named SampleAuthenticator
, the MBean implementation file to be edited is named SampleAuthenticatorImpl.java
.
Accomplishing this task may include, but is not limited to: copying the method implementations from your existing MBean implementation file into the newly-generated MBean implementation file (or, alternatively, adding the new methods from the newly-generated MBean implementation file to your existing MBean implementation file), and verifying that any changes to method signatures are reflected in the version of the MBean implementation file that you are going to use (for methods that exist in both MBean implementation files).
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the SimpleSampleAuthenticator
MDF through the WebLogic MBeanMaker will yield an MBean interface file called SimpleSampleAuthenticatorMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Authentication provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Authentication provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Authentication provider—that is, it makes the custom Authentication provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if -Dweblogic.alternateTypesDirectory = dirX,dirY, WebLogic Server will first load MBean types from WL_HOME\server\lib\mbeantypes , then any valid archives present in dirX and dirY. If you instruct WebLogic Server to look in additional directories for MBean types and are using the Java Security Manager, you must also update the weblogic.policy file to grant appropriate permissions for the MBean type (and thus, the custom security provider). For more information, see "Using Java Security to Protect WebLogic Resources" in Programming Security for Oracle WebLogic Server. |
You can create instances of the MBean type by configuring your custom Authentication provider (see Configure the Custom Authentication Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom Authentication provider means that you are adding the custom Authentication provider to your security realm, where it can be accessed by applications requiring authentication services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers. This section contains information that is important for the person configuring your custom Authentication providers:
Note: The steps for configuring a custom Authentication provider using the WebLogic Server Administration Console are described in "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server. |
As part of using a custom Authentication provider, you need to consider how you will configure and manage user lockouts. You have two choices for doing this:
The WebLogic Security Framework provides a realm-wide User Lockout Manager that works directly with the WebLogic Security Framework to manage user lockouts.
Note: Both the realm-wide User Lockout Manager and a WebLogic Server 6.1 PasswordPolicyMBean (at the Realm Adapter level) may be active. For more information, see the WebLogic Server API Reference Javadoc. |
If you decide to rely on the realm-wide User Lockout Manager, then all you must do to make it work with your custom Authentication provider is use the WebLogic Server Administration Console to:
Note: Changes to the User Lockout Manager do not take effect until you reboot the server. Instructions for using the Administration Console to perform these tasks are described in "Protecting User Accounts" in Securing Oracle WebLogic Server. |
If you decide to implement your own User Lockout Manager as part of your custom Authentication provider, then you must:
As described in LoginModules and Multipart Authentication, the order in which you configure multiple Authentication providers (and thus LoginModules) affects the outcome of the authentication process.
You can configure Authentication providers in any order. However, if you need to reorder your configured Authentication providers, follow the steps described in "Changing the Order of Authentication Providers" in Securing Oracle WebLogic Server.
An Identity Assertion provider is a specific form of Authentication provider that allows users or system processes to assert their identity using tokens (in other words, perimeter authentication). Identity Assertion providers enable perimeter authentication and support single sign-on. You can use an Identity Assertion provider in place of an Authentication provider if you create a LoginModule for the Identity Assertion provider, or in addition to an Authentication provider if you want to use the Authentication provider's LoginModule.
If you want to allow the Identity Assertion provider to be configured separately from the Authentication provider, write two providers. If your Identity Assertion provider and Authentication provider cannot work independently, then write one provider.
The following sections describe Identity Assertion provider concepts and functionality, and provide step-by-step instructions for developing a custom Identity Assertion provider:
Before you develop an Identity Assertion provider, you need to understand the following concepts:
When used with a LoginModule, Identity Assertion providers support single sign-on. For example, an Identity Assertion provider can generate a token from a digital certificate, and that token can be passed around the system so that users are not asked to sign on more than once.
The LoginModule that an Identity Assertion provider uses can be:
Unlike in a simple authentication situation (described in The Authentication Process), the LoginModules that Identity Assertion providers use do not verify proof material such as usernames and passwords; they simply verify that the user exists.
The LoginModules in this configuration must:
You must implement the AuthenticationProviderV2.getAssertionModuleConfiguration
method in your custom Authentication provider, as described in Implement the AuthenticationProviderV2 SSPI. This method is called for identity assertion, such as when an X.509 certificate is being used, and to process the run-as tag in deployment descriptors. Other single signon strategies use it as well.
You develop Identity Assertion providers to support the specific types of tokens that you will be using to assert the identities of users or system processes. You can develop an Identity Assertion provider to support multiple token types, but you or an administrator configure the Identity Assertion provider so that it validates only one "active" token type. While you can have multiple Identity Assertion providers in a security realm with the ability to validate the same token type, only one Identity Assertion provider can actually perform this validation.
Note: "Supporting" token types means that the Identity Assertion provider's runtime class (that is, the IdentityAsserter SSPI implementation) can validate the token type in its assertIdentity method. For more information, see Implement the IdentityAsserterV2 SSPI. |
The following sections will help you work with new token types:
If you develop a custom Identity Assertion provider, you can also create new token types. A token type is simply a piece of data represented as a string. The token types you create and use are completely up to you. The token types currently defined for the WebLogic Identity Assertion provider include: AuthenticatedUser
, X.509
, CSI.PrincipalName
, CSI.ITTAnonymous
, CSI.X509CertChain
, CSI.DistinguishedName
, and wsse:PasswordDigest
.
To create new token types, you create a new Java file and declare any new token types as variables of type String
., as shown in Example 5-1. The PerimeterIdentityAsserterTokenTypes.java
file defines the names of the token types Test 1
, Test 2
, and Test 3
as strings.
Example 5-1 PerimeterIdentityAsserterTokenTypes.java
Note: If you are defining only one new token type, you can also do it right in the Identity Assertion provider's runtime class, as shown in Example 5-4. |
When you or an administrator configure a custom Identity Assertion provider (see Configure the Custom Identity Assertion Provider Using the Administration Console), the Supported Types field displays a list of the token types that the Identity Assertion provider supports. You enter one of the supported types in the Active Types field, as shown in Figure 5-1.
The content for the Supported Types field is obtained from the SupportedTypes
attribute of the MBean Definition File (MDF), which you use to generate your custom Identity Assertion provider's MBean type. An example from the sample Identity Assertion provider is shown in Example 5-2. (For more information about MDFs and MBean types, see Generate an MBean Type Using the WebLogic MBeanMaker.)
Example 5-2 SampleIdentityAsserter MDF: SupportedTypes Attribute
Similarly, the content for the Active Types field is obtained from the ActiveTypes
attribute of the MBean Definition File (MDF). You or an administrator can default the ActiveTypes
attribute in the MDF so that it does not have to be set manually with the WebLogic Server Administration Console. An example from the sample Identity Assertion provider is shown in Example 5-3.
Example 5-3 SampleIdentityAsserter MDF: ActiveTypes Attribute with Default
While defaulting the ActiveTypes
attribute is convenient, you should only do this if no other Identity Assertion provider will ever validate that token type. Otherwise, it would be easy to configure an invalid security realm (where more than one Identity Assertion provider attempts to validate the same token type). Best practice dictates that all MDFs for Identity Assertion providers turn off the token type by default; then an administrator can manually make the token type active by configuring the Identity Assertion provider that validates it.
Note: If an Identity Assertion provider is not developed and configured to validate and accept a token type, the authentication process will fail. For more information about configuring an Identity Assertion provider, see Configure the Custom Identity Assertion Provider Using the Administration Console. |
An Identity Assertion provider can pass tokens from Java clients to servlets for the purpose of perimeter authentication. Tokens can be passed using HTTP headers, cookies, SSL certificates, or other mechanisms. For example, a string that is base 64-encoded (which enables the sending of binary data) can be sent to a servlet through an HTTP header. The value of this string can be a username, or some other string representation of a user's identity. The Identity Assertion provider used for perimeter authentication can then take that string and extract the username.
If the token is passed through HTTP headers or cookies, the token is equal to the header or cookie name, and the resource container passes the token to the part of the WebLogic Security Framework that handles authentication. The WebLogic Security Framework then passes the token to the Identity Assertion provider, unchanged.
WebLogic Server is designed to extend the single sign-on concept all the way to the perimeter through support for identity assertion. Identity assertion allows WebLogic Server to use the authentication mechanism provided by perimeter authentication schemes such as the Security Assertion Markup Language (SAML), the Simple and Protected GSS-API Negotiation Mechanism (SPNEGO), or enhancements to protocols such as Common Secure Interoperability (CSI) v2 to achieve this functionality.
WebLogic Server provides support for an Enterprise JavaBean (EJB) interoperability protocol based on Internet Inter-ORB (IIOP) (GIOP version 1.2) and the CORBA Common Secure Interoperability version 2 (CSIv2) specification. CSIv2 support in WebLogic Server:
Note: The CSIv2 implementation in WebLogic Server passed Java 2 Enterprise Edition (Java EE) Compatibility Test Suite (CTS) conformance testing. |
The external interface to the CSIv2 implementation is a JAAS LoginModule that retrieves the username and password of the CORBA object. The JAAS LoginModule can be used in a WebLogic Java client or in a WebLogic Server instance that acts as a client to another Java EE application server. The JAAS LoginModule for the CSIv2 support is called UsernamePasswordLoginModule
, and is located in the weblogic.security.auth.login
package.
CSIv2 works in the following manner:
For information about using CSIv2, see "Common Secure Interoperability Version 2" in Understanding Security for Oracle WebLogic Server. For more information about JAAS LoginModules, see LoginModules.
In perimeter authentication, a system outside of WebLogic Server establishes trust via tokens (as opposed to the type of authentication described in The Authentication Process, where WebLogic Server establishes trust via usernames and passwords). Identity Assertion providers are used as part of perimeter authentication process, which works as follows (see Figure 5-2):
CallbackHandler
and passed to each configured Authentication provider's LoginModule, so that the LoginModule can populate the subject with the appropriate principals. As Figure 5-2 also shows, perimeter authentication requires the same components as the authentication process described in The Authentication Process, but also adds an Identity Assertion provider.
The WebLogic Identity Assertion providers support certificate authentication using X509 certificates, SPNEGO tokens, SAML assertion tokens, and CORBA Common Secure Interoperability version 2 (CSIv2) identity assertion.
The LDAP X509 Identity Assertion provider receives an X509 certificate, looks up the LDAP object for the user associated with that certificate, ensures that the certificate in the LDAP object matches the presented certificate, and then retrieves the name of the user from the LDAP object for the purpose of authentication.
The Negotiate Identity Assertion provider is used for SSO with Microsoft clients that support the SPNEGO protocol. The Negotiate Identity Assertion provider decodes SPNEGO tokens to obtain Kerberos tokens, validates the Kerberos tokens, and maps Kerberos tokens to WebLogic users. The Negotiate Identity Assertion provider utilizes the Java Generic Security Service (GSS) Application Programming Interface (API) to accept the GSS security context via Kerberos. The Negotiate Identity Assertion provider is for Windows NT Integrated Login.
The SAML Identity Assertion providers handle SAML assertion tokens when WebLogic Server acts as a SAML destination site. The SAML Identity Assertion providers consume and validate SAML assertion tokens and determines if the assertion is to be trusted (using either the proof material available in the SOAP message, the client certificate, or some other configuration indicator).
The default WebLogic Identity Assertion provider validates the token type, then maps X509 digital certificates and X501 distinguished names to WebLogic usernames. It also specifies a list of trusted client principals to use for CSIv2 identity assertion. The wildcard character (*) can be used to specify that all principals are trusted. If a client is not listed as a trusted client principal, the CSIv2 identity assertion fails and the invoke is rejected.
Note: To use the WebLogic Identity Assertion provider for X.501 and X.509 certificates, you have the option of using the default user name mapper that is supplied with the WebLogic Server product (weblogic.security.providers.authentication.DefaultUserNameMapperImpl ) or providing you own implementation of the weblogic.security.providers.authentication.UserNameMapper interface. This interface maps a X.509 certificate to a WebLogic Server user name according to whatever scheme is appropriate for your needs. You can also use this interface to map from an X.501 distinguished name to a user name. You specify your implementation of this interface when you use the Administration Console to configure an Identity Assertion provider. |
The WebLogic Identity Assertion providers support the following token types:
AU_TYPE
, for a WebLogic AuthenticatedUser
used as a token. X509_TYPE
, for an X509 client certificate used as a token. CSI_PRINCIPAL_TYPE
, for a CSIv2 principal name identity used as a token. CSI_ANONYMOUS_TYPE
, for a CSIv2 anonymous identity used as a token. CSI_X509_CERTCHAIN_TYPE
, for a CSIv2 X509 certificate chain identity used as a token. CSI_DISTINGUISHED_NAME_TYPE
, for a CSIv2 distinguished name identity used as a token. AUTHORIZATION_NEGOTIATE
, for a SPNEGO internal token used as a token. SAML_ASSERTION_B64_TYPE
, for a Base64 encoded SAML.assertion used as a token. SAML_ASSERTION_DOM_TYPE
, for a SAML DOM element used as a token. SAML_ASSERTION_TYPE
, for a SAML string XML form used as a token. SAML2_ASSERTION_DOM_TYPE
, for a SAML2 DOM element used as a token. SAML2_ASSERTION_TYPE
, for a SAML2 string XML form used as a token. SAML_SSO_CREDENTIAL_TYPE
, for a SAML string consisting of the TARGET parameter concatenated with the assertion itself and used as a token. WSSE_PASSWORD_DIGEST_TYPE
, for a username token with a password type of password digest used as a token. WWW_AUTHENTICATE_NEGOTIATE
, for a SPNEGO internal token used as a token. If you want to perform additional identity assertion tasks or create new token types, then you need to develop a custom Identity Assertion provider.
If the WebLogic Identity Assertion provider does not meet your needs, you can develop a custom Identity Assertion provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Identity Assertion provider by following these steps:
Note: If you want to create a separate LoginModule for your custom Identity Assertion provider (that is, not use the LoginModule from your Authentication provider), you also need to implement the JAASLoginModule interface, as described in Implement the JAAS LoginModule Interface. |
For an example of how to create a runtime class for a custom Identity Assertion provider, see Example: Creating the Runtime Class for the Sample Identity Assertion Provider.
Note: TheAuthenticationProvider SSPI is deprecated in this release of WebLogic Server. Use the AuthenticationProviderV2 SSPI instead. |
To implement the AuthenticationProviderV2
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following methods:
The getLoginModuleConfiguration
method obtains information about the Authentication provider's associated LoginModule, which is returned as an AppConfigurationEntry
. The AppConfigurationEntry
is a Java Authentication and Authorization Service (JAAS) class that contains the classname of the LoginModule; the LoginModule's control flag (which was passed in via the Authentication provider's associated MBean); and a configuration options map for the LoginModule (which allows other configuration information to be passed into the LoginModule).
For more information about the AppConfigurationEntry
class (located in the javax.security.auth.login
package) and the control flag options for LoginModules, see the Java SE 6.0 API Specification for the AppConfigurationEntry class (http://download.oracle.com/javase/6/docs/api/javax/security/auth/login/AppConfigurationEntry.html
) and the Configuration class (http://download.oracle.com/javase/6/docs/api/javax/security/auth/login/Configuration.html
). For more information about LoginModules, see LoginModules. For more information about security providers and MBeans, see Understand Why You Need an MBean Type.
The getAssertionModuleConfiguration
method obtains information about an Identity Assertion provider's associated LoginModule, which is returned as an AppConfigurationEntry
. The AppConfigurationEntry
is a JAAS class that contains the classname of the LoginModule; the LoginModule's control flag (which was passed in via the Identity Assertion provider's associated MBean); and a configuration options map for the LoginModule (which allows other configuration information to be passed into the LoginModule).
The LoginModules in this configuration must populate the Subject with required Principals, such as those of type WLSGroup, and must trust that the user has submitted sufficient proof to login and not require a password or some other proof material.
Note: TheassertIdentity() method of an Identity Assertion provider is called every time identity assertion occurs, but the LoginModules may not be called if the Subject is cached. The -Dweblogic.security.identityAssertionTTL flag can be used to affect this behavior (for example, to modify the default TTL of 5 minutes or to disable the cache by setting the flag to -1). It is the responsibility of the Identity Assertion provider to ensure not just that the token is valid, but also that the user is still valid (for example, the user has not been deleted). |
The getPrincipalValidator
method obtains a reference to the Principal Validation provider's runtime class (that is, the PrincipalValidator
SSPI implementation). For more information, see Chapter 6, "Principal Validation Providers."
The getIdentityAsserter
method obtains a reference to the Identity Assertion provider's runtime class (that is, the IdentityAsserterV2
SSPI implementation). For more information, see Implement the IdentityAsserterV2 SSPI.
Note: When the LoginModule used for the Identity Assertion provider is the same as that used for an existing Authentication provider, implementations for the methods in theAuthenticationProviderV2 SSPI (excluding the getIdentityAsserter method) for Identity Assertion providers can just return null . An example of this is shown in Example 5-4. |
For more information about the AuthenticationProvider
SSPI and the methods described above, see the WebLogic Server API Reference Javadoc.
Note: TheIdentityAsserterV2 SSPI includes additional token types and a handler parameter to the assertIdentity method that can optionally be used to obtain additional information when asserting the identity. Although the IdentityAsserter SSPI is still supported, you should consider using the IdentityAsserterV2 SSPI instead. |
To implement the IdentityAsserterV2
SSPI, provide implementations for the following method:
The assertIdentity
method asserts an identity based on the token identity information that is supplied. In other words, the purpose of this method is to validate any tokens that are not currently trusted against trusted client principals. The type
parameter represents the token type to be used for the identity assertion. Note that identity assertion types are case insensitive. The token
parameter contains the actual identity information. The handler
parameter is a ContextHandler
object that can optionally be used to obtain additional information that may be used in asserting the identity. The CallbackHandler
returned from the assertIdentity
method is passed to all configured Authentication providers' LoginModules to perform principal mapping, and should contain the asserted username. If the CallbackHandler
is null
, this signifies that the anonymous user should be used.
A CallbackHandler
is a highly-flexible JAAS standard that allows a variable number of arguments to be passed as complex objects to a method. For more information about CallbackHandler
s, see the Java SE 6.0 API Specification for the CallbackHandler interface (http://download.oracle.com/javase/6/docs/api/javax/security/auth/callback/CallbackHandler.html
).
Notes: TheassertIdentity() method of an Identity Assertion provider is called every time identity assertion occurs, but the LoginModules may not be called if the Subject is cached. The -Dweblogic.security.identityAssertionTTL flag can be used to affect this behavior (for example, to modify the default TTL of 5 minutes or to disable the cache by setting the flag to -1). It is the responsibility of the Identity Assertion provider to ensure not just that the token is valid, but also that the user is still valid (for example, the user has not been deleted). |
For more information about the IdentityAsserterV2
SSPI and the method described above, see the WebLogic Server API Reference Javadoc.
Example 5-4 shows the SampleIdentityAsserterProviderImpl.java
class, which is the runtime class for the sample Identity Assertion provider. This runtime class includes implementations for:
SecurityProvider
interface: initialize
, getDescription
, and shutdown
(as described in Understand the Purpose of the "Provider" SSPIs.) AuthenticationProviderV2
SSPI: the getLoginModuleConfiguration
, getAssertionModuleConfiguration
, getPrincipalValidator
, and getIdentityAsserter
methods (as described in Implement the AuthenticationProviderV2 SSPI. IdentityAsserterV2
SSPI: the assertIdentity
method (described in Implement the IdentityAsserterV2 SSPI). Example 5-4 SampleIdentityAsserterProviderImpl.java
Example 5-5 shows the sample CallbackHandler
implementation that is used along with the SampleIdentityAsserterProviderImpl.java
runtime class. This CallbackHandler
implementation is used to send the username back to an Authentication provider's LoginModule.
Example 5-5 SampleCallbackHandlerImpl.java
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Identity Assertion provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Identity Assertion provider is calledSampleIdentityAsserter.xml . |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Identity Assertion provider. For example, consider the following fragment to set the Base64DecodingRequired
attribute to false: <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Identity Assertion provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Identity Assertion provider does not implement any optional SSPI MBeans and does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Identity Assertion providers). |
If the MDF for your custom Identity Assertion provider does implement some optional SSPI MBeans or does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Identity Assertion providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleIdentityAsserter
, the MBean implementation file to be edited is named SampleIdentityAsserterImpl.java
.
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Identity Assertion providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleIdentityAsserter
, the MBean implementation file to be edited is named SampleIdentityAsserterImpl.java
.
Accomplishing this task may include, but is not limited to: copying the method implementations from your existing MBean implementation file into the newly-generated MBean implementation file (or, alternatively, adding the new methods from the newly-generated MBean implementation file to your existing MBean implementation file), and verifying that any changes to method signatures are reflected in the version of the MBean implementation file that you are going to use (for methods that exist in both MBean implementation files).
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the SampleIdentityAsserter
MDF through the WebLogic MBeanMaker will yield an MBean interface file called SampleIdentityAsserterMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Identity Assertion provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Identity Assertion provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Identity Assertion provider—that is, it makes the custom Identity Assertion provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if -Dweblogic.alternateTypesDirectory = dirX,dirY , WebLogic Server will first load MBean types from WL_HOME\server\lib\mbeantypes , then any valid archives present in dirX and dirY. If you instruct WebLogic Server to look in additional directories for MBean types and are using the Java Security Manager, you must also update the weblogic.policy file to grant appropriate permissions for the MBean type (and thus, the custom security provider). For more information, see "Using Java Security to Protect WebLogic Resources" in Programming Security for Oracle WebLogic Server. |
You can create instances of the MBean type by configuring your custom Identity Assertion provider (see Configure the Custom Identity Assertion Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom Identity Assertion provider means that you are adding the custom Identity Assertion provider to your security realm, where it can be accessed by applications requiring identity assertion services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers.
Note: The steps for configuring a custom Identity Assertion provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server. |
The Challenge Identity Asserter interface supports challenge response schemes in which multiple challenges, responses messages, and state are required. The Challenge Identity Asserter interface allows Identity Assertion providers to support authentication protocols such as Microsoft's Windows NT Challenge/Response (NTLM), Simple and Protected GSS-API Negotiation Mechanism (SPNEGO), and other challenge/response authentication mechanisms.
The WebLogic Security Framework allows you to provide a custom Authentication and Identity Assertion provider. However, due to the nature of the Java Servlet API 2.3 specification, the interaction between the Authentication provider and the client or other servers is architecturally limited during the authentication process. This restricts authentication mechanisms to those that are compatible with the authentication mechanisms the Servlet container offers: basic, form, and certificate.
Servlet authentication filters, which are described in Chapter 13, "Servlet Authentication Filters" have fewer architecturally-dependence limitations; that is, they are not dependent on the authentication mechanisms offered by the servlet container. By allowing filters to be invoked prior to the container beginning the authentication process, a security realm can implement a wider scope of authentication mechanisms. For example, a servlet authentication filter could redirect the user to a SAML provider site for authentication.
Servlet authentication filters provide a convenient way to implement a challenge/response protocol in your environment. Filters allow your Challenge Identity Assertion interface to loop through your challenge/response mechanism as often as needed to complete the challenge.
Servlet authentication filters allow you to implement a challenge/response protocol without being limited to the authentication mechanisms compatible with the Servlet container. However, because servlet authentication filters operate outside of the authentication environment provided by the Security Framework, they cannot depend on the Security Framework to determine provider context, and require an API to drive the multiple-challenge Identity Assertion process.
The weblogic.security.services.Authentication
class has been extended to allow multiple challenge/response identity assertion from a servlet authentication filter. The methods and interface provide a wrapper for the ChallengeIdentityAsserterV2
and ProviderChallengeContext
interfaces so that you can invoke them from a servlet authentication filter.
There is no other documented way to perform a multiple challenge/response dialog from a servlet authentication filter within the context of the Security Framework. Your servlet authentication filter cannot directly invoke the ChallengeIdentityAsserterV2
and ProviderChallengeContext
interfaces.
Therefore, you need to implement the ChallengeIdentityAsserterV2
and ProviderChallengeContext
interfaces, and then use the weblogic.security.services.Authentication
methods and AppChallengeContext
interface to invoke them from a servlet authentication filter.
The ChallengeIdentityAsserterV2
interface extends the IdentityAsserterV2
SSPI. You must implement the ChallengeIdentityAsserterV2
interface in addition to the IdentityAsserterV2
SSPI.
Provide an implementation for all of the IdentityAsserterV2
methods, and the following methods:
Use the supplied client token to establish client identity, possibly with multiple challenges. This method returns your implementation of the ProviderChallengeContext
interface. The ProviderChallengeContext
interface provides a means to query the state of the challenges.
Use the supplied provider context and client token to continue establishing client identity.
This method returns the Identity Assertion provider's challenge token.
The ProviderChallengeContext
interface provides a means to query the state of the challenges. It allows the assertChallengeIdentity
and continueChallengeIdentity
methods of the ChallengeIdentityAsserterV2
interface to return either the callback handler or a new challenge to which the client must respond.
To implement the ProviderChallengeContext
interface, provide implementations for the following methods:
This method returns the callback handler for the challenge identity assertion. Call this method only when the hasChallengeIdentityCompleted
method returns true.
This method returns the challenge token for the challenge identity assertion. Call this method only when the hasChallengeIdentityCompleted
method returns false.
This method returns whether the challenge identity assertion has completed. It returns true if the challenge identity assertion has completed, false if not. If true, the caller should use the getCallbackHandle
r method. If false, then the caller should use the getChallengeToken
method.
Have your servlet authentication filter invoke the following weblogic.security.services.Authentication
methods instead of calling the ChallengeIdentityAsserterV2
SSPI directly:
Use the supplied client token to establish client identity, possibly with multiple challenges. This method returns the context of the challenge identity assertion. This result may contain either the authenticated subject or an additional challenge to which the client must respond. The AppChallengeContext
interface provides a means to query the state of the challenges.
Use the supplied provider context and client token to continue establishing client identity.
This method returns the initial challenge token for the challenge identity assertion.
Have your servlet authentication filter invoke the following AppChallengeContext methods instead of invoking the ProviderChallengeContext
interface directly:
Returns the authenticated subject for the challenge identity assertion. Call this method only when the hasChallengeIdentityCompleted
method returns true.
This method returns the challenge token for the challenge identity assertion. Call this method only when the hasChallengeIdentityCompleted
method returns false.
This method returns whether the challenge identity assertion has completed. It returns true if the challenge identity assertion has completed, false if not. If true, the caller should use the getCallbackHandler
method. If false, then the caller should use the getChallengeToken
method.
In the following code flow, assume that the servlet authentication filter, which is described in Chapter 13, "Servlet Authentication Filters" handles the HTTP level interactions (Authorization and WWW-Authenticate) and is also responsible for calling the weblogic.security.services.Authentication
methods and interfaces to drive the Challenge Identity Assertion process.
weblogic.security.services.Authentication
getChallengeToken
method to get an initial token and sends a 401 response with a WWW-Authenticate negotiate header back assertChallengeIdentity
method. assertChallengeIdentity
takes the token as input, processes it according to whatever rules it needs to follow for the assertion process it is following (for example, if NTLM, then do whatever NTLM requires to process the token), and determine if that succeeded or not. assertChallengeIdentity
returns your implementation of the AppChallengeContext
interface. hasChallengeCompleted
method. Use the AppChallengeContext hasChallengeIdentityCompleted
method to see if the challenge has completed. For example, it can determine if the callback handler is not null, meaning that it contains a username, and return true. In this use it returns false, so it must issue another challenge to the client. The filter then calls AppChallengeContext getChallengeToken
to get the token to challenge back with. continueChallengeIdentity
method. hasChallengeCompleted
method. If it returns false another challenge is in order, so call the AppChallengeContext getChallengeToken method to get the token to challenge back with, and so forth. If it returned true, then the challenge has completed and the filter would then call AppChallengeContext getAuthenticatedSubject
method and perform a runAs(subject, request). Authentication providers rely on Principal Validation providers to sign and verify the authenticity of principals (users and groups) contained within a subject. Such verification provides an additional level of trust and may reduce the likelihood of malicious principal tampering. Verification of the subject's principals takes place during the WebLogic Server's demarshalling of RMI client requests for each invocation. The authenticity of the subject's principals is also verified when making authorization decisions.
The following sections describe Principal Validation provider concepts and functionality, and provide step-by-step instructions for developing a custom Principal Validation provider:
Before you develop a Principal Validation provider, you need to understand the following concepts:
Like Identity Assertion providers support specific types of tokens, Principal Validation providers support specific types of principals. For example, the WebLogic Principal Validation provider (described in Do You Need to Develop a Custom Principal Validation Provider?) signs and verifies the authenticity of WebLogic Server principals.
The Principal Validation provider that is associated with the configured Authentication provider (as described in How Principal Validation Providers Differ From Other Types of Security Providers) will sign and verify all the principals stored in the subject that are of the type the Principal Validation provider is designed to support.
A Principal Validation provider is a special type of security provider that primarily acts as a "helper" to an Authentication provider. The main function of a Principal Validation provider is to prevent malicious individuals from tampering with the principals stored in a subject.
The AuthenticationProvider
SSPI (as described in Implement the AuthenticationProviderV2 SSPI) includes a method called getPrincipalValidator
. In this method, you specify the Principal Validation provider's runtime class to be used with the Authentication provider. The Principal Validation provider's runtime class can be the one Oracle provides (called the WebLogic Principal Validation provider) or one you develop (called a custom Principal Validation provider). An example of using the WebLogic Principal Validation provider in an Authentication provider's getPrincipalValidator
method is shown in Example 4-0, "Relationships Among Users, Groups, Principals and Subjects".
Because you generate MBean types for Authentication providers and configure Authentication providers using the WebLogic Server Administration Console, you do not have to perform these steps for a Principal Validation provider.
When the WebLogic Security Framework attempts an authentication (or authorization) operation, it checks the subject's principals to see if they are valid. If a principal is not valid, the WebLogic Security Framework throws a security exception with text indicating that the subject is invalid. A subject may be invalid because:
Note: Because you can have multiple principals in a subject, each stored by the LoginModule of a different Authentication provider, the principals can have different Principal Validation providers. |
As shown in Figure 6-1, a user attempts to log into a system using a username/password combination. WebLogic Server establishes trust by calling the configured Authentication provider's LoginModule, which validates the user's username and password and returns a subject that is populated with principals per Java Authentication and Authorization Service (JAAS) requirements.
WebLogic Server passes the subject to the specified Principal Validation provider, which signs the principals and then returns them to the client application via WebLogic Server. Whenever the principals stored within the subject are required for other security operations, the same Principal Validation provider will verify that the principals stored within the subject have not been modified since they were signed.
The default (that is, active) security realm for WebLogic Server includes a WebLogic Principal Validation provider. Much like an Identity Assertion provider supports a specific type of token, a Principal Validation provider signs and verifies the authenticity of a specific type of principal. The WebLogic Principal Validation provider signs and verifies WebLogic Server principals. In other words, it signs and verifies principals that represent WebLogic Server users or WebLogic Server groups.
Note: You can use theWLSPrincipals class (located in the weblogic.security package) to determine whether a principal (user or group) has special meaning to WebLogic Server. (That is, whether it is a predefined WebLogic Server user or WebLogic Server group.) Furthermore, any principal that is going to represent a WebLogic Server user or group needs to implement the WLSUser and WLSGroup interfaces (available in the weblogic.security.spi package).
An Authentication provider needs to implement the |
The WebLogic Principal Validation provider includes implementations of the WLSUser
and WLSGroup
interfaces, named WLSUserImpl
and WLSGroupImpl
. These are located in the weblogic.security.principal
package. It also includes an implementation of the PrincipalValidator
SSPI called PrincipalValidatorImpl
(located in the weblogic.security.provider
package). The sign()
method in the PrincipalValidatorImpl
class generates a random seed and computes a digest based on that random seed. (For more information about the PrincipalValidator
SSPI, see Implement the PrincipalValidator SSPI.)
If you have simple user and group principals (that is, they only have a name), and you want to use the WebLogic Principal Validation provider:
weblogic.security.principal.WLSUserImpl
and weblogic.security.principal.WLSGroupImpl
classes. weblogic.security.provider.PrincipalValidatorImpl
class. If you have user or group principals with extra data members (that is, in addition to a name), and you want to use the WebLogic Principal Validation provider:
UserImpl
and GroupImpl
classes. weblogic.security.principal.WLSAbstractPrincipal
class. weblogic.security.spi.WLSUser
and weblogic.security.spi.WLSGroup
interfaces. equals()
method to include your extra data members. Your implementation should call the super.equals()
method when complete so the WLSAbstractPrincipal
can validate the remaining data. Note: By default, only the user or group name will be validated. If you want to validate your extra data members as well, then implement thegetSignedData() method. |
weblogic.security.provider.PrincipalValidatorImpl
class. If you have your own validation scheme and do not want to use the WebLogic Principal Validation provider, or if you want to provide validation for principals other than WebLogic Server principals, then you need to develop a custom Principal Validation provider.
To develop a custom Principal Validation provider:
UserImpl
and GroupImpl
classes by: PrincipalValidationImpl
class by implementing the weblogic.security.spi.PrincipalValidator
SSPI. (See Implement the PrincipalValidator SSPI.) To implement the PrincipalValidator
SSPI, provide implementations for the following methods:
The validate
method takes a principal as an argument and attempts to validate it. In other words, this method verifies that the principal was not altered since it was signed.
The sign
method takes a principal as an argument and signs it to assure trust. This allows the principal to later be verified using the validate
method.
Your implementation of the sign
method should be a secret algorithm that malicious individuals cannot easily recreate. You can include that algorithm within the sign
method itself, have the sign
method call out to a server for a token it should use to sign the principal, or implement some other way of signing the principal.
The getPrincipalBaseClass
method returns the base class of principals that this Principal Validation provider knows how to validate and sign.
For more information about the PrincipalValidator
SSPI and the methods described above, see the WebLogic Server API Reference Javadoc.
Authorization is the process whereby the interactions between users and WebLogic resources are controlled, based on user identity or other information. In other words, authorization answers the question, "What can you access?" In WebLogic Server, an Authorization provider is used to limit the interactions between users and WebLogic resources to ensure integrity, confidentiality, and availability.
The following sections describe Authorization provider concepts and functionality, and provide step-by-step instructions for developing a custom Authorization provider:
Before you develop an Authorization provider, you need to understand the following concepts:
Like LoginModules for Authentication providers, an Access Decision is the component of an Authorization provider that actually answers the "is access allowed?" question. Specifically, an Access Decision is asked whether a subject has permission to perform a given operation on a WebLogic resource, with specific parameters in an application. Given this information, the Access Decision responds with a result of PERMIT
, DENY
, or ABSTAIN
.
The Java Authorization Contract for Containers (JACC) is part of Java EE. JACC extends the permission-based security model to EJBs and Servlets. JACC is defined by JSR-115 (http://www.jcp.org/en/jsr/detail?id=115
).
JACC provides an alternate authorization mechanism for the EJB and Servlet containers in a WebLogic Server domain. When JACC is configured, the WebLogic Security framework access decisions, adjudication, and role mapping functions are not used for EJB and Servlet authorization decisions.
Note: You cannot use the JACC framework in conjunction with the WebLogic Security framework. The JACC classes used by WebLogic Server do not include an implementation of a Policy object for rendering decisions but instead rely on the java.security.Policy (http://download.oracle.com/javase/6/docs/api/java/security/Policy.html ) object. |
WebLogic Server implements a JACC provider which, although fully compliant with JSR-115, is not as optimized as the WebLogic Authentication provider. The Java JACC classes are used for rendering access decisions. Because JSR-115 does not define how to address role mapping, WebLogic JACC classes are used for role-to-principal mapping. See http://download.oracle.com/javaee/5/api/javax/security/jacc/package-frame.html
for information on developing a JACC provider.
Figure 7-1 illustrates how Authorization providers (and the associated Adjudication and Role Mapping providers) interact with the WebLogic Security Framework during the authorization process, and an explanation follows.
Generally, authorization is performed in the following manner:
Note: The resource container could be the container that handles any one of the WebLogic Resources described in Security Providers and WebLogic Resources. |
ContextHandler
object that may be used by the configured Role Mapping providers and the configured Authorization providers' Access Decisions to obtain information associated with the context of the request. Note: For more information about ContextHandlers, see ContextHandlers and WebLogic Resources. For more information about Access Decisions, see Access Decisions. For more information about Role Mapping providers, see Chapter 9, "Role Mapping Providers." |
The resource container calls the WebLogic Security Framework, passing in the subject, the WebLogic resource, and optionally, the ContextHandler
object (to provide additional input for the decision).
ContextHandler
to request various pieces of information about the request. They construct a set of Callback
objects that represent the type of information being requested. This set of Callback
objects is then passed as an array to the ContextHandler
using the handle
method. The Role Mapping providers use the values contained in the Callback
objects, the subject, and the resource to compute a list of security roles to which the subject making the request is entitled, and pass the list of applicable security roles back to the WebLogic Security Framework.
The Authorization providers' Access Decisions also use the ContextHandler
to request various pieces of information about the request. They too construct a set of Callback
objects that represent the type of information being requested. This set of Callback
objects is then passed as an array to the ContextHandler
using the handle
method. (The process is the same as described for Role Mapping providers in Step 5.)
isAccessAllowed
method of each configured Authorization provider's Access Decision is called to determine if the subject is authorized to perform the requested access, based on the ContextHandler
, subject, WebLogic resource, and security roles. Each isAccessAllowed
method can return one of three values: PERMIT
, indicates that the requested access is permitted. DENY
, indicates that the requested access is explicitly denied. ABSTAIN
, indicates that the Access Decision was unable to render an explicit decision. This process continues until all Access Decisions are used.
Note: For more information about the Adjudication provider, see Chapter 8, "Adjudication Providers." |
TRUE
or FALSE
verdict, which is forwarded to the resource container through the WebLogic Security Framework. TRUE
, the resource container dispatches the request to the protected WebLogic resource. FALSE
, the resource container throws a security exception that indicates that the requestor was not authorized to perform the requested access on the protected WebLogic resource. The default (that is, active) security realm for WebLogic Server includes a WebLogic Authorization provider. The WebLogic Authorization provider supplies the default enforcement of authorization for this version of WebLogic Server. The WebLogic Authorization provider returns an access decision using a policy-based authorization engine to determine if a particular user is allowed access to a protected WebLogic resource. The WebLogic Authorization provider also supports the deployment and undeployment of security policies within the system. If you want to use an authorization mechanism that already exists within your organization, you could create a custom Authorization provider to tie into that system.
All Authorization, Role Mapping, and Credential Mapping providers for the security realm must support application versioning in order for an application to be deployed using versions. If you develop a custom security provider for Authorization, Role Mapping, or Credential Mapping and need to support versioned applications, you must implement the Versionable Application SSPI, as described in Chapter 14, "Versionable Application Providers."
For the best performance, and by default, Weblogic Server supports parallel modification to security policy and roles during application and module deployment. For this reason, deployable Authorization and Role Mapping providers configured in the security realm should support parallel calls. The WebLogic deployable XACML Authorization and Role Mapping providers meet this requirement.
However, custom deployable Authorization and Role Mapping providers may or may not support parallel calls. If your custom deployable Authorization or Role Mapping providers do not support parallel calls, you need to disable the parallel security policy and role modification and instead enforce a synchronization mechanism that results in each application and module being placed in a queue and deployed sequentially.
Note: Enabling the synchronization mechanism affects every deployable provider configured in the realm, including the predefined WebLogic Server providers. Enabling the synchronization mechanism may negatively impact the performance of these providers. |
See Securing Oracle WebLogic Server for information on how to turn on this synchronization enforcement mechanism.
If the WebLogic Authorization provider does not meet your needs, you can develop a custom Authorization provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Authorization provider by following these steps:
Note: At least one Authorization provider in a security realm must implement theDeployableAuthorizationProvider SSPI, or else it will be impossible to deploy Web applications and EJBs. |
For an example of how to create a runtime class for a custom Authorization provider, see Example: Creating the Runtime Class for the Sample Authorization Provider.
To implement the AuthorizationProvider
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following method:
The getAccessDecision
method obtains the implementation of the AccessDecision
SSPI. For a single runtime class called MyAuthorizationProviderImpl
.java
, the implementation of the getAccessDecision
method would be:
If there are two runtime classes, then the implementation of the getAccessDecision
method could be:
This is because the runtime class that implements the AuthorizationProvider
SSPI is used as a factory to obtain classes that implement the AccessDecision
SSPI.
For more information about the AuthorizationProvider
SSPI and the getAccessDecision
method, see the WebLogic Server API Reference Javadoc.
To implement the DeployableAuthorizationProviderV2
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs, Implement the AuthorizationProvider SSPI, and the following methods:
The deleteApplicationPolicies
method deletes all policies for an application. The deleteApplicationPolicies
method is called only on the Administration Server.
The deployExcludedPolicy
method deploys a policy that always denies access. If a policy already exists, it is removed and replaced by this policy.
The deployPolicy
method creates a security policy on behalf of a deployed Web application or EJB, based on the WebLogic resource to which the security policy should apply and the security role names that are in the security policy.
The deployUncheckedPolicy
method deploys a policy that always grants access. If a policy already exists, it is removed and replaced by this policy.
The deployExcludedPolicy
method deploys a policy that always denies access. If a policy already exists, it is removed and replaced by this policy.
The startDeployPolicies
method marks the beginning of an application policy deployment and is called on all servers within a WebLogic Server domain where an application is targeted.
The undeployAllPolicies
method deletes a set of policy definitions on behalf of an undeployed Web application or EJB.
For more information about the DeployableAuthorizationProviderV2
SSPI and the deployPolicy
and undeployPolicy
methods, see the WebLogic Server API Reference Javadoc.
The ApplicationInfo interface passes data about an application deployment to a security provider. You can use this data to uniquely identity the application.
The Security Framework implements the ApplicationInfo interface for your convenience. You do not need to implement any methods for this interface.
The DeployableAuthorizationProviderV2
and DeployableRoleProviderV2
interfaces use ApplicationInfo
. For example, consider an implementation of the DeployableAuthorizationProviderV2
methods. The Security Framework calls the DeployableAuthorizationProviderV2
startDeployPolicies
method and passes in the ApplicationInfo interface for this application. The ApplicationInfo
data is determined based on the information supplied in the Administration Console when an application is deployed.
The startDeployPolicies
method returns DeployPolicyHandle
, which you can then use in the other DeployableAuthorizationProviderV2
methods.
You use the ApplicationInfo
interface to get the application identifier, the component name, and the component type for this application. Component type can be APPLICATION
, CONTROL_RESOURCE
, EJB
, or WEBAPP
, as defined in the ApplicationInfo.ComponentType
class.
The following example shows one way to accomplish this task:
The Security Framework calls the DeployableAuthorizationProviderV2
deleteApplicationPolicies
method and passes in the ApplicationInfo
interface for this application. The deleteApplicationPolicies
method deletes all policies for an application and is called (only on the Administration Server within a WebLogic Server domain) at the time an application is deleted.
When you implement the AccessDecision
SSPI, you must provide implementations for the following methods:
The isAccessAllowed
method utilizes information contained within the subject to determine if the requestor should be allowed to access a protected method. The isAccessAllowed
method may be called prior to or after a request, and returns values of PERMIT
, DENY
, or ABSTAIN
. If multiple Access Decisions are configured and return conflicting values, an Adjudication provider will be needed to determine a final result. For more information, see Chapter 8, "Adjudication Providers."
The isProtectedResource
method is used to determine whether the specified WebLogic resource is protected, without incurring the cost of an actual access check. It is only a lightweight mechanism because it does not compute a set of security roles that may be granted to the caller's subject.
For more information about the AccessDecision
SSPI and the isAccessAllowed
and isProtectedResource
methods, see the WebLogic Server API Reference Javadoc.
An Authentication provider is the security provider responsible for populating a subject with users and groups, which are then extracted from the subject by other types of security providers, including Authorization providers. If the Authentication provider configured in your security realm is a Realm Adapter Authentication provider, the user and group information will be stored in the subject in a way that is slightly different from other Authentication providers. Therefore, this user and group information must also be extracted in a slightly different way.
Example 7-1 provides code that can be used by custom Authorization providers to check whether a subject matches a user or group name when a Realm Adapter Authentication provider was used to populate the subject. This code belongs in both the isAccessAllowed
and isProtectedResource
methods.
Example 7-1 Sample Code to Check if a Subject Matches a User or Group Name
Example 7-2 shows the SampleAuthorizationProviderImpl.java
class, which is the runtime class for the sample Authorization provider. This runtime class includes implementations for:
SecurityProvider
interface: initialize
, getDescription
and shutdown
(as described in Understand the Purpose of the "Provider" SSPIs.) AuthorizationProvider
SSPI: the getAccessDecision
method (as described in Implement the AuthorizationProvider SSPI). DeployableAuthorizationProviderV2
SSPI: the deleteApplicationPolicies
, deployExcludedPolicy
, deployPolicy
, deployUncheckedPolicy
, endDeployPolicies
, starteployPolicies
, and undeployAllPolicies
methods (as described in Implement the DeployableAuthorizationProviderV2 SSPI). AccessDecision
SSPI: the isAccessAllowed
and isProtectedResource
methods (as described in Implement the AccessDecision SSPI). Example 7-2 SimpleSampleAuthorizationProviderImpl.java
WebLogic Server implements a policy consumer for JMX (MBean) default policies and Web service annotations. This release of WebLogic Server includes an SSPI that Authorization providers can use to obtain the policy collections.
The PolicyConsumer
SSPI is optional; only those Authorization providers that implement the SSPI are called to consume a policy collection.
The SSPI supports both the delivery of initial policy collections and the delivery of updated policy collections.
All Authorization providers that support the PolicyConsumer
SSPI are called to consume a policy collection. Each Authorization provider can choose to skip or obtain the policy collection for a given policy set. In the case where a provider persists policy, the provider need only collect the policy once. However, providers keeping policy in memory can obtain the policy collection again.
The out-of-the-box WebLogic Server Authorization providers persist the policy into LDAP.
If you want your custom Authorization provider to support the delivery of policy collections, you must implement three interfaces:
weblogic.security.spi.PolicyConsumerFactory
weblogic.security.spi.PolicyConsumer
weblogic.security.spi.PolicyCollectionHandler
An Authorization provider implements the PolicyConsumerFactory
interface so that an instance of a PolicyConsumer is available to the WebLogic Security Framework. The WebLogic Security Framework calls your PolicyConsumerFactory
implementation to obtain the provider's implementation of the policy consumer.
The PolicyConsumerFactory
SSPI has one method, which returns your implementation of the PolicyConsumer
SSPI interface.
The PolicyConsumer
SSPI returns a policy collection handler for consumption of a policy collection. It has one method, getPolicyCollectionHandler()
, which takes a PolicyCollectionInfo
implementation as an argument and returns your implementation of the PolicyCollectionHandler
interface.
The WebLogic Security Framework calls the getPolicyCollectionHandler()
method and passes data about a policy collection to a security provider as an implementation of the PolicyCollectionInfo
interface. (This interface implementation is provided for you, you do not have to implement it.)
You use the PolicyCollectionInfo
getName()
, getVersion()
, getTimestamp()
, and getResourceTypes()
methods to discover information about this policy set. You then return a PolicyCollectionHandler
, or NULL to indicate that the policy collection is not needed.
The PolicyConsumer.getPolicyCollectionHandler()
method returns your implementation of the PolicyCollectionHandler
interface. PolicyCollectionHandler
has three methods: setPolicy
, setUncheckedPolicy
, and done()
. The setPolicy()
method takes a resource and role names and sets a policy based on the role. The setUncheckedPolicy()
method opens access to everyone.
The done()
method signals the completion of the policy collection. We recommend that the done()
method remove all old policies for the policy set.
To support the delivery of an updated policy collection, all Authorization providers that support the PolicyConsumer
SSPI need to examine the contents of the PolicyCollectionInfo
passed in the PolicyConsumer.getPolicyCollectionHandler()
method to determine if a policy set has changed. Each provider must decide (possibly by configuration) how to perform conflict resolution with the initial policy collection and any customized policy received outside of the SSPI.
For the WebLogic Server supplied Authorization providers, customized policy will not be replaced by the updated policy collection: all policy from the initial policy collection will be removed and only the customized policies, plus the updated policy collection, will be in effect. If the policy collection info has a different timestamp or version, it's treated as an updated policy collection. The collection name is used as a persistence key.
This release of WebLogic Server includes support for a new MBean (weblogic.management.security.authorization.PolicyStoreMBean
) that allows for standard management (add, delete, get, list, modify, read) of administrator-generated XACML policies and policy sets. An Authorization or Role Mapping provider MBean can optionally implement this MBean interface.
The PolicyStoreMBean methods allow security administrators to manage policy in the server as XACML documents. This includes creating and managing a domain that uses the default XACML provider, as well as managing XACML documents that the administrator has created. The administrator can then use WLST to manage these XACML policies in WebLogic Server.
WebLogic Server includes an implementation of this MBean for use with the out-of-the-box XACML providers, and you can write your own implementation of this MBean for use with your own custom Authorization or Role Mapping providers. The WebLogic Server out-of-the-box XACML providers support the mandatory features of XACML, as described in the XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
), with the Oracle-specific usage described in Securing Resources Using Roles and Policies for Oracle WebLogic Server.
Policies are expressed as XACML 2.0 Policy or PolicySet documents. Custom Authorization providers should expect standard Policy or PolicySet documents as described in the XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
). Custom Role Mapping providers should expect Policy or PolicySet documents consistent with role assignment policies described by the Core and hierarchical role based access control (RBAC) profile of XACML v2.0 (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-rbac-profile1-spec-os.pdf
).
Specifically, the Target must contain:
ActionAttributeDesignator
with the id, urn:oasis:names:tc:xacml:1.0:action:action-id
, and the value, urn:oasis:names:tc:xacml:2.0:actions:enableRole
, according to anyURI-equal
. For example: ResourceAttributeDesignator
with the id, urn:oasis:names:tc:xacml:2.0:subject:role
, and a value naming the role being assigned, according to string-equal. For example: The XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
) and the Oracle extensions described in Securing Resources Using Roles and Policies for Oracle WebLogic Server are the definitive sources of information for the XACML policy files used by the supplied XACML Authorization and Role Mapping Providers.
However, if as part of your development process you want to take a look at the format of a supported XACML file, perhaps the most convenient way is to use the Administration Console to export the data from the XACML Authorization or Role Mapping provider's database as a XACML file. Copy this exported XACML file to a file with some other name and use the tool of your choice to review the copy.
Note: Treat the exported file as read-only. If you do make changes, do not import the file back into WebLogic Server. Editing exported files might result in an unusable WebLogic Server configuration and is not supported. |
Example 7-3 shows an example of using WLST to add a single policy to an instance of the PolicyStoreMBean from a XACML file.
The example assumes that you have defined the properties used in this script elsewhere, in a manner similar to the following lines from an ant
script:
Example 7-3 Using WLST to Add a Policy to the PolicyStoreMBean
As described in the "Navigating and Interrogating MBeans" section of Oracle WebLogic Scripting Tool, when WLST first connects to an instance of WebLogic Server, the variable, cmo
(Current Management Object), is initialized to the root of all configuration management objects, DomainMBean
. When you navigate to an MBean type, in this case SecurityConfigurationMBean
, the value of cmo
reflects SecurityConfigurationMBean
. When you navigate to an MBean instance, in this case to an Authorizer MBean that implements the PolicyStoreMBean, identified in the example by the variable prov
, WLST changes the value of cmo
to be the current MBean instance.
The example uses the addPolicy() method of the PolicyStoreMBean to add a policy read from a XACML file to the policy store. Two variants of the addPolicy() method (without and with status) are shown.
If you use an addPolicy() method that does not specify status, it defaults to ACTIVE, which indicates that the policy is evaluated for any decision to which its target applies. You can explicitly set status to be ACTIVE, INACTIVE, or BYREFERENCE. The INACTIVE status indicates that the policy will never be evaluated and is only being stored. The BYREFERENCE status indicates that the policy will only be evaluated when referenced by a policy set that is being evaluated.
You can invoke this type of WLST script from the command line, in a manner similar to the following:
Example 7-4 shows an example of using WLST to read a PolicySet as a string.
The example assumes that you have defined the properties used in this script elsewhere, in a manner similar to the following lines from an ant
script:
Example 7-4 Using WLST to Read a PolicySet as a String
As described in the XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
), the <PolicySet>
element contains a set of <Policy>
or other <PolicySet>
elements and a specified procedure for combining the results of their evaluation. See the XACML 2.0 Core Specification for complete information.
This release of WebLogic Server includes bulk access versions of the following Authorization provider SSPI interfaces:
BulkAuthorizationProvider
BulkAccessDecision
The bulk access SSPI interfaces allow Authorization providers to receive multiple decision requests in one call rather than through multiple calls, typically in a 'for'
loop. The intent of the bulk SSPI variants is to allow provider implementations to take advantage of internal performance optimizations, such as detecting that many of the passed-in Resource
objects are protected by the same policy and will generate the same decision result.
There are subtle differences in how the non-bulk and bulk versions of the SSPI interfaces are used.
Note that the BulkAccessDecision.isAccessAllowed()
method takes a Map
of roles, indexed first by Resource
object and then by role name (Map<Resource, Map<String, SecurityRole>> roles)
, that are associated with the subject and should be taken into consideration when making the authorization decision.
The BulkAccessDecision.isAccessAllowed()
method returns a Map
(indexed by Resource, result)
that indicates whether the authorization policies defined for the resources allow the requested methods to be performed.
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Authorization provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Authorization provider is calledSimpleSampleAuthorizer.xml . |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Authorization provider. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Authorization provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Authorization provider does not implement any optional SSPI MBeans and does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Authorization providers). |
If the MDF for your custom Authorization provider does implement some optional SSPI MBeans or does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Authorization providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleAuthorizer
, the MBean implementation file to be edited is named SampleAuthorizerImpl.java
.
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Authorization providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleAuthorizer
, the MBean implementation file to be edited is named SampleAuthorizerImpl.java
.
Accomplishing this task may include, but is not limited to: copying the method implementations from your existing MBean implementation file into the newly-generated MBean implementation file (or, alternatively, adding the new methods from the newly-generated MBean implementation file to your existing MBean implementation file), and verifying that any changes to method signatures are reflected in the version of the MBean implementation file that you are going to use (for methods that exist in both MBean implementation files).
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the SampleAuthorizer
MDF through the WebLogic MBeanMaker will yield an MBean interface file called SampleAuthorizerMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Authorization provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Authorization provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Authorization provider—that is, it makes the custom Authorization provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if |
You can create instances of the MBean type by configuring your custom Authorization provider (see Configure the Custom Authorization Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom Authorization provider means that you are adding the custom Authorization provider to your security realm, where it can be accessed by applications requiring authorization services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers. This section contains information that is important for the person configuring your custom Authorization providers:
Note: The steps for configuring a custom Authorization provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server. |
Some application components, such as Enterprise JavaBeans (EJBs) and Web applications, store relevant deployment information in Java EE and WebLogic Server deployment descriptors. For Web applications, the deployment descriptor files (called web.xml
and weblogic.xml
) contain information for implementing the Java EE security model, including declarations of security policies. Typically, you will want to include this information when first configuring your Authorization providers in the WebLogic Server Administration Console.
Because the Java EE platform standardizes Web application and EJB security in deployment descriptors, WebLogic Server integrates this standard mechanism with its Security Service to give you a choice of techniques for securing Web application and EJB resources. You can use deployment descriptors exclusively, the Administration Console exclusively, or you can combine the techniques for certain situations.
Depending on the technique you choose, you also need to apply a Security Model. WebLogic supports different security models for individual deployments, and a security model for realm-wide configurations that incorporate the technique you want to use.
When configured to use deployment descriptors, WebLogic Server reads security policy information from the web.xml
and weblogic.xml
deployment descriptor files (examples of web.xml
and weblogic.xml
files are shown in Example 7-5 and Example 7-6). This information is then copied into the security provider database for the Authorization provider.
Example 7-5 Sample web.xml File
If you implemented the DeployableAuthorizationProviderV2
SSPI as part of developing your custom Authorization provider and want to support deployable security policies, the person configuring the custom Authorization provider (that is, you or an administrator) must be sure that the Policy Deployment Enabled check box in the WebLogic Server Administration Console is checked. Otherwise, deployment for the Authorization provider is considered "turned off." Therefore, if multiple Authorization providers are configured, the Policy Deployment Enabled check box can be used to control which Authorization provider is used for security policy deployment.
While configuring a custom Authorization provider via the WebLogic Server Administration Console makes it accessible by applications requiring authorization services, you also need to supply administrators with a way to manage this security provider's associated security policies. The WebLogic Authorization provider, for example, supplies administrators with a Policy Editor page that allows them to add, modify, or remove security policies for various WebLogic resources.
Neither the Policy Editor page nor access to it is available to administrators when you develop a custom Authorization provider. Therefore, you must provide your own mechanism for security policy management. This mechanism must read and write security policy data (that is, expressions) to and from the custom Authorization provider's database.
You can accomplish this task in one of three ways:
You would typically select this option if you want to develop a tool that is entirely separate from the WebLogic Server Administration Console.
For this option, you do not need to write any console extensions for your custom Authorization provider, nor do you need to develop any management MBeans. However, your tool needs to:
You would typically select this option if you have a tool that is separate from the WebLogic Server Administration Console, but you want to launch that tool from the Administration Console.
For this option, your tool needs to:
Adjudication involves resolving any authorization conflicts that may occur when more than one Authorization provider is configured, by weighing the result of each Authorization provider's Access Decision. In WebLogic Server, an Adjudication provider is used to tally the results that multiple Access Decisions return, and determines the final PERMIT
or DENY
decision. An Adjudication provider may also specify what should be done when an answer of ABSTAIN
is returned from a single Authorization provider's Access Decision.
The following sections describe Adjudication provider concepts and functionality, and provide step-by-step instructions for developing a custom Adjudication provider:
The use of Adjudication providers is part of the authorization process, and is described in The Authorization Process.
The default (that is, active) security realm for WebLogic Server includes a WebLogic Adjudication provider. The WebLogic Adjudication provider is responsible for adjudicating between potentially differing results rendered by multiple Authorization providers' Access Decisions, and rendering a final verdict on whether or not access will be granted to a WebLogic resource.
The WebLogic Adjudication provider has an attribute called Require Unanimous Permit that governs its behavior. By default, the Require Unanimous Permit attribute is set to TRUE
, which causes the WebLogic Adjudication provider to act as follows:
PERMIT
, then return a final verdict of TRUE
(that is, permit access to the WebLogic resource). PERMIT
and others return ABSTAIN
, then return a final verdict of FALSE
(that is, deny access to the WebLogic resource). ABSTAIN
or DENY
, then return a final verdict of FALSE
(that is, deny access to the WebLogic resource). If you change the Require Unanimous Permit attribute to FALSE
, the WebLogic Adjudication provider acts as follows:
PERMIT
, then return a final verdict of TRUE
(that is, permit access to the WebLogic resource). PERMIT
and others return ABSTAIN
, then return a final verdict of TRUE
(that is, permit access to the WebLogic resource). DENY
, then return a final verdict of FALSE
(that is, deny access to the WebLogic resource). Note: You set the Require Unanimous Permit attributes when you configure the WebLogic Adjudication provider. For more information about configuring the WebLogic Adjudication provider, see "Configuring the WebLogic Adjudication Provider" in Securing Oracle WebLogic Server. |
If you want an Adjudication provider that behaves in a way that is different from what is described above, then you need to develop a custom Adjudication provider. (Keep in mind that an Adjudication provider may also specify what should be done when an answer of ABSTAIN
is returned from a single Authorization provider's Access Decision, based on your specific security requirements.)
If the WebLogic Adjudication provider does not meet your needs, you can develop a custom Adjudication provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Adjudication provider by following these steps:
To implement the AdjudicationProviderV2
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following method:
The getAdjudicator
method obtains the implementation of the AdjudicatorV2
SSPI. For a single runtime class called MyAdjudicationProviderImpl
.java
, the implementation of the getAdjudicator
method would be:
If there are two runtime classes, then the implementation of the getAdjudicator
method could be:
This is because the runtime class that implements the AdjudicationProviderV2
SSPI is used as a factory to obtain classes that implement the AdjudicatorV2
SSPI.
For more information about the AdjudicationProviderV2
SSPI and the getAdjudicator
method, see the WebLogic Server API Reference Javadoc.
To implement the AdjudicatorV2
SSPI, provide implementations for the following methods:
The initialize
method initializes the names of all the configured Authorization providers' Access Decisions that will be called to supply a result for the "is access allowed?" question. The accessDecisionClassNames
parameter may also be used by an Adjudication provider in its adjudicate
method to favor a result from a particular Access Decision. For more information about Authorization providers and Access Decisions, see Chapter 7, "Authorization Providers."
The adjudicate
method determines the answer to the "is access allowed?" question, given all the results from the configured Authorization providers' Access Decisions.
For more information about the Adjudicator
SSPI and the initialize
and adjudicate
methods, see the WebLogic Server API Reference Javadoc.
This release of WebLogic Server includes bulk access versions of the following Adjudication provider SSPI interfaces:
BulkAdjudicationProvider
BulkAdjudicator
The bulk access SSPI interfaces allow Adjudication providers to receive multiple decision requests in one call rather than through multiple calls, typically in a 'for'
loop. The intent of the bulk SSPI variants is to allow provider implementations to take advantage of internal performance optimizations, such as detecting that many of the passed-in Resource
objects are protected by the same policy and will generate the same decision result.
There are subtle differences in how the non-bulk and bulk versions of the SSPI interfaces are used.
The BulkAdjudicator.adjudicate()
method takes a List
of Map (Resource, Result)
instances, as passed in by the WebLogic Server Authorization Manager, which contain the results of each bulk access decision. The order of results is the same as the order of the Access Decision class names that were passed in the BulkAdjudicator.initialize()
method.
Note too that the BulkAdjudicator.adjudicate()
method returns a Set
of Resource
objects. If a Resource
object is present in the set, access has been granted for that object; otherwise, access has been denied.
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Adjudication provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Authentication provider is calledSampleAuthenticator.xml . (There is currently no sample Adjudication provider.) |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Adjudication provider. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Adjudication provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Adjudication provider does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: The WebLogic MBeanMaker processes one MDF at a time. Therefore, you may have to repeat this process if you have multiple MDFs (in other words, multiple Adjudication providers). |
If the MDF for your custom Adjudication provider does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Adjudication providers). |
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Adjudication providers). |
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the MyAdjudicator
MDF through the WebLogic MBeanMaker will yield an MBean interface file called MyAdjudicatorMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Adjudication provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Adjudication provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Adjudication provider—that is, it makes the custom Adjudication provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if |
You can create instances of the MBean type by configuring your custom Adjudication provider (see Configure the Custom Adjudication Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom Adjudication provider means that you are adding the custom Adjudication provider to your security realm, where it can be accessed by applications requiring adjudication services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers. The steps for configuring a custom Adjudication provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server.
Role mapping is the process whereby principals (users or groups) are dynamically mapped to security roles at runtime. In WebLogic Server, a Role Mapping provider determines what security roles apply to the principals stored a subject when the subject is attempting to perform an operation on a WebLogic resource. Because this operation usually involves gaining access to the WebLogic resource, Role Mapping providers are typically used with Authorization providers.
The following sections describe Role Mapping provider concepts and functionality, and provide step-by-step instructions for developing a custom Role Mapping provider:
Before you develop a Role Mapping provider, you need to understand the following concepts:
A security role is a named collection of users or groups that have similar permissions to access WebLogic resources. Like groups, security roles allow you to control access to WebLogic resources for several users at once. However, security roles are scoped to specific resources in a WebLogic Server domain (unlike groups, which are scoped to an entire WebLogic Server domain), and can be defined dynamically (as described in Dynamic Security Role Computation).
Note: For more information about security roles, see "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. For more information about WebLogic resources, see Security Providers and WebLogic Resources, and "Resource Types You Can Secure with Policies" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
The SecurityRole
interface in the weblogic.security.service
package is used to represent the abstract notion of a security role. (For more information, see the WebLogic Server API Reference Javadoc for the SecurityRole interface.)
Mapping a principal to a security role grants the defined access permissions to that principal, as long as the principal is "in" the security role. For example, an application may define a security role called AppAdmin
, which provides write access to a small subset of that application's resources. Any principal in the AppAdmin
security role would then have write access to those resources. For more information, see Dynamic Security Role Computation and "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server.
Many principals can be mapped to a single security role. For more information about principals, see Users and Groups, Principals and Subjects.
Security roles are specified in Java EE deployment descriptor files and/or in the WebLogic Server Administration Console. For more information, see Managing Role Mapping Providers and Deployment Descriptors.
Security roles can be declarative (that is, Java 2 Enterprise Edition roles) or dynamically computed based on the context of the request.
Dynamic security role computation is the term for this late binding of principals (that is, users or groups) to security roles at runtime. The late binding occurs just prior to an authorization decision for a protected WebLogic resource, regardless of whether the principal-to-security role association is statically defined or dynamically computed. Because of its placement in the invocation sequence, the result of any principal-to-security role computations can be taken as an authentication identity, as part of the authorization decision made for the request.
This dynamic computation of security roles provides a very important benefit: users or groups can be granted a security role based on business rules. For example, a user may be allowed to be in a Manager
security role only while the actual manager is away on an extended business trip. Dynamically computing this security role means that you do not need to change or redeploy your application to allow for such a temporarily arrangement. Further, you would not need to remember to revoke the special privileges when the actual manager returns, as you would if you temporarily added the user to a Managers
group.
Note: You typically grant users or groups security roles using the role conditions available in the WebLogic Server Administration Console. (In this release of WebLogic Server, you cannot write custom role conditions.) For more information, see "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
The computed security role is able to access a number of pieces of information that make up the context of the request, including the identity of the target (if available) and the parameter values of the request. The context information is typically used as values of parameters in an expression that is evaluated by the WebLogic Security Framework. This functionality is also responsible for computing security roles that were statically defined through a deployment descriptor or through the WebLogic Server Administration Console.
Note: The computation of security roles for an authenticated user enhances the Role-Based Access Control (RBAC) security defined by the Java EE specification.You create dynamic security role computations by defining role statements in the WebLogic Server Administration Console. For more information, see "Users, Groups, and Security Roles" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
The WebLogic Security Framework calls each Role Mapping provider that is configured for a security realm as part of an authorization decision. For related information, see The Authorization Process.
The result of the dynamic security role computation (performed by the Role Mapping providers) is a set of security roles that apply to the principals stored in a subject at a given moment. These security roles can then be used to make authorization decisions for protected WebLogic resources, as well as for resource container and application code. For example, an Enterprise JavaBean (EJB) could use the Java EE isCallerInRole
method to retrieve fields from a record in a database, without having knowledge of the business policies that determine whether access is allowed.
Figure 9-1 shows how the Role Mapping providers interact with the WebLogic Security Framework to create dynamic security role computations, and an explanation follows.
Generally, role mapping is performed in the following manner:
Note: The resource container could be the container that handles any one of the WebLogic Resources described in Security Providers and WebLogic Resources. |
ContextHandler
object that may be used by Role Mapping providers to obtain information associated with the context of the request. The resource container calls the WebLogic Security Framework, passing in the subject (which already contains user and group principals), an identifier for the WebLogic resource, and optionally, the ContextHandler
object (to provide additional input).
Note: For more information about subjects, see Users and Groups, Principals and Subjects. For more information about resource identifiers, see WebLogic Resource Identifiers. |
ContextHandler
to request various pieces of information about the request. They construct a set of Callback
objects that represent the type of information being requested. This set of Callback
objects is then passed as an array to the ContextHandler
using the handle
method. The Role Mapping providers may call the ContextHandler
more than once in order to obtain the necessary context information. (The number of times a Role Mapping provider calls the ContextHandler
is dependent upon its implementation.)
The security policies are represented as a set of expressions or rules that are evaluated to determine if a given security role is to be granted. These rules may require the Role Mapping provider to substitute the value of context information obtained as parameters into the expression. In addition, the rules may also require the identity of a user or group principal as the value of an expression parameter.
Note: The rules for security policies are set up in the WebLogic Server Administration Console and in Java EE deployment descriptors. For more information, see "Security Policies" in Securing Resources Using Roles and Policies for Oracle WebLogic Server. |
For the best performance, and by default, Weblogic Server supports parallel modification to security policy and roles during application and module deployment. For this reason, deployable Authorization and Role Mapping providers configured in the security realm should support parallel calls. The WebLogic deployable XACML Authorization and Role Mapping providers meet this requirement.
However, custom deployable Authorization and Role Mapping providers may or may not support parallel calls. If your custom deployable Authorization or Role Mapping providers do not support parallel calls, you need to disable the parallel security policy and role modification and instead enforce a synchronization mechanism that results in each application and module being placed in a queue and deployed sequentially.
Note: Enabling the synchronization mechanism affects every deployable provider configured in the realm, including the predefined WebLogic Server providers. Enabling the synchronization mechanism may negatively impact the performance of these providers. |
See Securing Oracle WebLogic Server for information on how to turn on this synchronization enforcement mechanism.
The default (that is, active) security realm for WebLogic Server includes a WebLogic Role Mapping provider. The WebLogic Role Mapping provider computes dynamic security roles for a specific user (subject) with respect to a specific protected WebLogic resource for each of the default users and WebLogic resources. The WebLogic Role Mapping provider supports the deployment and undeployment of security roles within the system. The WebLogic Role Mapping provider uses the same security policy engine as the WebLogic Authorization provider. If you want to use a role mapping mechanism that already exists within your organization, you could create a custom Role Mapping provider to tie into that system.
All Authorization, Role Mapping, and Credential Mapping providers for the security realm must support application versioning in order for an application to be deployed using versions. If you develop a custom security provider for Authorization, Role Mapping, or Credential Mapping and need to support versioned applications, you must implement the Versionable Application SSPI, as described in Chapter 14, "Versionable Application Providers."
If the WebLogic Role Mapping provider does not meet your needs, you can develop a custom Role Mapping provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Role Mapping provider by following these steps:
Note: At least one Role Mapping provider in a security realm must implement the DeployableRoleProviderV2 SSPI, or else it will be impossible to deploy Web applications and EJBs. |
For an example of how to create a runtime class for a custom Role Mapping provider, see Example: Creating the Runtime Class for the Sample Role Mapping Provider.
To implement the RoleProvider
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following method:
The getRoleMapper
method obtains the implementation of the RoleMapper
SSPI. For a single runtime class called MyRoleProviderImpl
.java
, the implementation of the getRoleMapper
method would be:
If there are two runtime classes, then the implementation of the getRoleMapper
method could be:
This is because the runtime class that implements the RoleProvider
SSPI is used as a factory to obtain classes that implement the RoleMapper
SSPI.
For more information about the RoleProvider
SSPI and the getRoleMapper
method, see the WebLogic Server API Reference Javadoc.
Note: TheDeployableRoleProvider SSPI is deprecated in this release of WebLogic Server. Use the DeployableRoleProviderV2 SSPI instead. |
To implement the DeployableRoleProviderV2
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs, Implement the RoleProvider SSPI, and the following methods:
Deletes all roles for an application and is called only on the Administration Server within a WebLogic Server domain at the time an application is deleted.
Creates a role on behalf of a deployed Web application or EJB. If the role already exists, it is removed and replaced by this role.
Marks the end of an application role deployment.
Marks the beginning of an application role deployment and is called on all servers within a WebLogic Server domain where an application is targeted.
Deletes a set of roles on behalf of an undeployed Web application or EJB.
For more information about the DeployableRoleProvider
SSPI and the deployRole
and undeployRole
methods, see the WebLogic Server API Reference Javadoc.
The ApplicationInfo interface passes data about an application deployment to a security provider. You can use this data to uniquely identity the application.
The Security Framework implements the ApplicationInfo interface for your convenience. You do not need to implement any methods for this interface.
The DeployableAuthorizationProviderV2
and DeployableRoleProviderV2
interfaces use ApplicationInfo
. For example, consider an implementation of the DeployableRoleProviderV2
methods. The Security Framework calls the DeployableRoleProviderV2
startDeployRoles
method and passes in the ApplicationInfo interface for this application. The ApplicationInfo data is determined based on the information supplied in the Administration Console when an application is deployed.
The startDeployRoles
method returns DeployRoleHandle
, which you can then use in the other DeployableRoleProviderV2
methods.
You use the ApplicationInfo interface to get the application identifier, the component name, and the component type for this application. Component type can be APPLICATION
, CONTROL_RESOURCE
, EJB
, or WEBAPP
, as defined in the ApplicationInfo.ComponentType
class.
The following example shows one way to accomplish this task:
The Security Framework calls the DeployableRoleProviderV2
deleteApplicationRoles
method and passes in the ApplicationInfo interface for this application. The deleteApplicationRoles
method deletes all roles for an application and is called (only on the Administration Server within a WebLogic Server domain) at the time an application is deleted.
To implement the RoleMapper
SSPI, provide implementations for the following methods:
The getRoles
method returns the security roles associated with a given subject for a specified WebLogic resource, possibly using the optional information specified in the ContextHandler
. For more information about ContextHandlers, see ContextHandlers and WebLogic Resources.
For more information about the RoleMapper
SSPI and the getRoles
methods, see the WebLogic Server API Reference Javadoc.
An Authentication provider is the security provider responsible for populating a subject with users and groups, which are then extracted from the subject by other types of security providers, including Role Mapping providers. If the Authentication provider configured in your security realm is a Realm Adapter Authentication provider, the user and group information will be stored in the subject in a way that is slightly different from other Authentication providers. Therefore, this user and group information must also be extracted in a slightly different way.
Example 9-1 provides code that can be used by custom Role Mapping providers to check whether a subject matches a user or group name when a Realm Adapter Authentication provider was used to populate the subject. This code belongs in the getRoles
method.
Example 9-1 Sample Code to Check if a Subject Matches a User or Group Name
The methods on the SecurityRole
interface allow you to obtain basic information about a security role, or to compare it to another security role. These methods are designed for the convenience of security providers.
Note: SecurityRole implementations are returned as a Map by the getRoles() method (see Implement the RoleProvider SSPI). |
To implement the SecurityRole
interface, provide implementations for the following methods:
The equals
method returns TRUE
if the security role passed in matches the security role represented by the implementation of this interface, and FALSE
otherwise.
The toString
method returns this security role, represented as a String.
The hashCode
method returns a hashcode for this security role, represented as an integer.
The getName
method returns the name of this security role, represented as a String.
The getDescription
method returns a description of this security role, represented as a String. The description should describe the purpose of this security role.
Example 9-2 shows the SimpleSampleRoleMapperProviderImpl.java
class, which is the runtime class for the sample Role Mapping provider. This runtime class includes implementations for:
SecurityProvider
interface: initialize
, getDescription
and shutdown
(as described in Understand the Purpose of the "Provider" SSPIs). RoleProvider
SSPI: the getRoleMapper
method (as described in Implement the RoleProvider SSPI). DeployableRoleProviderV2
SSPI: the deleteApplicationRoles, deployRole
, endDeployRoles, startDeployRoles, and undeployAllRoles
methods (as described in Implement the DeployableRoleProviderV2 SSPI). RoleMapper
SSPI: the getRoles
method (as described in Implement the RoleProvider SSPI). Example 9-2 SimpleSampleRoleMapperProviderImpl.java
Example 9-3 shows the sample SecurityRole
implementation that is used along with the SimpleSampleRoleMapperProviderImpl.java
runtime class.
Example 9-3 SimpleSampleSecurityRoleImpl.java
WebLogic Server implements a role consumer for Web service annotations. This release of WebLogic Server includes an SSPI that Role Mapping providers can use to obtain the role collections.
The RoleConsumer
SSPI is optional; only those Role Mapping providers that implement the SSPI are called to consume a role collection.
The SSPI supports both the delivery of initial role collections and the delivery of updated role collections.
All Role Mapping providers that support the RoleConsumer
SSPI are called to consume a role collection. Each Role Mapping provider can choose to skip or obtain the role collection for a given role set. In the case where a provider persists roles, the provider need only collect the role once. However, providers keeping roles in memory can obtain the role collection again.
The out-of-the-box WebLogic Server Role Mapping providers persist the role into LDAP.
If you want your custom Role Mapping provider to support the delivery of role collections, you must implement three interfaces:
weblogic.security.spi.RoleConsumerFactory
weblogic.security.spi.RoleConsumer
weblogic.security.spi.RoleCollectionHandler
These interfaces are described in the sections that follow.
A Role Mapping provider implements the RoleConsumerFactory
interface so that an instance of a RoleConsumer
is available to the WebLogic Security Framework. The WebLogic Security Framework calls your RoleConsumerFactory
implementation to obtain the provider's implementation of the role consumer.
The RoleConsumerFactory
SSPI has one method, which returns your implementation of the RoleConsumer
SSPI interface.
The RoleConsumer
SSPI returns a role collection handler for consumption of a role collection. It has one method, getRoleCollectionHandler()
, which takes a RoleCollectionInfo
implementation as an argument and returns your implementation of the RoleCollectionHandler
interface.
The WebLogic Security Framework calls the getRoleCollectionHandler()
method and passes data about a role collection to a security provider as an implementation of the RoleCollectionInfo
interface. (This interface implementation is provided for you, you do not have to implement it.)
You use the RoleCollectionInfo
getName()
, getVersion()
, getTimestamp()
, and getResourceTypes()
methods to discover information about this role collection. You then return a RoleCollectionHandler
, or NULL to indicate that the role collection is not needed.
The RoleConsumer.getRoleCollectionHandler()
method returns your implementation of the RoleCollectionHandler
interface. RoleCollectionHandler
has two methods: setRole()
and done()
. The setRole()
method takes a resource, a role name, and an array of user and group names that defines what user names and group names are to be assigned to that role for the given resource.
The done()
method signals the completion of the role collection.
To support the delivery of an updated role collection, all Role Mapping providers that support the RoleConsumer
SSPI need to examine the contents of the RoleCollectionInfo
passed in the RoleConsumer.getRoleCollectionHandler()
method to determine if a role collection has changed. Each provider must decide (possibly by configuration) how to perform conflict resolution with the initial role collection and any customized role received outside of the SSPI.
For the WebLogic Server supplied Role Mapping providers, customized roles will not be replaced by the updated role collection: all roles from the initial role collection will be removed and only the customized roles, plus the updated role collection, will be in effect. If the role collection info has a different timestamp or version, it's treated as an updated role collection. The collection name is used as a persistence key.
This release of WebLogic Server includes support for a new MBean (weblogic.management.security.authorization.PolicyStoreMBean
) that allows for standard management (add, delete, get, list, modify, read) of administrator-generated XACML policies and policy sets. An Authorization or Role Mapping provider MBean can optionally implement this MBean interface.
The PolicyStoreMBean methods allow security administrators to manage policy in the server as XACML documents. This includes creating and managing a domain that uses the default XACML provider, as well as managing XACML documents that the administrator has created. The administrator can then use WLST to manage these XACML policies in WebLogic Server.
WebLogic Server includes an implementation of this MBean for use with the out-of-the-box XACML providers, and you can write your own implementation of this MBean for use with your own custom Authorization or Role Mapping providers. The WebLogic Server out-of-the-box XACML providers support the mandatory features of XACML, as described in the XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
), with the Oracle-specific usage described in Securing Resources Using Roles and Policies for Oracle WebLogic Server.
Policies are expressed as XACML 2.0 Policy or PolicySet documents. Custom Authorization providers should expect standard Policy or PolicySet documents as described in the XACML 2.0 Core Specification. Custom Role Mapping providers should expect Policy or PolicySet documents consistent with role assignment policies described by the Core and hierarchical role based access control (RBAC) profile of XACML v2.0 (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-rbac-profile1-spec-os.pdf
).
Specifically, the Target must contain:
ActionAttributeDesignator
with the id, urn:oasis:names:tc:xacml:1.0:action:action-id
, and the value, urn:oasis:names:tc:xacml:2.0:actions:enableRole
, according to anyURI-equal
. For example: ResourceAttributeDesignator
with the id, urn:oasis:names:tc:xacml:2.0:subject:role
, and a value naming the role being assigned, according to string-equal. For example: The XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
) and the Oracle extensions described in Securing Resources Using Roles and Policies for Oracle WebLogic Server are the definitive sources of information for the XACML policy files used by the supplied XACML Authorization and Role Mapping Providers.
However, if as part of your development process you want to take a look at the format of a supported XACML file, perhaps the most convenient way is to use the Administration Console to export the data from the XACML Authorization or Role Mapping provider's database as a XACML file. Copy this exported XACML file to a file with some other name and use the tool of your choice to review the copy.
Note: Treat the exported file as read-only. If you do make changes, do not import the file back into WebLogic Server. Editing exported files might result in an unusable WebLogic Server configuration and is not supported. |
Example 9-4 shows an example of using WLST to add a single policy to an instance of the PolicyStoreMBean from a XACML file.
The example assumes that you have defined the properties used in this script elsewhere, in a manner similar to the following lines from an ant
script:
Example 9-4 Using WLST to Add a Policy to the PolicyStoreMBean
As described in the "Navigating and Interrogating MBeans" section of Oracle WebLogic Scripting Tool, when WLST first connects to an instance of WebLogic Server, the variable, cmo
(Current Management Object), is initialized to the root of all configuration management objects, DomainMBean
. When you navigate to an MBean type, in this case SecurityConfigurationMBean
, the value of cmo
reflects SecurityConfigurationMBean
. When you navigate to an MBean instance, in this case to an Authorizer MBean that implements the PolicyStoreMBean, identified in the example by the variable prov
, WLST changes the value of cmo
to be the current MBean instance.
The example uses the addPolicy()
method of the PolicyStoreMBean to add a policy read from a XACML file to the policy store. Two variants of the addPolicy()
method (without and with status) are shown.
If you use an addPolicy()
method that does not specify status, it defaults to ACTIVE, which indicates that the policy is evaluated for any decision to which its target applies. You can explicitly set status to be ACTIVE, INACTIVE, or BYREFERENCE. The INACTIVE status indicates that the policy will never be evaluated and is only being stored. The BYREFERENCE status indicates that the policy will only be evaluated when referenced by a policy set that is being evaluated.
You can invoke this type of WLST script from the command line, in a manner similar to the following:
Example 9-5 shows an example of using WLST to read a PolicySet as a string.
The example assumes that you have defined the properties used in this script elsewhere, in a manner similar to the following lines from an ant
script:
Example 9-5 Using WLST to Read a PolicySet as a String
As described in the XACML 2.0 Core Specification (http://docs.oasis-open.org/xacml/2.0/access_control-xacml-2.0-core-spec-os.pdf
), the <PolicySet>
element contains a set of <Policy>
or other <PolicySet>
elements and a specified procedure for combining the results of their evaluation. See the XACML 2.0 Core Specification for complete information.
This release of WebLogic Server includes bulk access versions of the following Role Mapping provider SSPI interfaces:
BulkRoleProvider
BulkRoleMapper
The bulk access SSPI interfaces allow Role Mapping providers to receive multiple decision requests in one call rather than through multiple calls, typically in a 'for
' loop. The intent of the bulk SSPI variants is to allow provider implementations to take advantage of internal performance optimizations, such as detecting that many of the passed-in Resource
objects are protected by the same policy and will generate the same decision result.
There are subtle differences in how the non-bulk and bulk versions of the SSPI interfaces are used. For example, the BulkRoleMapper.getRoles()
method returns a Map
of roles indexed first by resource and then by their names (Map<Resource, Map<String, SecurityRole>>
), representing the security roles associated with the specified resources that have been granted to the subject.
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Role Mapping provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Role Mapping provider is calledSimpleSampleRoleMapper.xml . |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Role Mapping provider. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Role Mapping provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Role Mapping provider does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Role Mapping providers). |
If the MDF for your custom Role Mapping provider does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Role Mapping providers). |
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Role Mapping providers). |
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the SampleRoleMapper
MDF through the WebLogic MBeanMaker will yield an MBean interface file called SampleRoleMapperMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Role Mapping provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Role Mapping provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Role Mapping provider—that is, it makes the custom Role Mapping provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if |
You can create instances of the MBean type by configuring your custom Role Mapping provider (see Configure the Custom Role Mapping Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom Role Mapping provider means that you are adding the custom Role Mapping provider to your security realm, where it can be accessed by applications requiring role mapping services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers. This section contains information that is important for the person configuring your custom Role Mapping providers:
Note: The steps for configuring a custom Role Mapping provider using the WebLogic Server Administration Console are described under"Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server. |
Some application components, such as Enterprise JavaBeans (EJBs) and Web applications, store relevant deployment information in Java EE and WebLogic Server deployment descriptors. For Web applications, the deployment descriptor files (called web.xml
and weblogic.xml
) contain information for implementing the Java EE security model, including security roles. Typically, you will want to include this information when first configuring your Role Mapping providers in the WebLogic Server Administration Console.
Because the Java EE platform standardizes Web application and EJB security in deployment descriptors, WebLogic Server integrates this standard mechanism with its Security Service to give you a choice of techniques for securing Web application and EJB resources. You can use deployment descriptors exclusively, the Administration Console exclusively, or you can combine the techniques for certain situations.
Depending on the technique you choose, you also need to apply a Security Model. WebLogic supports different security models for individual deployments, and a security model for realm-wide configurations that incorporate the technique you want to use.
For more information, see "Options for Securing EJB and Web Application Resources" in Securing Resources Using Roles and Policies for Oracle WebLogic Server.
When configured to use deployment descriptors, WebLogic Server reads security role information from the web.xml
and weblogic.xml
deployment descriptor files (examples of web.xml
and weblogic.xml
files are shown in Example 9-6 and Example 9-7. This information is then copied into the security provider database for the Role Mapping provider.
Example 9-6 Sample web.xml File
If you implemented the DeployableRoleProviderV2
SSPI as part of developing your custom Role Mapping provider and want to support deployable security roles, the person configuring the custom Role Mapping provider (that is, you or an administrator) must be sure that the Role Deployment Enabled box in the WebLogic Server Administration Console is checked. Otherwise, deployment for the Role Mapping provider is considered "turned off." Therefore, if multiple Role Mapping providers are configured, the Role Deployment Enabled box can be used to control which Role Mapping provider is used for security role deployment.
While configuring a custom Role Mapping provider via the WebLogic Server Administration Console makes it accessible by applications requiring role mapping services, you also need to supply administrators with a way to manage this security provider's associated security roles. The WebLogic Role Mapping provider, for example, supplies administrators with a Role Editor page that allows them to add, modify, or remove security roles for various WebLogic resources.
Neither the Role Editor page nor access to it is available to administrators when you develop a custom Role Mapping provider. Therefore, you must provide your own mechanism for security role management. This mechanism must read and write security role data (that is, expressions) to and from the custom Role Mapping provider's database.
You can accomplish this task in one of two ways:
You would typically select this option if you want to develop a tool that is entirely separate from the WebLogic Server Administration Console.
For this option, you do not need to write any console extensions for your custom Role Mapping provider, nor do you need to develop any management MBeans. However, your tool needs to:
You would typically select this option if you have a tool that is separate from the WebLogic Server Administration Console, but you want to launch that tool from the Administration Console.
For this option, your tool needs to:
Auditing is the process whereby information about operating requests and the outcome of those requests are collected, stored, and distributed for the purposes of non-repudiation. In WebLogic Server, an Auditing provider provides this electronic trail of computer activity.
The following sections describe Auditing provider concepts and functionality, and provide step-by-step instructions for developing a custom Auditing provider:
Before you develop an Auditing provider, you need to understand the following concepts:
An Audit Channel is the component of an Auditing provider that determines whether a security event should be audited, and performs the actual recording of audit information based on Quality of Service (QoS) policies.
Each type of security provider can call the configured Auditing providers with a request to write out information about security-related events, before or after these events take place. For example, if a user attempts to access a withdraw method in a bank account application (to which they should not have access), the Authorization provider can request that this operation be recorded. Security-related events are only recorded when they meet or exceed the severity level specified in the configuration of the Auditing providers.
For information about how to post audit events from a custom security provider, see Chapter 12, "Auditing Events From Custom Security Providers."
Figure 10-1 shows how Auditing providers interact with the WebLogic Security Framework and other types of security providers (using Authentication providers as an example) to audit selected events. An explanation follows.
Auditing providers interact with the WebLogic Security Framework and other types of security providers in the following manner:
Note: In Figure 10-1 and the explanation below, the "other types of security providers" are a WebLogic Authentication provider and a custom Authentication provider. However, these can be any type of security provider that is developed as described in Chapter 12, "Auditing Events From Custom Security Providers." |
AuditEvent
object. At minimum, the AuditEvent
object includes information about the event type to be audited and an audit severity level. Note: An AuditEvent class is created by implementing either the AuditEvent SSPI or an AuditEvent convenience interface in the Authentication provider's runtime class, in addition to the other security service provider interfaces (SSPIs) the custom Authentication provider must already implement. For more information about Audit Events and the AuditEvent SSPI/convenience interfaces, see Create an Audit Event. |
AuditEvent
object. Note: This is a trusted call because the Auditor Service is already passed to the security provider's initialize method as part of its "Provider" SSPI implementation. For more information, see Understand the Purpose of the "Provider" SSPIs. |
AuditEvent
object to the configured Auditing providers' runtime classes (that is, the AuditChannel
SSPI implementations), enabling audit event recording. Note: Depending on the Authentication providers' implementations of the AuditEvent convenience interface, audit requests may occur both pre and post event, as well as just once for an event. |
AuditEvent
object to control audit record content. Typically, only one of the configured Auditing providers will meet all the criteria for auditing. Note: For more information about audit severity levels and the Audit Context, see Audit Severity and Audit Context, respectively. |
AuditEvent
objects is met, the appropriate Auditing provider's runtime class (that is, the AuditChannel
SSPI implementation) writes out audit records in the manner their implementation specifies. Note: Depending on theAuditChannel SSPI implementation, audit records may be written to a file, a database, or some other persistent storage medium when the criteria for auditing is met. |
The ContextHandlerMBean, weblogic.management.security.audit.ContextHandler
, provides a set of attributes for ContextHandler support. You use this interface to manage audit providers that support context handler entries in a standard way.
An Auditor provider MBean can optionally implement the ContextHandlerMBean
MBean. The Auditor provider can then use the MBean to determine the supported and active ContextHandler entries.
The WebLogic Server Administration Console detects when an Auditor provider implements this MBean and automatically provides a tab for using these attributes.
Note: The ContextHandler entries associated with the ContextHandlerMBean are not related to, nor do they affect, the contents of an AuditEvent that is passed to the Audit providers. An AuditEvent received by a provider may or may not include a ContextHandler with ContextElements. If a ContextHandler is included, an Audit provider can get the ContextHandler from the AuditEvent, regardless of whether you implemented the ContextHandlerMBean management interface. In particular, the AuditContext getContext method returns a weblogic.security.service.ContextHandler interface that is independent of the context handler implemented by the ContextHandlerMBean.You can choose to implement the ContextHandlerMBean context handler in a manner that compliments the AuditContext getContext method. (The |
The ContextHandlerMBean
interface implements the following methods:
Returns the ContextHandler entries that the Audit provider is currently configured to process.
Returns the list of all ContextHandler entries supported by the auditor.
Sets the ContextHandler entries that the Audit provider will process. The entries you specify must be listed in the Audit provider's SupportedContextHandlerEntries attribute.
Example 10-5 shows the SimpleSampleAuditProviderImpl.java
class, which is the runtime class for the sample Auditing provider. This sample Auditing provider has been enhanced to implement the ContextHandlerMBean
.
An MBean Definition File (MDF) is an XML file used by the WebLogic MBeanMaker utility to generate the Java files that comprise an MBean type. All MDFs must extend a required SSPI MBean that is specific to the type of the security provider you have created, and can implement optional SSPI MBeans.
Example 10-1 shows the key sections of the MDF for the sample Auditing provider, which implements the optional ContexthandlerMBean.
Example 10-1 Example: SimpleSampleAuditor.xml
The ContextHandlerMBean has an setActiveContextHandlerEntries
attribute that sets the ContextHandler entries that the Audit provider is currently configured to process. The entries you specify must be listed in the Audit provider's SupportedContextHandlerEntries
attribute. However, this requirement is not actually enforced by the MBean. Additional work is required to validate that this attribute can set only values from the SupportedContextHandlerEntries
attribute.
You must also create an MBean customizer (for example, you might call it MyAuditorImpl.java
) file that extends weblogic.management.security.audit.ContextHandlerImpl
. Extending weblogic.management.security.audit.ContextHandlerImpl
gives the provider access to the ActiveContextHandlerEntries
attribute validator, which ensures that the entries include only SupportedContextHandlerEntries
.
An example of extending ContextHandlerImpl
is available in SimpleSampleAuditorImpl
, which is shown in Example 10-2.
Example 10-2 SimpleSampleAuditorImpl
After you implement code similar to that in SimpleSampleAuditorImpl
, add code to your Audit runtime provider to get the ActiveContextHandlerEntries
. One possible way to do this is shown in Example 10-3.
Example 10-3 Getting Active Context Handler Entries
The default (that is, active) security realm for WebLogic Server includes a WebLogic Auditing provider. The WebLogic Auditing provider records information from a number of security requests, which are determined internally by the WebLogic Security Framework. The WebLogic Auditing provider also records the event data associated with these security requests, and the outcome of the requests.
The WebLogic Auditing provider makes an audit decision in its writeEvent method, based on the audit severity level it has been configured with and the audit severity contained within the AuditEvent object that is passed into the method. (For more information about AuditEvent objects, see Create an Audit Event.
Note: You can change the audit severity level that the WebLogic Auditing provider is configured with using the WebLogic Server Administration Console. For more information, see "Configuring a WebLogic Auditing Provider" in Securing Oracle WebLogic Server. |
If there is a match, the WebLogic Auditing provider writes audit information to the DefaultAuditRecorder.log
file, which is located in the WL_HOME\yourdomain\ yourserver\logs
directory. Example 10-4 is an excerpt from the DefaultAuditRecorder.log
file.
Example 10-4 DefaultAuditRecorder.log File: Sample Output
FAILURE
> Specifically, Example 10-4 shows the Role Manager (a component in the WebLogic Security Framework that deals specifically with security roles) recording an audit event to indicate that an authorized administrator has accessed a protected method in a certificate servlet.
You can specify a new directory location for the DefaultAuditRecorder.log
file on the command line with the following Java startup option:
The new file location will be c:\foo\yourserver\DefaultAuditRecorder.log
.
If you want to write audit information in addition to that which is specified by the WebLogic Security Framework, or to an output repository that is not the DefaultAuditRecorder.log (that is, to a simple file with a different name/location or to an existing database), then you need to develop a custom Auditing provider.
If the WebLogic Auditing provider does not meet your needs, you can develop a custom Auditing provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Auditing provider by following these steps:
For an example of how to create a runtime class for a custom Auditing provider, see Example: Creating the Runtime Class for the Sample Auditing Provider.
To implement the AuditProvider SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following method:
The getAuditChannel
method obtains the implementation of the AuditChannel
SSPI. For a single runtime class called MyAuditProviderImpl
.java
, the implementation of the getAuditChannel
method would be:
If there are two runtime classes, then the implementation of the getAuditChannel method could be:
This is because the runtime class that implements the AuditProvider
SSPI is used as a factory to obtain classes that implement the AuditChannel
SSPI.
For more information about the AuditProvider SSPI and the getAuditChannel method, see the WebLogic Server API Reference Javadoc.
To implement the AuditChannel SSPI, provide an implementation for the following method:
The writeEvent
method writes an audit record based on the information specified in the AuditEvent
object that is passed in. For more information about AuditEvent
objects, see Create an Audit Event.
For more information about the AuditChannel SSPI and the writeEvent method, see the WebLogic Server API Reference Javadoc.
Example 10-5 shows the SimpleSampleAuditProviderImpl.java
class, which is the runtime class for the sample Auditing provider. This runtime class includes implementations for:
SecurityProvider
interface: initialize
, getDescription
and shutdown
(as described in Understand the Purpose of the "Provider" SSPIs.) AuditProvider
SSPI: the getAuditChannel
method (as described in Implement the AuditProvider SSPI). AuditChannel
SSPI: the writeEvent
method (as described in Implement the AuditChannel SSPI). Note: The bold face code in Example 10-5 highlights the class declaration and the method signatures. |
Example 10-5 SimpleSampleAuditProviderImpl.java
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Auditing provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Auditing provider is calledSampleAuditor.xml . |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Auditing provider. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Auditing provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Auditing provider does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Auditing providers). |
If the MDF for your custom Auditing provider does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
java -DMDF=
xmlfile -Dfiles=
filesdir -DcreateStubs=true weblogic.management.commo.WebLogicMBeanMaker
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Auditing providers). |
Are you updating an existing MBean type? If so, follow these steps:
java -DMDF=
xmlfile -Dfiles=
filesdir -DcreateStubs=true weblogic.management.commo.WebLogicMBeanMaker
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: The WebLogic MBeanMaker processes one MDF at a time. Therefore, you may have to repeat this process if you have multiple MDFs (in other words, multiple Auditing providers). |
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the SampleAuditor MDF through the WebLogic MBeanMaker will yield an MBean interface file called SampleAuditorMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Auditing provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Auditing provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and <filesdir>
is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Auditing provider; that is, it makes the custom Auditing provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if |
You can create instances of the MBean type by configuring your custom Auditing provider (see Configure the Custom Auditing Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom Auditing provider means that you are adding the custom Auditing provider to your security realm, where it can be accessed by security providers requiring audit services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers. This section contains information that is important for the person configuring your custom Auditing providers:
Note: The steps for configuring a custom Auditing provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server. |
During the configuration process, an Auditing provider's audit severity must be set to one of the following severity levels:
INFORMATION
WARNING
ERROR
SUCCESS
FAILURE
This section describes the audit events that are posted by the WebLogic Server Security Framework. If you write a custom audit provider, it should be prepared to handle these events. The following topics are covered in this section:
The WebLogic Security providers implement the appropriate AuditEvent interfaces and post those events to the Audit provider. The audit events that also implement the AuditContext
interface can provide more information via a ContextHandler.
Table 10-1 lists the weblogic.security.spi
subinterfaces that extend the AuditEvent SSPI, and indicates which subinterfaces implement the AuditContext
interface.
Table 10-1 Audit Events
Audit Event Name | Interface Class | Audit Event | Audit Context |
---|---|---|---|
Application Version Event |
| Yes | No |
Authentication Audit Event |
| Yes | No |
Authentication Audit Event V2 |
| Yes | Yes |
Authorization Audit Event |
| Yes | Yes |
CertPathBuilder Audit Event |
| Yes | Yes |
CertPathValidator Audit Event |
| Yes | Yes |
Configuration Audit Event |
| Yes | Yes |
Credential Mapping Audit Event |
| Yes | Yes |
Life Cycle Event |
| Yes | No |
Audit Management Event |
| Yes | No |
Policy Audit Event |
| Yes | No |
Policy Consumer Audit Event |
| AuditPolicyEvent | No |
Provider Audit Record |
| Yes | Yes |
Role Consumer Audit Event |
| AuditRoleEvent | Yes |
Role Deployment Audit Event |
| Yes | No |
Role Mapping Audit Event |
| Yes | Yes |
In the weblogic.security.spi package, WebLogic Security defines one top-level base interface (AuditEvent) with derived interfaces that represent the different types of audit events.
Subsequent sections describe when the security framework and security providers post the following audit events:
AuditApplicationVersionEvent
AuditAtnEventV2
AuditAtzEvent
AuditCerPathBuilderEvent, AuditCertPathValidatorEvent
AuditConfigurationEvent (AuditCreateConfigurationEvent, AuditDeleteConfigurationEvent, AuditInvokeConfigurationEvent, AuditSetAttributeConfigurationEvent)
AuditCredentialMappingEvent
AuditLifecycleEvent
AuditMgmtEvent
AuditPolicyEvent (AuditEndPolicyDeployEvent, AuditPolicyDeleteAppEvent, AuditPolicyDeployEvent, AuditPolicyUndeployEvent, AuditResourceProtectedEvent, AuditStartPolicyDeployEvent, PolicyConsumerAuditEvent)
AuditRoleDeploymentEvent (AuditStartRoleDeployEvent, AuditEndRoleDeployEvent, AuditRoleUndeployEvent, AuditRoleDeleteAppEvent)
AuditRoleEvent (RoleConsumerAuditEvent)
Application version audit events are posted by the security framework. You can use the getEventType
method to get the type of the audit event. The actual audit string returned by getEventType
is String = "Application Version Audit Event"
.
Table 10-2 describes the conditions under which the event is posted and severity level of the event.
Table 10-2 Application Version Events
Component | Description | Severity |
---|---|---|
Security Framework | The security framework posts these events for the following reasons:
| Success or Failure |
Authentication audit events are posted by the security framework. You can use the getEventType
method to get the type of the audit event. The actual audit string returned by getEventType
is String eventType = "Event Type = Authentication Audit Event"
.
Table 10-3 describes the conditions under which the event is posted and severity level of the event.
Table 10-3 Authentication Audit Events
Component | Description | Severity |
---|---|---|
Security Framework | Posted after successful authentication of a user. | Success |
Security Framework | Posted after unsuccessful authentication (a LoginException thrown from JAAS login method). This LoginException can be thrown by either JAAS framework or by JAAS LoginModule of WebLogic Server authentication provider. | Failure |
Security Framework | Posted after an identity assertion to an anonymous user. | Success |
Security Framework | Posted after an unsuccessful identity assertion (IdentityAssertionException thrown from identity assertion method) | Failure |
Security Framework | Posted after an unsuccessful identity assertion (IOException is thrown by identity assertion callback handler when retrieving username from callback). | Failure |
Security Framework | Posted after an unsuccessful identity assertion (UnsupportedCallbackException is thrown by identity assertion callback handler when retrieving username from callback). | Failure |
Security Framework | Posted after an unsuccessful identity assertion (when username returned from identity assertion callback handler is null or zero length). | Failure |
Security Framework | Posted after a successful identity assertion. | Success |
Security Framework | Posted after an unsuccessful identity assertion. | Failure |
Security Framework | Posted after a successful impersonate identity (anonymous identity). | Success |
Security Framework | Posted after a successful impersonate identity. | Success |
Security Framework | Posted after an unsuccessful impersonate identity. | Failure |
Security Framework | Posted after a failure of principal validation. | Failure |
Authorization audit events are posted by the security framework. You can use the getEventType
method to get the type of the audit event. The actual audit string returned by getEventType
is String eventType = "Event Type = Authorization Audit Event V2 "
.
Table 10-4 describes the conditions under which the events are posted and severity level of the event.
Table 10-4 Authorization Audit Events
Component | Description | Severity |
---|---|---|
Security Framework | Posted if access is not allowed to resource (exception thrown by authorization provider). | Failure |
Security Framework | Posted if access is allowed to resource. | Success |
Security Framework | Posted if access is not allowed to resource. | Failure |
CertPath Builder and Validation audit events are posted by the security framework. You can use the getEventType
method to get the type of the audit event. The actual audit strings returned by getEventType
are as follows:
String eventType = "Event Type = CertPathBuilder Audit Event "
String eventType = "Event Type = CertPathValidator Audit Event "
Table 10-5 describes the conditions under which the events are posted and severity level of the event.
Table 10-5 CertPath Builder and Validation Events
Component | Description | Severity |
---|---|---|
Security Framework | Posted if the Certificate Path is successfully built. | Success |
Security Framework | Posted if the Certificate Path is not successfully built. | Failure |
Security Framework | Posted if the Certificate Path is successfully validated. | Success |
Security Framework | Posted if the Certificate Path is not successfully validated. | Failure |
Configuration audit events are posted by the security framework. The following events are posted:
AuditConfigurationEvent
AuditCreateConfigurationEvent
(The actual audit string returned by getEventType
is String CREATE_EVENT = "Create Configuration Audit Event"
) AuditDeleteConfigurationEvent
(The actual audit string returned by getEventType
is String DELETE_EVENT = "Delete Configuration Audit Event"
) AuditInvokeConfigurationEvent
(The actual audit string returned by getEventType
is String INVOKE_EVENT = "Invoke Configuration Audit Event"
) AuditSetAttributeConfigurationEvent
(The actual audit string returned by getEventType
is String SETATTRIBUTE_EVENT = "SetAttribute Configuration Audit Event"
) Table 10-6 describes the conditions under which the events are posted and severity level of the events.
Table 10-6 Audit Configuration Events
Component | Description | Severity |
---|---|---|
WebLogic Management Infrastructure | The WebLogic Management infrastructure implements this interface and may post configuration audit events for the following configuration change events:
| Success or Failure |
Credential Mapping audit events are posted by the security framework. You can use the getEventType
method to get the type of the audit event. The actual audit string returned by getEventType
is String EVENT_TYPE = "Event Type = Credential apping Audit Event"
.
Table 10-7 describes the condition under which the events are posted and severity level of the event.
Table 10-7 Credential Mapping Audit Events
Component | Description | Severity |
---|---|---|
Security Framework | The WebLogic Security Framework implements this interface and may post audit events for the following security events: Credentials for a WebLogic Server User are requested Credentials for a Subject are requested | Success |
The AuditLifecycleEvent interface is used to post audit lifecycle events. The WebLogic Security Framework implements this interface and may post audit events for the following security events:
The actual audit string returned by getEventType is String eventType = "Event Type = AuditLifecycle Audit Event"
.
The AuditLifecycleEventType
class describes the audit service lifecycle event types that are supported. Possible values are START_AUDIT
and STOP_AUDIT
.
An Auditing provider can use this interface to get additional information about the audit lifecycle event. The AuditSeverity
and AuditLifecycleEventType
attributes can be used to determine which of the above audit events has been posted.
Management audit events are not currently posted by either the Security Framework or by the supplied providers. However, a custom security provider may implement this interface and post different audit events for the various management operations performed by the custom security provider.
An Auditing provider can use this interface to get additional information about the management audit event. The AuditSeverity
attribute can be used to determine whether the management operation succeeded or failed.
AuditPolicyEvent
is posted by the security framework and the WebLogic Authorization provider. The security framework posts audit policy events when policies are deployed to or undeployed from an authorization provider. The WebLogic Server authorization provider posts audit policy events when creating, deleting, or updating policies. You can use the getEventType
method to get the type of the audit event. The audit events and the actual audit strings returned by getEventType
are as follows:
AuditStartPolicyDeployEvent (
The actual audit string returned by getEventType
is String eventType = "Event Type = Authorization Start Policy Deploy Audit Event ".)
AuditPolicyUndeployEvent (
The actual audit string returned by getEventType
is String eventType = "Event Type = Authorization Policy Undeploy Audit Event ".)
AuditPolicyDeployEvent (
The actual audit string returned by getEventType
is String eventType = "Event Type = Authorization Policy Deploy Audit Event ".)
AuditPolicyDeleteAppEvent (
The actual audit string returned by getEventType
is String eventType = "Event Type = Authorization Delete Application Policies Audit Event ".)
AuditEndPolicyDeployEvent (
The actual audit string returned by getEventType
is String eventType = "Event Type = Authorization End Policy Deploy Audit Event ".)
For PolicyConsumerAuditEvent
, which implements AuditPolicyEvent
, the actual audit strings returned by getEventType
are:
String eventType = "Event Type = Policy Consumer Get Handler"
String eventType = "Event Type = Policy Consumer Set Policy"
String eventType = "Event Type = Policy Consumer Set Unchecked Policy"
String eventType = "Event Type = Policy Consumer Done"
Table 10-8 describes the conditions under which the events are posted and lists the event severity level.
Table 10-8 Audit Policy Events
Component | Description | Severity |
---|---|---|
WebLogic Authorization Provider |
| Success or Failure |
The security framework posts audit role deployment events when roles are deployed to or undeployed from a role mapping provider. You can use the getEventType
method to get the type of the audit event. The following events are posted:
AuditRoleDeployEvent
(The actual audit string returned by getEventType
is String eventType = "Event Type = RoleManager Deploy Audit Event ".
) AuditStartRoleDeployEvent
(The actual audit string returned by getEventType
is String eventType = "Event Type = RoleManager Start Deploy Role Audit Event "
.) AuditEndRoleDeployEvent
(The actual audit string returned by getEventType
is String eventType = "Event Type = RoleManager End Deploy Role Audit Event "
.) AuditRoleUndeployEvent
(The actual audit string returned by getEventType
is String eventType = "Event Type = RoleManager Undeploy Audit Event ".
) Table 10-9 describes the conditions under which the events are posted and lists the event severity level.
Table 10-9 Audit Role Deployment Events
Component | Description | Severity |
---|---|---|
Security Framework | The WebLogic Security Framework implements this interface and may post audit events for the following security events:
| Success or Failure |
The WebLogic Authorization provider posts audit role events when roles are created, deleted, or updated. You can use the getEventType
method to get the type of the audit event. The actual audit strings returned by getEventType
are as follows:
String eventType = "Event Type = RoleManager Audit Event "
String eventType = "Event Type = RoleManager Delete Application Roles Audit Event "
For RoleConsumerAuditEvent
, which implements AuditRoleEvent
, the actual audit strings returned by getEventType
are:
String eventType = "Event Type = Role Consumer Get Handler"
String eventType = "Event Type = Role Consumer Set Role"
String eventType = "Event Type = Role Consumer Done"
Table 10-10 describes the conditions under which the events are posted and lists the event severity level.
Table 10-10 Audit Role Events
Component | Description | Severity |
---|---|---|
WebLogic Authorization Provider | The WebLogic Authorization provider implements this interface and posts audit events for the following security events:
| Success |
Credential mapping is the process whereby a legacy system's database is used to obtain an appropriate set of credentials to authenticate users to a target resource. In WebLogic Server, a Credential Mapping provider is used to provide credential mapping services and bring new types of credentials into the WebLogic Server environment.
The following sections describe Credential Mapping provider concepts and functionality, and provide step-by-step instructions for developing a custom Credential Mapping provider:
A subject, or source of a WebLogic resource request, has security-related attributes called credentials. A credential may contain information used to authenticate the subject to new services. Such credentials include username/password combinations, Kerberos tickets, and public key certificates. Credentials might also contain data that allows a subject to perform certain activities. Cryptographic keys, for example, represent credentials that enable the subject to sign or encrypt data.
A credential map is a mapping of credentials used by WebLogic Server to credentials used in a legacy (or any remote) system, which tell WebLogic Server how to connect to a given resource in that system. In other words, credential maps allow WebLogic Server to log in to a remote system on behalf of a subject that has already been authenticated. You can map credentials in this way by developing a Credential Mapping provider.
Figure 11-1 illustrates how Credential Mapping providers interact with the WebLogic Security Framework during the credential mapping process, and an explanation follows.
Generally, credential mapping is performed in the following manner:
The application component uses the credentials to access the external system. The external system might be a database resource, such as an Oracle or SQL Server.
The default (that is, active) security realm for WebLogic Server includes a WebLogic Credential Mapping provider. The WebLogic Credential Mapping provider maps WebLogic Server users and groups to the appropriate username/password credentials that may be required by other, external systems. If the type of credential mapping you want is between WebLogic Server users and groups and username/password credentials in another system, then the WebLogic Credential Mapping provider is sufficient.
WebLogic Server includes a PKI Credential Mapping provider. The PKI (Public Key Infrastructure) Credential Mapping provider included in WebLogic Server maps a WebLogic Server subject (the initiator) and target resource (and an optional credential action) to a key pair or public certificate that should be used by the application when using the targeted resource. The PKI Credential Mapping provider uses the subject and resource name to retrieve the corresponding credential from the keystore. The PKI Credential Mapping provider supports the CredentialMapperV2.PKI_KEY_PAIR_TYPE
and CredentialMapperV2.PKI_TRUSTED_CERTIFICATE_TYPE
token types.
WebLogic Server also includes the SAML Credential Mapping provider. The SAML Credential Mapping provider generates SAML 1.1 and 2.0 assertions for authenticated subjects based on a target site or resource. If the requested target has not been configured and no defaults are set, an assertion will not be generated. User information and group membership (if configured as such) are put in the AttributeStatement.
As described in "Configuring SAML SSO Attribute Support" in Programming Security for Oracle WebLogic Server, WebLogic Server enhanced the SAML 1.1 and 2.0 Credential Mapping provider and Identity Assertion provider mechanisms to support the use of a custom attribute mapper that can obtain additional attributes (other than group information) to be written into SAML assertions, and to then map attributes from incoming SAML assertions.
The SAML Credential Mapping provider supports the CredentialMapperV2.SAML_ASSERTION_B64_TYPE
, CredentialMapperV2.SAML_ASSERTION_DOM_TYPE
, and CredentialMapperV2.SAML_ASSERTION_TYPE
token types.
The SAML 2.0 Credential Mapping provider supports the CredentialMapperV2.SAML2_ASSERTION_DOM_TYPE
, and CredentialMapperV2.SAML2_ASSERTION_TYPE
token types.
If the out-of-the-box Credential Mapping providers do not meet your needs, then you need to develop a custom Credential Mapping provider. Note, however, that only the following token types are ever requested by the WebLogic Server resource containers:
CredentialMapperV2.PASSWORD_TYPE
CredentialMapperV2.PKI_KEY_PAIR_TYPE
CredentialMapperV2.PKI_TRUSTED_CERTIFICATE_TYPE
CredentialMapperV2.SAML_ASSERTION_B64_TYPE
CredentialMapperV2.SAML_ASSERTION_DOM_TYPE
CredentialMapperV2.SAML_ASSERTION_TYPE
CredentialMapperV2.SAML2_ASSERTION_DOM_TYPE
CredentialMapperV2.SAML2_ASSERTION_TYPE
CredentialMapperV2.USER_PASSWORD_TYPE
All Authorization, Role Mapping, and Credential Mapping providers for the security realm must support application versioning in order for an application to be deployed using versions. If you develop a custom security provider for Authorization, Role Mapping, or Credential Mapping and need to support versioned applications, you must implement the Versionable Application SSPI, as described in Chapter 14, "Versionable Application Providers."
If the WebLogic Credential Mapping provider does not meet your needs, you can develop a custom Credential Mapping provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Credential Mapping provider by following these steps:
To implement the CredentialProviderV2
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following method:
The getCredentialProviderV2
method obtains the implementation of the CredentialMapperV2
SSPI. For a single runtime class called MyCredentialMapperProviderImpl
.java
(as in Figure 3-3), the implementation of the getCredentialProvider
method would be:
If there are two runtime classes, then the implementation of the getCredentialProvider
method could be:
This is because the runtime class that implements the CredentialProviderV2
SSPI is used as a factory to obtain classes that implement the CredentialMapperV2
SSPI.
For more information about the CredentialProviderV2
SSPI and the getCredentialProvider
method, see the WebLogic Server API Reference Javadoc.
Note: The DeployableCredentialProvider SSPI is deprecated in this release of WebLogic Server. |
To implement the DeployableCredentialProvider
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs, Implement the CredentialProviderV2 SSPI, and the following methods:
The deployCredentialMapping
method deploys credential maps. If the mapping already exists, it is removed and replaced by this mapping. The resource
parameter represents the WebLogic resource to which the initiating principal (represented as a String
) is requesting access. The Enterprise Information System (EIS) username and password are the credentials in the legacy (remote) system to which the credential maps are being made.
The undeployCredentialMappings
method undeploys credential maps (that is, deletes a credential mapping on behalf of an undeployed Resource Adapter from a database). The resource
parameter represents the WebLogic resource for which the mapping should be removed.
Note: The deployCredentialMapping/undeployCredentialMappings methods operate on username/password credentials only. |
For more information about the DeployableCredentialProvider
SSPI and the deployCredentialMapping
/undeployCredentialMappings
methods, see the WebLogic Server API Reference Javadoc.
The CredentialMapperV2
interface defines the security service provider interface (SSPI) for objects capable of obtaining the appropriate set of credentials for a particular resource that is scoped within an application.
Only the following credential types are supported and passed to the CredentialMapperV2
interface:
To implement the CredentialMapperV2
SSPI, you must provide implementations for the following methods:
The getCredential
method returns the credential of the specified type from the target resource associated with the specified initiator.
The getCredentials
method returns the credentials of the specified type from the target resource associated with the specified initiator.
For more information about the CredentialMapper
V2 SSPI and the getCredential
and getCredentials
methods, see the WebLogic Server API Reference Javadoc.
An Authentication provider is the security provider responsible for populating a subject with users and groups, which are then extracted from the subject by other types of security providers, including Credential Mapping providers. If the Authentication provider configured in your security realm is a Realm Adapter Authentication provider, the user and group information will be stored in the subject in a way that is slightly different from other Authentication providers. Therefore, this user and group information must also be extracted in a slightly different way.
Example 11-1 provides code that can be used by custom Credential Mapping providers to check whether a subject matches a user or group name when a Realm Adapter Authentication provider was used to populate the subject. This code belongs in whatever form of the getCredentials
method you choose to implement. The code makes use of the methods available in the weblogic.security.SubjectUtils
class.
Example 11-1 Sample Code to Check if a Subject Matches a User or Group Name
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom Credential Mapping provider by following these steps:
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: The MDF for the sample Authentication provider is calledSimpleSampleAuthenticator.xml . (There is currently no sample Credential Mapping provider.) |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom Credential Mapping provider. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom Credential Mapping provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom Credential Mapping provider does not implement any optional SSPI MBeans and does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Credential Mapping providers). |
If the MDF for your custom Credential Mapping provider does implement some optional SSPI MBeans or does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Credential Mapping providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named MyCredentialMapper
, the MBean implementation file to be edited is named MyCredentialMapperImpl.java
.
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Credential Mapping providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleCredentialMapper
, the MBean implementation file to be edited is named SampleCredentialMapperImpl.java
.
Accomplishing this task may include, but is not limited to: copying the method implementations from your existing MBean implementation file into the newly-generated MBean implementation file (or, alternatively, adding the new methods from the newly-generated MBean implementation file to your existing MBean implementation file), and verifying that any changes to method signatures are reflected in the version of the MBean implementation file that you are going to use (for methods that exist in both MBean implementation files).
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the MyCredentialMapper
MDF through the WebLogic MBeanMaker will yield an MBean interface file called MyCredentialMapperMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Credential Mapping provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom Credential Mapping provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom Credential Mapping provider—that is, it makes the custom Credential Mapping provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if |
You can create instances of the MBean type by configuring your custom Credential Mapping provider (see Provide a Mechanism for Credential Map Management), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
While configuring a custom Credential Mapping provider via the WebLogic Server Administration Console makes it accessible by applications requiring credential mapping services, you also need to supply administrators with a way to manage this security provider's associated credential maps. The WebLogic Credential Mapping provider, for example, supplies administrators with a Credential Mappings page that allows them to add, modify, or remove credential mappings for various Connector modules.
Neither the Credential Mapping page nor access to it is available to administrators when you develop a custom Credential Mapping provider. Therefore, you must provide your own mechanism for credential map management. This mechanism must read and write credential maps to and from the custom Credential Mapping provider's database.
You can accomplish this task in one of two ways:
You would typically select this option if you want to develop a tool that is entirely separate from the WebLogic Server Administration Console.
For this option, you do not need to write any console extensions for your custom Credential Mapping provider, nor do you need to develop any management MBeans. However, your tool needs to:
You would typically select this option if you have a tool that is separate from the WebLogic Server Administration Console, but you want to launch that tool from the Administration Console.
For this option, your tool needs to:
As described in Chapter 10, "Auditing Providers" auditing is the process whereby information about operating requests and the outcome of those requests are collected, stored, and distributed for the purposes of non-repudiation. Auditing providers provide this electronic trail of computer activity.
Each type of security provider can call the configured Auditing providers with a request to write out information about security-related events, before or after these events take place. For example, if a user attempts to access a withdraw
method in a bank account application (to which they should not have access), the Authorization provider can request that this operation be recorded. Security-related events are only recorded when they meet or exceed the severity level specified in the configuration of the Auditing providers.
The following sections provide the background information you need to understand before adding auditing capability to your custom security providers, and provide step-by-step instructions for adding auditing capability to a custom security provider:
The SecurityServices
interface, located in the weblogic.security.spi
package, is a repository for security services (currently just the Auditor Service). As such, the SecurityServices
interface is responsible for supplying callers with a reference to the Auditor Service via the following method:
The getAuditorService
method returns the AuditService
if an Auditing provider is configured.
The AuditorService
interface, also located in the weblogic.security.spi
package, provides other types of security providers (for example, Authentication providers) with limited (write-only) auditing capabilities. In other words, the Auditor Service fans out invocations of each configured Auditing provider's writeEvent
method, which simply writes an audit record based on the information specified in the AuditEvent
object that is passed in.
For more information about the writeEvent
method, see Implement the AuditChannel SSPI. For more information about AuditEvent
objects, see Create an Audit Event. The AuditorService
interface includes the following method:
The providerAuditWriteEvent
method gives security providers write access to the object in the WebLogic Security Framework that calls the configured Auditing providers. The event
parameter is an AuditEvent
object that contains the audit criteria, including the type of event to audit and the audit severity level. For more information about Audit Events and audit severity levels, see Create an Audit Event and Audit Severity, respectively.
The Auditor Service can be called to write audit events before or after those events have taken place, but does not maintain context in between pre and post operations. Security providers designed with auditing capabilities will need to obtain the Auditor Service as described in Obtain and Use the Auditor Service to Write Audit Events.
Notes: Implementations for both theSecurityServices and AuditorService interfaces are created by the WebLogic Security Framework at boot time if an Auditing provider is configured. (For more information about configuring Auditing providers, see Configure the Custom Auditing Provider Using the Administration Console.) Therefore, you do not need to provide your own implementations of these interfaces. Additionally, |
For more information about these interfaces and their methods, see the WebLogic Server API Reference Javadoc for the SecurityServices interface and the AuditorService interface.
Add auditing capability to your custom security provider by following these steps:
Examples for each of these steps are provided in Example: Implementation of the AuditRoleEvent Interface and Example: Obtaining and Using the Auditor Service to Write Role Audit Events, respectively.
Note: If your custom security provider is to record audit events, be sure to include any classes created as a result of these steps into the MBean JAR File (MJF) for the custom security provider (that is, in addition to the other files that are required). |
Security providers must provide information about the events they want audited, such as the type of event (for example, an authentication event) and the audit severity (for example, "error"). Audit Events contain this information, and can also contain any other contextual data that is understandable to a configured Auditing provider. To create an Audit Event, either:
To implement the AuditEvent
SSPI, provide implementations for the following methods:
The getEventType
method returns a string representation of the event type that is to be audited, which is used by the Audit Channel (that is, the runtime class that implements the AuditChannel
SSPI). For example, the event type for the Oracle-provided implementation is "Authentication Audit Event"
. For more information, see Audit Channels and Implement the AuditChannel SSPI.
The getFailureException
method returns an Exception
object, which is used by the Audit Channel to obtain audit information, in addition to the information provided by the tostring
method.
The getSeverity
method returns the severity level value associated with the event type that is to be audited, which is used by the Audit Channel. This allows the Audit Channel to make the decision about whether or not to audit. For more information, see Audit Severity.
The toString
method returns preformatted audit information to the Audit Channel.
Note: ThetoString method can produce any character and no escaping is used. If your Audit provider is writing the toString value into a format that uses characters for syntax, escape the toString value before writing it. |
For more information about the AuditEvent
SSPI and these methods, see the WebLogic Server API Reference Javadoc.
There are several subinterfaces of the AuditEvent
SSPI that are provided for your convenience, and that can assist you in structuring and creating Audit Events.
Each of these Audit Event convenience interfaces can be used by an Audit Channel (that is, a runtime class that implements the AuditChannel
SSPI) to more effectively determine the instance types of extended event type objects, for a certain type of security provider. For example, the AuditAtnEventV2
convenience interface can be used by an Audit Channel that wants to determine the instance types of extended authentication event type objects. (For more information, see Audit Channels and Implement the AuditChannel SSPI.)
The Audit Event convenience interfaces are:
Note: It is recommended, but not required, that you implement one of the Audit Event convenience interfaces. |
The AuditAtnEventV2
convenience interface helps Audit Channels to determine instance types of extended authentication event type objects.
Note: TheAuditAtnEvent interface is deprecated in this release of WebLogic Server. |
To implement the AuditAtnEventV2
interface, provide implementations for the methods described in Implement the AuditEvent SSPI and the following methods:
The getUsername
method returns the username associated with the authentication event.
The getAtnEventType
method returns an event type that more specifically represents the authentication event. The specific authentication event types are:
AUTHENTICATE
: simple authentication using a username and password occurred.
ASSERTIDENTITY
: perimeter authentication based on tokens occurred.
CREATEDERIVEDKEY
: represents the creation of the Derived key.
CREATEPASSWORDDIGEST
: represents the creation of the Password Digest.
IMPERSONATEIDENTITY
: client identity has been established using the supplied client username (requires kernel identity).
USERLOCKED
: a user account has been locked because of invalid login attempts.
USERUNLOCKED
: a lock on a user account has been cleared.
USERLOCKOUTEXPIRED
: a lock on a user account has expired.
VALIDATEIDENTITY
: authenticity (trust) of the principals within the supplied subject has been validated.
The toString
method returns the specific authentication information to audit, represented as a string.
Note: ThetoString method can produce any character and no escaping is used. If your Audit provider is writing the toString value into a format that uses characters for syntax, escape the toString value before writing it. The |
For more information about the AuditAtnEventV2
convenience interface and these methods, see the WebLogic Server API Reference Javadoc.
The AuditAtzEvent
and AuditPolicyEvent
convenience interfaces help Audit Channels to determine instance types of extended authorization event type objects.
Note: The difference between theAuditAtzEvent convenience interface and the AuditPolicyEvent convenience interface is that the latter only extends the AuditEvent interface. (It does not also extend the AuditContext interface.) For more information about the AuditContext interface, see Audit Context. |
To implement the AuditAtzEvent
or AuditPolicyEvent
interface, provide implementations for the methods described in Implement the AuditEvent SSPI and the following methods:
The getSubject
method returns the subject associated with the authorization event (that is, the subject attempting to access the WebLogic resource).
The getResource
method returns the WebLogic resource associated with the authorization event that the subject is attempting to access.
For more information about these convenience interfaces and methods, see the WebLogic Server API Reference Javadoc for the AuditAtzEvent interface or the AuditPolicyEvent interface.
The AuditMgmtEvent
convenience interface helps Audit Channels to determine instance types of extended security management event type objects, such as a security provider's MBean. It contains no methods that you must implement, but maintains the best practice structure for an Audit Event implementation.
For more information about the AuditMgmtEvent
convenience interface, see the WebLogic Server API Reference Javadoc.
The AuditRoleDeploymentEvent
and AuditRoleEvent
convenience interfaces help Audit Channels to determine instance types of extended role mapping event type objects. They contain no methods that you must implement, but maintain the best practice structure for an Audit Event implementation.
Note: The difference between theAuditRoleEvent convenience interface and the AuditRoleDeploymentEvent convenience interface is that the latter only extends the AuditEvent interface. (It does not also extend the AuditContext interface.) For more information about the AuditContext interface, see Audit Context. |
For more information about these convenience interfaces, see the WebLogic Server API Reference Javadoc for the AuditRoleEvent interface or the AuditRoleDeploymentEvent interface.
The audit severity is the level at which a security provider wants audit events to be recorded. When the configured Auditing providers receive a request to audit, each will examine the severity level of events taking place. If the severity level of an event is greater than or equal to the level an Auditing provider was configured with, that Auditing provider will record the audit data.
Note: Auditing providers are configured using the WebLogic Server Administration Console. For more information, see Configure the Custom Auditing Provider Using the Administration Console. |
The AuditSeverity
class, which is part of the weblogic.security.spi
package, provides audit severity levels as both numeric and text values to the Audit Channel (that is, the AuditChannel
SSPI implementation) through the AuditEvent
object. The numeric severity value is to be used in logic, and the text severity value is to be used in the composition of the audit record output. For more information about the AuditChannel
SSPI and the AuditEvent
object, see Implement the AuditChannel SSPI and Create an Audit Event, respectively.
Some of the Audit Event convenience interfaces extend the AuditContext
interface to indicate that an implementation will also contain contextual information. This contextual information can then be used by Audit Channels. For more information, see Audit Channels and Implement the AuditChannel SSPI.
The AuditContext
interface includes the following method:
The getContext
method returns a ContextHandler
object, which is used by the runtime class (that is, the AuditChannel
SSPI implementation) to obtain additional audit information. For more information about ContextHandlers, see ContextHandlers and WebLogic Resources.
Example 12-1 shows the MyAuditRoleEventImpl.java
class, which is a sample implementation of an Audit Event convenience interface (in this case, the AuditRoleEvent
convenience interface). This class includes implementations for:
AuditEvent
SSPI: getEventType
, getFailureException
, getSeverity
and toString
(as described in Implement the AuditEvent SSPI). getContext
, which returns additional contextual information via the ContextHandler. (For more information about ContextHandlers, see ContextHandlers and WebLogic Resources.) Note: The bold face code in Example 12-1 highlights the class declaration and the method signatures. |
Example 12-1 MyAuditRoleEventImpl.java
To obtain and use the Auditor Service to write audit events from a custom security provider, follow these steps:
getAuditorService
method to return the Audit Service. Note: Recall that aSecurityServices object is passed into a security provider's implementation of a "Provider" SSPI as part of the initialize method. (For more information, see Understand the Purpose of the "Provider" SSPIs.) An AuditorService object will only be returned if an Auditing provider has been configured. |
AuditService.providerAuditWriteEvent
method. Example 12-2 illustrates how a custom Role Mapping provider's runtime class (called MyRoleMapperProviderImpl.java
) would obtain the Auditor Service and use it to write out audit events.
Note: TheMyRoleMapperProviderImpl.java class relies on the MyAuditRoleEventImpl.java class from Example 12-1. |
Example 12-2 MyRoleMapperProviderImpl.java
A SecurityServices
object is passed into a security provider's implementation of a "Provider" SSPI as part of the initialize
method. (For more information, see Understand the Purpose of the "Provider" SSPIs.) The provider can use this object's auditor to audit provider-specific security events, such as when a user is successfully logged in.
A security provider's MBean implementation is not passed a SecurityServices object. However, the provider may need to audit its MBean operations, such as a user being created.
To work around this, the provider's runtime implementation can cache the SecurityServices object and use a provider-specific mechanism to pass it to the provider's MBean implementation. This allows the provider to audit its MBean operations.
The Manageable Sample Authentication Provider (available at https://codesamples.samplecode.oracle.com/servlets/tracking?id=S224
on the Oracle Technology Network Web site) shows one way to accomplish this task. The sample provider contains three major implementation classes:
The code flow to cache and obtain the SecurityServices object is as follows:
initialize
method is passed a SecurityServices object. initialize
method creates a UserGroupDataBase object and passes it the SecurityServices object. initialize
method also puts the UserGroupDatabase object into a hash table using the realm's name as the lookup key. init
method finds its realm name from its MBean. init
method uses the realm name to find the corresponding UserGroupDataBase object from the hash table. init
method then retrieves the SecurityServices object from the UserGroupDatabase object, and uses its auditor to audit management operations such as "createUser." Note: A provider's runtime implementation is initialized only if the provider is part of the default realm when the server is booted. Therefore, if the provider is not in the default realm when the server is booted, its runtime implementation is never initialized, and the provider's MBean implementation cannot gain access to theSecurityServices object. That is, if the provider is not in the default realm when the server is booted, the provider cannot audit its MBean operations. |
Example 12-3 illustrates how the ManageableSampleAuhenticatorImpl's init
method finds its realm name from its MBean, how it uses the realm name to find the corresponding UserGroupDataBase
object from the hash table (via the UserGroupDatabase
helper class), and how it then retrieves the SecurityServices
object from the UserGroupDatabase
object.
Example 12-3 also shows how ManageableSampleAuhenticatorImpl
uses its auditor to audit management operations such as "createUser."
Example 12-3 ManageableSampleAuthenticatorImpl.java
Provider's management operations that do writes (for example, create user, delete user, remove data) should post audit events, regardless of whether or not the operation succeeds.
If your provider audits MBean operations, you should keep the following Best Practice guidelines in mind.
A Servlet Authentication Filter is a provider type that performs pre- and post-processing for authentication functions, including identity assertion. A Servlet Authentication Filter is a special type of security provider that primarily acts as a "helper" to an Authentication provider.
The ServletAuthenticationFilter
interface defines the security service provider interface (SSPI) for authentication filters that can be plugged in to WebLogic Server. You implement the ServletAuthenticationFilter
interface as part of an Authentication provider, and typically as part of the Identity Assertion form of Authentication provider, to signal that the Authentication provider has authentication filters that it wants the servlet container to invoke during the authentication process.
The following sections describe Servlet Authentication Filter interface concepts and functionality, and provide step-by-step instructions for developing a Servlet Authentication Filter:
Filters, as defined by the Java Servlet API 2.3 specification, are preprocessors of the request before it reaches the servlet, and/or postprocessors of the response leaving the servlet. Filters provide the ability to encapsulate recurring tasks in reusable units and can be used to transform the response from a servlet or JSP page.
Servlet Authentication filters are an extension to of the filter object that allows filters to replace or extend container-based authentication.
The WebLogic Security Framework allows you to provide a custom Authentication provider. However, due to the nature of the Java Servlet API 2.3 specification, the interaction between the Authentication provider and the client or other servers is architecturally limited during the authentication process. This restricts authentication mechanisms to those that are compatible with the authentication mechanisms the Servlet container offers: basic, form, and certificate.
Filters have fewer architecturally-dependence limitations; that is, they are not dependent on the authentication mechanisms offered by the Servlet container. By allowing filters to be invoked prior to the container beginning the authentication process, a security realm can implement a wider scope of authentication mechanisms. For example, a Servlet Authentication Filter could redirect the user to a SAML provider site for authentication.
JAAS LoginModules (within a WebLogic Authentication provider) can be used for customization of the login process. Customizing the location of the user database, the types of proof material required to execute a login, or the population of the Subject with groups is implemented via a LoginModule.
Conversely, redirecting to a remote site to execute the login, extracting login information out of the query string, and negotiating a login mechanism with a browser are implemented via a Servlet Authentication Filter.
You should consider the following design considerations when writing Servlet Authentication Filters:
The Servlet Authentication Filter interface allows an Authentication provider to implement zero or more Servlet Authentication Filter classes. The filters are invoked as follows:
The servlet container gets the configured chain of Servlet Authentication Filters from the WebLogic Security Framework.
The Security Framework returns the Servlet Authentication Filters in the order of the authentication providers. If one provider has multiple Servlet Authentication Filters, the Security Framework uses the ordered list of javax.servlet.Filters returned by the ServletAuthenticationFilter getAuthenticationFilters
method.
Duplicate filters are allowed because they might need to execute multiple times to correctly manipulate the request.
init
method to indicate to a filter that it is being placed into service. doFilter
method on the first filter each time a request/response pair is passed through the chain due to a client request for a resource at the end of the chain. The FilterChain
object passed in to this method allows the Filter to pass on the request and response to the next entity in the chain. Filters use the FilterChain
object to invoke the next filter in the chain, or if the calling filter is the last filter in the chain, to invoke the resource at the end of the chain.
doFilter
method then, when the final one calls the doFilter
method, the servlet container then performs authentication as it would if the filters were not present. However, if any of the Servlet Authentication Filters do not call the doFilter
method, the remaining filters, the servlet, and the servlet container's authentication procedure are not called. This allows a filter to replace the servlet's authentication process. This typically involves authentication failure or redirecting to another URL for authentication.
Although you implement the Servlet Authentication Filter interface as part of an Authentication provider, Authentication providers do not actually call Servlet Authentication Filters directly. The implementation of Servlet Authentication Filters depends upon particular features of the WebLogic Security Framework that know how to locate and invoke the filters.
If you develop a custom Servlet Authentication Filter, make sure that your custom Authentication providers do not call the WLS-specific classes (for example, weblogic.servlet.*
) and the Java EE-specific classes (for example, javax.servlet.*
). Following this rule ensures maximum portability with WebLogic Security.
Figure 13-1 illustrates this requirement.
WebLogic Server includes a Servlet Authentication Filter that handles the header manipulation required by the Simple and Protected Negotiate (SPNEGO). This Servlet Authentication Filter, called the "Negotiate Servlet Authentication Filter," is configured to support the WWW-Authenticate and Authorization HTTP headers.
The Negotiate Servlet Authentication Filter generates the appropriate WWW-Authenticate header on unauthorized responses for the negotiate protocol and handles the Authorization headers on subsequent requests. The filter is available through the Negotiate Identity Assertion Provider.
By default, the Negotiate Identity Assertion provider is available, but not configured, in the WebLogic default security realm. The Negotiate Identity Assertion provider can be used instead of, or in addition to, the WebLogic Identity Assertion provider.
You can develop a custom Servlet Authentication Filter by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your Servlet Authentication Filter by following these steps:
For an example of how to create a runtime class for a custom Servlet Authentication Filter provider, see Generate an MBean Type Using the WebLogic MBeanMaker.
You implement the ServletAuthenticationFilter
interface as part of an Authentication provider to signal that the Authentication provider has authentication filters that it wants the servlet container to invoke during the authentication process.
To implement the Servlet Authentication Filter SSPI, provide an implementation for the following method:
The getServletAuthenticationFilters
method returns an ordered list of the javax.servlet.Filters that are executed during the authentication process of the Servlet container. The container may call this method multiple times to get multiple instances of the Servlet Authentication Filter. On each call, this method should return a list of new instances of the filters.
To implement the Filter interface methods, provide implementations for the following methods. In typical use, you would call init()
once, doFilter() possibly many times, and destroy() once.
The destroy
method is called by the web container to indicate to a filter that it is being taken out of service. This method is only called once all threads within the filter's doFilter method have exited, or after a timeout period has passed. After the web container calls this method, it does not call the doFilter
method again on this instance of the filter.
This method gives the filter an opportunity to clean up any resources that are being held (for example, memory, file handles, threads) and make sure that any persistent state is synchronized with the filter's current state in memory
The doFilter
method of the Filter is called by the container each time a request/response pair is passed through the chain due to a client request for a resource at the end of the chain. The FilterChain
passed in to this method allows the Filter to pass on the request and response to the next entity in the chain.
A typical implementation of this method would follow the following pattern:
1. Examine the request.
2. Optionally, wrap the request object with a custom implementation to filter content or headers for input filtering.
3. Optionally, wrap the response object with a custom implementation to filter content or headers for output filtering.
4. Either invoke the next entity in the chain using the FilterChain
object (chain.doFilter()
), or do not pass on the request/response pair to the next entity in the filter chain to block the request processing.
5. Directly set headers on the response after invocation of the next entity in the filter chain.
The init
method is called by the web container to indicate to a filter that it is being placed into service. The servlet container calls the init
method exactly once after instantiating the filter. The init
method must complete successfully before the filter is asked to do any filtering work.
As described in Chapter 5, "Identity Assertion Providers" the Challenge Identity Assertion interface supports challenge response schemes in which multiple challenges, responses messages, and state are required. The Challenge Identity Asserter interface allows Identity Assertion providers to support authentication protocols such as Microsoft's Windows NT Challenge/Response (NTLM), Simple and Protected GSS-API Negotiation Mechanism (SPNEGO), and other challenge/response authentication mechanisms.
Servlet Authentication Filters allow you to implement a challenge/response protocol without being limited to the authentication mechanisms compatible with the Servlet container. However, because Servlet Authentication Filters operate outside of the authentication environment provided by the Security Framework, they cannot depend on the Security Framework to determine provider context, and require an API to drive the multiple-challenge Identity Assertion process.
The weblogic.security.services.Authentication
class has been extended to allow multiple challenge/response identity assertion from a Servlet Authentication Filter. The methods and interface provide a wrapper for the ChallengeIdentityAsserterV2
and ProviderChallengeContext
SSPI interfaces so that you can invoke them from a Servlet Authentication Filter.
There is no other documented way to perform a multiple challenge/response dialog from a Servlet Authentication Filter within the context of the Security Framework. Your Servlet Authentication Filter cannot directly invoke the ChallengeIdentityAsserterV2
and ProviderChallengeContext
interfaces.
Therefore, if you plan to implement multiple challenge/response identity assertion from a filter, you need to implement the ChallengeIdentityAsserterV2
and ProviderChallengeContext
interfaces, and then use the weblogic.security.services.Authentication
methods and AppChallengeContect
interface to invoke them from a Servlet Authentication Filter.
The steps to accomplish this process are described in Chapter 5, "Identity Assertion Providers" and are summarized here:
or
Implement the IdentityAsserterV2 SSPI When you generate the MBean type for your custom Authentication provider as described in Chapter 4, "Authentication Providers" you must also implement the MBean for your Servlet Authentication Filter.
The ServletAuthenticationFilter
MBean extends the AuthenticationProvider
MBean. The ServletAuthenticationFilter
MBean is a marker interface and has no methods.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Authentication provider, including the Servlet Authentication Filter, into an MBean JAR File (MJF).
These steps are described for the custom Authentication provider in Use the WebLogic MBeanMaker to Create the MBean JAR File (MJF).
Configuring a custom Authentication provider that implements a Servlet Authentication Filter means that you are adding the custom Authorization provider to your security realm, where it can be accessed by applications requiring authorization services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers.
The steps for configuring a custom Authorization provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server.
A versionable application is an application that has an application archive version specified in the manifest of the application archive (EAR file). Versionable applications can be deployed side-by-side and active simultaneously. Versionable applications allow multiple versions of an application, where security constraints can vary between the application versions.
The Versionable Application provider SSPI enables all security providers that support application versioning to be notified when versions are created and deleted. It also enables all security providers that support application versioning to be notified when non-versioned applications are removed.
The following sections provide the background information you need to understand before adding application versioning capability to your custom security providers, and provide step-by-step instructions for adding application versioning capability to a custom security provider:
Redeployment of versionable applications is always done via side-by-side versions, unless the same archive version is specified in the subsequent redeployments. However, a versionable application has to be written in such a way that multiple versions of it can be run side-by-side without conflicts; that is, it does not make any assumption of the uniqueness of the application name, and so forth. For example, in the case where an applications may use the application name as a unique key for global data structures, such as database tables or LDAP stores, the applications would need to change to use the application identifier instead.
Production Redeployment is allowed only if the configured security providers support the application versioning security SSPI. All Authorization, Role Mapping, and Credential Mapping providers for the security realm must support application versioning for an application to be deployed using versions.
See "Developing Applications for Production Redeployment" in Developing Applications for Oracle WebLogic Server for detailed information on how an application assigns an application version.
For a security provider to support application versioning, it must implement the Versionable Application SSPI. The WebLogic Security Framework calls the Versionable Application provider SSPI when an application version is created and deleted so that the provider can take any required actions to create, copy or removed data associated with the application version. It is up to the provider to determine the appropriate action to take, if any.
In addition, the Versionable Application provider SSPI is also called when a non-versioned application is deleted so that the provider can perform cleanup actions.
The WebLogic Security Framework passes the Versionable Application provider the application identifier for the new version and the application identifier of the version used as the source of application data. When the source identifier is not supplied, the initial version of the application is being created.
The WebLogic Server out-of-the-box security providers for Authorization, Role Mapping and Credential Mapping support the application versioning SSPI. When a new version is created, all the customized roles, policies and credential maps are cloned with new resource identifiers representing the new application version. In addition, when an application version is deleted, resources associated with the deleted version are removed.
If you develop a custom security provider for Authorization, Role Mapping, or Credential Mapping and need to support versioned applications, you must implement the Versionable Application SSPI.
If you need to support the Versionable Application SSPI, you can develop a custom Versionable Application provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom Versionable Application provider by following these steps:
To implement the VersionableApplication
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following methods:
Marks the creation of a new application version and is called (only on the Administration Server within a WebLogic Server domain) on one server within a WebLogic Server domain at the time the version is created. The WebLogic Security Framework passes the createApplicationVersion
method the application identifier for the new version (appIdentifier
) and the application identifier of the version used as the source of application data (sourceAppIdentifier
). When the source identifier is not supplied, the initial version of the application is being created.
Marks the deletion of a non-versioned application and is called (only on the Administration Server within a WebLogic Server domain) at the time the application is deleted.
Marks the deletion of an application version and is only called (only on the Administration Server within a WebLogic Server domain) at the time the version is deleted.
Example 14-1 shows how the Versionable Application SSPI is implemented in the sample Authorization provider.
Example 14-1 SimpleSampleAuthorizationProviderImpl
When you generate the MBean type for your custom Authorization, Role Mapping, and Credential Mapping providers, you must also implement the MBean for your Versionable Application provider. The ApplicationVersionerMBean is a marker interface and has no methods.
Example 14-2 shows how the SimpleSampleAuthorizer MBean Definition File (MDF) implements the ApplicationVersionerMBean MBean.
Example 14-2 Implementing the ApplicationVersionerMBean
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom Authorization, Role Mapping, or Credential Mapping provider, including the Versionable Application provider, into an MBean JAR File (MJF).
For a custom Authorization provider, these steps are described in Use the WebLogic MBeanMaker to Create the MBean JAR File (MJF).
For a custom Role Mapping provider, these steps are described in Use the WebLogic MBeanMaker to Create the MBean JAR File (MJF).
For a custom Credential Mapping provider, these steps are described in Use the WebLogic MBeanMaker to Create the MBean JAR File (MJF).
Configuring a custom Versionable Application provider means that you are adding the custom Versionable Application provider to your security realm, where it can be accessed by applications requiring application version services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers.
The steps for configuring a custom Versionable Application provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server.
The WebLogic Security service provides a framework that finds and validates X509 certificate chains for inbound 2-way SSL, outbound SSL, application code, and WebLogic Web services. The Certificate Lookup and Validation (CLV) framework is a new security plug-in framework that finds and validates certificate chains. The framework extends and completes the JDK CertPath functionality, and allows you to create a custom CertPath provider.
The following sections provide the background information you need to understand before adding certificate lookup and validation capability to your custom security providers, and provide step-by-step instructions for adding certificate lookup and validation capability to a custom security provider:
A CertPath is a JDK class that stores a certificate chain in memory. The term CertPath is also used to refer to the JDK architecture and framework that is used to locate and validate certificate chains.
There are two distinct types of providers, CertPath Validators and CertPath Builders:
The WebLogic CertPath providers are built using both the JDK and WebLogic CertPath SPI's.
The certificate lookup and validation process is shown in Figure 15-1.
You can implement the CertPath provider in several ways:
WebLogic Server includes two CertPath provider SPI MBeans, both of which extend CertPathProviderMBean:
Your CertPath provider, depending on its type, must extend one or both of the MBeans. A security provider that supports both building and validating should write an MBean that extends both of these MBeans, as shown in Example 15-1.
Example 15-1 Sample CertPath MBean MDF
The WebLogic CertPath Validator SSPI has four parts:
CertPathValidatorSPI
interface, as described in Implement the JDK CertPathBuilderSpi and/or CertPathValidatorSpi Interfaces. CertPathProvider
SSPI interface, as described in Implement the CertPath Provider SSPI. provider
that registers your CertPathValidatorSPI
implementation with the JDK, as described in Implement the JDK Security Provider SPI. The WebLogic CertPath Builder SSPI has four parts:
CertPathBuilder
SPI interface, as described in Implement the JDK CertPathBuilderSpi and/or CertPathValidatorSpi Interfaces. CertPathProvider
SSPI interface, as described in Implement the CertPath Provider SSPI. provider
that registers your CertPathBuilder
SPI with the JDK, as described in Implement the JDK Security Provider SPI. Unlike other WebLogic Security Framework providers, your implementation of the CertPath provider relies on a tightly-coupled integration of WebLogic and JDK interfaces. This integration might best be shown in the tasks you perform to create a CertPath provider.
If you are writing a CertPath Validator, you must perform the following tasks:
java.security.cert.CertPathValidatorSpi
, as described in Implement the JDK CertPathBuilderSpi and/or CertPathValidatorSpi Interfaces. Your JDK implementation will be passed a JDK CertPathParameters
object that you can cast to a WebLogic CertPathValidatorParametersSpi
. You can then access its WebLogic methods to get the trusted CA's and ContextHandler. You can also use it to access your WebLogic CertPath provider object.
Use the CertPathValidatorParametersSpi
to provide the data you need to validate the certificate chain, such as Trusted CA's, the ContextHandler, and your CertPath provider SSPI implementation, which gives access to any custom configuration data provided by your MBean, as described in Use the CertPathValidatorParametersSpi SSPI in Your CertPathValidatorSpi Implementation.
Your WebLogic CertPath provider is important because your CertPathValidatorSpi
implementation has no direct way to get the custom configuration data in your MBean. Your WebLogic CertPath provider can provide a proprietary mechanism to make your custom MBean data available to your JDK implementation.
initialize
method of the CertPath provider SSPI to hook into the MBean and make its custom configuration data available to your CertPathValidatorSpi
implementation, as shown in Example 15-2. provider
that registers your CertPathValidatorSpi implementation, as described in Implement the JDK Security Provider SPI. This coding might not be intuitive, and is called out in Example 15-5. If you are writing a CertPath Builder, you must perform the following tasks:
java.security.cert.CertPathBuilderSpi
, as described in Implement the JDK CertPathBuilderSpi and/or CertPathValidatorSpi Interfaces. Your JDK implementation will be passed a JDK CertPathParameters
object that you can cast to a WebLogic CertPathBuilderParametersSpi
. You can then access its WebLogic methods to get the trusted CA's, selector, and ContextHandler. You can also use it to access your WebLogic CertPath provider object.
Use the CertPathBuilderParametersSpi
to provide the data you need to build the CertPath, such as Trusted CA's, ContextHandler, the CertPathSelector, and your CertPath provider SSPI implementation, which gives access to any custom configuration data provided by your MBean, as described in Use the CertPathBuilderParametersSpi SSPI in Your CertPathBuilderSpi Implementation.
Your WebLogic CertPath provider is important because your CertPathBuilderSpi
implementation has no direct way to get the custom configuration data in your MBean. Your WebLogic CertPath provider can provide a proprietary mechanism to make your custom MBean data available to your JDK implementation.
initialize
method of the CertPath provider SSPI to hook into the MBean and make its custom configuration data available to your CertPathBuilderSpi
implementation, as shown in Example 15-2. provider
that registers your CertPathBuilderSpi implementation, as described in Implement the JDK Security Provider SPI. This coding might not be intuitive, and is called out in Example 15-5. WebLogic Server includes a CertPath provider and the Certificate Registry.
The WebLogic Server CertPath provider is both a CertPath Builder and a CertPath Validator. The provider completes certificate paths and validates the certificates using the trusted CA configured for a particular WebLogic Server instance. It can build only chains that are self-signed or are issued by a self-signed certificate authority, which must be listed in the server's trusted CA's. If a certificate chain cannot be completed, it is invalid. The provider uses only the EndCertificateSelector
selector.
The WebLogic Server CertPath provider also checks the signatures in the chain, ensures that the chain has not expired, and checks that one of the certificates in the chain is issued by one of the trusted CAs configured for the server. If any of these checks fail, the chain is not valid. Finally, the provider checks each certificate's basic constraints (that is, the ability of the certificate to issue other certificates) to ensure the certificate is in the proper place in the chain.
The WebLogic Server CertPath provider can be used as a CertPath Builder and a CertPath Validator in a security realm.
The WebLogic Server Certificate Registry is an out-of-the-box CertPath provider that allows the administrator to configure a list of trusted end certificates via the Administration Console. The Certificate Registry is a builder/validator. The selection criteria can be EndCertificateSelector
, SubjectDNSelector
, IssuerDNSerialNumberSelector
, or SubjectKeyIdentifier
. The certificate chain that is returned has only the end certificate. When it validates a chain, it makes sure only that the end certificate is registered; no further checking is done.
You can configure both the CertPath provider and the Certificate Registry. You might do this to make sure that a certificate chain is valid only if signed by a trusted CA, and that the end certificate is in the registry.
If the supplied WebLogic Server CertPath providers do not meet your needs, you can develop a custom CertPath provider.
If the WebLogic CertPath provider or Certificate Registry does not meet your needs, you can develop a custom CertPath provider by following these steps:
Before you start creating runtime classes, you should first:
When you understand this information and have made your design decisions, create the runtime classes for your custom CertPath provider by following these steps:
The java.security.cert.CertPathBuilderSpi
interface is the Service Provider Interface (SPI) for the CertPathBuilder
class. All CertPathBuilder
implementations must include a class that implements this interface (CertPathBuilderSp
i).
The java.security.cert.CertPathValidatorSpi
interface is the Service Provider Interface (SPI) for the CertPathValidator
class. All CertPathValidator
implementations must include a class that implements this interface (CertPathValidatorSpi
).
Example 15-6 shows an example of implementing the CertPathBuilderSpi
and CertPathValidatorSpi
interfaces.
The CertPathProvider
SSPI interface exposes the services provided by both the JDK CertPathValidator
and CertPathBuilder
SPIs and allows the provider to be manipulated (initialized, started, stopped, and so on).
In particular, you use the initialize
method of the CertPath provider SSPI to hook into the MBean and make its custom configuration data available to your CertPathBuilderSpi
or CertPathValidatorSpi
implementation, as shown in Example 15-2.
A more complete example is available in Example 15-6.
Example 15-2 Code Fragment: Obtaining Custom Configuration Data From MBean
Example 15-5 shows how to register your JDK implementation with the JDK.
To implement the CertPathProvider
SSPI, provide implementations for the methods described in Understand the Purpose of the "Provider" SSPIs and the following methods:
Gets a CertPath Provider's JDK CertPathBuilder that invokes your JDK CertPathBuilderSpi
implementation, as shown in Example 15-3. A CertPathBuilder finds, and optionally validates, a certificate chain.
Example 15-3 Code Fragment: getCertPathBuilder
Gets a CertPath Provider's JDK CertPathValidator that invokes your JDK CertPathValidatorSpi
implementation, as shown in Example 15-4. A CertPathValidator validates a certificate chain.
Example 15-4 Code Fragment: getCertPathValidator
Implement the JDK security provider
SPI and use it to register your CertPathBuilderSpi
or CertPathValidatorSpi
implementations with the JDK. Use it to register your JDK implementation in your provider's initialize
method.
Example 15-6 shows an example of creating the runtime class for a sample CertPath provider. Example 15-5 shows the fragment from that larger example that implements the JDK security provider
.
Example 15-5 Implementing the JDK Security Provider
Your JDK implementation will be passed a JDK CertPathParameters
object that you can cast to a WebLogic CertPathBuilderParametersSpi
. You can then access its WebLogic methods to get the trusted CA's, selector, and ContextHandler. You can also use it to access your WebLogic CertPath provider object. The following methods are provided:
Gets the CertPath Provider SSPI interface that exposes the services provided by a CertPath provider to the WebLogic Security Framework. In particular, you use the initialize
method of the CertPath provider SSPI to hook into the MBean and make its custom configuration data available to your CertPathBuilderSpi
implementation, as shown in Example 15-2.
Gets the CertPathSelector
interface that holds the selection criteria for finding the CertPath.
WebLogic Server provides a set of classes in weblogic.security.pk
that implement the CertPathSelector
interface, one for each supported type of certificate chain lookup. Therefore, the getCertPathSelector
method returns one of the following derived classes:
EndCertificateSelector
– used to find and validate a certificate chain given its end certificate. IssuerDNSerialNumberSelector
– used to find and validate a certificate chain from its end certificate's issuer DN and serial number. SubjectDNSelector
– used to find and validate a certificate chain from its end certificate's subject DN. SubjectKeyIdentifierSelector
– used to find and validate a certificate chain from its end certificate's subject key identifier (an optional field in X509 certificates). Each selector class has one or more methods to retrieve the selection data and a constructor.
Your CertPathBuilderSpi
implementation decides which selectors it supports. The CertPathBuilderSpi
implementation must use the getCertPathSelector
method of the CertPathBuilderParametersSpi
SSPI to get the CertPathSelector
that holds the selection criteria for finding the CertPath. If your CertPathBuilderSpi
implementation supports that type of selector, it then uses the selector to build and validate the chain. Otherwise, it must throw an InvalidAlgorithmParameterException, which is propagated back to the caller.
Gets a ContextHandler that may pass in extra parameters that can be used for building and validating the CertPath.
Gets a list of trusted certificate authorities that may be used for building the certificate chain. If your CertPathBuilderSpi
implementation needs Trusted CA's to build the chain, it should use these Trusted CA's.
This interface is not cloneable.
Your JDK implementation will be passed a JDK CertPathParameters
object that you can cast to a WebLogic CertPathValidatorParametersSpi
. You can then access its WebLogic methods to get the trusted CA's and ContextHandler. You can also use it to access your WebLogic CertPath provider object. The CLV framework ensures that the certificate chain passed to the validator SPI is in order (starting at the end certificate), and that each cert has signed the next. The following methods are provided:
Gets the CertPath Provider SSPI interface that exposes the services provided by a CertPath provider to the WebLogic Security Framework. In particular, you use the initialize
method of the CertPath provider SSPI to hook into the MBean and make its custom configuration data available to your CertPathValidatorSpi
implementation, as shown in Example 15-2.
Gets a ContextHandler that may pass in extra parameters that can be used for building and validating the CertPath.
SSL performs some built-in validation before it calls one or more CertPathValidator objects to perform additional validation. A validator can reduce the amount of validation it must do by discovering what validation has already been done.
For example, the WebLogic CertPath Provider performs the same Certicom validation that SSL does, and there is no need to duplicate that validation when invoked by SSL. Therefore, SSL puts some information into the context it hands to the validators to indicate what validation has already occurred. The weblogic.security.SSL.SSLValidationConstants CHAIN_PREVALIDATED_BY_SSL
field is a Boolean that indicates whether SSL has pre-validated the certificate chain. Your application code can test this field, which is set to true if SSL has pre-validated the certificate chain, and is false otherwise.
Gets a list of trusted certificate authorities that may be used for validating the certificate chain. If your CertPathBuilderSpi implementation needs Trusted CA's to validate the chain, it should use these Trusted CA's.
This interface is not cloneable.
Your JDK CertPathBuilder or CertPathValidator implementation must return an object that implements the java.security.cert.CertPathValidatorResult
or java.security.cert.CertPathValidatorResult
interface.
You can write your own results implementation or you can use the WebLogic Server convenience routines.
WebLogic Server provides two convenience results-implementation classes, WLSCertPathBuilderResult
and WLSCertPathValidatorResult
, both of which are located in weblogic.security.pk
, that you can use to return instances of java.security.cert.CertPathValidatorResult
or java.security.cert.CertPathValidatorResult
.
Note: The results you return are not passed through the WebLogic Security framework. |
Example 15-6 shows an example CertPath builder/validator provider. The example includes extensive comments that explain the code flow.
Example 15-1 shows the CertPath MBean that Example 15-6 uses.
Example 15-6 Creating the Sample Cert Path Provider
Before you start generating an MBean type for your custom security provider, you should first:
When you understand this information and have made your design decisions, create the MBean type for your custom CertPath provider by following these steps:
Create an MBean Definition File (MDF)
Use the WebLogic MBeanMaker to Generate the MBean Type
Use the WebLogic MBeanMaker to Create the MBean JAR File (MJF)
Install the MBean Type Into the WebLogic Server Environment
Note: Several sample security providers (available athttps://codesamples.samplecode.oracle.com/servlets/tracking?id=S224 on the Oracle Technology Network Web site) illustrate how to perform these steps. All instructions provided in this section assume that you are working in a Windows environment. |
To create an MBean Definition File (MDF), follow these steps:
Note: MDF for the sample Authentication provider is calledSimpleSampleAuthenticator.xml . There is no sample CertPath provider. |
<MBeanType>
and <MBeanAttribute>
elements in your MDF so that they are appropriate for your custom CertPath provider. You need to extend or implement CertPathBuilderMBean or CertPathValidatorMBean. <MBeanAttribute>
and <MBeanOperation>
elements) to your MDF. Note: A complete reference of MDF element syntax is available in Appendix A, "MBean Definition File (MDF) Element Syntax." |
Once you create your MDF, you are ready to run it through the WebLogic MBeanMaker. The WebLogic MBeanMaker is currently a command-line utility that takes as its input an MDF, and outputs some intermediate Java files, including an MBean interface, an MBean implementation, and an associated MBean information file. Together, these intermediate files form the MBean type for your custom security provider.
The instructions for generating an MBean type differ based on the design of your custom CertPath provider. Follow the instructions that are appropriate to your situation:
If the MDF for your custom CertPath provider does not implement any optional SSPI MBeans and does not include any custom operations, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile
is the MDF (the XML MBean Description File) and filesdir
is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple CertPath providers). |
If the MDF for your custom CertPath provider does implement some optional SSPI MBeans or does include custom operations, consider the following:
Are you creating an MBean type for the first time? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple CertPath providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleIdentityAsserter
, the MBean implementation file to be edited is named SampleIdentityAsserterImpl.java
.
Are you updating an existing MBean type? If so, follow these steps:
where the -DMDF
flag indicates that the WebLogic MBeanMaker should translate the MDF into code, xmlFile is the MDF (the XML MBean Description File) and filesdir is the location where the WebLogic MBeanMaker will place the intermediate files for the MBean type.
Whenever xmlfile is provided, a new set of output files is generated.
Each time you use the -DcreateStubs=true
flag, it overwrites any existing MBean implementation file.
Note: As of version 9.0 of WebLogic Server, you can also provide a directory that contains multiple MDF's by using the -DMDFDIR <MDF directory name> option. In prior versions of WebLogic Server, the WebLogic MBeanMaker processed only one MDF at a time. Therefore, you had to repeat this process if you had multiple MDFs (in other words, multiple Cert Path providers). |
The MBean implementation file generated by the WebLogic MBeanMaker is named MBeanNameImpl.java
. For example, for the MDF named SampleIdentityAsserter
, the MBean implementation file to be edited is named SampleIdentityAsserterImpl.java
.
Accomplishing this task may include, but is not limited to: copying the method implementations from your existing MBean implementation file into the newly-generated MBean implementation file (or, alternatively, adding the new methods from the newly-generated MBean implementation file to your existing MBean implementation file), and verifying that any changes to method signatures are reflected in the version of the MBean implementation file that you are going to use (for methods that exist in both MBean implementation files).
The MBean interface file is the client-side API to the MBean that your runtime class or your MBean implementation will use to obtain configuration data. It is typically used in the initialize method as described in Understand the Purpose of the "Provider" SSPIs.
Because the WebLogic MBeanMaker generates MBean types from the MDF you created, the generated MBean interface file will have the name of the MDF, plus the text "MBean" appended to it. For example, the result of running the SampleIdentityAsserter
MDF through the WebLogic MBeanMaker will yield an MBean interface file called SampleIdentityAsserterMBean.java
.
Once your have run your MDF through the WebLogic MBeanMaker to generate your intermediate files, and you have edited the MBean implementation file to supply implementations for the appropriate methods within it, you need to package the MBean files and the runtime classes for the custom CertPath provider into an MBean JAR File (MJF). The WebLogic MBeanMaker also automates this process.
To create an MJF for your custom CertPath provider, follow these steps:
where the -DMJF
flag indicates that the WebLogic MBeanMaker should build a JAR file containing the new MBean types, jarfile is the name for the MJF and filesdir is the location where the WebLogic MBeanMaker looks for the files to JAR into the MJF.
Compilation occurs at this point, so errors are possible. If jarfile is provided, and no errors occur, an MJF is created with the specified name.
Note: When you create a JAR file for a custom security provider, a set of XML binding classes and a schema are also generated. You can choose a namespace to associate with that schema. Doing so avoids the possibility that your custom classes will conflict with those provided by Oracle. The default for the namespace is vendor. You can change this default by passing the -targetNameSpace argument to the WebLogicMBeanMaker or the associated WLMBeanMaker ant task.If you want to update an existing MJF, simply delete the MJF and regenerate it. The WebLogic MBeanMaker also has a -DIncludeSource option, which controls whether source files are included into the resulting MJF. Source files include both the generated source and the MDF itself. The default is false. This option is ignored when -DMJF is not used. |
The resulting MJF can be installed into your WebLogic Server environment, or distributed to your customers for installation into their WebLogic Server environments.
To install an MBean type into the WebLogic Server environment, copy the MJF into the WL_HOME\server\lib\mbeantypes
directory, where WL_HOME is the top-level installation directory for WebLogic Server. This "deploys" your custom CertPath provider—that is, it makes the custom CertPath provider manageable from the WebLogic Server Administration Console.
Note: WL_HOME\server\lib\mbeantypes is the default directory for installing MBean types. (Beginning with 9.0, security providers can be loaded from ...\domaindir\lib\mbeantypes as well.) However, if you want WebLogic Server to look for MBean types in additional directories, use the -Dweblogic.alternateTypesDirectory=<dir> command-line flag when starting your server, where <dir> is a comma-separated list of directory names. When you use this flag, WebLogic Server will always load MBean types from WL_HOME\server\lib\mbeantypes first, then will look in the additional directories and load all valid archives present in those directories (regardless of their extension). For example, if |
You can create instances of the MBean type by configuring your custom CertPath provider (see Configure the Custom CertPath Provider Using the Administration Console), and then use those MBean instances from a GUI, from other Java code, or from APIs. For example, you can use the WebLogic Server Administration Console to get and set attributes and invoke operations, or you can develop other Java objects that instantiate MBeans and automatically respond to information that the MBeans supply. We recommend that you back up these MBean instances.
Configuring a custom CertPath provider means that you are adding the custom CertPath provider to your security realm, where it can be accessed by applications requiring CertPath services.
Configuring custom security providers is an administrative task, but it is a task that may also be performed by developers of custom security providers.
Note: The steps for configuring a custom CertPath provider using the WebLogic Server Administration Console are described under "Configuring WebLogic Security Providers" in Securing Oracle WebLogic Server. |
An MBean Definition File (MDF) is an input file to the WebLogic MBeanMaker utility, which uses the file to create an MBean type for managing a custom security provider. An MDF must be formatted as a well-formed and valid XML file that describes a single MBean type. The following sections describe all the elements and attributes that are available for use in a valid MDF:
All MDFs must contain exactly one root element called MBeanType
, which has the following syntax:
The MBeanType
element must include a Name attribute, which specifies the internal, programmatic name of the MBean type. (To specify a name that is visible in a user interface, use the DisplayName attribute.) Other attributes are optional.
The following is a simplified example of an MBeanType
(root) element:
Attributes specified in the MBeanType
(root) element apply to the entire set of MBeans instantiated from that MBean type. To override attributes for specific MBean instances, you need to specify attributes in the MBeanAttribute
subelement. For more information, see The MBeanAttribute Subelement.
Table A-1 describes the attributes available to the MBeanType
(root) element. The JMX Specification/Oracle Extension column indicates whether the attribute is an Oracle extension to the JMX specification or a standard JMX attribute. Note that Oracle extensions might not function on other Java EE Web servers.
Table A-1 MBeanType (Root) Element Attributes
Attribute | JMX Specification/Oracle Extension | Allowed Values | Description |
---|---|---|---|
| Oracle Extension |
| A |
| Oracle Extension |
| Indicates that the MBean type is deprecated. This information appears in the generated Java source, and is also placed in the |
| JMX Specification | String | An arbitrary string associated with the MBean type that appears in various locations, such as the Javadoc for generated classes. There is no default or assumed value. Note: To specify a description that is visible in a user interface, use the |
| JMX Specification | String | The name that a user interface displays to identify instances of MBean types. For an instance of type X, the default |
| Oracle Extension | Pathname | A fully qualified MBean type name that this MBean type extends. |
| Oracle Extension | Comma- separated list | A comma-separated list of fully qualified MBean type names that this MBean type implements. See also Extends. |
| JMX Specification | String | Mandatory attribute that specifies the internal, programmatic name of the MBean type. |
| Oracle Extension | String | Specifies the package name of the MBean type and determines the location of the class files that the WebLogic MBeanMaker creates. If you do not specify this attribute, the MBean type is placed in the Java default package. Note: MBean type names can be the same as long as the package name varies. |
| JMX Specification |
| Specifies how persistence will occur:
Note: When specified in the MBeanType element, this value overrides any setting within an individual MBeanAttribute subelement. |
You must supply one instance of an MBeanAttribute
subelement for each attribute in your MBean type. The MBeanAttribute
subelement must be formatted as follows:
The MBeanAttribute
subelement must include a Name attribute, which specifies the internal, programmatic name of the Java attribute in the MBean type. (To specify a name that is visible in a user interface, use the DisplayName attribute.) Other attributes are optional.
The following is a simplified example of an MBeanAttribute
subelement within an MBeanType
element:
Attributes specified in an MBeanAttribute
subelement apply to a specific MBean instance. To set attributes for the entire set of MBeans instantiated from an MBean type, you need to specify attributes in the MBeanType
(root) element. For more information, see The MBeanType (Root) Element.
Table A-2 describes the attributes available to the MBeanAttribute
subelement. The JMX Specification/Oracle Extension column indicates whether the attribute is an Oracle extension to the JMX specification. Note that Oracle extensions might not function on other Java EE Web servers.
Table A-2 MBeanAttribute Subelement Attributes
Attribute | JMX Specification/Oracle Extension | Allowed Values | Description |
---|---|---|---|
| JMX Specification | String | The value to be returned if the If you do not specify this attribute, the assumed value is |
| Oracle Extension |
| Indicates that the MBean attribute is deprecated. This information appears in the generated Java source, and is also placed in the |
| JMX Specification | String | An arbitrary string associated with the MBean attribute that appears in various locations, such as the Javadoc for generated classes. There is no default or assumed value. Note: To specify a description that is visible in a user interface, use the DisplayName attribute. |
| Oracle Extension | true/false | Changes made to dynamic MBeans take effect without rebooting the server. By default, all custom security provider MBean attributes are non-dynamic. Note that in 8.1 and 7.0, all custom security provider MBean attributes were dynamic. |
| Oracle Extension |
| A |
| Oracle Extension |
| Classname of an interface to be used instead of the MBean interface generated by the WebLogic MBeanMaker.
Do not specify if "Type" is |
| JMX Specification |
| Specifies whether a generated Java interface uses the JMX |
| Oracle Extension |
| Specifies whether |
| Oracle Extension | Comma-separated list | Specifies a fixed set of allowable values for the current Note: The items in the list must be convertible to the data type that is specified by the subelement's |
| Oracle Extension | Integer | For numeric MBean attribute types only, provides a numeric value that represents the inclusive maximum value for the attribute. If you do not specify this attribute, the value can be as large as the data type allows. |
| Oracle Extension | Integer | For numeric MBean attribute types only, provides a numeric value which represents the inclusive minimum value for the attribute. If you do not specify this attribute, the value can be as small as the data type allows. |
| JMX Specification | String | Mandatory attribute that specifies the internal, programmatic name of the MBean attribute. |
| JMX Specification |
| The fully qualified classname of the data type of this attribute. This corresponding class must be available on the classpath. If you do not specify this attribute, the assumed value is
|
| JMX Specification |
| A When specified in the |
MBeanConstructor
subelements are not currently used by the WebLogic MBeanMaker, but are supported for compliance with the Java Management eXtensions 1.0 specification (http://jcp.org/aboutJava/communityprocess/final/jsr003/index.html
) and upward compatibility. Therefore, attribute details for the MBeanConstructor
subelement (and its associated MBeanConstructorArg
subelement) are omitted from this documentation.
You must supply one instance of an MBeanOperation
subelement for each operation (method) that your MBean type supports. The MBeanOperation
must be formatted as follows:
The MBeanOperation
subelement must include a Name attribute, which specifies the internal, programmatic name of the operation. (To specify a name that is visible in a user interface, use the DisplayName attribute.) Other attributes are optional.
Within the MBeanOperation
element, you must supply one instance of an MBeanOperationArg
subelement for each argument that your operation (method) uses. The MBeanOperationArg
must be formatted as follows:
<MBeanOperationArg Name=
string optional_attributes />
The Name
attribute must specify the name of the operation. The only optional attribute for MBeanOperationArg
is Type
, which provides the Java class name that specifies behavior for a specific type of Java attribute. If you do not specify this attribute, the assumed value is java.lang.String
.
The following is a simplified example of an MBeanOperation
and MBeanOperationArg
subelement within an MBeanType
element:
Table A-3 describes the attributes available to the MBeanOperation
subelement. The JMX Specification/Oracle Extension column indicates whether the attribute is an Oracle extension to the JMX specification. Note that Oracle extensions might not function on other Java EE Web servers.
Table A-3 MBeanOperation Subelement Attributes
Attribute | JMX Specification/Oracle Extension | Allowed Values | Description |
---|---|---|---|
| Oracle Extension |
| Indicates that the MBean operation is deprecated. This information appears in the generated Java source, and is also placed in the |
| JMX Specification | String | An arbitrary string associated with the MBean operation that appears in various locations, such as the Javadoc for generated classes. There is no default or assumed value. Note: To specify a description that is visible in a user interface, use the DisplayName attribute. |
| JMX Specification | String | Mandatory attribute that specifies the internal, programmatic name of the MBean operation. |
| JMX Specification | String | A string containing the fully qualified classname of the Java object returned by the operation being described.
|
Table A-4 describes the attributes available to the MBeanOperationArg
subelement. The JMX Specification/Oracle Extension column indicates whether the attribute is an Oracle extension to the JMX specification. Note that Oracle extensions might not function on other Java EE Web servers.
Table A-4 MBeanOperationArg Subelement Attributes
Attribute | JMX Specification/Oracle Extension | Allowed Values | Description |
---|---|---|---|
| JMX Specification | String | An arbitrary string associated with the MBean operation argument that appears in various locations, such as the Javadoc for generated classes. There is no default or assumed value. |
| JMX Specification | String | Mandatory attribute that specifies the name of the argument. |
| JMX Specification | String | The type of the MBean operation argument. If you do not specify this attribute, the assumed value is
|
Your MBean Definition Files (MDFs) must use only JDK exception types or weblogic.management.utils
exception types. The following is a code fragment from Example A-1 that shows the use of an MBeanException
within an MBeanOperation
subelement:
Example A-1 and Example A-2 provide examples of MBean Definition Files (MDFs) that use many of the attributes described in this Appendix. Example A-1 shows the MDF used to generate an MBean type that manages predicates and reads data about predicates and their arguments.Example A-2 shows the MDF used to generate the MBean type for the WebLogic (default) Authorization provider.
Example A-1 PredicateEditor.xml
Example A-2 DefaultAuthorizer.xml
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