

1 Oracle Database Mobile Server Management

The following sections describe management for Oracle Database Mobile Server by using the Mobile Manager for managing the mobile server and its mobile clients.

	
Section 1.1, "Using Mobile Manager to Manage Your Mobile Server"
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2 Managing the Client and Back-End Databases

The following sections describe how to create and manage the client database and how to connect to the back-end Oracle database:

	
Section 2.1, "Creating and Managing the Database for a Mobile Client"


	
Section 2.2, "Connecting to the Back-End Oracle Database"






2.1 Creating and Managing the Database for a Mobile Client

When you use the mobile client and mobile server to replicate data between the back-end Oracle database and your mobile device, a small database is created on your mobile device to contain the data—that is stored in tables known as snapshots. The snapshot tables are used to track the modifications that the client makes on the data, which is then replicated during the synchronization process to the back-end database. All of this activity is transparent to the client. Your application queries and modifies data using SQL as if interacting with any Oracle database.

The client database is automatically created on the first synchronization request. In addition, the data is replicated and updated with the data on the Oracle database automatically for you. See Section 2.3, "What is the Process for Setting Up a User for Synchronization?" in the Oracle Database Mobile Server Developer's Guide for techniques that can be used to create publication items on the mobile server, which then automatically creates snapshots on the client when you synchronize with the database.






2.2 Connecting to the Back-End Oracle Database

When you are connecting to the back-end Oracle database, use the JDBC driver. When connecting to the repository in the back-end Oracle database, provide a URL to locate the database. Use the Thin JDBC driver to connect to the back-end Oracle database. With the Thin JDBC driver, you can either provide the host, port and SID, the Oracle Net address or tnsnames entry.

The syntax for providing the host, port and SID is as follows:


jdbc:oracle:thin:@<hostname>:<port>:<sid> 


For example, the following JDBC URL for the thin JDBC driver connects to my-pc.us.oracle.com on port 1521 with SID of orcl:


jdbc:oracle:thin:@my-pc.us.oracle.com:1521:orcl 


The syntax for using an Oracle Net address or tnsnames entry is as follows:


 jdbc:oracle:thin:@oracle-net-address-or-tnsnames-entry
 


For example, the following JDBC URL for the thin JDBC driver connects to the MyDB tnsnames entry:


jdbc:oracle:thin:@MyDb 


Alternatively, you could provide the full Oracle Net address, as follows:


jdbc:oracle:thin:@(DESCRIPTION=(ADDRESS_LIST=(ADDRESS=(PROTOCOL=TCP)
 (HOST=my-pc.us.oracle.com)(PORT=1521)))(CONNECT_DATA=(SERVICE_NAME=mypc))) 


If the mobile server repository is installed in an Oracle RAC database, then provide the JDBC URL for an Oracle RAC database, which can have more than one address for multiple Oracle databases in the cluster. The following is the URL structure for an Oracle RAC database address:


jdbc:oracle:thin:@(DESCRIPTION=
 (ADDRESS_LIST=
   (ADDRESS=(PROTOCOL=TCP)(HOST=PRIMARY_NODE_HOSTNAME)(PORT=1521))
   (ADDRESS=(PROTOCOL=TCP)(HOST=SECONDARY_NODE_HOSTNAME)(PORT=1521))
 )
 (CONNECT_DATA=(SERVICE_NAME=DATABASE_SERVICENAME)))
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3 Managing Your Mobile Applications

The administrator manages applications through the following tasks:

	
Section 3.1, "Listing Applications"


	
Section 3.2, "Publishing Applications to the Mobile Server Repository"


	
Section 3.3, "Deleting an Application"


	
Section 3.4, "Managing Application and Connection Properties"


	
Section 3.5, "Managing User-Specific Application Parameters (Data Subsetting)"


	
Section 3.6, "Managing Access Privileges for Users and Groups"






3.1 Listing Applications

You can view all applications that are currently published on this mobile server from the mobile server home page. Click Applications. Figure 3-1 displays the Applications page, which lists existing applications and corresponding virtual paths.


Figure 3-1 Applications Page

[image: The Mobile Server applications page.]





To search applications, enter your application name in the Application Name field and click Go. The Applications page displays the search result under the Application Name column.






3.2 Publishing Applications to the Mobile Server Repository

A developer builds the mobile application and packages it together with a publication. At this point, the application is ready to be published to the mobile server through one of the following options:




	
Note:

If you developed the application on a machine remote to where the mobile server is installed, copy the application JAR file to this machine.







	
An organizer or administrator can publish the application using the packaging wizard.


	
An administrator can publish the application using the Mobile Manager from the Applications page with the Publish Application button, as shown in Figure 3-1.









3.3 Deleting an Application

To delete any application, select the application on the applications page (see Figure 3-1) and click Delete. This deletes it from the mobile server repository. However, because of the way mobile server is designed, you may wish to simply republish the application and not to delete an application.

By deleting the application, all synchronization related objects—such as publication, publication items, sequences and script definitions—are removed from the mobile server repository. However, the actual application tables in the back-end Oracle database are not removed.

Once the application has been deleted, existing mobile clients can no longer synchronize for this application—ever again. Even if you were to publish the same application again, synchronizing existing mobile clients will still fail. Instead, all transactions uploaded by the mobile clients are placed in the error queue and require manual intervention from the administrator.

When a publication item is created, the mobile server assigns a unique identifier to each publication item. These unique identifiers are then used during the synchronization process to map snapshot tables on the mobile clients to publication items and base tables on the back-end server. When a mobile client uploads data, it uses this unique identifier to inform the mobile server as to which publication item this data is designated. If an application is deleted and republished, the mobile server uses a different set of identifiers for the publication items than the mobile client; thus, the mobile client and the publication item use different identifiers and the synchronization fails.

You should never delete an application if you have existing mobile clients that still need to synchronize with the mobile server. If you want to modify an existing application, do not delete the application using Mobile Manager.

Instead, simply republish the application and indicate that you wish to overwrite the existing application.






3.4 Managing Application and Connection Properties

From the Applications page, you can modify application and connection properties for each application. Click on the application name to bring up its Properties page, shown in Figure 3-2.


Figure 3-2 Application Properties Page

[image: The application properties page.]





Table 3-1 describes the application properties that you can modify in this screen.


Table 3-1 Application Properties Page Description

	Field	Description
	
Application Name

	
Name of your mobile application.


	
Application Description

	
A brief description of your mobile application.


	
Publication Name

	
Your application is published with a publication that contains the definition of the snapshot data for the clients. This field displays the publication name of the mobile application. You cannot modify this field.


	
Platform Name

	
The platform name consists of the platform type and the language of the application. You can modify this platform to another type as displayed in the pull-down list.








To retain the modified application properties, click Apply. To remove the application, click Remove. To reset the Application Properties page, click Revert.

You can configure for maximum concurrent clients with the RESUME_MAXACTIVE and RESUME_MAX_WAIT parameters. This limits the maximum number of concurrently synchronizing clients to RESUME_MAXACTIVE; additional incoming clients wait RESUME_MAX_WAIT before timing out. You can disable the resume feature by setting RESUME_TIMEOUT=0.

For full details, see Section 5.7, "Resuming an Interrupted Synchronization" and Section A.1.5, "[CONSOLIDATOR]".






3.5 Managing User-Specific Application Parameters (Data Subsetting)

In retrieving data for each user, the application often requires that a parameter is set defining the type of data to retrieve. Set this parameter, also known as data subsetting, in one of two places: on the Data Subsetting page off the Applications page or on the Data Subsetting page off the Users page. See Section 4.5, "Managing Application Parameter Input (Data Subsetting)" for directions on how to manage the input parameter values for the application from the User page.

What is Data Subsetting? When you set up your publication item, you may have set up an input parameter that defines what snapshot of data is to be retrieved for this user. For example, if you have an application that retrieves the customer base for each sales manager, the application needs to know the sales manager's identification number to retrieve the data specific to each manager. Thus, if you set up each sales manager as a unique user and set their identification number in the data subsetting screen, then the application is provided that unique information for retrieving data.

	
Navigate to the Applications page. Click the specific application.


	
Click Data Subsetting. The Data Subsetting page enables the administrator to add parameter input for each user of this application. This displays all of the users that the application is associated with.


	
Select the user for which you want to add the parameter value.


	
Enter the parameter values for the application.


	
Click Save.









3.6 Managing Access Privileges for Users and Groups

Similar to Data Subsetting, you can set the access privileges for the application either from the Users page or from the Applications page—except for groups. Groups can only be given access to applications from the Applications page. See Section 4.4.1, "Grant or Revoke Application Access to Users" for directions on how to manage the access privileges from the user page.

The mobile server administrator grants access privileges to mobile applications by designating the users that can access these applications. This section describes how an adminstrator may grant or revoke application access to users and groups:

	
Section 3.6.1, "Granting Application Access to Users and Groups"


	
Section 3.6.2, "Revoking Application Access to Users and Groups"






3.6.1 Granting Application Access to Users and Groups

The administrator can grant access to applications for specific users within the Mobile Manager, as follows:

	
Navigate to the Applications page. Click the specific application that you wish to modify. The Properties page appears.


	
Click Access. The Access page displays a list of users and groups for this application.


	
Select the checkbox next to each user or group that you wish to give access to for this particular application.


	
Click Save.




As Figure 3-3 displays, the Access page displays a list of available users and groups for the Transport_Win32 application. Select the users or groups that you want Transport_Win32 to have access to and click Save. In this example, the administrator granted access for the Transport_Win32 application to the SampleUsers group and to the users: John, Jane, and Jack.




	
Note:

Once you provide access to a group, all users in that group have access to this application.








Figure 3-3 Granting Application Access

[image: The Access page.]









3.6.2 Revoking Application Access to Users and Groups

To revoke application access to any user or group, clear the check box displayed against a group or user name and click Save.
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5 Managing Synchronization

The mobile server administrator uses the Data Synchronization Manager to manage synchronization tasks. This chapter includes the following:

	
Section 5.1, "How Does the Synchronization Process Work?"


	
Section 5.2, "Initiate Synchronization of the Mobile Client"


	
Section 5.3, "User Scenarios for Synchronization"


	
Section 5.4, "Managing the Sync Server from the Data Synchronization Home Page"


	
Section 5.5, "Using Automatic Synchronization"


	
Section 5.6, "Configuring Data Synchronization For Farm or Single Mobile Server"


	
Section 5.7, "Resuming an Interrupted Synchronization"


	
Section 5.8, "Register a Remote Oracle Database for Application Data"


	
Section 5.9, "Improving Performance for Multiple Clients that Use the Same Read-Only Data With a Cached User"


	
Section 5.10, "Synchronizing to a File With File-Based Sync"


	
Section 5.11, "Managing Trace Settings and Trace Files"


	
Section 5.12, "Browsing the Repository for Synchronization Details"


	
Section 5.13, "Monitoring and Analyzing Performance"






5.1 How Does the Synchronization Process Work?

With Oracle Database Mobile Server, you can create an application where multiple users enter data on their client devices and the data is synchronized with a back-end Oracle database. In addition, only the data designated for each user is downloaded from the server to the client's device.

The mobile server uses synchronization to replicate data between the mobile clients with their client databases and the application tables, which are stored on a back-end Oracle database. The Oracle Database Mobile Server architecture consists of the mobile client, the mobile server as the middle tier, and the mobile server repository in the back-end Oracle database server. The mobile client contains the client database and client applications, which resides on the mobile device. The mobile server acts as the middle tier to coordinate the synchronization process and provide management tools for the administrator. The mobile server repository resides in the back-end Oracle database server and is where all data from all users is stored.

Figure 5-1 shows a simplified architecture of the Oracle Database Mobile Server synchronization tiers:


Figure 5-1 General Synchronization Architecture

[image: Description of Figure 5-1 follows]





When most people think of synchronizing data, they think of their Palm Pilot. When you hit the synchronization button for the Palm Pilot, any changes are added to the database of information on the Windows machine immediately. This is not the case for Oracle Database Mobile Server, which is used for multiple clients. In order to accommodate multiple users, the application tables on the back-end database cannot be locked by a single user. Thus, the synchronization process involves using queues to manage the information between the mobile clients and the application tables in the database.

In reality, our synchronization process uses asynchronous communication and queues to ensure that multiple users can be synchronizing at the same time as well as ensuring data integrity and performance. By using queues and asynchronous communication, the user can queue the updates for processing and then download any updates from the server without ever locking the database. The only downside is that the changes are not immediately updated. Instead, the updates occur when the In Queue is read and processed on the server-side.

The following graphic and steps shows the full details and the additional components that work in conjunction to enable a seamless synchronization from multiple clients. This graphic introduces the following new components:

	
Sync Client and Sync Server: The Sync Client and Sync Server work in conjunction to upload mobile client changes to the mobile server In Queue. The Sync Client resides on the mobile client; the Sync Server resides on the mobile server. The Sync Server places the client modifications into the In Queue and downloads any new data from the server for the client from the Out Queue.


	
Message Generator and Processor (MGP): A background process called the Message Generator and Processor (MGP) runs in the same tier as the mobile server, periodically collects all the uploaded changes from the multiple mobile users out of the In-Queue and applies these changes to the repository in the server database. The MGP executes independently and periodically based upon an interval specified in the Job Scheduler in the mobile server.

The MGP prepares any modifications that are sent to each mobile user and places them into the Out Queue. The next time the mobile user synchronizes with the mobile server, these changes can be downloaded to the client and applied to the client database.




Figure 5-2 describes how each of these components interact to complete the asynchronous, queue-based synchronization for each client:


Figure 5-2 Data Synchronization Architecture

[image: synchronization architecture.]





	
Synchronization is initiated on the mobile client either by the user or from automatic synchronization. Note that the mobile client may be a PDA, a Windows platform client or a supported Linux platform client.


	
The mobile client software gathers all of the client changes into a transaction and the Sync Client uploads the transaction to the Sync Server on the mobile server.


	
Sync Server places the transaction into the In-Queue.




	
Note:

When packaging your application, you can specify if the transaction is to be applied at the same time as the synchronization. If you set this option, then the transaction is immediately applied to the application tables. However, note that this may not be scaleable and you should only do this if the application of the transaction immediately is important and you have enough resources to handle the load.








	
Sync Server gathers all transactions destined for the mobile client from the Out-Queue.


	
Sync Client downloads all changes for client database.


	
The mobile client applies all changes for client database.


	
All transactions uploaded by all mobile clients are gathered by the MGP out of the In-Queue.


	
The MGP executes the apply phase by applying all transactions for the mobile clients to their respective application tables to the back-end Oracle database. The MGP commits after processing each publication.




	
Note:

The behavior of the apply/compose phase can be modified. See Section 5.1.1, "Defining Behavior of Apply/Compose Phase for Synchronization" for more information.








	
MGP executes the compose phase by gathering the client data into outgoing transactions for mobile clients.


	
MGP places the composed data for mobile clients into the Out-Queue, waiting for the next client synchronization for the Sync Server to gather the updates to the client.




Synchronization involves two components: the Sync Client/Server and the MGP process, which are displayed separately in the Data Synchronization section of the Mobile Manager. On the mobile server home page, you can navigate to the Data Synchronization home page by clicking Data Synchronization, which is located under the Components section.



5.1.1 Defining Behavior of Apply/Compose Phase for Synchronization

By default, before the MGP processes the Compose, it checks to see if user data has been uploaded into the In Queue. The MGP checks to see if the user uploaded data before it performs the compose for that user, because if the compose completes with unresolved data from the user, then the user data may be compromised. So, the Compose is not performed to ensure that user data is not overwritten. Instead, the Compose phase is terminated and then waits until the next time that the MGP runs the Apply/Compose phase.

However, you can modify this behavior. The compose phase may take a while, depending on the number of users, so you may not want to wait until the next MGP compose phase. In this case, set the DO_APPLY_BFR_COMPOSE parameter to NO. Or, maybe you know that the uploaded client data will not be compromised by the compose; in this case, use the SKIP_INQ_CHK_BFR_COMPOSE parameter.


Table 5-1

	MOBILE.ORA Parameter	Description
	
DO_APPLY_BFR_COMPOSE

	
Setting DO_APPLY_BFR_COMPOSE to no, the Compose executes. However, by default, this parameter is set to yes, so that if data is in the in queue, MGP will execute a second Apply to commit all user data and then will execute the Compose.


	
SKIP_INQ_CHK_BFR_COMPOSE

	
Setting SKIP_INQ_CHK_BFR_COMPOSE to true modifies this behavior. Even if data is in the in queue, MGP executes the Compose. The data that was uploaded to the In Queue must be data that will not be compromised by downloading data from the server to the client.











	
Note:

Setting these parameters can also avoid the MGP Compose postponed error. For more information, see Section 2.1.4 "MGP Compose Postponed Due to Transaction in the In-Queue" in the Oracle Database Mobile Server Troubleshooting and Tuning Guide.














5.2 Initiate Synchronization of the Mobile Client

You can initiate synchronization of the client using one of the following methods:

	
You can initiate synchronization of the client using the mSync GUI.


	
Implement synchronization within your application using the synchronization APIs (see Chapter 2, "Synchronization" and Chapter 3, "Managing Synchronization on the Mobile Client" in the Oracle Database Mobile Server Developer's Guide for more information)







	
Note:

The mobile client device clock must be accurate for the time zone set on the device before attempting to synchronize. An inaccurate time may result in the following exception during synchronization: CNS: 9026 "Wrong user name or password. Please enter correct value and reSync."







When you initiate a synchronization from the client, either manually or by scheduling a job, the synchronization cannot occur if there is an active connection with an uncommitted transaction opened from another source. This could be from scheduling two jobs to synchronize at the same time, from mSync or the client synchronization APIs.

The mSync GUI is shown in Figure 5-3.


Figure 5-3 Using the mSync GUI to Initiate Synchronization

[image: msync GUI for synchronization]





To bring up the mSync GUI, execute msync.exe on WinCE and Win32 or msync on Linux, which is located in the /bin subdirectory under the directory where you installed the mobile client. Modify the following supplied values, if incorrect:

	
User name and password for the user that is starting the synchronization.




	
Note:

See Section 4.3.1.2.1, "Define User Name and Password" for conventions for creating the user name or password.








	
Check if you want the password saved for future requests.


	
Mobile Server URL, which is http://<mobile_server_hostname>:<port_number>, replace 'http' with 'https' in case SSL is used. If SSL is not used, 'http://' can be skipped.




Click Sync to start the Synchronization. Click Apply to save any modifications you made to the entries. Click Exit to leave the tool.

If there are software updates that are waiting to be downloaded to the client, the update tool is automatically executed after the end of the synchronization process.




	
Note:

The only time that the client does not check for software updates is if you are using the Synchronization APIs. If you want to launch the update UI, then enter update on the command line.







You can also modify the tool options by selecting the Tools Selection at the bottom of the UI, as shown in Figure 5-4.


Figure 5-4 The mSync Tools Selection

[image: mSync Tools]





The following sections describe the Tools options:

	
Section 5.2.1, "Network Options for MSync Tool"


	
Section 5.2.2, "Sync Options for MSync Tool"


	
Section 5.2.3, "Use Mobile Client Tools on Linux"






5.2.1 Network Options for MSync Tool

Figure 5-5 displays the Network options screen where you can specify a proxy if your network provider requires that you use a proxy server to access the internet. . Click Use Proxy to use a proxy and then enter the proxy server and port number.


Figure 5-5 The mSync Network Options Selection

[image: Network options]









5.2.2 Sync Options for MSync Tool

Figure 5-6 displays the Sync Options screen where you can specify the following:

	
Mobile User Password—Modify the existing password. The mobile user password is stored on both the client and the mobile server. To ensure that both are modified, only change the password when connected to the mobile server.


	
High Priority—Select this checkbox to specify synchronizing only High Priority data. This specifies under what conditions the different priority records are synchronized. By default, the value is LOW, which is synchronized last. If you have a very low network bandwidth and a high ping delay, you may only want to synchronize your HIGH priority data.

When you select this checkbox, you are enabling pre-defined high priority records to be synchronized first. This only for those publication items that have specified a restricting predicate. See Section 1.2.10, "Priority-Based Replication" in the Oracle Database Mobile Server Troubleshooting and Tuning Guide for more information.


	
Force Refresh—The force refresh option is an emergency only synchronization option. Check this option when a client is corrupt or malfunctioning, so that you decide to replace the mobile client data with a fresh copy of data from the enterprise data store with the forced refresh. When this option is selected, any data transactions that have been made on the client are lost.

When a force refresh is initiated all data on the client is removed. The client then brings down an accurate copy of the client data from the enterprise database to start fresh with exactly what is currently stored in the enterprise data store.





Figure 5-6 The mSync Options Selection

[image: mSync Options]









5.2.3 Use Mobile Client Tools on Linux

The mobile client for Linux supports the msync, dmagent and update tools. To use the UI-based tools, use the following executables: msync, dmagent, or update.

To synchronize on a Linux client with the command line tool, use the msync executable for synchronization, as follows:


./msync username/password@server[:port][@proxy:port]
 


For example,


./msync john/john@testserver:8000


The other msync options, such as -save, -a, -password and -force currently will not result in a successful sync. This is a limitation only for the msync executable in the MDK installation on Linux.








5.3 User Scenarios for Synchronization

The following scenarios demonstrate how a client user may want to synchronize the data:

	
You can enable Automatic Synchronization between the client and the server, which is specified on the publication item level. With automatic synchronization, you can specify under which conditions synchronization is automatically started to save any changes on the client back to the server. This way, the client data is synchronized on a regular basis in the background, automatically, without user intervention.

For more information on automatic synchronization, see Section 5.5, "Using Automatic Synchronization".


	
You can specify that the client or the client application manually synchronizes. The user can synchronize through a GUI; an application can initiate synchronization programmatically through the APIs. This manually initiates synchronization for uploading/downloading the modifications made on the client and server. This is the default mechanism for synchronization.

	
If the user is going to start the synchronization, use the GUI tools, as described in Section 5.2, "Initiate Synchronization of the Mobile Client"


	
If the application is going to initiate the synchronization, use the synchronization APIs, as described in Chapter 3, "Managing Synchronization on the Mobile Client" in the Oracle Database Mobile Server Developer's Guide.





	
You can enable a type of synchronization where only the data on the client is uploaded to the server; data is never downloaded from the server. This is an option for read-only clients, where multiple clients are using the same data. If you have a situation where you have a large number of clients that use the same read-only data, use the cached user, which can be replicated on multiple clients. See Section 5.9, "Improving Performance for Multiple Clients that Use the Same Read-Only Data With a Cached User" for more details.


	
You may save all synchronization transactions in an encrypted file. There are times when you do not have network access to the mobile server, but there is a way you can manually carry a file between the mobile server and the client. In this instance, you may want to use File-Based Sync, which saves all transactions in an encrypted file either for the upload from the client for the mobile server or the download from the mobile server for the client. See Section 5.10, "Synchronizing to a File With File-Based Sync" for more details.


	
You may decide that it would be more performant to store your application data on an Oracle database that is separate from the Oracle database that contains the mobile server repository. In this case, you can have multiple back-end databases, where the mobile server repository exists on the main database and the data for one or more applications may exist on the main database or another database of your choosing. For more information, see Section 5.8, "Register a Remote Oracle Database for Application Data".









5.4 Managing the Sync Server from the Data Synchronization Home Page

The Sync Server is an HTTP servlet that listens to client synchronization requests. As demonstrated by Figure 5-2, during every synchronization session, the Sync Server uploads client transactions from the client database and places them within the In-Queues. The Sync Server then downloads any server-side transactions from the Out-Queues to the client database.

From the Data Synchronization home page, you can manage Sync Server tasks—such as the following:

	
Section 5.4.1, "Starting/Stopping the Sync Server"


	
Section 5.4.2, "Checking Synchronization Alerts"


	
Section 5.4.3, "Managing Sync Sessions"


	
Section 5.4.4, "Displaying Operating System (OS) and Java Virtual Machine (JVM) Information"






5.4.1 Starting/Stopping the Sync Server

To start the Sync Server, navigate to the Data Synchronization home page. The Sync Server default status is Up, as displayed in Figure 5-7.

	

Figure 5-7 Data Synchronization Home Page

[image: The Data Synchronization home page.]







To gracefully shut down the Sync Server, click Stop. The Sync Server stops after all current sessions have completed synchronization. To immediately stop the Sync Server, click Stop Immediately, which kills current sync sessions immediately. Use for emergency situations.






5.4.2 Checking Synchronization Alerts

On the right-hand side of the Data Synchronization Home page, you can see all of the alerts. Both the Sync Server and MGP register alerts if a problem occurs within any part of the synchronization phases. There are two types of alerts, as follows:

	
Critical alerts—For the Sync Server, clients cannot synchronize if the Sync Server encounters an exception (also known as a critical alert); thus, the errors must be resolved by the administrator. Once resolved, the administrator re-starts the Sync Server.


	
Warning alerts—These alerts are registered when an individual synchronization session fails. The administrator checks the Sync session details in the Sync Session History and determines the reasons for the failure. If necessary, the administrator may need to involve a DBA, if the reason is database-related.




Each alert provides the alert name, degree of severity, time when the alert was triggered, and time when the alert was last checked by a DBA.

Table 5-2 lists sample alerts. Note that the type designates whether the alert originates from the Sync Server or the MGP.


Table 5-2 Alert Types

	Name	Type	Severity
	
Sync Server Exception

	
Sync Server

	
CRITICAL


	
User Sync Failure(s)

	
Sync Server

	
WARNING


	
MGP Job Exception

	
MGP

	
CRITICAL


	
MGP User Apply/Compose Failure(s)

	
MGP

	
WARNING












5.4.3 Managing Sync Sessions

For all users, the sessions that are currently in the process of synchronization are displayed in the Active Sessions table at the bottom of the Data Synchronization Home Page. Synchronization involves uploading or downloading updates between the the Sync Client and Sync Server.

You can terminate any active session on the Data Synchronization Home page by performing the following steps:

	
Select the active session that you wish to terminate and click Kill.


	
Click Yes.


	
Click OK for the confirmation message.




The Active Sessions table on the Data Synchronization home page also displays session details. Select the active session that you wish to view and click Details to see the publication items that have been uploaded or downloaded, waiting publication items, records and timing information, and the session trace file.

If you want to view all details about completed synchronization sessions, navigate to the Synchronization History Sessions screen. To navigate to this screen, either click the number hyperlink next to History Sessions on the home page or navigate through the Performance tab. The total number of registered sessions is designated by the number next to History Sessions.




	
Note:

The session history for each user between the Sync Client and Sync Server is saved only if you set the SYNC_HISTORY parameter to YES, which is the default. You can set the SYNC_HISTORY instance parameter to YES or NO by navigating to Data Synchronization->Administration->Instance Parameters.







Figure 5-8 shows the Synchronization History Sessions page.


Figure 5-8 Synchronization History Sessions Page

[image: The Synchronization History Sessions page.]





All session history is not displayed until you search for the appropriate records. If you want all records within a specified date, then the only thing that you need to provide is the From and To date range and click Search. Be careful to only click Search and Delete if you want these records removed. You can further narrow the search by specifying one or more of the following:

	
The name of the user from which all synchronizations originated


	
The device platform type to see all synchronizations from just these platforms.


	
Only those synchronizations that were successful or failures from the server-side.


	
Only those synchronizations that were successful or failures from the device-side.




The Session History page displays matched sessions in the Results section. Once displayed, you can sort by most of the headers to either sort top to bottom or bottom to top. For example, to sort sync sessions by user, click the User header title.

To delete a session, select the session that you want to delete and click Delete. To view the details of a session, select the session and click Details. The Sync History Session page displays session details, such as publication items that are uploaded or downloaded, records and timing information, and the session trace file. The View and Download links are automatically enabled for viewing or downloading trace files that are available for the chosen session.






5.4.4 Displaying Operating System (OS) and Java Virtual Machine (JVM) Information

You can see the operating system and JVM versions that are installed on the host where the mobile server resides by clicking the Host hyperlink that is located below the Start/Stop buttons on the Data Synchronization home page. As displayed in Figure 5-9, the Host page displays host information, such as host name, IP address, OS type, and OS user name. The JVM section displays the Java CLASSPATH, Java version, and heap memory size.


Figure 5-9 Host Page

[image: The Host page.]











5.5 Using Automatic Synchronization

In the past, a client had to manually request synchronization either through an application program executing an API or by a user manually pushing the Sync button. Now, you are provided the option to configure under what circumstances synchronization should occur and then Oracle Database Mobile Server performs the synchronization for you automatically. This way, synchronization can happen seamlessly without the user's knowledge.

For example, you may have a user who changes data on their handheld device, but does not sync as often as you would prefer. You may have multiple users who all synchronize at the same time and overload your system. These are just a few examples of how automatic synchronization can make managing your data easier, be more timely, and occur at the moment you need it to be uploaded.

Automatic synchronization is specified on the publication item. The rules for when and how synchronization is automatically started may be specified in the publication, publication item, and/or platform level. With automatic synchronization, the client data is backed up on a regular basis in the background, automatically, without user intervention.

The rules for Automatic Synchronization are defined in three places:

	
Enable Automatic Synchronization at the publication item level when creating the publication item.

For more information on how to enable automatic synchronization at the publication item level, see Section 5.5.2, "Start, Stop, or Get Status for Automatic Synchronization" or Section 2.2, "Enabling Automatic Synchronization" in the Oracle Database Mobile Server Developer's Guide.


	
Define publication-specific rules that apply only to publication items that are enabled for automatic synchronization within this publication. This includes rules that are defined for the data or for specific platforms using this publication.

For more information on how to specify rules for all enabled publication items, see Section 2.2, "Enabling Automatic Synchronization" in the Oracle Database Mobile Server Developer's Guide.


	
Define platform-based rules that apply to all publications on a specific platform. This is specified at the platform-level. Thus, see Section 5.5.1, "Specifying Platform Rules for Automatic Synchronization" for more information.




Automatic synchronization is based on a different model than manual synchronization. Automatic synchronization operates on a transactional basis. Thus, when the conditions are correct, any new data transactions are uploaded to the server, in the order of the specified priority for the data. In the manual synchronization model, you can synchronize all data or use the selective sync option, where you can detail only certain portions of the data to be synchronized. The selective sync option is not supported in automatic synchronization, since we are no longer concerned with synchronization of only a subset of data.

The following provides more information about your automatic synchronization:

	
Section 5.5.1, "Specifying Platform Rules for Automatic Synchronization"


	
Section 5.5.2, "Start, Stop, or Get Status for Automatic Synchronization"


	
Section 5.5.3, "How the Automatic Synchronization Transaction is Retried"


	
Section 5.5.4, "Viewing Client-Side Synchronization Conflicts"






5.5.1 Specifying Platform Rules for Automatic Synchronization

You can specify rules that apply to publications that are enabled for automatic synchronization for a given platform. There are two types of rules: events and conditions. If an event is true, it starts synchronization; however, the synchronization cannot occur unless all conditions are true, as well. This evaluates as follows:


when EVENT and if (CONDITIONS), then SYNC


Specify these rules in the Mobile Manager Platforms page under Data Synchronization.




	
Note:

These rules only apply to automatic synchronization. If the user manually starts synchronization, it will execute.







To specify platform-based rules for all publications, perform the following:

	
On the Data Synchronization page, select Platforms. Figure 5-10 shows the settings for automatic synchronization on each platform.


Figure 5-10 Platforms for Automatic Synchronization

[image: Platform settings for automatic synchronization]





	
Select the platform name to modify the automatic synchronization platform settings. Figure 5-11 shows the screen for the platform-based rules. There are three tabs: Events, Conditions, and Networks.


Figure 5-11 Platform-Based Events for Automatic Synchronization

[image: Description of Figure 5-11 follows]





	
Configure the Events. Figure 5-11 shows the Events page. Select the checkbox for each event that you want to enable. If the event requires a value, enter the value you desire to be followed. If one event is true, then the automatic synchronization is initiated the first time the event occurs. For example, if the battery runs below the percentage you specified, the automatic synchronization occurs. As the battery continues to deplete, you will not trigger another synchronization.

The following events will trigger an automatic synchronization if true.

	
Synchronize when the network bandwidth is greater than <number> KB/second. Where <number> is an integer that indicates the bandwidth in KB/seconds. When the bandwidth becomes available, the synchronization occurs.


	
Synchronize when the battery level drops to <number>%, where <number> is a percentage. Often you may wish to synchronize before you lose battery power. Set this to the percentage of battery left, when you want the synchronization to automatically occur.


	
Synchronize when the AC power is detected. Select this checkbox if you want the synchronization to occur when the device is plugged in.


	
Synchronize at a specific time or time interval. You can configure an automatic synchronization to occur at a specific time each day or as an interval.

	
Select Specify Time if you want to automatically synchronize at a specific hour, such as 8:00 AM, everyday.

However, you must enter the time in Coordinates Universal Time (UTC) for a specific time as it gives us a common base. Every timezone can be expressed as an offset from UTC (that is, UTC+4) and by doing this the server does not need to know about each client's respective timezones. For example, if you want something to happen at 8:00 A.M your time, you must specify that time in UTC and then enter that into the server.


	
Select Specify Time Interval if you want to synchronize at a specific interval. For example, if you want to synchronize every hour, then specify how long to wait in-between synchronization attempts.








	
Configure the Platform Conditions. Select the Conditions tab. Figure 5-12 displays the Conditions screen.

If an Automatic Synchronization is about to start, Oracle Database Mobile Server evaluates the conditions to determine if the synchronization can continue. If the condition is not true, the synchronization cannot proceed. For example, if you enabled that synchronization can only occur if the battery level is greater than 30%, then if an automatic synchronization is about to start, but the battery level is at 20%, this synchronization is canceled.


Figure 5-12 Platform-Based Conditions for Automatic Synchronization

[image: Description of Figure 5-12 follows]





The following conditions must be true for this platform for any automatic synchronization to occur:

	
Synchronize only if the battery level is greater than <number>%, where <number> is the percentage of battery level left. Sometimes you may not want synchronization to occur and use up what battery you may have left. Thus, you can specify a minimum at which point you do not want this feature to occur. This condition must be true in order for an automatic synchronization to occur.

Click Apply to save changes; click Revert to cancel changes.


	
Data/Network Conditions: You could have defined records in your snapshot with a data priority of HIGH (value of 0) or LOW (value of 1).




	
Note:

Data priority is a column that is added to the table to indicate priority of the row. You can modify the values in this column to either 0 or 1.







Use this condition to specify under what conditions the different priority records are synchronized. By default, the value is LOW, which is synchronized last. If you have a very low network bandwidth and a high ping delay, you may only want to synchronize your HIGH priority data.

	
Select an existing condition and click Edit to modify an existing condition.


	
Select an existing condition and click Delete to remove an existing condition.




If you selected a condition and clicked Edit, Figure 5-13 displays the fields that you can specify for this condition.


Figure 5-13 Editing the Data Priority Condition

[image: Editing the data priority condition]







The values you can specify for the data priority condition are as follows:

	
Minimum Network Bandwidth (bits/sec): Configure the minimum bandwidth (bits/second) in which the automatic synchronization can occur for records with this data priority.


	
Maximum Ping Delay (ms): Configure the maximum ping delay (milliseconds) in which the automatic synchronization can occur for records with this data priority.


	
Include Dial-up Networks?: The always-on network is used if available. However, if this network is not available, select YES if you want to use any of the dial-up networks for this data priority.





	
Configure the Network settings for the platform rules.


Figure 5-14 Add Network Information for Automatic Synchronization

[image: Add Network Information for automatic synchronization]





The Network settings screen provides any proxy server configuration—if your network provider requires that you specify a proxy server to access the internet. You could have two types of networks, as follows:

	
Always-on: If this network uses a proxy server, then define the proxy and port number. Click Apply when finished.


	
Dial-up:

	
Click Add Dial-up Network to add a new entry for dial-up configuration.


	
To edit an existing configuration, select the name of the existing configuration.


	
To delete an existing configuration, select the checkbox next to the desired configuration and click Delete.








Figure 5-15 Add Dial-Up Network Information

[image: Add dial-up network information]





If you are required to provide proxy configuration for any dial-up network, then configure the following so that Oracle Database Mobile Server can connect to the mobile server for the automatic synchronization process. If you do not need to define a proxy for a dial-up network, but you want to include it in the order of execution, you can add an entry with only the network name. You do not need to specify the proxy server and port.

	
Network Name—Specify the network name, which is the same as the network name defined on the device.


	
Proxy Server—If you have to go through a proxy server, then provide the name of the proxy server for the dial-up network.


	
Port—Provide the port number of the proxy server.












5.5.2 Start, Stop, or Get Status for Automatic Synchronization

You can start, stop or retrieve status of automatic synchronization through the Sync Agent UI, which is started either through the Start menu or by running the autosync executable in a command prompt. Figure 5-16 shows the Sync Agent UI.




	
Note:

You can also start and stop automatic synchronization using programmatic APIs. For full details, see Section 3.2, "Managing Automatic Synchronization on the Mobile Client" in the Oracle Database Mobile Server Developer's Guide.








Figure 5-16 Managing Automatic Sync Agent

[image: automatic synchronization agent]





The Sync Agent controls the automatic synchronization for the client device. If you want to stop synchronization in order to execute a manual synchronization, click the Stop button. This allows any currently executing synchronization to complete fully. If you want to terminate the existing synchronization, click End. To restart the automatic synchronization, click Start.




	
Note:

If you notice that the automatic synchronization does not start, check the Status to see if the Sync Agent is "Disabled". Enable the Sync Agent by clicking Enable in the Sync Agent UI.







The start, stop, and end buttons only control the automatic synchronization temporarily. To fully disable automatic synchronization, so that it is not restarted when a device is powered on, click Disable. To re-enable automatic synchronization, click Enable. To see the status of any existing or the last automatic synchronization, click Refresh.






5.5.3 How the Automatic Synchronization Transaction is Retried

If the automatic synchronization fails because of a network error, the client-side Sync Agent probes the network to retry the transaction, as follows:

	
The network is always checked before synchronization is attempted. If the network is not available, the network is checked as follows:

	
every 15 seconds three times


	
every 30 seconds three times


	
every 60 seconds three times


	
every 20 minutes until the network is available





	
If the network is available, then the transaction is retried, as follows:

	
every 15 seconds three times


	
every 30 seconds three times


	
every 60 seconds three times







If the network is still not available, the Sync Agent continues to check the network every 20 minutes. If it detects an available network, the automatic synchronization is started.






5.5.4 Viewing Client-Side Synchronization Conflicts

For automatic synchronization publication items only, any synchronization conflict error information is stored in the CONF$<snapshot> table in the same client database as the snapshot.








5.6 Configuring Data Synchronization For Farm or Single Mobile Server

There are two types of configuration parameters for Data Synchronization:

	
Shared—Shared parameters affect all mobile server instances in the farm. The administrator can have multiple mobile server instances in a single farm that uses the same mobile server repository. To modify these parameters, navigate to the Administration screen and click Shared Parameters.


	
Instance—Instance parameters only affect a single mobile server instance; that is, the mobile server that you are currently viewing. These parameters are stored in the mobile.ora file; thus, once modified, you may need to restart the mobile server. Check the Need Restart column to verify if a restart is necessary. To modify these parameters, navigate to the Administration screen and click Instance Parameters. See Appendix A, "Configuration Files for the Mobile Server" for a description of each of these parameters.

It is never recommended to modify the mobile.ora file directly; instead, use the Mobile Manager to modify any of the mobile.ora file parameters. In the Mobile Manager, migrate Administration tab and select Edit Config file. This is the mobile.ora file.




To view the parameter description and additional information, click Show. You can modify any of the values in the New Value field and click Apply. Some of the Instance parameter values do not take effect until the mobile server is restarted.






5.7 Resuming an Interrupted Synchronization

With client/server networking, communication may be interrupted by unreliable network conditions, physical disconnections, limited transport bandwidth, and so on. To efficiently cope with these conditions, the transport protocol between the client and server resumes a synchronization session from the last acknowledged byte. For example, the client starts to upload 10 MB of data and the connection fails after sending 9 MB of the data. In this instance, the client does not resend the 9 MB that was acknowledged, but resumes the synchronization by uploading the last 1 MB of data. The resume feature works the same for both the upload and download phases of the transport.

The resume feature manages intermittent network failures. If resume is enabled on both the server and the client, synchronization resumes automatically within the specified resume timeout period. Also, if sync session was interrupted during a network operation, the next synchronization resume the operation, as long as resume is enabled and the resume timeout has not expired.

Configure the resume feature parameters, as follows:

	
Section 5.7.1, "Defining Temporary Storage Location for Client Data"


	
Section 5.7.2, "Controlling Server Load"






5.7.1 Defining Temporary Storage Location for Client Data

By default, the client data is buffered in memory and maximum of 16 MB is allocated for the buffering. If more space is needed, new clients are blocked until space is freed. Alternatively, you can configure where the client data is temporarily stored and how much space to allocate with the RESUME_FILE and RESUME_FILE_SIZE parameters in the CONSOLIDATOR section of the mobile.ora file on the mobile server, as follows:


RESUME_FILE=d:\path\file
RESUME_FILE_SIZE =NNN (MB)
 


Setting the RESUME_FILE_SIZE parameter configures the amount of memory allocated for the buffering. Setting RESUME_FILE allows using a disk file instead of RAM, which is more efficient if JDK 1.4 or later is installed and memory mapping can be used.

If there are multiple disks available on the mobile server host, one spool file should be created per disk to optimize performance. You can specify several spool files with multiple RESUME_FILE and RESUME_FILE_SIZE parameters, each designated with a unique suffix, as follow: RESUME_FILE_2, RESUME_FILE_SIZE_2. The maximum number of files is determined by the operating system and hardware for the mobile server. The maximum size for each file is 2047 MB.

Normally, 64 KB blocks are used to buffer client data. Resume block size can be specified in KB, with the RESUME_BLOCKSIZE parameter. If you are using disk files to minimize fragmentation, then the block size should be specified as a larger number.






5.7.2 Controlling Server Load

If too many clients connect to a mobile server at once, it can become overloaded, run out of memory, or have poor performance when responding to the clients. The RESUME_MAXACTIVE parameter controls the maximum number of connections that the mobile server handles at a single time. If more clients try to connect, they are queued until existing connections complete. The default is 100 connections.

After RESUME_MAXACTIVE has reached, configure RESUME_MAX_WAIT for the number of minutes a new client should wait before returning with error message. This parameter is configured in minutes, instead of seconds.

The RESUME_TIMEOUT parameter indicates how long to keep client data while the client is not connected. The default is 0, which means that resume is disabled and after disconnection, the client data is discarded. A short timeout, such as 15 minutes, is suitable to resume any accidentally dropped connections. A longer timeout may be needed if users explicitly pause and resume synchronization to switch networks or use a dialup connection for another purpose.

The RESUME_MAXCHUNK parameter causes the server to drop the connection after sending the specified data size, in KB. This forces the client to reconnect and inform the server on how much data it already has. The server can the discard all data before that offset. The fault value is 1024 KB.

These parameters are all configured within the mobile.ora file on the mobile server.








5.8 Register a Remote Oracle Database for Application Data

By default, the mobile server repository metadata and the application schemas are present in the same database. However, it is possible to place the application schemas in a database other than the Main database where the mobile server repository exists. This can be an advantage from a performance or administrative viewpoint.

Thus, you can spread your application data across multiple databases.




	
Note:

We refer to the database where the application schema resides as remote because it is separate from the Main database that contains the mobile server repository. It does not mean that the database is geographically remote. It can be local or remote. For performance reasons, the mobile server must have connectivity to all databases involved in the synchronization—Main and remote.








Figure 5-17 Separating Application Data from Mobile Server Repository

[image: Description of Figure 5-17 follows]





You can register one or more remote Oracle databases that host the application data. Once registered, you can specify application schemas on these databases during publication creation. Synchronization is executed on a per publication basis rotating through the databases.

To use an Oracle database other than the Oracle database used for the mobile server repository, you must perform the following:

	
Register the remote Oracle database as described in Section 5.8.1, "Register or Deregister a Remote Oracle Database for Application Data".


	
When creating the publication item, specify the URL of the Oracle database for storing the application data. All data for a single application must be contained in the same Oracle database. In MDW, when you select New-Project, you can specify the URL for the remote database for the publication. For more information, see Section 4.2, "Create a Project" in the Oracle Database Mobile Server Developer's Guide.




In order for the synchronization to complete successfully, both the application database and the mobile server repository database must be up.




	
Note:

For details on how to use Consolidator APIs or to modify callbacks to use a remote Oracle database, see Section 2.15, "Register a Remote Oracle Database for Application Data" in the Oracle Database Mobile Server Developer's Guide.









5.8.1 Register or Deregister a Remote Oracle Database for Application Data

If you want your application data to be on a database other than the mobile server repository, then you can register the remote database through the Mobile Manager. However, once registered, this database cannot be used by any other installation of Oracle Database Mobile Server.

Publications and publication items can be defined against application data in the remote database. The Mobile Manager manages the Main database and all registered application databases in the same way.




	
Note:

All registered databases must be up and running for proper operation. If a database is already used by a separate Oracle Database Mobile Server installation, either as a mobile server repository or as an application repository, then the registration fails. An application repository can be deregistered from one installation and then registered to a different installation.







To register the Oracle database, navigate to Data Synchronization->Repository. The bottom section lists the registered Oracle databases, where MAIN is the Oracle database that contains the mobile server repository.

	
As shown in Figure 5-18, click the Register Database button to register a new database.


Figure 5-18 Register or Deregister Oracle Database for Application Data

[image: register Oracle database]





	
Enter the Oracle database information as follows:

	
Name—An identifying name for the database where the application schema resides. Once defined, this name cannot be modified. This name must be unique across all registered database names.




	
Note:

A log is generated for each remote database application in the ORACLE_HOME/Mobile/Server/<DB_NAME>/apprepository.log file, where the <DB_Name> is this identifying name.








	
Description—A user-defined description to help identify this database.


	
JDBC URL—The JDBC URL can be one of the following formats:

* The URL for a single Oracle database has the following structure: jdbc:oracle:thin:@<host>:<port>:<SID>

* The JDBC URL for an Oracle RAC database can have more than one address in it for multiple Oracle databases in the cluster and follows this URL structure:


jdbc:oracle:thin:@(DESCRIPTION=
 (ADDRESS_LIST=
   (ADDRESS=(PROTOCOL=TCP)(HOST=PRIMARY_NODE_HOSTNAME)(PORT=1521))
   (ADDRESS=(PROTOCOL=TCP)(HOST=SECONDARY_NODE_HOSTNAME)(PORT=1521))
 )
 (CONNECT_DATA=(SERVICE_NAME=DATABASE_SERVICENAME)))


	
Schema Name—The application schema name.


	
Password—The administrator password is used to logon to the database. The administrator name is the same as what was defined for the main database.

When defining, the password must conform to the following restrictions:

	
not case sensitive


	
cannot contain white space characters


	
maximum length of 28 characters


	
must begin with an alphabet


	
can contain only alphanumeric characters, and special characters of '$' (dollar sign), '#' (number sign), and '_' (underscore)


	
cannot be an Oracle database reserved word








	
Click Apply. The Oracle database is now registered with the mobile server and can be specified in a publication item.




After you register a database, Oracle Database Mobile Server creates the application database repository in the application database. The application database repository includes the schema and related consolidator tables. This is similar to the mobile server repository creation on the MAIN database.

When registering an application database, the user must provide the correct password for the repository schema. The password used is the user password. However, if the password provided is incorrect, then the administrator user name and password are requested.


Edit Oracle Database Details

To edit, select the name of the desired registered Oracle database in the list.

You can edit the description and password for any registered database. The password is used to logon to the application database. Before you can modify the password here, you must first modify the password on the database itself. Once modified on the database, then modify it in the mobile server as well on this screen.


DeRegister Oracle Database

Before you can deregister any database, you must first drop all associated publication and publication items. To deregister, select the radio button next to the desired database and click Deregister. Click Yes.








5.9 Improving Performance for Multiple Clients that Use the Same Read-Only Data With a Cached User

If you have the default method for synchronization, each mobile client must have a unique synchronization user ID, which is used to coordinate the modifications between the client and the server. However, if you have multiple mobile clients that use the same data—where the clients only are allowed to read this data—then there is no need to track modifications on the client. Thus, in this scenario, you can choose a more performant solution by configuring a single user for all read-only clients with access to the same publication data.

All mobile clients share the same user ID, which is subscribed to a publication, where all publication items are read-only. Thus, when they synchronize, they are only downloading data from the mobile server. The only difference, then, between the clients is when they synchronize to download the data. Since the mobile clients could synchronize at different times, each are provided a unique state, where the cached user and state combination informs the server how much data to download to each particular mobile client.

To use this feature, perform the following:

	
Ensure that the publication items are read-only. When adding publication items to the publication, pass the value of IUD for the argument DISABLED_DML. In this state, client-side DML modifications cannot be uploaded to the mobile server.


	
Create a single user and subscribe it to the read-only publication. For each group of clients that subscribe to the same subset of data, create one user. In the simplest case, where all clients share the same data, create a single user and subscribe it to the read-only publications.


	
Configure the users that are sharing the data, as follows:

	
On Mobile Manager, navigate as follows: Data Synchronization->Administration->Instance Parameters.


	
Configure each user that is to share the data from the read-only publications in the CACHED_USERS field. If you have more than one cached user, separate each user by a comma.










	
Note:

In this scenario, you may consider using Offline Instantiation for installing the mobile client and the initial data download on each client. See Chapter 8, "Offline Instantiation for Mobile Clients" for more information.







A restriction for this feature is that the synchronization user can only subscribe to read-only publication items. A workaround is to create a shared user for all of the clients and a unique user for each client. The shared user subscribes to the shared read-only publication items and the unique user subscribes to the updateable publication items. The mobile client needs to synchronize both users.

For cached user, if you try to synchronize for multiple clients at the same time, the server will synchronize serially and will block all clients while a single client is updated.

If you are using the cached user feature, you cannot enable automatic synchronization. If you do enable automatic synchronization, only one client will be notified to initiate an automatic synchronization.






5.10 Synchronizing to a File With File-Based Sync

There are times when you do not have network access to the mobile server, but there is a way you can manually carry a file between the mobile server and the client. In this instance, you may want to use File-Based Sync, which saves all transactions in an encrypted file either for the upload from the client for the mobile server or the download from the mobile server for the client.

Once saved within the encrypted file, the file is manually transported and copied onto the desired recipient—whether mobile client or mobile server. This file is uploaded and the normal synchronization steps are performed. The only difference is that the interim transmission of the data is through a file copied to the correct machine—rather than transmitted over a network.

Most of the activity on the mobile client and the mobile server is the same as with a network synchronization. The only difference is that instead of the data being transmitted over the network, it is placed into a file that is transported in another manner.

The following sections describe the activity necessary on the mobile client and the mobile server for file-based synchronization:

	
Section 5.10.1, "Upload Synchronization Transactions to an Encrypted File on the Mobile Client"


	
Section 5.10.2, "Apply and Compose Mobile Client Transactions on the Mobile Server"


	
Section 5.10.3, "Download Composed Transactions from Mobile Server to the Mobile Client"


	
Section 5.10.4, "Troubleshooting File-Based Synchronization Scenarios"






5.10.1 Upload Synchronization Transactions to an Encrypted File on the Mobile Client

Perform the following on the mobile client to upload all synchronization transactions to an encrypted file destined for the mobile server:

	
Enable file-based synchronization with one of the following methods:

	
When using the mSync UI tool, select the File-Based Sync option off the Tools menu. Perform the steps described in Section 3.3.3, "Sync to a File Using File-Based Sync" in the Oracle Database Mobile Server Mobile Client Guide, setting the radio button to Send.


	
On the mobile client setup page, select the File-Based Sync button. Perform the steps described in Section 3.3.3, "Sync to a File Using File-Based Sync" in the Oracle Database Mobile Server Mobile Client Guide, setting the radio button to Send.


	
Enable file-based synchronization programmatically with the set Synchronization Property APIs. For upload, set the filename and the sync direction to Send. See the appropriate programming language section in Chapter 3, "Managing Synchronization on the Mobile Client" in the Oracle Database Mobile Server Developer's Guide.





	
For manual synchronization, initiate the synchronization. Automatic synchronization cannot use file-based synchronization.

If the synchronization fails during writing of the synchronization file, then the file may be deleted and the synchronization can be restarted. When restarted, the synchronization engine recreates the same synchronization file. If the failure occurs again, then it is most likely a hardware issue that must be resolved, such as not enough storage, database corruption or other hardware errors.




	
Note:

When the mobile server uploads the synchronization file or receives an upload from a network synchronization, it downloads any new data for the client as well as sends an acknowledgement for the transactions it received.
If, during a synchronization request, the client has not received or downloaded any acknowledgement from the mobile server from the last upload, then the client will send all unacknowledged, previously uploaded transactions as well as any new transactions.










	
Once the file is created in the directory specified, transport it to the mobile server using removable media or any other appropriate manner.









5.10.2 Apply and Compose Mobile Client Transactions on the Mobile Server

To perform the apply and compose function on the mobile server for mobile client transactions that are saved in an encrypted synchronization file, perform the following on the mobile server:




	
Note:

Only the user is allowed to upload the synchronization file from the client with the user's id. All other users will be denied permission for the upload.







	
On the Mobile Server Workspace page, before you log into your mobile server, select the File-Based Sync tab.


	
Enter the user name and password of the client user. Click Logon.


	
Using the Browse button, locate and identify the encrypted synchronization file on the mobile server machine. Click Sync. The file uploads to the mobile server and the MGP applies the transactions to the mobile server repository.

The mobile server starts the MGP to perform the apply/compose phase for the mobile client based upon the uploaded synchronization file. If this fails after several attempts, then the file may be corrupted. You can re-create the file and try again.


	
A screen prompts the user for the name and directory for the synchronization file for the mobile client. This file downloads all composed transactions meant for the user to the designated file from the mobile server. Enter the name and directory for the file. Use your removable media to transport this file to the mobile client.









5.10.3 Download Composed Transactions from Mobile Server to the Mobile Client

To download all transactions from the mobile server to the mobile client, perform the following on the mobile client:

	
Enable file-based synchronization with one of the following methods:

	
When using the mSync UI tool, select the File Based Sync option off the Tools menu. Perform the steps described in Section 3.3.3, "Sync to a File Using File-Based Sync" in the Oracle Database Mobile Server Mobile Client Guide, setting the radio button to Receive. Browse for the encrypted synchronization file that was transported from the mobile server.


	
Enable file-based synchronization programmatically with the set Synchronization Property APIs. For download, browse for the file that was transferred from the mobile server and set the sync direction to Receive. See the appropriate programming language section in Chapter 3, "Managing Synchronization on the Mobile Client" in the Oracle Database Mobile Server Developer's Guide.





	
For manual synchronization, initiate the synchronization. For automatic synchronization, the file is automatically created when the automatic synchronization occurs.

If an error occurs while receiving the synchronization file, you may restart the processing again. The client verifies that the transaction has not been processed.









5.10.4 Troubleshooting File-Based Synchronization Scenarios

When you have a disconnected synchronization, you may run into one of the following scenarios:

	
Section 5.10.4.1, "Normal Network Synchronization Occurs During File Upload"


	
Section 5.10.4.2, "Conflict Resolution for File-Based Synchronization"






5.10.4.1 Normal Network Synchronization Occurs During File Upload

What happens if a network synchronization from the client was in progress when you started uploading a synchronization file to the mobile server? In this case, the file upload is aborted and a Network Sync In Progress error is reported. Since the data included in the synchronization file is also likely to be within the network synchronization, the appropriate data is synchronized and there is no need to upload the file.

However, if you do upload a synchronization file of data that has already been applied to the mobile server, then the server recognizes that it has already applied one or all of the client transactions. In this case, the mobile server skips the transactions it already has processed, sends any acknowledgements to the client that have not been sent, and applies any client transactions that have not been applied previously.

Additionally, any data destined for the client is sent by the mobile server to the client.






5.10.4.2 Conflict Resolution for File-Based Synchronization

The disconnected nature of file-based synchronization increases the probability that the client may have modified data, which has not been uploaded to ther server. Meanwhile, the server may have modified the same data, which creates a conflict. This conflict is solved using the same conflict rules that are configured in the subscription.










5.11 Managing Trace Settings and Trace Files

You can configure the type of tracing that occurs for Data Synchronization components. For more information, see See Section 3.2, "Data Synchronization Tracing" in the Oracle Database Mobile Server Troubleshooting and Tuning Guide.






5.12 Browsing the Repository for Synchronization Details

The repository screen describes how to look up user information, publications, publication items, and the In-Queue, Out-Queue, and Error queues that facilitate synchronization. This section contains the following topics:

	
Section 5.12.1, "Viewing User Information"


	
Section 5.12.2, "Viewing Publications"


	
Section 5.12.3, "Viewing Publication Items"


	
Section 5.12.4, "Viewing Synchronization Queues"






5.12.1 Viewing User Information

All users that have been added by the administrator (see Section 4.3, "Managing Users and Groups") are contained within the mobile server repository. With this Users screen, you can view everything that is attached to this user, such as application subscriptions, publication items, parameters, SQL scripts, sequences, and performance analysis.

	
To view information about existing users in the repository, click the Repository tab on the Data Synchronization home page.

As displayed in Figure 5-19, the Repository tab appears.


Figure 5-19 Repository Tab

[image: The Repository page]





	
Click Users, which brings up a list of all users currently in the repository. The number next to Users details the number of users currently in the repository.


	
Choose the user in which you are interested and click Subscriptions. The Subscriptions page displays the existing publications for the user. A subscription is the combination of the publication, its publications items, and the user to which it is attached.

On the subscriptions screen, choose any publication and then click any of the buttons above it to see all of the publication items, parameters, SQL scripts, and sequences. In addition, if you click the Consperf performance analysis button, you can generate performance analysis for the publication items. See Section 5.13.3, "Analyzing Performance of Publications With the Consperf Utility" for more information on Consperf performance analysis.




You can add subscriptions to the user by granting the user access to the application that contains the publication. See Section 4.4.1, "Grant or Revoke Application Access to Users" on how to grant access to applications. To add a publication to an application, use the Mobile Database Workbench.






5.12.2 Viewing Publications

To view all publications that have been published against the mobile server, click Publications under the Users and Publications section. The number next to Publications are the number of publications currently in the repository, which were uploaded to the repository when the application was published. You can view these publications individually using this link. Clicking Publications brings up a screen that contains a list of all of the publications. If there are too many to fit on a page, you can search for a specific publication. Similar to the Users screen, you can select a publication and then view the publication items, parameters, SQL scripts, sequences, and users that are attached to this publication.

When you add publication items to each publication, you specify certain properties for each publication item within the publication, such as the order weight of when this item is executed in relation to the other publication items in the subscription, who wins when a conflict occurs, and options for disabling DML. You can view some of these properties when you select the publication and click Publication Items. For more information on these properties, see Section 2.4.1.7, "Adding Publication Items to Publications" in the Oracle Database Mobile Server Developer's Guide.

You can also view the users subscribed to each publication by selecting the publication and then clicking Users. When you do so, you see the following information about each user subscribed:

	
User: the user name


	
Parameter Set: If a data subsetting parameter is required for the publication, then this indicates if the parameter was set for this user.


	
Instantiated: This indicates if the user is ready for synchronization. If there is a data subsetting parameter for the publication, but the value has not been set for this user, then this value is NO. The value is YES if either there is no data subsetting parameter or that the required parameters are set.


	
Complete Refresh Requested: Indicates if this user requests a complete refresh.




You can only view publications in this screen. To modify your publication, use the Mobile Database Workbench. For more information, see Chapter 4, "Using Mobile Database Workbench to Create Publications" in the Oracle Database Mobile Server Developer's Guide.






5.12.3 Viewing Publication Items

To view publication items, click Publication Items under the Users and Publications section. The number next to Publication Items details the number of publication items stored in the repository. These items were uploaded to the repository when the application was published.

Click Show to view the publication item properties.

You can only view publication items in this screen. To modify you publication and its publication item, use the Mobile Database Workbench. For more information, see Chapter 4, "Using Mobile Database Workbench to Create Publications" in the Oracle Database Mobile Server Developer's Guide.






5.12.4 Viewing Synchronization Queues

You can view what is currently in the synchronization queues. To view transactions that are listed in queues, click the required hyperlink under the Queues section. For example, to view transactions that are listed in the Out-Queue, click Out Queue. The number next to each queue shows the number of transactions contained within that queue.

The In-Queue and Error Queue are organized by transactions.

	
Section 5.12.4.1, "Viewing Transactions in the In-Queue"


	
Section 5.12.4.2, "Viewing Subscriptions in the Out-Queue"


	
Section 5.12.4.3, "Viewing Server-Side Synchronization Conflicts and Errors in the Error Queue"






5.12.4.1 Viewing Transactions in the In-Queue

You can view the current transactions that exist in the In-Queue. If you are wondering if your changes have been applied to the application tables, you can verify if they are still in the In-Queue or have already been processed by the MGP. If you see your transactions held in the In-Queue longer than you wish, then modify the timing on how often the MGP executes in the Job Scheduler. See Section 6.3, "Manage Scheduled Jobs Using the Mobile Manager" for more information on the Job Scheduler.






5.12.4.2 Viewing Subscriptions in the Out-Queue

The Out-Queue contains the transactions that are destined for the mobile client. The transactions are organized by subscriptions, which is a combination of the user and each publication for the user. Also, you can see if a complete refresh is requested. Figure 5-20 displays the Out-Queue Publications page.


Figure 5-20 Out-Queue Publications Page

[image: The Outqueue publications page.]





You can view the details of each subscription by performing the following:

	
Select the subscription to view with the Select button next to the user name/publication in which you are interested.


	
Click Publication Items, which brings up Figure 5-20.

The Publications Items screen describes how many records is in the publication and whether it uses a fast or complete refresh mode.


Figure 5-21 Publication Items in the Out-Queue Subscription

[image: Publication items in Out-Queue subscription]





	
View the records of the publication item by clicking the Select button and then click View Records.


	
Click Show on each record to see the record data.









5.12.4.3 Viewing Server-Side Synchronization Conflicts and Errors in the Error Queue

Synchronization conflicts are resolved by the MGP using the relevant conflict rules. All modifications are applied to the server tables and the transaction is committed. If the conflict rule is "Server Wins", then an error queue record with the message CONFLICT DETECTED is also generated to let you know that a conflict occurred and this rule was applied. A conflict that is resolved by the conflict rules is not rolled back. You can choose to override the conflict resolution performed by modifying the error queue record for a conflict and re-executing the transaction.

A mobile server synchronization conflict occurs if:

	
The client and the server update the same row. This error is resolved by the mobile server by the conflict rules, but is logged in the error queue for you to see the result. You can choose to modify the result.


	
The client and server create rows with the same primary key values. This error is resolved by the mobile server, but is logged in the error queue for you to see the result. You can choose to modify the result.


	
The client deletes the same row that the server updates. This error is resolved by the mobile server, but is logged in the error queue for you to see the result. You can choose to modify the result.




A mobile server synchronization error occurs if:

	
The server deletes the same row that the client updates. This error is unresolved by the mobile server. The administrator must decide how this is resolved.


	
Client is out of sync. This error is unresolved by the mobile server. The administrator must decide how this is resolved.


	
Client records violate server database constraints. This error is unresolved by the mobile server. The administrator must decide how this is resolved by either modifying the database constraints and re-executing the transaction, or by modifying the error queue record to conform to the constraints.


	
An error occurs when reapplying a backup.


	
An unexpected error occurs with the back-end database, such as a constraint violation or storage issue.







	
Note:

Normally, only the first error is reported if an error occurs in the apply phase of the transaction. If you want to view all errors that occur for the transaction, set the REPORT_ALL_ERRORS parameter to YES in the Consolidator parameters, which is set in the Instance Parameters section of the Mobile Manager GUI.







If the administrator resolves the error condition that caused the problem, then the administrator may attempt to re-apply the transaction or purge the error queues.

The purpose of the error queue is to store transactions that fail due to errors or conflicts that can arise when a client synchronization does not perform as planned. Synchronization errors cause a rollback of the application of the client data to the server database and the error is posted to the error queue. In order to have the transaction apply to the base tables in the server database, you must resolve the error condition and re-apply the transaction.

If you decide to reapply the records in the transaction to the application tables, click on Error Queue off the main page for the mobile server, which displays Figure 5-22.




	
Note:

To modify the error queue programmatically, use the ConsolidatorManager API, as described in Section 2.10, "Resolving Conflicts with Winning Rules" in the Oracle Database Mobile Server Developer's Guide.








Figure 5-22 Main Page for Error Queue

[image: Error queue page]





As Figure 5-22 shows, you can perform the following for the error transactions for each user:

	
To view and modify the details for the transaction in the error queue, select the transaction and click Publication Items. See Section 5.12.4.3.1, "Modifying Transaction in the Error Queue" for full details.


	
If you want to re-execute all records for a user, select the transaction and click Execute. This may be useful if you have modified the records and want to execute all transactions at once after the modification.


	
To delete all transactions for a user from the error queue, select the transaction and click Purge.


	
To search for a user error queue transaction, enter the user name in the Search field and click Go. Based on your search criteria, the mobile server displays the result.






5.12.4.3.1 Modifying Transaction in the Error Queue

Before re-executing the transaction, correct the error within each record of the transaction, as follows:

	
To view the transaction details, select a particular transaction and click Publication Items. This shows the Error Queue transaction with the associated publication items with a number designating Sync Errors or Conflicts. If a publication item shows an error count of zero, no errors have been reported.


	
Select the publication item to analyze and correct, and click View Records, which brings you to the Edit Error Queue Records page, as shown in Figure 5-23. All of the details of the client and server data are displayed. If the Message field for any row is not blank, it means that this record produced a Sync Error or a Conflict. A message of CONFLICT DETECTED signifies a Sync Conflict; any other Message indicates a Sync Error. A blank Message field implies that the record did not cause any problems.


Figure 5-23 Error Queue Records for a Single Publication Item

[image: error queue records for a single publication item]





The Error Queue record displays the data that arrived from the client and the data on the server for the corresponding row, if any. If you click Show under Details, then you can edit the Error Queue record, as shown in Figure 5-24.


Figure 5-24 Show Details of Error Queue Record

[image: Modify the record values by clicking on the Show button.]





	
Correct the reason why the error occurred in the first place. By performing one or more of the following, you are modifying the record within the error queue. The changes that you make in this record are not executed until you select the transaction and click the Execute button in the main Error Queue screen shown in Figure 5-22.

	
Take Server Values—Click Take Server Values under Record Details. If a server record is present, the server-side values will appear in Error Queue Record. That is, the Error Queue Record will have the same values as Server Record.




	
Note:

If the conflict resolution is set to "server wins," then you may lose the client modifications. Thus, if you set the conflict resolution to "client wins," then you force these changes to overwrite the server.








	
Edit Fields and Select DML Action: Modify any fields in the Error Queue Record section under Record Details. Once you have completed all necessary changes to any records, then verify the DML action to be executed for this record in the Select DML Action pulldown. You can select Update, Insert or Delete in the Update DML pull-down. Clicking Save modifies the record in the transaction in the error queue.







Alternatively, you can update several transactions at once on a group of selected records; that is, the operations are simultaneously executed for all records for which the Select checkbox is checked. This is shown in Figure 5-23.

After selecting the desired rows, choose the buttons at the top of the page ot performs one or more of the following:

	
Update DML—Select a set of rows using the checkboxes. Choose a value from the Update DML drop-down list at the top of the page and click Go.


	
Update Field—Select a set of rows using the checkboxes. Choose the name of the field from the Update Field drop-down list which contains all the editable fields in the table. Then enter the value you want to enter for that field and click Go.


	
Take Server Values—Select a set of rows using the checkboxes and click on Take Server Values at the top of the page.


	
Create New Transaction—Select one or more rows with the checkboxes and click Create New Transaction. The selected records will be removed from the current Error Queue transaction and a fresh transaction is created that consists of only these records. This operation may be used when you want to re-execute a subset of the original records. After you create a new transaction, you can execute it off the main Error Queue page.













5.12.5 Viewing Client-Side Synchronization Conflicts

For automatic synchronization publication items only, any synchronization conflict error information is stored in the CONF$<snapshot> table in the same client database as the snapshot.








5.13 Monitoring and Analyzing Performance

The following sections describe how to monitor and analyze Data Synchronization performance.

	
Section 5.13.1, "Viewing Sync Server Statistics"


	
Section 5.13.2, "Displaying MGP Cycles and Statistics"


	
Section 5.13.3, "Analyzing Performance of Publications With the Consperf Utility"


	
Section 5.13.4, "Monitoring Synchronization Using SQL Scripts"






5.13.1 Viewing Sync Server Statistics

The Performance tab displays the Sync Server statistics of the current session and statistics of history sessions that have occurred in the last 24 hours.

To view Sync Statistics, click the Performance tab. As displayed in Figure 5-25, you can see the active Sync Server statistics from the currently active sessions and compare it to overall statistics gathered from all sessions in the past 24 hours. This includes an overall section, the upload phase, and the download phase.


Figure 5-25 Performance Page

[image: This image displays the performance page.]





To view statistics from other dates, click the Synchronization Statistics link in the General section of this page. The Synchronization Statistics page contains search criteria such as user name, device type, and duration. Specify your criteria in the Search section and click Go. The Sync Statistics page displays results such as summary, upload phase, and download phase details.






5.13.2 Displaying MGP Cycles and Statistics

As shown in the Mobile Manager Home page on Figure 5-26, the status for all MGP Jobs are listed in a table under the Data Synchronization section on the top. To see the statistics for each MGP Job, select the link under the Status column for the desired MGP job. For more details, refer to Section 6.3.4, "Viewing MGP Cycle Statistics".


Figure 5-26 MGP Status

[image: MGP status]







5.13.3 Analyzing Performance of Publications With the Consperf Utility

The Consperf utility profiles your subscriptions and may modify how the publication item is executed if the utility determines that there is a more performant option. The Consperf tool evaluates how the SQL within the publication item interacts with our Data Synchronization query templates. The first synchronization is always a complete refresh, which is a direct invocation of the query. On subsequent synchronizations, the query templates determine incremental refreshes. This improves your performance from not having to perform a complete refresh each time you synchronize. However, the interaction of our query templates and your SQL may not be optimal, which is discovered by the Consperf tool. We either modify the query template or type of logical delete or insert for you or enable you to adjust your SQL to be more performant in regards to our templates.

In addition, application developers and administrators use this utility to analyze the performance of subscriptions and identify potential bottlenecks during synchronization.

This tool generates the following two primary analysis reports:

	
Timing statistics for publication items


	
Explain plans for publications




The Consperf tool automatically tunes subscription properties, if the default templates do not supply the highest performing option. You can select a client and choose the desired subscription for performance analysis. Users can change parameter values before analyzing performance. The analysis results, which are timing and execution plan reports, are stored on the server and can be accessed by viewing the same user and subscription.

For a full description of how to use the Consperf utility, see Section 1.2.1 "Analyzing Performance of Publications With the Consperf Utility" in the Oracle Database Mobile Server Troubleshooting and Tuning Guide. The Consperf tool uses the Oracle Database version of the Explain Plan; thus, for full details on the Oracle Database Explain Plan, refer to the Oracle Database documentation.






5.13.4 Monitoring Synchronization Using SQL Scripts

If, instead of viewing MGP statistics within the Mobile Manager, you can execute SQL scripts to monitor mobile application status during synchronization. For a full description of how to monitor synchronization, see Section 1.2.2, "Monitoring Synchronization Using SQL Scripts" in the Oracle Database Mobile Server Troubleshooting and Tuning Guide.









Managing Jobs with the Job Scheduler







6 Managing Jobs with the Job Scheduler

You can schedule one or more jobs to execute at a specific time. To enhance performance, you can manage your jobs across one or more Job Schedulers. Each mobile server in the farm starts a Job Scheduler, also known as a Job engine.

By default, jobs are not registered for specific Job Schedulers. Instead, all Job Schedulers distribute and execute the registered jobs. All Job Schedulers work in tandem with each other, providing failover to each other. Only one job can execute at a Job engine at a time.

You can further manage your jobs by selecting which Job Scheduler on a specified mobile server is to execute the job. Or you can start a Standalone Job engine to execute jobs, where a Standalone Job engine exists outside of the mobile servers.

The following sections describe how you can schedule jobs through the Mobile Manager and manage one or more job engines.

	
Section 6.1, "Scheduling a Job to Execute at a Specific Time or Interval"


	
Section 6.2, "Managing the Job Engine"


	
Section 6.3, "Manage Scheduled Jobs Using the Mobile Manager"


	
Section 6.4, "Managing or Creating Jobs Using ConsolidatorManager APIs"






6.1 Scheduling a Job to Execute at a Specific Time or Interval

You can choose to execute any job—which can be any application—at a specific time or interval. For example, the default MGP process (see Section 5.1, "How Does the Synchronization Process Work?") is a job that executes at a regular interval. The default behavior is for the MGP process to execute every 60 seconds to apply all incoming modifications from the clients and compose all outgoing messages to the clients from the repository. You can define how often the MGP process executes, or even schedule a time for it to stop execution. You can schedule any job with this same mindset.




	
Note:

For an overview on how to create a job out of one of your applications, see Section 6.4, "Managing or Creating Jobs Using ConsolidatorManager APIs".







The Job engine that monitors the job execution is the Job Scheduler. For example, by default, the Job Scheduler fires off the default MGP process every 60 seconds. It is the mechanism that tracks all of the scheduled jobs and ensures that your defined job is executed when you wanted it to be executed. You can turn it on and off, and monitor alerts specific to the Job Scheduler.

Each mobile server in the farm starts a Job Scheduler to enhance the performance of your job execution through failover and executing jobs concurrently. You can also start a Standalone Job engine, as described in Chapter 6, "Create and Manage Jobs With APIs" in the Oracle Database Mobile Server Developer's Guide.

See Section 6.2, "Managing the Job Engine" for details on how to manage the Job Schedulers; see Section 6.3, "Manage Scheduled Jobs Using the Mobile Manager" on how to create and manage jobs that you want scheduled.






6.2 Managing the Job Engine

The Job Scheduler manages jobs that you create and schedule. However, each Job Scheduler needs to be managed, as well. You navigate to each Job Scheduler page in the Mobile Manager by selecting the desired mobile server from the list of mobile servers on the mobile server farm screen. At the bottom of the mobile server screen, click Job Scheduler, which brings up the Home screen for that Job Scheduler.




	
Note:

If you schedule jobs at any of the Job Schedulers, they will be managed across all Job Schedulers in the farm unless you designate the job to be executed on a specified mobile server.







The following sections describe how to manage the Job Scheduler:

	
Section 6.2.1, "Starting the Job Scheduler"


	
Section 6.2.2, "Checking Job Scheduler Alerts"


	
Section 6.2.3, "Managing Active Jobs"


	
Section 6.2.4, "Managing the Job History List"






6.2.1 Starting the Job Scheduler

Figure 6-1 displays the Job Scheduler's default status on the Job Scheduler home page. To start the Job Scheduler, click Start. At this stage, the "Start" button is replaced by the "Stop" button. The following image displays that the Job Scheduler is up and running.


Figure 6-1 The Job Scheduler Home Page

[image: The Job Scheduler home page]





To stop the Job Scheduler, click Stop. Stopping the Job Scheduler prevents any new jobs from starting on this mobile server. However, any existing jobs on this mobile server will continue to execute until finished. Stopping the Job Scheduler does not kill any existing jobs. All other jobs are moved to other available Job Schedulers in the farm.

If you want to prevent a single job from being launched, disable the application on the Administration screen. See Section 6.3.5, "Enabling or Disabling Jobs" for more information on disabling applications.






6.2.2 Checking Job Scheduler Alerts

When the Job Scheduler fails, then the Alerts table displays these exceptions as critical alerts. When the Job Scheduler has trouble with executing your job, then these exceptions are displayed as warning alerts.

The Job Scheduler home page enables administrators to check alerts that are registered in the job engine. To check alerts, locate the "Alerts" table and select the alert that you need to view under the Select column. Click Check.






6.2.3 Managing Active Jobs

As shown in Figure 6-1, the Active Jobs table on the Job Scheduler home page contains information—such as job name, class name, parameter value, job start time, and duration.

For more information on how to manage jobs, see Section 6.3, "Manage Scheduled Jobs Using the Mobile Manager".

To terminate a job, click the Administration tab, select the job, and click Delete. This does not terminate active jobs, but prevents the job from executing in the future.






6.2.4 Managing the Job History List

The number of current registered jobs in the Job History list is listed on the Job Scheduler home page under the Status Date line. All registered jobs from all Job Schedulers are listed. Click on the number displayed to bring up the Job History page. The Job History page enables you to provide criteria to search, sort, and manage the job history based on job properties—such as name, class name, result, or a specific date and time. Based on your search criteria, the Job History page displays job history details under the Results section.

Figure 6-2 displays the Job History page.


Figure 6-2 Job History Page

[image: The Job History page]





You can sort the messages by any of the headers. For example, to sort the job history details by name, click Name in the header title region. It toggles between A-Z and Z-A.

To delete a single job, select the job and click Delete. To delete all job history entries that match your search criteria, click Search and Delete.








6.3 Manage Scheduled Jobs Using the Mobile Manager

The most notable scheduled job is the MGP (see Section 5.1, "How Does the Synchronization Process Work?"). By default, it is scheduled to execute every 60 seconds to perform a specific task for data synchronization. You can modify the schedule of this existing job, as well as create other jobs for your own purposes to execute at a regular interval.

From the Job Scheduler screen, click the Administration tab, where you can create a new job or edit existing jobs. The Scheduled Jobs section displays the jobs that are scheduled in the job engine.

The following sections enable administrators to accomplish the following tasks:

	
Section 6.3.1, "Creating a New Job"


	
Section 6.3.2, "Editing Existing Jobs"


	
Section 6.3.3, "Viewing MGP Current Cycle Statistics"


	
Section 6.3.4, "Viewing MGP Cycle Statistics"


	
Section 6.3.5, "Enabling or Disabling Jobs"


	
Section 6.3.6, "Deleting Jobs"


	
Section 6.3.7, "Default Jobs"






6.3.1 Creating a New Job

In order to create a new job, you create the schedule of how often and when an existing application is executed. To create this schedule, navigate to the Job Scheduler Administration screen and click Create A New Job.

Figure 6-3 displays the top section of the Create a New Job page. Give the job a name, select the checkbox for Enabled to enable the job (or leave blank to leave disabled), and select the checkbox for Save to Job History if you want a record of this application executing.

In the Preferred Location field, specify a preferred Job Scheduler location. This enables you to specify that the job executes on a specific mobile server or, if available, a Standalone Job engine. All available Job Schedulers and the Standalone Job engine are shown in the drop-down list.

If you do not specify a preferred location, the job is executed by one of the available Job Schedulers in the registered mobile servers or Standalone Job Scheduler, if any. This job can fail over to any of the Job Schedulers, if necessary. However, if a job has been given a preference for specific Job Scheduler, it will keep running on that Job Scheduler as long as the Job Scheduler is available. Only if that Job Scheduler becomes unavailable will it failover to another Job Scheduler in the farm.




	
Note:

You can start a Standalone Job engine if all the mobile servers are busy with processing and you want to execute one or more jobs in a separate process for performance reasons.
A Standalone Job engine can be started with the ConsolidatorManager API, as described in Chapter 6, "Create and Manage Jobs With APIs" in the Oracle Database Mobile Server Developer's Guide.










Figure 6-3 Create a New Job - Top Section

[image: Create a New Job page.]





Under the Job Class section, select if the Job class is for an MGP process or another class.

	
MGP process: For an MGP process, select if this is for Apply Only or Apply and Compose. The MGP process can be modified to perform application only of new and modified records from the clients. This is beneficial for applications that never have to update information from the back-end server database.

For the Select Database pull-down, select the database where the MGP job process shall execute.

Choosing Apply Only saves performance if it is relevant for your application. For example, if you had a company that performed a lot of updates throughout the day, but no one needed to know the new information until the next day, you could schedule an MGP process to perform Apply Only all day to update the repository, and schedule another MGP process that executes only at night with Apply/Compose to perform the last updates and then bring down all of the days modifications to all of the users.


	
Custom class: If this is not for an MGP process, then enter the class name to be executed for this job and any parameter values. Since you design the class, enter the parameter as you have designed the parameter format. There are two default jobs, which are described in Section 6.3.7, "Default Jobs".




Figure 6-4 displays the bottom section of the Create a New Job page, which is where you define when and how often your job executes.


Figure 6-4 Create a New Job - Bottom Section

[image: Create a New Job page.]





Enter data in the Create a New Job page as described in the following tables.

Table 6-1 describes data that must be entered in the Start section.


Table 6-1 Start Details Description - Schedule Section

	Field	Description	Required
	
Immediately

	
To start the job immediately, select this option.

	
Optional


	
Later

	
To start the job at a later time, select this option and specify the date and time when this job is to start.

	
Optional








Table 6-2 describes data that must be entered in the Expiration section.


Table 6-2 Expiration Details Description - Schedule Section

	Field	Description	Required
	
Never Expire

	
To ensure that the chosen job schedule does not expire—that is, this job always executes—select this option.

	
Optional


	
Expire

	
If you want the job to expire after a specified number of minutes—even if it has not execute yet—then specify the number of minutes in this field.

The Job Scheduler cancels jobs that do not start at the specified time. However, it does not stop jobs that have already started.

	
Optional








Table 6-3 describes how often the job executes in the Repeat section.


Table 6-3 Repeat Details Description - Repeat Section

	Field	Description	Required
	
One Time Only

	
The job executes only once.

	
Optional


	
Interval

	
The job executes after a specified interval has passed. The interval duration between execution of the job is defined in seconds.

	
Optional


	
Weekly

	
The job executes on the specified day of the week. You can specify an interval of whether this executes weekly (1 in the Frequency pulldown), every other week (2 in the Frequency pulldown) and so on.

	
Optional


	
Monthly

	
The job executes on a specified day of the month. Same as above, but with the months of the year.

	
Optional








Table 6-4 defines whether the chosen schedule repeats indefinitely or whether you want it to execute only on a certain date/time.


Table 6-4 Repeat Until Details Description - Repeat Section

	Field	Description	Required
	
Indefinite

	
To repeat the job schedule indefinitely, select this option.

	
Optional


	
Custom

	
To specify how long this job executes until, specify the date and time of when the job is canceled.

	
Optional








To implement the job schedule after specifying changes to the schedule, click OK. To retain or restore previous job schedule values, click Cancel.




	
Note:

The calendar does not display the selected date if the Java script feature in your browser, any pop up blocking tools, or search tools are installed and enabled.












6.3.2 Editing Existing Jobs

Navigate to the Job Scheduler Administration screen. To edit existing jobs, click Edit. Modify the same fields that are described in Section 6.3.1, "Creating a New Job".






6.3.3 Viewing MGP Current Cycle Statistics

As shown in the Mobile Manager Home page, the status for all MGP Jobs are listed in the MGP Status table under the Data Synchronization section on the top. To see the statistics for each MGP Job, select the link under the Status column for the desired MGP Job.


Figure 6-5 MGP Status

[image: MGP status]



On the MGP Current Cycle page as shown in Figure 6-6, the administrator can view the current cycle status of the desired MGP Job.


Figure 6-6 MGP Current Cycle

[image: MGP statistics]







6.3.4 Viewing MGP Cycle Statistics

From the mobile server home page, select Data Synchronization and navigate to the MGP tab to display more MGP Job statistics. The mobile server administrator can view MGP job statistics as shown on Figure 6-7. The columns are separated so that you can see how, in the last 24 hours, the MGP has performed overall, as well as for each individual phase: apply, compose and process.


Figure 6-7 MGP Page

[image: The MGP page.]





When you click on MGP Current Cycle, you can see what the MGP process is currently doing. For instance, you can check if the apply or compose cycle is running when the MGP cycle is in progress. If you have set the MGP_HISTORY instance parameter, (see Section 5.6, "Configuring Data Synchronization For Farm or Single Mobile Server"), then upon completion of the apply or compose cycle, the cycle details are stored in Cycle History.

Since the front page only shows the last 24 hours, you can view farther back by clicking on the MGP Apply/Compose Cycle Statistics. You can set a date range to search and can even specify whether to search based upon the following:

	
Apply Only or Apply/Compose


	
Success, Failure, or Conflict results




When you click MGP Apply/Compose cycles, you can search for a range of historical records of these cycles and then view the details of each cycle.






6.3.5 Enabling or Disabling Jobs

You can enable or disable a job from the Administration screen off of the main Job Scheduler screen. Select the job that you need to modify and either click Enable or Disable. The Status column confirms the changed status.






6.3.6 Deleting Jobs

Navigate to the Job Scheduler Administration screen. To delete a job, select the job that you need to delete and click Delete. The Job Scheduler displays a warning message that seeks your confirmation to delete the chosen job. Click Yes. You will be returned to the Administration tab.






6.3.7 Default Jobs

Oracle Database Mobile Server contains default jobs. As a user, you can enable or disable these default jobs and edit or delete them. This edition contains the following default jobs.

	
MGP Process: MGP_DEFAULT


	
Purging History: PURGE_HISTORY_DEFAULT






6.3.7.1 MGP_DEFAULT

You have to have at least a single MGP process for apply/compose phase of the synchronization phase. The MGP_DEFAULT is this process. You can modify this process to be apply only, or you can modify when the MGP process is executed. You can create other MGP processes, if you wish.


Job Name

MGP_DEFAULT


Job Class

oracle.lite.sync.MgpJob


Job Parameter Value

APPLY_COMPOSE

The parameter value must be a string of the value APPLY_COMPOSE or APPLY_ONLY. When scheduling or editing this parameter using the Job Scheduler's Edit Jobs page, you can choose the required parameter value from the Apply/Compose list.






6.3.7.2 PURGE_HISTORY_DEFAULT

In order to preserve disk space, the administrator wants to purge the history. This job is created for you to automatically purge the history at a selected interval. You can modify the interval or disable this job, if you wish. This section describes the job class, job parameter value and its corresponding description.


Job Name

PUR GE_HISTORY_DEFAULT


Job Class

oracle.lite.sync.PurgeHistoryJob


Job Parameter Value

History=Sync,MGP,Job;Days=7

Since this Job is a customized class, the parameter is defined and parsed within the purge history class. The structure of this parameter is a string with two name/value pairs: what type of history to purge and for how many days. In this example, the history purged is for the Sync, MGP, and Job historical data. The history is purged for the last seven days. You can modify the number of days or add/delete the history logs that this applies to. The only options are Sync, MGP, or Job. For example, if you want every record that is 3 days old or more to be erased, modify the 7 to a 3.










6.4 Managing or Creating Jobs Using ConsolidatorManager APIs

Application developers can create and manage their jobs using the ConsolidatorManager APIs. For full details, see Chapter 6, "Create and Manage Jobs With APIs" in the Oracle Database Mobile Server Developer's Guide.
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8 Offline Instantiation for Mobile Clients

The Offline Instantiation (OLI) utility enables mobile administrators to prepare a batch package that includes the mobile client software and initial data for every mobile user. The OLI package can be used to set up a mobile client with user-specific initial data. This procedure helps users avoid an expensive initial synchronization download to the mobile client.

The following sections discuss the Offline Instantiation feature.

	
Section 8.1, "Using Offline Instantiation to Distribute Multiple Mobile Clients"


	
Section 8.2, "Setting Up the Mobile Server Host and Mobile Development Kit Host"


	
Section 8.3, "Downloading the Mobile Client SETUP Executable"


	
Section 8.4, "Configure How OLI Creates the Client Distribution Packages With the OLI Configuration File"


	
Section 8.5, "Using the OLI Engine to Create and Package the Client Distribution File"


	
Section 8.6, "Deploying Client Distribution Files on Client Machines"






8.1 Using Offline Instantiation to Distribute Multiple Mobile Clients

You can enable your users to install their client using a distribution method, such as a CD, through the network, or email. To install the mobile client and perform the first synchronization with the initial data can be a performance issue. In this case, the administrator can pre-create either just the mobile client binaries or the mobile client binaries with the user database files, including the user data. The download of this package is faster than having each user perform the first synchronization on their device. Thus, this procedure helps users avoid an expensive performance hit when creating and synchronizing the mobile client for the first time.

Offline instantiation is a tool that enables an administrator to gather and package the mobile client binaries into a single directory. Offline instantiation is part of the Mobile Development Kit and is only supported on a Windows platform. We recommend that you use the same Windows environment where a mobile server exists to create your distribution files.

When you have multiple users who use the same application, you set up a distribution for each user through the following steps:

	
Create application: Using the Mobile Manager on the mobile server, the administrator sets up the application and the users for the mobile client distribution, as follows:

	
Using the Mobile Manager on the mobile server, the administrator publishes the applications that are to be installed on the mobile clients.


	
The administrator creates all of the users for the mobile clients.


	
The administrator grants access for these users to the applications that are to be downloaded for the distribution.





	
Download the setup.exe file: On the Windows machine where the Mobile Development Kit is installed, download the mobile client binary (setup.exe) from Mobile Manager. Choose the Windows platform and language that are appropriate for the mobile clients that you are creating.


	
Configure the oli.ini file: Configure the oli.ini file to tell the offline instantiation batch tool how to create the client distribution packages. See Section 8.4, "Configure How OLI Creates the Client Distribution Packages With the OLI Configuration File" for directions.


	
Execute the OLI utility: Use the offline instantiation tool (OLI) to create and package the final client distribution packages for each user. See Section 8.5, "Using the OLI Engine to Create and Package the Client Distribution File" for directions.


	
Distribute the package: Distribute the client distribution packages to each user to install on their client device. See Section 8.6, "Deploying Client Distribution Files on Client Machines" for directions.









8.2 Setting Up the Mobile Server Host and Mobile Development Kit Host

To set up the mobile server host and the Mobile Development Kit (MDK) host, perform the following steps:




	
Note:

Do not install a mobile client on the same machine as the Mobile Development Kit where OLI will be executed. If a mobile client is present, uninstall it before running OLI.







	
Install the mobile server and Mobile Development Kit.

The disk where Mobile Development Kit is installed must have sufficient free space as this is the staging area where all client binaries and database files are created before they are copied to the final package. The free space should exceed the total data to be packaged for all clients combined plus 200 MB. For example, if you want to package 50 clients where each uses 20 MB of data, then you need at least 1.2 GB of free space (50 x 20 MB + 200 MB = 1.2 GB).


	
Start the mobile server.


	
Create the appropriate users, publications, and subscriptions on the mobile server. Subsequent operations are carried out on the MDK host. The MDK host contains a sample OLI configuration file named oli.ini and the OLI batch file named oli.bat at the following location:

ORACLE_HOME\Mobile\Sdk\bin









8.3 Downloading the Mobile Client SETUP Executable

On the Windows machine where the Mobile Development Kit is installed, download setup.exe into an empty directory—such as C:\olisetup—from the mobile server setup page. The setup.exe can be downloaded from the following URL:


http://<mobile_server>:<port>/mobile/setup


From the Setup UI, choose the appropriate mobile client. The full path where you install the setup.exe must be specified in the SETUP_PATH parameter in the OLI.INI file. Refer to Section 8.4.1, "SETUP" for more information on this parameter.






8.4 Configure How OLI Creates the Client Distribution Packages With the OLI Configuration File

The offline instantiation tool, OLI, reads the oli.ini file to determine how many users, the names of those users, the location of the mobile client binaries, and so on. Before you use the offline instantiation tool, make sure that you set up these parameters correctly.

The offline instantiation tool and configuration file is located in the Mobile Development Kit, under ORACLE_HOME\Mobile\Sdk\bin\. Thus, make sure that you have installed the Mobile Development Kit.

The following describes how to configure the OLI.INI file:

	
Section 8.4.1, "SETUP"


	
Section 8.4.2, "USERS"


	
Section 8.4.3, "Example of OLI.INI File"






8.4.1 SETUP

The SETUP section contains the general configuration for OLI to create the client packages.


SETUP_PATH

Define the absolute location where you downloaded the client setup.exe, as described in Section 8.3, "Downloading the Mobile Client SETUP Executable".


SETUP_PATH=C:\olisetup\setup.exe



MOBILE_SERVER

Provide the mobile server host and port that the mobile clients will connect to for synchronization. You can supply a host name or an IP address. The default port number is 80. Sync server must be running when OLI is launched.


MOBILE_SERVER=myhost.us.oracle.com:80



USE_SSL

If you are going to use SSL, set to YES. Default is NO.


USE_SSL=NO



JDBC_URL

Configure the JDBC URL to the Oracle database or Oracle RAC database where the mobile server repository exists. For example, the following is for an Oracle database whose host, port and SID are myhost.us.oracle.com, 1521 and orcl.


JDBC_URL=jdbc:oracle:thin:@myhost.us.oracle.com:1521:orcl


If the repository exists in an Oracle RAC database, then the JDBC URL for an Oracle RAC database can have more than one address in it for multiple Oracle databases in the cluster and follows this URL structure:


jdbc:oracle:thin:@(DESCRIPTION=
 (ADDRESS_LIST=
   (ADDRESS=(PROTOCOL=TCP)(HOST=PRIMARY_NODE_HOSTNAME)(PORT=1521))
   (ADDRESS=(PROTOCOL=TCP)(HOST=SECONDARY_NODE_HOSTNAME)(PORT=1521))
 )
 (CONNECT_DATA=(SERVICE_NAME=DATABASE_SERVICENAME)))



SCHEMA and PASSWORD

Configure the mobile server administration schema name and password for the mobile server repository.


SCHEMA=MOBILEADMIN_SCHEMA
PASSWORD=MOBILEADMIN_PASSWORD



OLI_CDS_ROOT

The OLI package directory is a location where all the individual client packages are placed during the offline instantiation process. This directory must be located on a drive with adequate free disk space for all client databases. Configure this directory in the OLI_CDS_ROOT directory.

From this final directory—where OLI places all of the client distribution packages for each user—you can distribute the packages to each user.


OLI_CDS_ROOT=C:\OLI_CDS



DEVICE_TYPE

This specifies the type of device to which the client distribution packages are installed. You cannot install the packages to multiple platforms. Provide device platform strings. Platform types are created by identifying the language and the mobile client database as follows:




	
Note:

Currently, only Windows platforms are supported.








WIN32_X86_<LANGUAGE>_<DB>


The components of each of section for the device can be as follows:


Table 8-1 Device type platform components

	Component	Options
	
<LANGUAGE>

	
JA, ES, KO, DE, US, FR, IT, ZHS, PTB


	
<DB>

	
BDB, SQLite








For example, a US Berkeley DB Mobile Client device type is as follows:


DEVICE_TYPE=WIN32_X86_US_BDB






8.4.2 USERS

The USERS section defines the users and their passwords. For each user, OLI creates a client distribution package that contains the mobile client binaries. The clients must have been created on the mobile server, as described in Section 8.1, "Using Offline Instantiation to Distribute Multiple Mobile Clients". On each line, put the user name and password, as follows:


[USERS]

CONSC1 MANAGER
CONSC2 MANAGER


For each user, a client distribution package is created.






8.4.3 Example of OLI.INI File

The following sample configuration file is available on the MDK host at ORACLE_HOME\Mobile\Sdk\bin\.


#########################################################################
#        
# OLI.INI
# Oracle Database Mobile Server Offline Instantiation Configuration File
# Copyright © 1997-2011 Oracle Corporation.
# All Rights Reserved.
#
#########################################################################
#
# There are two sections whose names are enclosed in square 
# brackets: [SETUP] and [CLIENTS].
# Lines starting with a "#", ";", "--" or "//" are comments.
#
 
#
# Site specific parameters.
# The format for this section is <PARAMETER> = <VALUE>
#
[SETUP]
 
# Absolute path of setup downloaded from mobile server
#
SETUP_PATH=C:\olisetup\setup.exe 

#
# The mobile server name or IP. If on a port other than 80, append ":<port>".
# Sync server need be running when OLI is launched.
#
MOBILE_SERVER=hostname.domain:80
 
#
# If the mobile server port specified above is secure, set "USE_SSL" to "YES".
# Otherwise, use "NO".
#
USE_SSL=NO
 
#
# The mobile server database repository JDBC URL, mobileadmin schema and password
#
JDBC_URL=jdbc:oracle:thin:@hostname.domain:1521:orcl
SCHEMA=MOBILEADMIN_SCHEMA
PASSWORD=MOBILEADMIN_PASSWORD
 
# Each user has its own package created under <OLI_CDS_ROOT>/<USERNAME>.
# 
OLI_CDS_ROOT=C:\OLI_CDS
 
#
# The device type of the targeted mobile client machines.
#
DEVICE_TYPE=WIN32_X86_US_BDB
 
#
# List of clients to be instantiated. The clients must have been created 
# on the Mobile Server.
# The format for this section is <CLIENTID> <PASSWORD> 
# Passwords are required
#
[USERS]
CONSC1 MANAGER
CONSC2 MANAGER
CONSC3 MANAGER








8.5 Using the OLI Engine to Create and Package the Client Distribution File

The OLI engine reads the file oli.ini in the current directory for information related to configuration settings. Before launching the OLI engine, you must edit the oli.ini file, as described in Section 8.4, "Configure How OLI Creates the Client Distribution Packages With the OLI Configuration File". The OLI engine uses two repository tables— C$OLI_CLIENTS and C$OLI_SETUP—that store information related to resuming OLI tasks during interruptions or failures.

The OLI engine provides commands that enable you to create and populate the client database files, create packages for mobile clients, and cleanup OLI tables. As a normal practice, execute them in the given order.

The OLI engine relies on a few Java classes and native libraries. To make the Java libraries and native libraries accessible to the OLI engine, the software contains a batch file named oli.bat, in which the necessary environment variables are set. Using the oli.bat file is recommended instead of directly using the Java class used by OLI, oracle.lite.sync.OLI_Win32.

To launch the OLI engine using the Command Prompt window, locate the directory ORACLE_HOME\Mobile\Sdk\bin and execute the oli.bat file at the Command Line.

This action displays the following usage information.




	
Note:

You execute only ONE of the following commands at a time: makedb, package, cleanup, or checkstatus. Do NOT execute oli.bat with more than one of these commands. You will notice that the instructions show how to create the offline instantiation packages by executing oli.bat several times—once for each command.








 Usage
 -----
 oli.bat [-g] [makedb] [package] [cleanup] [checkstatus]


The -g command option for oli.bat turns on debugging.




	
Note:

Before executing the makedb or package command on WinCE or Win32 devices, ensure that you set the DEVICE_TYPE parameter in the oli.ini file.







To carry out OLI tasks, re-execute the command using the appropriate switches and arguments.

The following sections describe how to build the client installation package:

	
Section 8.5.1, "Create and Populate Client Database Files with the MAKEDB Command"


	
Section 8.5.2, "Package the Mobile Client Binaries with the Client Database Files with the PACKAGE Command"


	
Section 8.5.3, "Clean Up the OLI Tables Before Executing OLI for Another Distribution"


	
Section 8.5.4, "Check the Status of OLI Clients"






8.5.1 Create and Populate Client Database Files with the MAKEDB Command

Creates and populates the client database files with the makedb command. For each user defined in the [USERS] section of the oli.ini file, OLI creates the client database files for subscribed publications.

Usage


oli.bat [-g] makedb


You can see the state of the client distribution files by executing the checkstatus command (see Section 8.5.4, "Check the Status of OLI Clients").






8.5.2 Package the Mobile Client Binaries with the Client Database Files with the PACKAGE Command

After creating the client database file, execute the package command, which packages up the client database file and the mobile client binaries for each user defined in the [USERS] section in the oli.ini file.




	
Note:

During execution of this command, some setup dialogs will display to show information on the installation or download activities. This is part of the packaging and therefore should not be disturbed in any way even if it takes a few minutes.







Each client package is written to a subdirectory of the client; the subdirectory is defined in the OLI_CDS_ROOT parameter in the oli.ini file.


oli.bat [-g] package


After a client package is successfully processed, its status is changed to PACKAGE. You can see the state of the client distribution files by executing the checkstatus command (see Section 8.5.4, "Check the Status of OLI Clients").






8.5.3 Clean Up the OLI Tables Before Executing OLI for Another Distribution

The cleanup command cleans the OLI tables. The cleanup command purges the OLI tables. Execute this command before executing OLI for another distribution. There is no need to execute cleanup if you are not going to execute OLI for another distribution.


oli.bat [-g] cleanup






8.5.4 Check the Status of OLI Clients

Check the status of OLI clients with the checkstatus command. The initial status of a client is RESET. After the first client is processed successfully by makedb, its status changes from RESET to SLUG. After all of the other clients are replicated using the first client, their status changes from RESET to ODBMADE. Finally, when the OLI engine packages the client information into a directory, the status changes to PACKAGE.


oli.bat checkstatus








8.6 Deploying Client Distribution Files on Client Machines

Once you have the client packages ready, you can distribute them to your users either by putting the distribution files on a CD for them or by giving the user access to the distribution files over the network or through email. Whether you use the CD or provide your users access to the distribution directory, the client must have network access to the mobile server. When using OLI to register the client, the connection is used to propagate the initial synchronization of data.

When you finish packaging the users using the OLI command, a directory is created in the OLI_CDS_ROOT directory for each user. In each subdirectory, the distribution files, with a setup.exe, is written. The user can execute the setup.exe directly from this subdirectory over a network, you can zip up all of these files and send the ZIP file to the user over email, or you can copy all of the files to a CD for each user. Once the user has access to the distribution files, the user executes the setup.exe to install the mobile client binaries.

To deploy on native Win32 client devices, perform the following steps.

	
After a successful server side Offline Instantiation process, each client is provided with a one-click installable package in the directory specified by the parameter named OLI_CDS_ROOT in the oli.ini file. The client sub-directory (package) is named after the client name. Provide each user with the client distribution package; for example, copy the client package to the client machine.


	
On the client device, perform the following:

	
If you have a mobile client installed, uninstall the existing software.


	
From the client distribution package, run setup.exe.
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10 Reports

This chapter details the types of reports that you can view about the mobile server environment:

	
Section 10.1, "Viewing System Status Reports for the Server"


	
Section 10.2, "Viewing Active User Sessions"






10.1 Viewing System Status Reports for the Server

The Mobile Manager enables users to view system status reports for the mobile server. To view system status reports, click the Administration link and click the Summary link. As Figure 10-1 displays, the Summary page lists Database, JDK, and Operating System details.


Figure 10-1 Summary Page

[image: Description of Figure 10-1 follows]









10.2 Viewing Active User Sessions

The Mobile Manager enables administrators to display a list of all users that are connected to the mobile server at any given time. To view a report on active user sessions, navigate to the Administration page and click Sessions. As Figure 10-2 displays, the Sessions page lists user names, date and time of creating the user's session, and the date and time of the last session.


Figure 10-2 Sessions Page

[image: The active sessions page.]
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B Write Scripts for the Mobile Server With the WSH Tool

You can use the scripting language saved in an INI file and used by the WSH tool to perform batch processing tasks on the mobile server that are performed frequently by the administrator.

The following sections describe the scripting language for the mobile server:

	
Section B.1, "Description of Syntax for WSH Batch Scripts"


	
Section B.2, "Running a Script INI File With the WSH Tool"


	
Section B.3, "Examples of Batch Script Files for WSH"






B.1 Description of Syntax for WSH Batch Scripts

The following sections describe the parameters and syntax available in the scripting language:

	
Section B.1.1, "Creating a User"


	
Section B.1.2, "Creating a Group"


	
Section B.1.3, "Adding Users to a Group"


	
Section B.1.4, "Removing Users from a Group"


	
Section B.1.5, "Creating Access Privileges"


	
Section B.1.6, "Granting Access"


	
Section B.1.7, "Revoking Access"


	
Section B.1.8, "Creating Registries"


	
Section B.1.9, "Creating Snapshot Variables"


	
Section B.1.10, "Deleting a User"


	
Section B.1.11, "Deleting a Group"


	
Section B.1.12, "Deleting Access Privileges"


	
Section B.1.13, "Deleting a Registry"


	
Section B.1.14, "Deleting Snapshot Variables"






B.1.1 Creating a User

Using the following syntax, you can create users.


[USER]
NAME=<User Name>
PASSWORD=<User Password>
EXTERNALUSER=<True or False>
ENCRYPTED=<True or False; True if the password is encrypted, False if not>
FULLNAME=<User Full Name>
PRIVILEGE=<User privilege level as A, O, U, or null>




B.1.1.1 EXTERNALUSER Parameter

By default, this value is false for a user with password that is authenticated by the mobile server. If you are creating an external user that will be authenticated by an external authenticator class, set to True. If true, you do not provide a password in the INI script file with PASSWORD as the user is authenticated by the external authenticator. See Chapter 7, "Customizing Oracle Database Mobile Server Security" in the Oracle Database Mobile Server Developer's Guide for information on the external authenticator.






B.1.1.2 PRIVILEGE Parameter

There are four options for setting the PRIVILEGE value for users. They are:

	
A - Administrator


	
O - Organizer


	
U - User


	
Null - No privileges











B.1.2 Creating a Group

Using the [GROUP] script, you can create a new group (if this group does not already exist) and add listed users to the group. If you use this entry and specify the name of a group that exists, all the users in the existing group will be removed and users who are listed will be added to this group.

The following syntax enables you to create a group.


[GROUP]
NAME=<Group Name>
USER=<User name you want to add to this group>
USER=<User name you want to add to this group>
USER=<User name you want to add to this group>






B.1.3 Adding Users to a Group

Using the [ADDUSERTOGROUP] script, you can create a new group (if this group does not already exist) and add listed users to this group. You can also use this entry to add users to an existing group.


[ADDUSERTOGROUP]
NAME=<Group Name>
USER=<User name you want to add to this group>
USER=<User name you want to add to this group>






B.1.4 Removing Users from a Group

Using the [REMOVEUSERFROMGROUP] script, you can remove listed users from a specified group.


NAME=<Group Name>
USER=<User name you want to remove from this group>
USER=<User name you want to remove from this group>






B.1.5 Creating Access Privileges

Using the [ACL] script, you can create a new ACL (if this ACL does not already exist). After creating the ACL, all the existing users will be removed and all the listed users will be added to this ACL.

Using the [GRANTACCESS] script, you can add users to the existing ACL.

The following syntax enables you to create access privileges for users and groups.


[ACL]APPLICATION=<Name of the application you want to creat ACL for>
ROLE=<Role of the user; set the value as DEFAULT ROLE or ADMINISTRATIVE ROLE>
USER=<User's name>
ACCESS=<Set access status as ENABLED>
ROLE=<Role of the user>
USER=<User name>
ACCESS=<Set access status as ENABLED>
ROLE=<Role of the group>
GROUP=<Groups name>
ACCESS=<Set access status as ENABLED>






B.1.6 Granting Access

Using the [GRANTACCESS] script, you can create a new ACL (if this ACL does not already exist) and add listed users to this ACL.


[GRANTACCESS]
APPLICATION=<Name of the application you want to add ACL for>
ROLE=<Role of the user>
USER=<User name>
ACCESS=<Access Status ENABLED/DISABLED>
ROLE=<Role of the group>
GROUP=<Group name>






B.1.7 Revoking Access

Using the [REVOKEACCESS] script, you can remove users that are listed in the specified ACL.


[REVOKEACCESS]
APPLICATION=<Name of the application you want to revoke ACL for>
ROLE=<Role of the user>
USER=<User name>
ACCESS=<Access Status>
ROLE=<Role of the group>
GROUP=<Groups name>






B.1.8 Creating Registries

Using the [REGISTRY] script, you can create registries.


[REGISTRY]
APPLICATION=<Name of the application>
NAME=<Registry Variable Name>
VALUE=<Value for this variable>






B.1.9 Creating Snapshot Variables

Using the [SNAPSHOTVAR] script, you can create snapshot variables.


[SNAPSHOTVAR]
NAME=<Name of the publication item>
PLATFORM=<Platform for which this publication item is>
VIRTUALPATH=<Virtual path of the application this publication item
belongs to>
USER=<Name of the user who subscribes to this application>
VAR=<Name of the Data Subsetting parameter, value of this parameter>
USER=<Name of the user who subscribes to this application>
VAR=<Name of the Data Subsetting parameter, value of this parameter>
GROUP=<Name of the group which subscribes to this application>
VAR=<Name of the Data Subsetting parameter, value of this parameter>






B.1.10 Deleting a User

Using the [DROPUSER] script, you can delete a user.


[DROPUSER]
NAME=<User Name>






B.1.11 Deleting a Group

Using the [DROPGROUP] script, you can delete a group.


[DROPGROUP]
NAME=<Group Name>






B.1.12 Deleting Access Privileges

Using the [DROPACL] script, you can delete access privileges provided to users.


[DROPACL]
APPLICATION=<Name of the application you want to delete ACL for>
ROLE=<Role of the user; set the value as DEFAULT ROLE or ADMINISTRATIVE ROLE>
USER=<User name>
ACCESS=<Set access status as DISABLED>
ROLE=<Role of the group; set the value as DEFAULT ROLE or ADMINISTRATIVE ROLE>
GROUP=<Groups name>
ACCESS=<Set access status as DISABLED>






B.1.13 Deleting a Registry

Using the [DROPREGISTRY] script, you can delete a registry.


[DROPREGISTRY]
APPLICATION=<Name of the application>
NAME=<Registry Variable Name>
VALUE=<Value for this variable>






B.1.14 Deleting Snapshot Variables

Using the following [DROPSNAPSHOTVAR] script, you can delete snapshot variables.


[DROPSNAPSHOTVAR]
NAME=<Name of the publication item>
PLATFORM=<Platform for which this publication item is>
VIRTUALPATH=<Virtual path of the application this publication item belongs to>
USER=<Name of the user who subscribes to this application>
VAR=<Name of the Data Subsetting parameter, value of this parameter>
USER=<Name of the user who subscribes to this application>
VAR=<Name of the Data Subsetting parameter, value of this parameter>
GROUP=<Name of the group which subscribes to this application>
VAR=<Name of the Data Subsetting parameter, value of this parameter>








B.2 Running a Script INI File With the WSH Tool

The WSH tool is a command-line tool that you can use to execute batch commands on the mobile server. Use the -c option to execute the commands you developed in the script INI file on the mobile server. The syntax for this option is as follows:


wsh –c <path_and_filename.ini> <username>/<password>[@<jdbc_url>]


Where:

	
<path_and_filename.ini>: The INI file contains the batch commands for the mobile server. Provide the name and absolute path for the desired INI file.


	
<username>/<password>: The mobile server repository administrator user name and password.


	
<jdbc_url>: If the optional JDBC URL for the Oracle database that contains the mobile server repository is specified in the command line, then WSH will use this URL, else it defaults to use the URL configured in the mobile.ora file. You can specify the JDBC URL of a single Oracle database or an Oracle RAC database.

	
The JDBC URL for a single Oracle database has the structure of jdbc:oracle:thin:@<host>:<port>:<SID>.


	
The JDBC URL for an Oracle RAC database can have more than one address in it for multiple Oracle databases in the cluster and follows this URL structure:


jdbc:oracle:thin:@(DESCRIPTION=
 (ADDRESS_LIST=
   (ADDRESS=(PROTOCOL=TCP)(HOST=PRIMARY_NODE_HOSTNAME)(PORT=1521))
   (ADDRESS=(PROTOCOL=TCP)(HOST=SECONDARY_NODE_HOSTNAME)(PORT=1521))
 )
 (CONNECT_DATA=(SERVICE_NAME=DATABASE_SERVICENAME)))







For example, if you have an INI file called mybatch.ini, you can execute the WSH tool on this file. For this example, the mobile server repository user name and password is mobileadmin/manager and the JDBC URL (<host>:<port>:<SID>) is myhost:1521:mySID:


wsh -c mybatch.ini mobileadmin/manager@jdbc:oracle:thin:@myhost:1521:mySID






B.3 Examples of Batch Script Files for WSH

The following sections enable you to accomplish the following tasks and describes examples from a script file in INI format:

	
Section B.3.1, "Creating, Adding, and Granting Access"


	
Section B.3.2, "Deleting, Removing, and Revoking Access"






B.3.1 Creating, Adding, and Granting Access

The following examples illustrate how to create users, groups, registries, access privileges, snapshotvar template variables, add users to a group, and add users to an ACL.


[DATABASE]
TYPE=ORACLE
#Creation or modification of users, groups, access privileges, registry,
and snapshot variable entries using the following entries in the INI file:
#[USER], [GROUP], [ACL], [REGISTRY],[SNAPSHOTVAR].
# Create user JOHN
#
[USER]
NAME=JOHN
PASSWORD=john
ENCRYPTED=false
FULLNAME=Sample1 User John
PRIVILEGE=C
#
# Create group 'Sample Users' containing JANE, JOHN, JACK
#
[GROUP]
NAME=Sample Users
USER=JANE
USER=JOHN
USER=JACK
#
# Set the ACL on the Sample3 application.
# The following gives John, Jane, and Jack, plus all the users in the group
# Sample Users access to the application
#
[ACL]
APPLICATION=/sample3
ROLE=Default Role
USER=JOHN
ACCESS=ENABLED
ROLE=Default Role
USER=JANE
ACCESS=ENABLED
ROLE=Default Role
USER=JACK
ACCESS=ENABLED
ROLE=Default Role
GROUP=Sample Users
ACCESS=ENABLED
#
# Add registry entry for user JOHN and a default value for the Sample3
application to the Repository
#
[REGISTRY]
APPLICATION=/sample3
USER=JOHN
NAME=USERCODE
VALUE=1111
#
# Add template variables.
# You can specify user/group specific values for these variables
#
[SNAPSHOTVAR]
NAME=RECORDINGS
PLATFORM=WIN32
VIRTUALPATH=/sample3
USER=JOHN
VAR=CODE, 1111
USER=JACK
VAR=CODE, 1111
USER=JANE
VAR=CODE, 2222
GROUP=Sample Users
VAR=CODE, 2222
#
#Add users to a group.
#
[ADDUSERTOGROUP]
NAME=Sample Users
USER=USER1
USER=USER2
#
#Grant Access to users.
#
[GRANTACCESS]
APPLICATION=/sample3
ROLE=Default Role
USER=USER1
ACCESS=ENABLED
ROLE=Default Role
USER=USER2
ACCESS=ENABLED
ROLE=Default Role
GROUP=Sample Users






B.3.2 Deleting, Removing, and Revoking Access

The following examples illustrate how to delete a user, group, registry and snapshotvar, remove users from a group, and revoke access.


#Deletion of users, groups, access privileges, registry and snapshot
#variable entries using the following entries in the INI file:
#[DROPUSER], [DROPGROUP], [DROPACL], [DROPREGISTRY],[DROPSNAPSHOTVAR].
#
# Dropuser JOHN
#
[DROPUSER]
NAME=JOHN
#
# Drop group 'Sample Users'
#
[DROPGROUP]
NAME=Sample Users
#
# Drop the ACL on the sample3 application.
#
[DROPACL]
APPLICATION=/sample3
ROLE=Default Role
USER=JOHN
ACCESS=DISABLED
ROLE=Default Role
GROUP=Sample Users
ACCESS=DISABLED
#
# Drop registry entriy for user JOHN from Sample3 application.
#
[DROPREGISTRY]
APPLICATION=/sample3
USER=JOHN
NAME=USERCODE
#
# Drop template variables for user JOHN and group 'Sample Users'
#
[DROPSNAPSHOTVAR]
NAME=RECORDINGS
PLATFORM=WIN32
USER=JOHN
VAR=CODE, 1111
GROUP=Sample Users
VAR=CODE, 2222
#
#Remove users from a group.
#
[REMOVEUSERFROMGROUP]
NAME=Sample Users
USER=USER1
USER=USER2
#
#Revoke access.
#
[REVOKEACCESS]
APPLICATION=/sample3
ROLE=Default Role
USER=USER1
ACCESS=DISABLED
ROLE=Default Role
USER=USER2
ACCESS=DISABLED
ROLE=Default Role
GROUP=Sample Users
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C Catalog Views for the Mobile Server

The following sections are a reference for the system catalog views for the Mobile Admin schema for the mobile server. The Mobile Admin schema is installed as part of the mobile server during installation. However, the Mobile Admin schema is not part of the Mobile Development Kit.

The system catalog views are read-only and should not be modified.

	
Section C.1, "CV$ALL_CLIENTS"


	
Section C.2, "CV$ALL_ERROR"


	
Section C.3, "CV$ALL_PUBLICATIONS"


	
Section C.4, "CV$ALL_SUBSCRIPTIONS"


	
Section C.5, "CV$ALL_SEQUENCES"


	
Section C.6, "CV$ALL_SEQUENCE_PARTITIONS"


	
Section C.7, "CV$ALL_PUBLICATION_ITEMS_ADDED"


	
Section C.8, "CV$ALL_PUBLICATION_ITEMS"


	
Section C.9, "CV$ALL_PUBLICATION_ITEM_INDEXES"


	
Section C.10, "CV.$ALL_SUBSCRIPTION_PARAMS"






C.1 CV$ALL_CLIENTS

The CV$ALL_CLIENTS view provides information about mobile clients.

Table C-1 provides a description of ALL_CLIENT parameters.


Table C-1 ALL_CLIENTS Parameters

	Column	Datatype	Null	Description
	
CLIENT

	
VARCHAR(30)

	
NULL

	
The mobile client


	
LASTREFRESH_STARTIME

	
VARCHAR(19)

	
NULL

	
Start time of the last refresh session


	
LASTREFRESH_ENDTIME

	
VARCHAR(19)

	
NULL

	
End time of the last refresh session












C.2 CV$ALL_ERROR

The CV$ALL_ERROR view provides information about failed client transactions.

Table C-2 provides a description of ALL_ERROR parameters.


Table C-2 ALL_ERROR Parameters

	Column	Datatype	Null	Description
	
CLIENT

	
VARCHAR(30)

	
NOT NULL

	
Client to which the failed transaction belongs.


	
TRANSACTION_ID

	
NUMBER(10)

	
NOT NULL

	
ID of the failed transaction.


	
ITEM_NAME

	
VARCHAR2(30)

	
NOT NULL

	
Name of the publication item that failed.


	
MESSAGE_TEXT

	
VARCHAR2(2048)

	
NOT NULL

	
Error text associated with the failed transaction and publication item.












C.3 CV$ALL_PUBLICATIONS

The ALL_PUBLICATIONS view provides information about mobile server publications.

Table C-3 provides a description of ALL_PUBLICATIONS parameters.


Table C-3 ALL_PUBLICATIONS Parameters

	Column	Datatype	Null	Description
	
NAME

	
VARCHAR2(30)

	
NULL

	
Publication Name.


	
TYPE

	
VARCHAR2(40)

	
NULL

	
Publication Type.


	
NAME_TEMPLATE

	
VARCHAR2(30)

	
NULL

	
Snapshot Name Template.


	
ENFORCE_RI

	
CHAR(1)

	
NOT NULL

	
Reserved.












C.4 CV$ALL_SUBSCRIPTIONS

The ALL_SUBSCRIPTIONS view provides information about mobile server subscriptions.

Table C-4 provides a description of ALL_SUBSCRIPTION parameters.


Table C-4 ALL_SUBSCRIPTIONS Parameters

	Column	Datatype	Null	Description
	
CLIENT

	
VARCHAR2(30)

	
NULL

	
The subscription's clients.


	
PUBLICATION

	
VARCHAR2(30)

	
NULL

	
The subscription's publication.


	
INSTANTIATED

	
CHAR(1)

	
NULL

	
A boolean value that indicates whether the subscription is instantiated.












C.5 CV$ALL_SEQUENCES

The ALL_SEQUENCES view provides information about mobile server sequences.

Table C-5 provides a description of ALL_SEQUENCES parameters.


Table C-5 ALL_SEQUENCES Parameters

	Column	Datatype	Null	Description
	
NAME

	
VARCHAR2(30)

	
NULL

	
The sequence name.












C.6 CV$ALL_SEQUENCE_PARTITIONS

The ALL_SEQUENCE_PARTITIONS view provides information about mobile server sequence partitions.

Table C-6 provides a description of ALL_SEQUENCE_PARTITIONS parameters.


Table C-6 ALL_SEQUENCE_PARTITIONS Parameters

	Column	Datatype	Null	Description
	
CLIENT

	
VARCHAR2(30)

	
NULL

	
The client to which the sequence is assigned.


	
NAME

	
VARCHAR2(30)

	
NULL

	
The sequence name.


	
CURR_VALUE

	
NUMBER(38)

	
NULL

	
The current sequence value.


	
INCREMENT_BY

	
NUMBER(38)

	
NULL

	
The sequence's increment value. The sequence increments based on this number.












C.7 CV$ALL_PUBLICATION_ITEMS_ADDED

The ALL_PUBLICATION_ITEMS_ADDED view provides information about mobile server publication items.

Table C-7 provides a description of ALL_PUBLICATION_ITEMS_ADDED parameters.


Table C-7 ALL_PUBLICATION_ITEMS_ADDED Parameters

	Column	Datatype	Null	Description
	
PUB_NAME

	
VARCHAR2(30)

	
NULL

	
The publication name.


	
ITEM_NAME

	
VARCHAR2(30)

	
NULL

	
The publication item name.


	
OWNER

	
VARCHAR2(30)

	
NOT NULL

	
The base object owner.


	
OBJECT_NAME

	
VARCHAR2(30)

	
NOT NULL

	
The base object name.


	
TEXT

	
VARCHAR2(2048)

	
NOT NULL

	
The select statement.


	
UPDATABLE

	
VARCHAR2(1)

	
NULL

	
The updatable option.


	
REFRESH_METHOD

	
CHAR(1)

	
NOT NULL

	
The refresh method. Options include fast refresh and complete refresh.

Note: If you use complete refresh, it erases all of the data on the client and brings down the snapshot from the server. If your publication item is updateable, this does not cause a loss of data on the client.

You can only use fast refresh with a high priority restricting predicate. If you use any other type of refresh, the high priority restricting predicate is ignored.


	
WINNING_RULE

	
VARCHAR2(30)

	
NULL

	
The winning rules option for resolving replication conflicts. Options include "client wins" and "server wins".












C.8 CV$ALL_PUBLICATION_ITEMS

The ALL_PUBLICATION_ITEMS view provides information about mobile server publication items.

Table C-8 provides a description of ALL_PUBLICATION_ITEMS parameters.


Table C-8 ALL_PUBLICATION_ITEMS Parameters

	Column	Datatype	Type	Description
	
NAME

	
VARCHAR2(30)

	
NULL

	
The publication item name.


	
OWNER

	
VARCHAR2(30)

	
NOT NULL

	
The owner of the publication items' base object.


	
OBJECT_NAME

	
VARCHAR2(30)

	
NOT NULL

	
Name of the base object.


	
TEXT

	
VARCHAR2(2048)

	
NOT NULL

	
The select statement.


	
REFRESH_METHOD

	
CHAR(1)

	
NOT NULL

	
The refresh method. Options include fast refresh and complete refresh.

Note: If you use complete refresh, it erases all of the data on the client and brings down the snapshot from the server. If your publication item is updateable, this does not cause a loss of data on the client.

You can only use fast refresh with a high priority restricting predicate. If you use any other type of refresh, the high priority restricting predicate is ignored.












C.9 CV$ALL_PUBLICATION_ITEM_INDEXES

The ALL_PUBLICATION_ITEM_INDEXES view provides information about mobile server publication item indexes.

Table C-9 provides a description of ALL_PUBLICATION_ITEM_INDEXES parameters.


Table C-9 ALL_PUBLICATION_ITEM_INDEXES Parameters

	Column	Datatype	Null	Description
	
NAME

	
VARCHAR2(30)

	
NULL

	
Index name.


	
PUB_ITEM

	
VARCHAR2(30)

	
NOT NULL

	
Publication item name.


	
INDX_TYPE

	
CHAR(1)

	
NOT NULL

	
Index type.


	
COLUMN_LIST

	
VARCHAR2(2048)

	
NOT NULL

	
Column list.












C.10 CV.$ALL_SUBSCRIPTION_PARAMS

The ALL_SUBSCRIPTION_PARAMS view provides information about mobile server subscription parameters.

Table C-10 provides a description of ALL_SUBSCRIPTION_PARAMS parameters.


Table C-10 ALL_SUBSCRIPTION_PARAMS Parameters

	Column	Datatype	Null	Description
	
NAME

	
VARCHAR2(30)

	
NULL

	
Publication name.


	
CLIENT

	
VARCHAR2(30)

	
NULL

	
Client name.


	
PARAM_NAME

	
VARCHAR2(30)

	
NULL

	
Parameter name.


	
PARAM_VALUE

	
VARCHAR2(30)

	
NULL

	
Parameter value.
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