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The following text conventions are used in this document:
Convention | Meaning |
---|---|
boldface | Boldface type indicates graphical user interface elements associated with an action, or terms defined in text or the glossary. |
italic | Italic type indicates book titles, emphasis, or placeholder variables for which you supply particular values. |
monospace | Monospace type indicates commands within a paragraph, URLs, code in examples, text that appears on the screen, or text that you enter. |
UNIX is used as a generic reference to all UNIX-based platforms. Where information for a particular UNIX platform is different, this is noted in the text.
For Release 1 (11.1.2), this guide has been updated in several ways. The following table lists the chapters or sections that have been added or changed.
Chapter/Section | Change Description |
---|---|
Chapter 2, "Getting Started with Administering Oracle Fusion Applications" | |
Section 2.7, "Using Cloud Control" | Added this section to describe how to get started with using Oracle Enterprise Manager (Cloud Control) manage the entire Oracle Fusion Applications environment. |
Chapter 5, "Managing Oracle Enterprise Scheduler Service and Jobs" | Updated this chapter to include instructions for managing Oracle Enterprise Scheduler and scheduled jobs with Cloud Control, as well as instructions for creating alerts for Oracle Enterprise Scheduler in Cloud Control. |
Chapter 9, "Monitoring Oracle Fusion Applications" | Updated this chapter to include instructions for managing Oracle Fusion web applications using with Cloud Control. |
Chapter 10, "Monitoring the Oracle Fusion Applications Middle Tier" | Updated this chapter to include instructions for monitoring the mid tier with Cloud Control. |
Chapter 13, "Managing Oracle Fusion Applications Log Files and Diagnostic Tests" | |
Section 13.1, "Introduction to Incidents, Log File Management, QuickTrace, and Diagnostic Tests" | Revised this section to add information about using Support Workbench with Oracle Fusion Applications. |
Section 13.3, "Standard Log File Administration Tasks and Tools" | Revised this section to add information about using Support Workbench with Oracle Fusion Applications. |
Section 13.5.2, "Log Message Attributes Supplied by Logging APIs for Oracle Fusion Applications" | Revised this section to add descriptions of several supplemental logging attributes that are related to the AFLOG_EXTENDED_ENABLED profile option. |
Section 13.5.5, "Log Message Attributes Supplied by SOA" | Revised this section to add a description of the Log Token Map logging attribute. |
Section 13.9.2.2, "Navigating to the Diagnostic Dashboard from Cloud Control:" | Added this section to include instructions for calling the Oracle Fusion Applications Diagnostic Dashboard from Support Workbench. |
Chapter 14, "Backing Up and Recovering Oracle Fusion Applications" | Updated this chapter to include instructions for using Cloud Control to back up the directories and databases that comprise a Oracle Fusion Applications installation. |
Chapter 15, "Configuring High Availability and Scaling Out Oracle Fusion Applications" | |
Section 15.5.2.1, "Scaling Out the Topology Using Cloud Control" | Added this section to include instructions for using Cloud Control to scale out the topology. |
Chapter 16, "Moving Components for Oracle Fusion Applications Across Environments" | Revised this chapter to include comprehensive procedures for performing the movement of moving Oracle Fusion Applications components from one environment to another. |
Chapter 17, "Troubleshooting Oracle Fusion Applications Using Incidents, Logs, QuickTrace, and Diagnostic Tests" | |
Section 17.2.4, "Default System Settings for Incident Creation and QuickTrace" | Revised this section to add information about settings that govern the collection of diagnostics if multiple PL/SQL incidents occur within a set time period for the same problem (flood control). |
Chapter 17, "Process for Investigating, Reporting, and Solving a Problem Using Cloud Control" | Added this section to include information about the optimal troubleshooting process when the Oracle Fusion Applications environment includes Oracle Enterprise Manager Cloud Control. |
Section 17.4.2.1, "Viewing Incidents Using Support Workbench" | Added this section to include information about using Support Workbench to view incidents. |
Section 17.4.5.3, "Viewing Automatically Created QuickTrace Dump Files Using Support Workbench" | Added this section to include instructions for viewing QuickTrace dump files from Support Workbench. |
Chapter 17, "Working with Cloud Control Problem Analysis and the Analyze Logs Options" | Added this section to include instructions for using the problem analysis capability and the capability to analyze logs available in Oracle Enterprise Manager Cloud Control. |
Chapter 24, "Troubleshooting Moving Components for Oracle Fusion Applications Across Environments" | Added this chapter to include information on common problems that you might encounter when moving Oracle Fusion Applications components across environments and explains how to solve them. |
This part provides an overview to Oracle Fusion Applications and its concepts as they relate to administering Oracle Fusion Applications.
Part I contains the following chapters:
Oracle Fusion Applications is Oracle's next-generation applications suite built on a service-oriented platform. It brings together next-generation enterprise technologies, applications, and services, including Oracle Fusion Applications and Oracle Fusion Middleware, to fundamentally change the dynamics in the applications marketplace and revolutionize business. This chapter provides an introduction to the architecture, components, and concepts of Oracle Fusion Applications.
This chapter contains the following topics:
Oracle Fusion applications are built on the Oracle Fusion Middleware stack and utilize the Oracle Database. This architecture is depicted in Figure 1-1.
The section contains the following topics
An installation of Oracle Fusion Applications is logically broken up into groups of features known as product offerings, which represent the highest-level collection of functionality that you can license and implement. A provisioning configuration is a collection of one or more product offerings. During installation, you select a product offering or a combination of offerings as a way to install the product families. Product families are comprised of one or more Java EE applications specific to Oracle Fusion Applications.
An application can contain multiple products, and a product can also span multiple applications. A product typically has a one-to-one correspondence with an EAR file. Figure 1-2 shows two applications, PayablesApp
and ReceivablesApp
, each of which is mapped to the same product, Payments
.
Oracle Fusion Applications includes the product families described in Table 1-1.
Table 1-1 Product Families
Oracle Fusion Applications Product Families | Description |
---|---|
Oracle Fusion Customer Relationship Management | Manages customers, contacts, and resources, including data quality configuration. |
Oracle Fusion Financials | Manages financial flows, including assets, ledgers, cash cycle, invoices and payments, accounts receivable, collections, and setup of subledger accounting and tax configuration. |
Oracle Fusion Governance, Risk, and Compliance | Provides critical business controls to manage risk, multi-regulatory compliance, and controls enforcement. The connector for Oracle Fusion Applications provides a prebuilt solution for managing Separation of Duties (SoD) within and across product families. You can also utilize Oracle Fusion Governance, Risk, and Compliance to analyze suspect transactions and configuration settings based on user defined conditions. This allows organizations to actively determine the risk that exists within their application that can materially impact the reliability of the information that exists for reporting and decision making purposes. Finally, Oracle Fusion Governance, Risk, and Compliance can apply preventive controls that will limit what a user can see and do within an Oracle Fusion Applications user interface according to user-defined conditions. The objective is to pro-actively mitigate the risk of extraneous access or improper transactions from existing. |
Oracle Fusion Human Capital Management | Provides employee management for an organization. |
Oracle Fusion Procurement | Manages the procurement process including requisitions, purchase orders, and supplier negotiations. |
Oracle Fusion Project | Manages projects, including how to plan, budget, forecast, collect costs, bill customers, and report performance. |
Oracle Fusion Supply Chain Management | Integrates and automates all key supply chain processes, from design, planning and procurement to manufacturing and fulfillment, providing a complete solution set to enable companies to power information-driven value chains. |
Oracle Fusion Setup | Supports the other product families. In addition to Oracle Fusion Functional Setup Manager for setting up functional data, this product family includes applications to assist application users:
|
To aid with performing current-state analysis of the applications, you can use Oracle Transactional Business Intelligence, which is built on Oracle BI Enterprise Edition. For more information about configuring Oracle Transactional Business Intelligence, see the Oracle Fusion Administrator's Guide for Transactional Business Intelligence.
The product families use the following common core framework and infrastructure for Oracle Fusion Applications described in Table 1-2.
Table 1-2 Oracle Fusion Middleware Infrastructure Components
Oracle Fusion Middleware Infrastructure Components | Description |
---|---|
Oracle Fusion Middleware Extensions for Applications (Applications Core) | Provides design time and runtime infrastructure to help standardize complex development patterns for Oracle Fusion Applications. It simplifies the development process of these patterns and provides a consistent user experience. Examples of these patterns include extensibility (Flexfields), hierarchical relationships (Trees), data security, and UI patterns. Applications Core creates simplified methods of implementing these complex requirements by providing robust metadata and comprehensive UI components and services. All of the Applications Core components have been intricately integrated with the rest of the Oracle Fusion Middleware infrastructure so they are available across every layer of the Oracle Fusion Applications platform. Applications Core provides shared libraries referenced by all the Oracle Fusion Applications, a standalone application for application setup and configuration, an Oracle JDeveloper extension to seamlessly integrate our components with the rest of the Oracle Fusion Applications technology stack, PLSQL API's, C libraries, and common seed data. See the "Oracle Fusion Middleware Extensions for Applications" section in the Oracle Fusion Applications Concepts Guide. |
Oracle Enterprise Scheduler | Enables you to manage and schedule jobs for Oracle Fusion Applications. See Chapter 5, "Managing Oracle Enterprise Scheduler Service and Jobs." |
Oracle Enterprise Crawl and Search Framework (ECSF) | Oracle Enterprise Crawl and Search Framework (ECSF) enables Oracle Fusion Applications Search for performing full-text searches securely and simultaneously against multiple logical business objects. Any application that connects to multiple data sources or manages a significant amount of unstructured (non-database) information—or both—needs advanced search capabilities so that application users can easily locate and take action on data that is relevant to them. See Chapter 7, "Managing Search with Oracle Enterprise Crawl and Search Framework." |
Oracle Fusion Middleware includes the following components describes in Table 1-3.
Table 1-3 Oracle Fusion Middleware Components
Oracle Fusion Middleware Components | Description |
---|---|
Oracle Application Development Framework (Oracle ADF) | Provides an end-to-end application framework that builds on Java Platform, Enterprise Edition (Java EE) standards and open-source technologies to simplify and accelerate implementing service-oriented applications. See the Oracle Fusion Middleware Getting Started with Oracle Data Integrator. |
Oracle Business Intelligence | Oracle Business Intelligence provides a complete, integrated solution of analytics and reporting for Oracle Fusion Applications. See the following documentation on Oracle Business Intelligence components in Oracle Fusion Applications:
After the Oracle Fusion applications are running, you can configure the Oracle Business Intelligence Applications for analyzing historical data. See the Oracle Fusion Middleware Configuration Guide for Oracle Business Intelligence Applications. |
Oracle Data Integrator | Extracts, transforms, and loads data for the product families. See the Oracle Fusion Middleware Developer's Guide for Oracle Data Integrator. |
Oracle Enterprise Content Management | Provides a comprehensive suite of digital content management tools. These tools can be used across the enterprise to cohesively track, manage, and dispose of content whether written, in digital images, or as email. For more information about documentation for Oracle Enterprise Content Management components in Oracle Fusion Applications, see:
|
Oracle HTTP Server | Provides a web listener for applications and the framework for hosting static and dynamic pages and applications over the web. Based on the proven technology of the Apache HTTP Server, Oracle HTTP Server includes significant enhancements that facilitate load balancing, administration, and configuration. See the Oracle Fusion Middleware Administrator's Guide for Oracle HTTP Server. |
Oracle Identity Management | Provides a shared infrastructure for all applications, enabling developers to incorporate identity management into applications. For more information about documentation for Oracle Identity Management components in Oracle Fusion Applications, see the following guides:
|
Oracle SOA Suite | Provides a complete set of service infrastructure components for designing, deploying, and managing composite applications. Oracle SOA Suite enables services to be created, managed, and orchestrated into composite applications and business processes. Composites enable you to easily assemble multiple technology components into one SOA composite application. An important component of Oracle SOA Suite is Oracle WSM Policy Manager. Oracle WSM Policy Manager provides the infrastructure for enforcing global security and auditing policies. By securing various endpoints and setting and propagating identity, it secures applications. Oracle WSM Policy Manager provides a standard mechanism for signing messages, performing encryption, performing authentication, and providing role-based access control. You also can change a policy without having to change the endpoints or clients for this endpoints, providing greater flexibility and security monitoring for your enterprise. The Oracle Business Process Management (Oracle BPM) Suite provides an integrated environment for developing, administering, and using business applications centered around business processes. The Oracle BPM Suite is layered on the Oracle SOA Suite and shares many of the same product components. |
Oracle Secure Enterprise Search (Oracle SES) | Provides a search engine for Oracle Fusion Applications Search. For more information on Oracle SES, see the following guides:
For more information on how Oracle SES and ECSF provide Oracle Fusion Applications Search, see Chapter 7, "Managing Search with Oracle Enterprise Crawl and Search Framework." |
Oracle WebCenter | Enables you to create social applications, enterprise portals, collaborative communities, and composite applications, built on a standards-based, service-oriented architecture. Oracle WebCenter combines dynamic user interface technologies with which to develop rich internet applications, the flexibility and power of an integrated, multichannel portal framework, and a set of horizontal Enterprise 2.0 capabilities delivered as services that provide content, collaboration, presence, and social networking capabilities. Based on these components, Oracle WebCenter also provides an out-of-the-box, enterprise-ready customizable application, WebCenter Spaces, with a configurable work environment that enables individuals and groups to work and collaborate more effectively. See the Oracle Fusion Middleware Administrator's Guide for Oracle WebCenter. |
Oracle WebGate | Acts as a communicator plug-in that accepts users requests through Oracle HTTP Server and communicates with Oracle Access Manager. |
Oracle WebLogic Communication Services | Provides click-to-dial functionality for applications primarily through contextual actions. Contextual actions provide related information and actions to users within the immediate context of the object instances upon which they act. For more information for enabling these services, see Chapter 8, "Managing Oracle WebLogic Communication Services for Click-to-Dial Functionality." |
Oracle WebLogic Server | Supports the deployment of mission-critical applications in a robust, secure, highly available, and scalable environment. Oracle WebLogic Server is an ideal foundation for building applications based on service-oriented architecture (SOA). See the Oracle Fusion Middleware Introduction to Oracle WebLogic Server. |
The Oracle Database contains the schemas and tablespaces required for both the Oracle Fusion Applications and for your applications. Oracle Fusion Applications does not support other databases.
Oracle Fusion Applications encryption APIs mask data such as credit card numbers in application user interface fields. For encryption and masking beyond that, Transparent Data Encryption (TDE) and Oracle Database Vault (ODV) are certified but optional with Oracle Fusion Applications.TDE and ODV provide information lifecycle protections, such as the following:
ODV establishes limitations on the power of privileged users to access sensitive data through segregation of duties policies on DBA roles and by securely consolidating application data in the database. These limitations prevent DBAs and other privileged users from overriding the protections placed on sensitive data by the Virtual Private Database (VPD). Oracle Fusion Applications deploys with the ODV enabled when it is installed.TDE prevents access to PII in the file system or on backups or disk. TDE protects confidential data, such as credit card and social security numbers. TDE encrypts sensitive table data stored in data files at the tablespace level.
For more information about ODV and TDE, see the Oracle Fusion Applications Security Guide.
Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) enables you to manage a single product family in an Oracle WebLogic Server domain for the Oracle Fusion Applications environment, including the products, applications, and Oracle Fusion Middleware components. As a part of management, you can monitor the runtime performance metrics for the various Oracle Fusion Applications and Oracle Fusion Middleware components. See Section 2.5 for more information about Fusion Applications Control and Section 2.2 for a comparison with Cloud Control.
Oracle Enterprise Manager Cloud Control (Cloud Control) enables you to monitor and manage the complete IT infrastructure for Oracle Fusion Applications from a single console. You can monitor all the product families, Oracle Fusion Middleware components, and the Oracle Database. For example, you can monitor all the Oracle WebLogic Server domains for all the product families from one console. See Section 2.7 for more information about Fusion Applications Control and Section 2.2 for a comparison with Fusion Applications Control.
Oracle Enterprise Manager Database Control (Database Control) enables you to manage the Oracle Database.
Using Database Control, you can perform administrative tasks such as creating schema objects (tables, views, indexes, and so on), managing user security, managing database memory and storage, backing up and recovering your database, and importing and exporting data. You can also view performance and status information about your database.
For more information, see the "Introduction to Oracle Enterprise Manager Database Control" section in the Oracle Database 2 Day DBA.
Before you begin administering Oracle Fusion Applications, it is important to understand the basics of installation, how Oracle WebLogic Server domains are configured, and the basic directory structure.
This section contains the following topics:
Provisioning is the entire set of operations required to install, configure, and deploy applications product offerings from a system point of view. It performs these operations:
This orchestration by a single processing engine ensures that all components interact smoothly and consistently in the applications environment.
For detailed information about provisioning and installing an Oracle Fusion Applications environment, see Oracle Fusion Applications Installation Guide.
This section contains the following topics:
You choose options from the Installation Wizard menu to initiate one installation-related processes:
You must have installed and configured a transaction database before you install product offerings. You can use the Installation Wizard to create an empty, single-instance database instance. This is a discrete and separate task from the other provisioning options. Alternatively, you can install the database manually without using the wizard.
In either case, you finish the database installation by running the Oracle Fusion Applications Repository Creation Utility (Applications RCU) to load applications and middleware content into the database. This process creates the applications and middleware schemas, loads seed data, and creates the tablespaces, as well all other required packages.
For more information about creating a database with Applications RCU, see the Oracle Fusion Applications Installation Guide.
See "What Is an Oracle WebLogic Server Domain?" in the Oracle Fusion Middleware Administrator's Guide to understand the following concepts for Oracle WebLogic Server:
During installation, the applications for a single product family are deployed to one Oracle WebLogic Server domain. Within a single domain, an Administration Server hosts the application for Fusion Applications Control, and the Java EE applications for the product family deploy to the Managed Servers. The Managed Servers are grouped together into a cluster for each application of the product family. Figure 1-3 shows a domain with an Administration Server and three Managed Servers in clusters. If you want to scale out the Java EE application, you simply add new servers to the cluster. In an Oracle Fusion Applications environment, the domains are predefined so that the product families and their dependencies are always stored in a standardized arrangement.
As an example of greater detail for a product family, Figure 1-4 shows a portion of the domain for the Oracle Fusion Financials product family with an Administration Server and eight Managed Servers in a cluster. The applications are each deployed to a Managed Server within a cluster. In addition to the applications for Oracle Fusion Financials, the domain also contains an Oracle Enterprise Scheduler Service cluster and a SOA cluster. The Oracle Enterprise Scheduler (ESSAPP
) application manages job requests for the product family. The SOA Infrastructure (soa-infra
) application hosts the SOA composites for the applications in the product family.
Figure 1-5 shows an Oracle Fusion Applications environment with multiple product families, each in separate Oracle WebLogic Server domains. The CommonDomain
is the domain in the Oracle Fusion Setup product family.
An installation of Oracle Fusion Applications contains two mount point directories, APPLICATIONS_BASE
for the binaries and APPLICATIONS_CONFIG
for the configuration files. The APPLICATIONS_BASE
and APPLICATIONS_CONFIG
directories contain various types of home directories. The home directories described in Table 1-4.
Table 1-4 Home Directories
Home Directory | Description | Variable Representation |
---|---|---|
Applications base | This directory is the top-level directory for the Oracle Fusion Applications binaries. You specify the location of this top-level directory at the time of provisioning. Figure 1-6 represents this directory as | APPLICATIONS_BASE |
Applications configuration | This directory is the top-level directory for the Oracle Fusion Applications configuration files. You specify a location for this top-level directory at the time of provisioning. Figure 1-6 represents this directory as | APPLICATIONS_CONFIG |
Middleware home | This directory provides a container for the Oracle WebLogic Server home, an Oracle Common home, and one or more Oracle homes for components. A Middleware home can reside on a local file system or on a remote shared disk that is accessible through Network File System (NFS). An installation of Oracle Fusion Applications creates two Middleware homes:
For operations on specific Middleware home directories, this guide refers to each Middleware home by its product name or specifies the directory. For example, the Middleware home for Oracle Fusion Applications is referred to as the Oracle Fusion Applications Middleware home or the | MW_HOME FA_MW_HOME WT_MW_HOME |
Oracle Business Intelligence configuration home | This directory contains the configuration files for the Oracle Business Intelligence installation. | BI_CONFIG_HOME |
Oracle Common home | This directory contains the binary and library files required for Fusion Applications Control, test to production, and Java Required Files (JRF). The Java Required Files include the Oracle ADF libraries, a number of other components shared by the product suites included in a given installation, and components such as Oracle Metadata Service (MDS) and Oracle Platform Security Services (OPSS). | ORACLE_COMMON_HOME |
Oracle Database client home | This directory provides a container for the Oracle Database client software files. | DBCLIENT_ORACLE_HOME |
Oracle WebLogic Server home | This directory contains installed files necessary to host Oracle WebLogic Server. The Oracle WebLogic Server home directory is a peer of Oracle home directories and resides within the directory structure of the Middleware home. | WL_HOME |
Oracle home | This directory contains installed files necessary to host a specific component or software suite. For example, the files for Oracle SOA Suite are stored in an Oracle home directory named An Oracle home resides within the directory structure of the Middleware home. There can be multiple Oracle homes within each Middleware home. This guide refers to each Oracle home by product name or specifies the directory. For example, the Oracle home for Oracle SOA Suite is referred to as the SOA Oracle home or the | ATGPF_ORACLE_HOME FA_ORACLE_HOME JROCKIT_ORACLE_HOME SOA_ORACLE_HOME WC_ORACLE_HOME WG_ORACLE_HOME WT_ORACLE_HOME |
Oracle Web Tier configuration home | This directory contains the configuration files for the Oracle Web Tier installation. | WT_CONFIG_HOME |
Oracle WebLogic Server domain home | This directory contains the configuration files for the Administration Server and the Managed Servers for the product family. | DOMAIN_HOME |
Figure 1-6 shows the relationship of the home directories using the Oracle Fusion Financials product family on a UNIX environment as an example. The Oracle Database and the Oracle Identity Management is not included, as they are installed separately from provisioning.
For more information about the detailed directory structure, see the Oracle Fusion Applications Installation Guide.
To gain a better understanding of where administration fits into the overall process for installing, administering, and implementing Oracle Fusion Applications, see the Oracle Fusion Applications Administrator and Implementor Roadmap.
Prior to using the administrative procedures in this guide, ensure the Oracle Fusion Applications environment is provisioned, as described in the Oracle Fusion Applications Installation Guide.
The following provides a summary of the steps to configure, manage, and perform ongoing maintenance of an Oracle Fusion Applications environment after you have installed the software:
In addition to this guide, refer to the following guides for tasks that you may need to perform, depending on your business needs:
This part describes basic administration tasks.
Part II contains the following chapters:
This chapter provides information you need to get started administering your Oracle Fusion Applications environment, including information about the tools you use.
Prior to using the administrative procedures in this chapter and the rest of this guide, ensure the Oracle Fusion Applications environment is provisioned, as described in the Oracle Fusion Applications Installation Guide.
This chapter contains the following topics:
Oracle provides several tools to administer the Oracle Fusion Applications, the Oracle Fusion Middleware layer, and the Oracle Database within your Oracle Fusion Applications installations. Use these tools, rather than directly editing configuration files, to perform all administrative tasks unless a specific procedure requires you to edit a file. Editing a file may cause the settings to be inconsistent and generate problems.
The primary administration tools for Oracle Fusion Applications are described in Table 2-1.
Table 2-1 Administration Tools for Oracle Fusion Applications
Tool | Description |
---|---|
Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) | Enables you to monitor and administer a product family within the Oracle Fusion Applications environment. See Section 2.5. |
Oracle Enterprise Manager Cloud Control (Cloud Control) | Enables you to monitor and administer the entire Oracle Fusion Applications environment, including product families, Oracle Fusion Middleware components across all Oracle WebLogic Servers, and the Oracle Database. See Section 2.2 to understand the key difference between Cloud Control and Fusion Applications Control, and see Section 2.7 to get started with using Cloud Control. |
Oracle Fusion Functional Setup Manager | Guides you through the tasks of setting up the functional data and reference data. See Section 2.5. |
Oracle Fusion Applications Diagnostic Dashboard | Enables you to register, execute, and monitor diagnostic tests for Oracle Fusion Applications, and also work with diagnostic test registration tags and purge diagnostic test results. See Chapter 13. |
The primary administration tools for Oracle Fusion Middleware are described in Table 2-2.
Table 2-2 Administration Tools for Oracle Fusion Middleware
Tool | Description |
---|---|
Fusion Applications Control | Enables you to monitor and administer Oracle Fusion Middleware components within an Oracle WebLogic Server domain for a specific product family within the Oracle Fusion Applications environment. See Section 2.5. Fusion Applications Control also includes a System MBean Browser that enables you browse the MBeans for an Oracle WebLogic Server or for a selected application. See "Getting Started Using the Fusion Middleware Control MBean Browsers" in the Oracle Fusion Middleware Administrator's Guide. |
Oracle Enterprise Manager Cloud Control (Cloud Control) | Enables you to monitor and administer the entire Oracle Fusion Applications environment, including product families, Oracle Fusion Middleware components across all Oracle WebLogic Servers, and the Oracle Database. See Section 2.2 to understand the key difference between Cloud Control and Fusion Applications Control, and see Section 2.7 to get started with using Cloud Control. |
Oracle WebLogic Server Administration Console | Enables you to manage the Oracle WebLogic Server in each domain. See Section 2.3 to understand the when to use Administration Console, and see Section 2.7 to get started with using the Administration Console. |
Oracle Fusion Middleware command-line tools | Enables you to manage Oracle Fusion Middleware components. See "Getting Started Using Command Line Tools" in the Oracle Fusion Middleware Administrator's Guide to learn about the Oracle Weblogic Scripting Tool (WLST) and the Oracle Process Manager and Notification Server (OPMN). |
Middleware support for application security | The Oracle Fusion Applications environment includes the following tools for managing application security:
For an overview and information about Fusion security as it is relevant specifically to Oracle Fusion Applications, including details about how to interact with the Fusion Security infrastructure to implement and administer security for your enterprise, see the Oracle Fusion Applications Security Guide. |
The primary administration tools for the Oracle Database are described in Table 2-3.
Table 2-3 Administration Tools for the Oracle Database
Tool | Description |
---|---|
Oracle Enterprise Manager Database Control | Enables you to monitor and manage the Oracle Database for the Oracle Fusion Applications. See the Oracle Database 2 Day DBA. |
Cloud Control | Enables you to monitor historical data for the Oracle Database. See Section 2.7. |
You can manage your Oracle Fusion Applications environment using Fusion Applications Control or Cloud Control.
Fusion Applications Control organizes a wide variety of performance data and administrative functions into distinct, Web-based home pages for the farm, cluster, domain, servers, components, and applications. The Fusion Applications Control home pages make it easy to locate the most important monitoring data and the most commonly used administrative functions all from your Web browser. Fusion Applications Control is automatically installed with each Oracle WebLogic Server domain for each product family during an Oracle Fusion Applications installation. For more information about this control, see Section 2.5.
Managing several farms from different, distinct Fusion Applications Controls becomes very difficult in an Oracle Fusion Applications environment. For centralized management and additional management functionality (such as historical data collections for performance trending, email and page notifications for potential availability or performance problems, and service level management), you can use Cloud Control.
Cloud Control enables you to monitor all the product families, Oracle Fusion Middleware components, and the Oracle Database across the entire Oracle Fusion Applications environment from one console. To use Cloud Control, you need to separately install Oracle Enterprise Manager Cloud Control 12c (12.1.0.1) with the Application Management Pack for Oracle Fusion Applications. For more information about this control, see Section 2.7. For more information about installing Cloud Control, see the following documentation:
Fusion Applications Control and Oracle WebLogic Server Administration Console are graphical user interfaces that you can use to monitor and administer your environment. Use Table 2-4 to locate the task you are performing.
Table 2-4 Comparing Fusion Applications Control and WebLogic Server Administration Console
Task | Tool to Use |
---|---|
Manage Oracle WebLogic Server | Use: |
Create additional Managed Servers | WebLogic Server Administration Console |
Clone Managed Servers | WebLogic Server Administration Console |
Cluster Managed Servers | WebLogic Server Administration Console |
Start and stop Oracle WebLogic Server | Fusion Applications Control or WebLogic Server Administration Console |
Add users and groups | WebLogic Server Administration Console if using the default embedded LDAP; if using another LDAP server, use the LDAP server's tool |
Manage Data Sources | Use: |
Create data sources | WebLogic Server Administration Console |
Create connection pools | WebLogic Server Administration Console |
Manage JMS Resources | Use: |
Create JMS queues | WebLogic Server Administration Console |
Configure advanced queuing | WebLogic Server Administration Console |
Manage SOA environment | Use: |
Deploy and undeploy SOA Composite applications | Fusion Applications Control |
Monitor SOA Composite applications | Fusion Applications Control |
Modify Oracle BPEL Process Manager MBean properties | Fusion Applications Control |
Debug applications such as Oracle BPEL Process Manager applications | Fusion Applications Control |
ADF Applications | Use: |
Deploy and undeploy ADF applications | Fusion Applications Control |
Java EE applications | Use: |
Deploy and undeploy Java EE applications | WebLogic Server Administration Console or Fusion Applications Control |
Security | Use: |
Configure and manage auditing | Fusion Applications Control |
Configure SSL | WebLogic Server Administration Console for Oracle WebLogic Server Fusion Applications Control for Java components and system components. See Chapter 4. |
Change passwords | WebLogic Server Administration Console |
Manage Components | Use: |
View and manage log files | Fusion Applications Control for most log files. See Section 13.6. WebLogic Server Administration Console for the following logs: DOMAIN_HOME/servers/server_name/logs/access.log DOMAIN_HOME/servers/server_name/data/ldap/log/EmbeddedLDAP.log DOMAIN_HOME/servers/server_name/data/ldap/log/EmbeddedLDAPAccess.log |
Change ports | WebLogic Server Administration Console for Oracle WebLogic Server and Java components For some system components, Fusion Applications Control. |
Manage Oracle HTTP Server | Fusion Applications Control |
Start and stop components | Fusion Applications Control |
Start and stop applications | Fusion Applications Control |
To locate the port for the Administration Server and other administrative URLs for the Oracle WebLogic Server domains, use the summary file saved during provisioning.
During provisioning of Oracle Fusion Applications, on the Summary page of the Provisioning Wizard, when you clicked Finish, you saved the plan and the summary in a text document that summarizes the details of this plan. For more information about using the Provisioning Wizard, see "Creating a Provisioning Plan" section in the Oracle Fusion Applications Installation Guide.
In the summary file, under the Admin Server
entry for the domain, locate the following subentries:
Managed Server Port
for the Administration Server port Enterprise Manager Welcome Page
for the URL for Fusion Applications Control Admin Server
for the URL for the Oracle WebLogic Server Administration Console Example 2-1 shows an excerpt of the summary file.
Example 2-1 Summary File Excerpt
Fusion Applications Control is a Web browser-based, graphical user interface that you can use to monitor a product family and its products. It also enables you to monitor and administer Oracle Fusion Applications and an Oracle Fusion Middleware farm.
A farm is a collection of components managed by Fusion Applications Control. It can contain an Oracle WebLogic Server domain, one Administration Server, one or more Managed Servers, clusters, and the Oracle Fusion Middleware components that are installed, configured, and running in the domain.
Fusion Applications Control organizes a wide variety of performance data and administrative functions into distinct, Web-based home pages for the product family, products, Oracle Fusion Applications, farm, domain, servers, and Oracle Fusion Middleware components. The Fusion Applications Control home pages make it easy to locate the most important monitoring data and the most commonly used administrative functions for various targets—all from your Web browser.
The section contains the following topics:
For information about the System MBean Browser, see the "Getting Started Using the Fusion Middleware Control MBean Browsers" section in the Oracle Fusion Middleware Administrator's Guide.
If you have worked with Oracle Fusion Middleware, then you may already be familiar with Fusion Middleware Control. Fusion Middleware Control enables you to monitor and administer a farm. Fusion Applications Control provides all the functionality available in Fusion Middleware Control plus functionality specific to Oracle Fusion Applications.
Many procedures throughout this guide reference content in Oracle Fusion Middleware guides, which describes using Fusion Middleware Control. Where these references occur, the same procedures also apply to Fusion Applications Control. Where the controls vary, the procedures for Fusion Applications Control are contained within this guide.
To display Fusion Applications Control for a given Oracle WebLogic Server domain:
where product_family
internal.
domain
.
port
is the host and domain of the Oracle HTTP Server or a Load Balancer.
During provisioning of Oracle Fusion Applications, on the Summary page of the Provisioning Wizard, when you clicked Finish, you saved the plan and the summary in a text document that summarizes the details of this plan. For more information about using the Provisioning Wizard, see "Creating a Provisioning Plan" in the Oracle Fusion Applications Installation Guide.
In the summary file, for the domain, find the Enterprise Manager Welcome Page
entry to locate the URL. For example:
The login page displays.
In an Oracle Fusion Applications installation, this user is the super user specified on the Identity and Policy Management page of the Provisioning Wizard. See "Identity and Policy Management Configuration" section in the Oracle Fusion Applications Installation Guide for information about using the Identity and Policy Management Configuration page and Section 4.8.5.2 to change the password.
At any time while using the Fusion Applications Control, you can click Help > Enterprise Manager at the top of the page to get more information. In most cases, the Help window displays a help topic about the current page. Click Contents in the Help window to browse the list of help topics, or click Search to search for a particular word or phrase.
Fusion Applications Control displays the target navigation pane on the left and the content pane on the right. For example, when you first log in to Fusion Applications Control, the product family home page is displayed on the right.
From the target navigation pane, you can expand the tree and select either targets for the product family or the farm. See Section 2.5.5 for more information about the target navigation pane.
When you select a target, the target home page displays in the content pane and that target's menu is displayed at the top of the page, in the context pane. For example, if you select a product family, the product family menu is displayed. You can also view the menu for a target by right-clicking the target in the navigation pane.
Figure 2-1 shows the target navigation pane and the home page of a product family. Because a product family was selected, the dynamic target menu listed in the context pane is the product family menu.
In the preceding figure, the following items are called out:
The menu for a specific target contains the same operations as those in the Dynamic Target Menu.
Table 2-5 describes some common ways you can navigate within Fusion Applications Control.
Table 2-5 Navigating within Fusion Applications Control
To: | Take This Action: |
---|---|
View all of the targets in the farm | Click the Expand All icon at the top of the target navigation pane. |
Navigate to a target | Select the target in the target navigation pane. Selecting the product family from the top of the displays the product family home page and selecting the farm displays the farm home page. You can expand the product family and the farm for additional targets. |
Operate on a target | Right-click the target in the target navigation pane. The target menu display. Alternatively, you can select the target and use the dynamic target menu in the context pane. |
Return to the target's home page | Click the target name at the top left-hand corner of the context pane. |
Refresh a page with new data | Click the Refresh icon in the top right of the context pane. |
Return to a previous page | Click the breadcrumbs, which appear below the context pane. The breadcrumbs appear when you drill down in a target. For example, from the WebLogic Server menu, choose Logs >View Log Messages. Select a log file and click View Log File. The breadcrumbs show: Log Messages > Log Files > View Log File: logfile_name |
View the host on which the target is running | Select the target in the target navigation pane and view the host name in the target's context pane. You can also view the host name by clicking the General Information icon. |
Return to the product family home page | Click the Oracle Enterprise Manager logo at the top left of the page. |
View the topology | Click Topology. |
View a server log file | Right-click the server name in the target navigation pane. Choose Logs > View Log Messages to see a summary of log messages and to search log files. |
In addition, from Fusion Applications Control, from the home pages of targets such as the Administration Server or Managed Servers, you can access the WebLogic Server Administration Console. For information about configuring single sign-on between Fusion Middleware Control and the WebLogic Server Administration Console, see "Configuring Single Sign-On for Administration Consoles" in the Oracle Fusion Middleware Enterprise Deployment Guide for Oracle Identity Management (Oracle Fusion Applications Edition).
Figure 2-2 shows the target navigation pane. The product family tree enables you to view an Oracle Fusion Applications product or application target. The farm tree enables you to select an Oracle WebLogic Server domain, an Oracle WebLogic Server Managed Server, an Oracle Fusion Middleware component, an application, or an Oracle Metadata Repository.
To navigate to the product family and product administration pages in Fusion Applications Control:
The following figure shows the Product Family menu:
The following figure shows the Product menu:
The Product Family and Product menu displays the options described in Table 2-6.
Table 2-6 Product Family and Product Target Menu Options
Menu Option | Description |
---|---|
Home | Displays the product family or product home page. For more information about this page, see Section 9.2 and Section 9.3. |
Control | This option provides options for starting and stopping all the cluster applications in the product family. These options do not start and stop the Managed Servers, which is recommended when starting and stopping all applications in a product family. Instead of these options, use one of the start and stop use cases described in Section 3.3. |
Logs | Displays the options to either view log messages or configure log messages for all the applications in the product family. For more information, see Section 13.6. |
Key Performance Indicators | Displays the Key Performance Indicators page for viewing the middle-tier metrics for the product family or product. see Section 2.5.7, Section 9.9, and Section 9.10. |
System Performance | Displays the System Performance page for viewing the middle-tier metrics for the product family, see Section 2.5.7 and Section 10.3.1. |
Applications and Infrastructure | Displays the Applications and Infrastructure page to view the status of Oracle Fusion Applications and Oracle Fusion Middleware components for the product family. See Section 9.8 for more information about using this page for monitoring applications, and see Section 10.2.1 for more information about using this page for monitoring Oracle Fusion Middleware. |
General Information | Displays general details about the target. |
Fusion Applications Control automatically and continuously measures run-time performance. The performance metrics are automatically enabled; you do not need to set options or perform any extra configuration to collect them.
If you encounter a problem, such as an application that is running slowly or is hanging, you can view more detailed performance information, including performance metrics for a particular target, to find out more information about the problem. In many cases, these metrics are shown in interactive charts; other times they are presented in tabular format. The best way to use and correlate the performance metrics is from the Performance Summary page for the component or application you are monitoring.
To view the performance of a target with Fusion Applications Control:
The Performance Summary page displays.
The following figure shows the System Performance page for a product family with the Metric Palette displayed:
Alternatively, you can display historical business metrics of the same product instance. Select Overlay > Today with Yesterday, This Week with Last Week or This Month with Last Month.
Use the Fusion Applications Control online help to obtain a definition of a specific performance metric. There are two ways to access this information:
To access Fusion Applications Control and perform tasks, you must have the appropriate role. Fusion Applications Control uses the Oracle WebLogic Server security realm and the roles defined in that realm. If a user is not granted one of these roles, the user cannot access Fusion Applications Control.
Each role defines the type of access a user has. For example, a user with the role Admin has full privileges. A user with the role Operator has privileges to perform essential day-to-day operations. A user with the role Monitor has privileges only to view the configuration.
For more information, see "Users, Groups, and Security Roles" in the Oracle Fusion Middleware Securing Resources Using Roles and Policies for Oracle WebLogic Server.
Oracle WebLogic Server Administration Console is a Web browser-based, graphical user interface that you use to manage an Oracle WebLogic Server domain.
While Fusion Applications Control is the primary administrative interface, use Administration Console as specified by Table 2-4 and wherever recommended in procedures in this guide.
The section contains the following topics:
To display Oracle WebLogic Server Administration Console for a given Oracle WebLogic Server domain:
where product_family
internal.
domain
.
port
is the host and domain of the Oracle HTTP Server or a Load Balancer.
During provisioning of Oracle Fusion Applications, on the Summary page of the Provisioning Wizard, when you clicked Finish, you saved the plan and the summary in a text document that summarizes the details of this plan. For more information about using the Provisioning Wizard, see "Creating a Provisioning Plan" in the Oracle Fusion Applications Installation Guide.
In the summary file, for the domain, find the Enterprise Manager Welcome Page
entry to locate the URL. For example:
The login page displays.
In an Oracle Fusion Applications installation, this user is the super user specified on the Identity and Policy Management page of the Provisioning Wizard. See "Identity and Policy Management Configuration" section in the Oracle Fusion Applications Installation Guide for information about using the Identity and Policy Management Configuration page and Section 4.8.5.2 to change the password.
The home page displays, as shown in the following figure:
Alternatively, you can access the Administration Console from Fusion Applications Control, from the home pages of targets such as the Administration Server or Managed Servers.
Before you make configuration changes, lock the domain configuration, so you can make changes to the configuration while preventing other accounts from making changes during your edit session. To lock the domain configuration:
As you make configuration changes using the Administration Console, you click Save (or in some cases Finish) on the appropriate pages. This does not cause the changes to take effect immediately. The changes take effect when you click Activate Changes in the Change Center. At that point, the configuration changes are distributed to each of the servers in the domain. If the changes are acceptable to each of the servers, then they take effect. If any server cannot accept a change, then all of the changes are rolled back from all of the servers in the domain. The changes are left in a pending state; you can then either edit the pending changes to resolve the problem or revert to the previous configuration.
Cloud Control enables you to monitor runtime and historical data for the Oracle Fusion applications, Oracle Fusion Middleware components, and Oracle Database across the entire environment.
For an overview of Cloud Control, see the "Overview of Enterprise Manager Cloud Control 12c" chapter in Oracle Enterprise Manager Concepts.
Application Management Pack for Oracle Fusion Application is required to be licensed with Oracle Fusion Applications, and must match the number of licenses for the associated Oracle WebLogic Suite and Oracle WebLogic Suite for Oracle Fusion Applications and Oracle SOA Suite for Oracle Middleware or Oracle SOA Suite for Oracle Middleware for Oracle Fusion Applications. For more information about other Oracle Enterprise Manager products that can be licensed with Oracle Fusion Applications, see the Oracle Enterprise Manager Licensing Information.
The section contains the following topics:
For specific uses of Cloud Control with an Oracle Fusion Applications environment, see the following sections:
To use Cloud Control, you need to separately install Oracle Enterprise Manager Cloud Control 12c (12.1.0.1) with the Application Management Pack for Oracle Fusion Applications. For more information about installing Cloud Control, see the Oracle Enterprise Manager Cloud Control Basic Installation Guide.
To display Cloud Control:
where oms_hostname
and oms_hostname
are the host and port number of the Oracle Management Service.
The login page displays.
SYSMAN
, that is created with the password you specified during the installation, and then click Login. The home page displays. This page provides a high-level view of your entire enterprise. For more information about this page, see Section 2.7.4 and click the Help link at the top of the page.
For more information, access the Enterprise Manager documentation library at the following URL and view the Oracle Enterprise Manager Licensing Information Guide: http://www.oracle.com/technetwork/indexes/documentation/index.html
The Add Fusion Instance: Functional Setup wizard displays.
CommonDomain
is in the Administration Server Host field. As you work with your Oracle Fusion Applications environment, you may add additional targets through provisioning and scalability. When these types of changes occur, you can refresh the instance to add the new components as targets within a Fusion Instance already being managed by Cloud Control. You will typically do this because you need to:
To re-discover Oracle Fusion Applications environment:
The Fusion Applications target home page displays.
The Refresh Fusion Instance wizard opens, pre-populated with existing data for the Fusion Instance.
To re-discover the Oracle Fusion Applications environment:
The Fusion Applications target home page displays.
Figure 2-3 shows the Fusion Applications target home page. This page displays the instance as a whole, product families, and products, giving an aggregate status of incidents and recent configuration changes.
To access the Fusion Applications target home page in Cloud Control:
The Fusion Applications target home page displays. The table on the page lists the Fusion Instances, product families and products for the environment.
The Targets menu enables you to select the type of target you want to monitor. For more information about the Middleware option, see Section 10.5.1.
The Fusion Applications overview page displays a table of Fusion instances. You can expand a given Fusion instance to display the Fusion Applications product families deployed to that instance. Each Fusion Applications product family can be expanded to display the applications within each product family. The following information displays for each item in the table.
The Fusion Applications overview page allows you to create and view Fusion instances. Use the View menu to expand and collapse instances in the table. Click the Add Instance button to add a Fusion instance as a managed target in Cloud Control.
You can drill down to a Fusion instance, product family or product by clicking the relevant item in the table.
From this page, you can also access the global operations for the enterprise from the Enterprise menu:
If you need information about the page or the use cases supported by a particular functionality exposed by the page, then click the Help link on that page at the top of the page. In most cases, the Help window displays a help topic about the current page. Click Contents in the Help window to browse the list of help topics, or click Search to search for a particular word or phrase
Oracle Fusion Functional Setup Manager guides you through the tasks of setting up the functional data and reference data after installation and helps you move the setup data from one environment to another (such as from the development environment to the production environment).
To access the administrative area of Oracle Fusion Functional Setup Manager:
Do not use SQL*Plus, Oracle Data Browser, database triggers, or any other tool to modify Oracle Fusion Applications data unless otherwise instructed.
Oracle provides powerful tools you can use to create, store, change, retrieve, and maintain information in an Oracle database. But if you use Oracle tools such as SQL*Plus to modify Oracle Fusion Applications data, you risk destroying the integrity of your data and you lose the ability to audit changes to your data.
Because Oracle Fusion Applications tables are interrelated, any change you make using an Oracle Fusion Applications form can update many tables at once. But when you modify Oracle Fusion Applications data using anything other than Oracle Fusion Applications, you may change a row in one table without making corresponding changes in related tables.
If your tables get out of synchronization with each other, you risk retrieving erroneous information and you risk unpredictable results throughout Oracle Fusion Applications.
When you use Oracle Fusion Applications to modify your data, Oracle Fusion Applications automatically checks that your changes are valid. Oracle Fusion Applicationsalso keeps track of who changes information. If you enter information into database tables using database tools, you may store invalid information. You also lose the ability to track who has changed your information because SQL*Plus and other database tools do not keep a record of changes.
This chapter describes the common, essential tasks for administering your Oracle Fusion Applications environment.
This chapter contains the following topics:
An important aspect of system administration of the Oracle Fusion Applications environment is performing a range of maintenance life-cycle and management operations. Section 1.3 provides a roadmap of when to perform these essential administrative tasks. In addition to following this roadmap, if you run into performance or security issues, then use the tasks in the chapter to maintain the environment.
In addition to the tasks in this guide, refer to the following documentation for tasks that you may need to perform, depending on your business needs:
Configuration for domains is stored centrally on a shared disk. This location is accessible to all hosts, so the Administration Servers can run from this shared location. Managed Servers can run from either the shared location or from a local disk, that is, a non-network disk, visible only to the processes running on that host. During provisioning of Oracle Fusion Applications, in the Installation Location page of the Provisioning Wizard, you make this decision with the Enable Local Application Configuration option. When you select this option, provisioning copies the domain configuration from the shared server location to the specified local disk, and you run the Managed Servers from the local disk. If you chose not to select this option, then all the Managed Servers are configured to run from the shared disk. See the "Installation Location" section in the Oracle Fusion Applications Installation Guide for information about using the Installation Location page.
You start and stop the Oracle Fusion Applications environment and its components to perform a range of maintenance operations that require process downtime. Understanding the state (that is, up, down, starting, and stopping) of each component in the Oracle Fusion Applications environment is an essential activity when diagnosing and resolving availability and performance issues, and when performing life-cycle and management operations.
A typical Oracle Fusion Applications environment contains the applications, the Oracle Database, and the Oracle Fusion Middleware components. Depending on whether you need to start and stop an individual component or the entire environment, there are many several supported scenarios for performing these operations correctly.
This sections contains the following topics:
For many of the Oracle Fusion Middleware components, you can start and stop in different ways, depending on your requirements. In most situations, you can use Fusion Applications Control, Oracle WebLogic Server Administration Console, or the Oracle WebLogic Scripting Tool (WLST) or Oracle Process Manager and Notification Server (OPMN) commands to start or stop Oracle Fusion Middleware components.
Table 3-1 describes the Oracle Fusion Applications, Oracle Fusion Middleware, and Oracle Database components you can start and stop, and provides information on where to find related documentation for each component.
The procedures referenced in the Oracle Fusion Middleware guides describe using Fusion Middleware Control. These procedure also apply to Fusion Applications Control.
Table 3-1 Starting and Stopping
Component | Description | Documentation |
---|---|---|
Oracle Fusion Applications | ||
Oracle Fusion applications | You can start and stop applications using the WLST command line, the WebLogic Server Administration Console, or Fusion Applications Control. | |
Oracle Fusion Middleware | ||
Administration Server | The Administration server operates as the central control entity for the configuration of the entire Oracle WebLogic Server domain. It maintains the domain's configuration documents and distributes changes in the configuration documents to Managed Servers. The Administration Server serves as a central location from which to manage and monitor all resources in a domain. Oracle WebLogic Server provides several ways to start and stop server instances. The method that you choose depends on whether you prefer using a command-line interface, and on whether you are using Node Manager to manage the server's life cycle. | "Starting an Administration Server with a Startup Script" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server "Starting an Administration Server from the Windows Start Menu" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server "Starting an Administration Server with the java weblogic.Server Command" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server "Starting an Administration Server Using WLST and Node Manager" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server "Starting an Administration Server Using WLST Without Node Manager" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server |
Node Manager | Node Manager is an Oracle WebLogic Server utility that enables you to start, shut down, and restart the Administration Server and the Managed Server instances. On Windows, Node Manager is configured to automatically start by default. | "Node Manager Overview" section in the Oracle Fusion Middleware Node Manager Administrator's Guide for Oracle WebLogic Server |
Managed Server for an application | Managed Servers host business applications, application components, Web services, and their associated resources. Oracle WebLogic Server provides several ways to start and stop server instances. The method that you choose depends on whether you prefer using the Fusion Applications Control, Oracle WebLogic Server Administration Console, or a command-line interface, and on whether you are using Node Manager to manage the server's life cycle. | "Starting Managed Servers with a Startup Script" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server "Starting Managed Servers with the java weblogic.Server Command" section in the Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server "Starting and Stopping Managed Servers Using Fusion Middleware Control" section in Oracle Fusion Middleware Administrator's Guide "Start Managed Servers in a cluster" and "Shutdown servers in a cluster" in the Oracle Fusion Middleware Oracle WebLogic Server Administration Console Online Help |
Oracle Business Intelligence Suite | You can use Fusion Applications Control or the | "Starting and Stopping Oracle Business Intelligence" chapter in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition |
Oracle Enterprise Scheduler Service | You can use Fusion Applications Control to start and stop the Oracle Enterprise Scheduler Service. | |
Oracle HTTP Server | You can use Fusion Applications Control or the | "Starting, Stopping, and Restarting Oracle HTTP Server" section in the Oracle Fusion Middleware Administrator's Guide for Oracle HTTP Server |
Oracle WebLogic Server domain for a product family | When applying a patch that only applies to a product family, you can stop the Oracle WebLogic Server domain for the product family and restart it after you apply the patch without stopping the entire Oracle Fusion Applications environment. You can use Fusion Applications Control to start and stop an Oracle WebLogic Server domain. | |
Oracle WebLogic Server cluster for a product family | If you modify the Oracle WebLogic Server configuration, you must stop and restart the cluster for the configuration changes to take effect. You can start and stop Oracle WebLogic Server clusters with either Fusion Applications Control, Node Manager, or a startup script. | Section 3.3.5.3 for Fusion Applications Control "Using Node Manager to Start Managed Servers in a WebLogic Domain or Cluster" section in Oracle Fusion Middleware Oracle WebLogic Scripting Tool "Starting Managed Servers with a Startup Script" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server |
Oracle Database | ||
Oracle Database | You can start and stop the Oracle database with the Oracle Enterprise Manager Database Control. | "Accessing the Database Home Page" section in the Oracle Database 2 Day DBA |
Some components in the Oracle Fusion Applications environment dependent on one another. Therefore, it is important to start and stop components in the proper order. In the course of normal IT operations, common operations include shutting down computers and starting them back up. Therefore, it is crucial to start and stop Oracle Fusion Applications in a sequential manner.
This section contains the following topics:
To perform a complete start of the Oracle Fusion Applications environment, you must start the Oracle WebLogic Server domain for the Oracle Fusion Setup product family before the domains for the other product families.
Applications may not work correctly until all the Managed Servers in all domains have been started.
The section contains the following topics for performing a complete start of the Oracle Fusion Applications environment:
The fastartstop
utility provides an alternative way to starting the Administration Servers and Managed Servers for all the product families in one step. See Section 3.3.3.
To start the Oracle database instance using Oracle Database Control:
For information about how to access the Database Home page in Oracle Enterprise Manager, see "Accessing the Database Home Page" section in the Oracle Database 2 Day DBA.
The Startup/Shutdown Credentials page appears.
SYS
and the password that you assigned to SYS
during the installation. A confirmation page appears.
The Startup page appears, indicating that the database is being started up. When startup is complete, the Login page appears.
The Database Home page appears indicating that the database instance status is Up.
For information about shutting down and starting up the Oracle database instance, see the "Shutting Down and Starting Up the Oracle Instance" section in the Oracle Database 2 Day DBA.
To start the Oracle Identity Management system components:
ORACLE_HOME
environment variable to the Oracle home for the Oracle Identity Management components. You must start the Oracle WebLogic Server Administration Server for the CommonDomain
domain in the Oracle Fusion Setup product family from a shared disk. The applications and other product families depend on topology information in the Administration Server in the Oracle Fusion Setup product family. For more information about running the Administration Server from a shared location, see Section 3.2.
Optionally, if you need to perform administration tasks for other product families, start the Administration Server for those product families.
When you start the Administration Server, you also start the applications that run on the Administration Server, including the WebLogic Server Administration Console and Fusion Applications Control.
To start an Administration Server, use the following script from the Oracle WebLogic Server domain home directory, which is based on WLST commands:
where DOMAIN_HOME
is located in the following locations:
When the server successfully completes its startup process, it writes the following message to standard out (which, by default, is the command window):
Another alternative to starting the Administration Servers and Managed Servers for all the product families is the fastartstop
utility. See Section 3.3.3.
See the following documentation resources to learn more about other methods for starting and stopping the Administration Servers:
Depending on the configuration established during provisioning, you can start Oracle WebLogic Server Managed Servers from either a shared or local disk. See Section 3.2.
To start Oracle WebLogic Server Managed Servers, use the following script from the Oracle WebLogic Server domain home directory, which is based on WLST commands:
where managed_server_name
specifies the name of the Managed Server and admin_url
specifies the listen address (host name, IP address, or DNS name) and port number of the domain's Administration Server. See Section 2.4 for more information on locating the Administration Server port. When prompted, enter your user name and password.
When the server successfully completes its startup process, it writes the following message to standard out (which, by default, is the command window):
Another alternative to starting the Administration Servers and Managed Servers for all the product families is the fastartstop
utility. See Section 3.3.3.
See the following documentation resources to learn more about other methods for starting and stopping the Managed Servers:
See "Starting and Stopping Oracle Business Intelligence" in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
To start the Oracle HTTP Server using opmnctl
:
To start Oracle HTTP Server using Fusion Applications Control:
You can follow these procedures when you need to completely shut down the Oracle Fusion Applications environment. For example, when preparing to perform a complete backup of your environment, or apply a patch.
The section contains the following topics for performing a complete stop of the Oracle Fusion Applications environment:
The fastartstop
utility provides an alternative way to stopping the Administration Servers and Managed Servers for all the product families in one step. See Section 3.3.3.
To stop the Oracle HTTP Server using opmnctl
:
To stop the Oracle HTTP Server using Fusion Applications Control:
When stopping the Oracle Fusion Applications environment, stop the Administration Server for the product families other than the Oracle Fusion Setup product family first, and then stop the Administration Server for the Oracle Fusion Setup product family. The applications and other product families depend on topology information in the Administration Server in the Oracle Fusion Setup product family. Therefore, you need to stop the Administration Server in the Oracle Fusion Setup product family after the other product families. You stop the Administration Servers from a shared disk.
Use the following script from the Oracle WebLogic Server domain home directory directory, which is based on WLST commands:
where DOMAIN_HOME
is located in the following locations:
When the server successfully completes its shutdown process, it writes the following message to standard out (which, by default, is the command window):
Another alternative to stopping the Administration Servers and Managed Servers for all the product families is the fastartstop
utility. See Section 3.3.3.
See the following documentation resources to learn more about other methods for stopping the Administration Servers:
Depending on the configuration established during provisioning, you can stop Oracle WebLogic Server Managed Servers from either a shared or local disk. See Section 3.2.
To stop the Managed Servers, use the following script from the Oracle WebLogic Server domain home directory, which is based on WLST commands:
where managed_server_name
specifies the name of the Managed Server and admin_url
specifies the listen address (host name, IP address, or DNS name) and port number of the domain's Administration Server. See Section 2.4 for more information on locating the Administration Server port. When prompted, enter your user name and password.
When the server successfully completes its shutdown process, it writes the following message to standard out (which, by default, is the command window):
Another alternative to stopping Administration Servers and Managed Servers for all the product families is the fastartstop
utility. See Section 3.3.3.
See the following documentation resources to learn more about other methods for stopping the Managed Servers:
See "Starting and Stopping Oracle Business Intelligence" in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
To stop the Oracle Identity Management system components:
ORACLE_HOME
environment variable to the Oracle home for the Identity Management components. To stop the Oracle database instance using Oracle Database Control:
For information about how to access the Database Home page in Oracle Enterprise Manager, see "Accessing the Database Home Page" section in the Oracle Database 2 Day DBA.
The Startup/Shutdown Credentials page appears.
SYS
and the password that you assigned to SYS
during the installation. A confirmation page appears.
SHUTDOWN IMMEDIATE
operation on the database. The Shutdown: Activity Information page appears, informing you that the database is being shut down.
The Database Home page indicates that the database instance status is Down.
For information about shutting down and starting up the Oracle database instance, see the "Shutting Down and Starting Up the Oracle Instance" section in the Oracle Database 2 Day DBA.
Another alternative to starting and stopping the Oracle Fusion Applications Administration Servers and Managed Servers is the fastartstop
utility. The fastartstop
utility uses a registry file named SetupDetails.xml
in the following fusionapps
Middleware subdirectories to determine the entities to start and stop:
The fastartstop
script installed with the Oracle Fusion Applications patching framework. After installation, the registry file for each product family is populated with Oracle WebLogic Server domain entries for all product families, including the Oracle Fusion Applications Common Domain in the Oracle Fusion Setup product family. You can use this utility to start all the domains or select domain. When the fastartstop
utility is used to start a domain, all the Managed Servers will be started and the Administration Server of the domain will be stopped after all the Managed Servers have been started. The fastartstop
utility requires Node Manager to run.
While the utility starts and stops the domains, it does not start and stop Oracle HTTP Server, Oracle Identity Management, and the Oracle Database. Therefore, you must start these components separately.
This section contains the following topics:
If the Oracle Fusion Applications patching framework was installed, the fastartstop
utility is available from the following directories:
The following shows the syntax of the fastartstop
utility:
The following example shows starting Managed Servers in SOA cluster for the HCMDomain
domain and the Administration Server of that domain.
Table 3-2 describes the options for the fastartstop
script.
Table 3-2 Options for the fastartstop Script
Options | Description |
---|---|
| Specify the path for the Oracle Fusion Applications installation. |
| Use |
| Specify to start/stop Managed servers within a cluster. This parameter is currently only supported for Oracle SOA Suite clusters ( |
| Specify to display the syntax. |
| Specify the log level for the
|
| Specify whether to start, stop, or restart. |
| Specify the location of the (UNIX) FA_MW_HOME/applications/admin (Windows) FA_MW_HOME\applications\admin |
| Specify |
| Specify the timeout in seconds for the utility to run. |
| Specify the Oracle Fusion Middleware administration user. |
The utility prompts you for the Oracle Fusion Middleware administration user. See Section 4.8.5.2 for more information about changing this password.
The fastartstop
utility generates fastartstop.log
in the following fusionapps
Middleware subdirectories:
Example 3-1 shows the format of a typical entry in the SetupDetails.xml
. It is populated with the CommonDomain
domains details. The other domains are not represented, because they are automatically read from the API. The file contains Oracle WebLogic Server domain information, including the Administration Server, the Managed Servers, and Node Manager.
You can reduce the number of steps required to start the Oracle Fusion Applications environment with the fastartstop
utility.
The section contains the following topics for starting the Oracle Fusion Applications environment with the fastartstop
utility:
To start the Oracle database instance using Oracle Database Control:
For information about how to access the Database Home page in Oracle Enterprise Manager, see "Accessing the Database Home Page" section in the Oracle Database 2 Day DBA.
The Startup/Shutdown Credentials page appears.
SYS
and the password that you assigned to SYS
during the installation. A confirmation page appears.
The Startup page appears, indicating that the database is being started up. When startup is complete, the Login page appears.
The Database Home page appears indicating that the database instance status is Up.
For information about shutting down and starting up the Oracle database instance, see the "Shutting Down and Starting Up the Oracle Instance" section in the Oracle Database 2 Day DBA.
To start the Oracle Identity Management system components:
ORACLE_HOME
environment variable to the Oracle home for the Identity Management components. The fastartstop
utility requires the Node Manager be running.
To start Node Manager, use the startNodeManagerWrapper
utility from the Oracle WebLogic Server domain home directory under the fusionapps
Middleware subdirectory:
From the shared host location, run fastartstop
to start all the domains or specific domains:
For more information about the syntax, see Table 3-2.
To start the Oracle HTTP Server using opmnctl
:
To start Oracle HTTP Server using Fusion Applications Control:
You can reduce the number of steps required to stop the Oracle Fusion Applications environment with the fastartstop
utility.
The section contains the following topics for stopping the Oracle Fusion Applications environment with the fastartstop
utility:
To stop the Oracle HTTP Server using opmnctl
:
To stop the Oracle HTTP Server using Fusion Applications Control:
The fastartstop
utility requires the Node Manager be running.
To start Node Manager, use the startNodeManagerWrapper
utility from the Oracle WebLogic Server domain home directory under the fusionapps
Middleware subdirectory:
From the shared host location, run fastartstop
to stop all the domains or specific domains:
For more information about the syntax, see Table 3-2.
To stop the Oracle Identity Management system components:
ORACLE_HOME
environment variable to the Oracle home for the Identity Management components. To stop the Oracle database instance using Oracle Database Control:
For information about how to access the Database Home page in Oracle Enterprise Manager, see "Accessing the Database Home Page" section in the Oracle Database 2 Day DBA.
The Startup/Shutdown Credentials page appears.
SYS
and the password that you assigned to SYS
during the installation. A confirmation page appears.
SHUTDOWN IMMEDIATE
operation on the database. The Shutdown: Activity Information page appears, informing you that the database is being shut down.
The Database Home page indicates that the database instance status is Down.
For information about shutting down and starting up the Oracle database instance, see the "Shutting Down and Starting Up the Oracle Instance" section in the Oracle Database 2 Day DBA.
When applying a patch that only applies to a product family, you can stop the Oracle WebLogic Server domain for the product family and restart it after you apply the patch. Your environment may require a restart of a domain for reasons other than a patch.
This section contains the following topics:
You stop an Oracle WebLogic Server domain for a product family before applying a patch.
This section contains the following topics for stopping an Oracle WebLogic Server domain for a product family:
Oracle HTTP Server is typically installed on a computer separate from the product family. By stopping Oracle HTTP Server, you stop requests to the entire Oracle Fusion Applications environment. Stopping Oracle HTTP Server before the product family ensures a cleaner shutdown.
To stop the Oracle HTTP Server using opmnctl
:
To stop Oracle HTTP Server using Fusion Applications Control:
When you stop an Oracle WebLogic Server domain for a product family, you stop all the applications on the cluster of Managed Servers in the domain. For example, the Oracle Enterprise Scheduler ESSAPP
application and the SOA Infrastructure soa-infra
application stop running.
To stop a product family domain using Fusion Applications Control:
You start an Oracle WebLogic Server domain for a product family after applying a patch.
This section contains the following topics for starting an Oracle WebLogic Server domain for a product family:
To start the Oracle HTTP Server using opmnctl
:
To stop Oracle HTTP Server using Fusion Applications Control:
When you start an Oracle WebLogic Server domain for a product family, you start the cluster of Managed Servers in the domain and all the applications.
To start a product family domain using Fusion Applications Control:
If you modify the Oracle WebLogic Server configuration, you must stop and restart the cluster for the configuration changes to take effect.
This section contains the following topics:
See "Starting Managed Servers with a Startup Script" section in Oracle Fusion Middleware Managing Server Startup and Shutdown for Oracle WebLogic Server to start the Managed Servers, one at a time, in the cluster.
See "Using Node Manager to Start Managed Servers in a WebLogic Domain or Cluster" section in Oracle Fusion Middleware Oracle WebLogic Scripting Tool.
To stop or restart a cluster using Fusion Applications Control:
You can start and stop applications using the WLST command line, the WebLogic Server Administration Console, or Fusion Applications Control.
Applications may not work correctly until all Managed Servers in all domains have been started.
This section contains the following topics:
To start or stop applications with the WebLogic Scripting Tool (WLST):
fusionapps
Middleware subdirectory, start the WLST: fusionapps
Middleware directory: The application must be fully configured and available in the domain. The startApplication
command returns a WLSTProgress
object that you can access to check the status of the command. In the event of an error, the command returns a WLSTException
. For more information about the WLSTProgress
object, see "WLSTProgress Object" in the Oracle Fusion Middleware Oracle WebLogic Scripting Tool.
To start or stop an application using Fusion Applications Control:
The Fusion Applications target home page displays.
To start or stop all the application instances in a cluster using Fusion Applications Control:
The Fusion Applications target home page displays.
Oracle Database and Oracle Fusion Middleware components and services use ports. Most numbers are assigned during installation. As an administrator, it is important to know the numbers used by these services, and to ensure that the same number is not used by two services on your host.
For some ports, you can specify a number assignment during installation.
You can change the port numbers for some Oracle Fusion Middleware components from Oracle Fusion Applications, Oracle WebLogic Server Administration Console, or the command line.
Table 3-3 lists the port types and provides information on where to find documentation related to changing ports. The procedures referenced in the Oracle Fusion Middleware guides describe using Fusion Middleware Control. These procedure also apply to Fusion Applications Control.
Table 3-3 Changing Ports
Port Type | Documentation for Changing Ports |
---|---|
Oracle Database | "Changing the Oracle Database Net Listener" section in the Oracle Fusion Middleware Administrator's Guide |
Oracle Business Intelligence Suite | "Using Fusion Middleware Control to Scale System Components" section in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition |
Oracle HTTP Server | "Manage Ports" section in the Oracle Fusion Middleware Administrator's Guide for Oracle HTTP Server |
Oracle Enterprise Content Management Suite | "Modifying Server Configuration Parameters for Oracle UCM Content Server" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory for information about changing the for Oracle Universal Content Management Content Server |
Oracle Internet Directory | "Configuring Server Properties" section or the "Setting System Configuration Attributes by Using ldapmodify" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory |
Oracle Virtual Directory | "Configuring Oracle Virtual Directory to Listen on Privileged Ports" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory |
Node Manager | "Overview of Node Manager Configuration" section in the Oracle Fusion Middleware Node Manager Administrator's Guide for Oracle WebLogic Server |
Before you begin configuration, change the passwords for the various accounts to secure passwords. Table 3-4 describes the accounts and provides information on where to find related documentation for each account. The procedures referenced in the Oracle Fusion Middleware guides describe using Fusion Middleware Control. These procedure also apply to Fusion Applications Control.
Table 3-4 Changing Passwords
Password Account | Description | Documentation for Changing the Passwords |
---|---|---|
Oracle Fusion Middleware administration for the Oracle WebLogic Server domain | During the Oracle Fusion Applications installation, you must provide a password for the Oracle Fusion Middleware administration user. By default, this administrator takes the Super User value you specified on the Identity Management page when creating the provisioning plan. The super user is described in the next row of this table. | |
Super User | The super user has the following privileges:
You can change the credentials using Fusion Applications Control or Oracle Platform Security Services (OPSS) scripts. This user is specified on the Identity and Policy Management page of the Provisioning Wizard during installation. See "Identity and Policy Management Configuration" section in the Oracle Fusion Applications Installation Guide for information about this page. Installation establishes the same username and password for all the domains. | Section 4.8.5.2 to change the administrative password "Managing the Credential Store" section in the Oracle Fusion Middleware Application Security Guide |
Oracle Metadata Repository schema | Oracle Metadata Services (MDS) repository contains metadata for the Oracle Fusion Applications and some Oracle Fusion Middleware component applications. The schema passwords are stored in the Oracle database. | "Changing Metadata Repository Schema Passwords" section in the Oracle Fusion Middleware Application Security Guide |
App IDs | Oracle Fusion Applications must rely on a type of credential known as the App ID. Each application has its own App ID which is initially provisioned for the application. | Oracle Fusion Applications Security Hardening Guide |
Node Manager | The Node Manager account authenticates the connection between a client (for example, the Administration Server) and Node Manager. In an Oracle Fusion Applications installation, this user is specified on the Installation Location page of the Provisioning Wizard. See the "Installation Location" section in the Oracle Fusion Applications Installation Guide for information about using this page. | "Specify Node Manager Username and Password" section in the Oracle Fusion Middleware Node Manager Administrator's Guide for Oracle WebLogic Server |
| The | "Default Users and Passwords" section in the Oracle Fusion Middleware Security Guide for Oracle Business Intelligence Enterprise Edition |
To manage your Oracle database:
Managing an Oracle instance includes configuring parameters that affect the basic operation of the Oracle instance. These parameters are called initialization parameters. The Oracle instance reads initialization parameters from a file at startup.
After being read from a file, initialization parameters are retained in memory, where the values for many of them can be changed dynamically. There are two types of parameter files. The type of file used to start the instance determines if dynamic initialization parameter changes persist across database shutdown and startup. The parameter file types are:
The server parameter file is a binary file that can be written to and read by the database. It must not be edited manually. It is stored on the host system on which Oracle Database is running. Changes are made when you use Database Control to modify one or more initialization parameters, or when Oracle Database itself makes changes for self-tuning purposes. Any changes to it persist across database shutdown and startup operations.
A text initialization parameter file is a text file that can be read by the Oracle instance, but it is not written to by the instance. You can change a text initialization parameter file with a text editor, but changes do not take effect until you restart the Oracle instance. When you start the instance with this type of file, you can still change many initialization parameters dynamically with Database Control, but only for the current instance. Unless you also edit the text initialization parameter file and make the same change, the change is lost when you restart the database instance.
As the number of database users increases and the workload increases, you might have to alter some initialization parameters. You can make these changes using the Initialization Parameter page in Oracle Enterprise Manager Database Control, accessible from the Database Configuration section of the Server tab.
Table 3-5 lists specific initialization parameters that you should set and their recommended values.
Table 3-5 Initialization Parameters
Parameter | Recommended Values |
---|---|
| Set this parameter to |
| Set this parameter to |
For information about viewing and modifying initialization parameters, see the "Viewing and Modifying Initialization Parameters" section in the Oracle Database 2 Day DBA.
Oracle Database is made up of physical and logical structures. Physical structures can be seen and operated on from the operating system, such as the physical files that store data on a disk.
Logical structures are created and recognized by Oracle Database and are not known to the operating system. The primary logical structure in a database, a tablespace, contains physical files. The applications developer or administrator may be aware of the logical structure, but may not be aware of the physical structure. The database administrator (DBA), on the other hand, must understand the relationship between the physical and logical structures of a database.
Oracle Database can automate much of the management of its structure. To view a database storage structure using Oracle Enterprise Manager Database Control, go to the Storage section of the Server tab, where you can access the following storage options:
For more information about managing database storage structures, see the "Managing Database Storage Structures" chapter in the Oracle Database 2 Day DBA.
Memory management involves maintaining optimal sizes for the Oracle instance memory structures as demands on the database change. The memory that must be managed are the System Global Area (SGA) memory and the instance Program Global Area (PGA) memory. The instance PGA memory is the collection of memory allocations for all individual PGAs.
Oracle Database can manage the SGA memory and instance PGA memory automatically. You designate only the total memory size to be used by the instance, and Oracle Database dynamically exchanges memory between the SGA and the instance PGA as needed to meet processing demands. This capability is referred to as automatic memory management. In this memory management mode, the database also dynamically tunes the sizes of the individual SGA components and the sizes of the individual PGAs.
To have more direct control over the sizes of the SGA and instance PGA, use the Memory Advisors page of Oracle Enterprise Manager Database Control to disable automatic memory management and enable automatic shared memory management. With automatic shared memory management, you set target and maximum sizes for the SGA. Oracle Database then tunes the total size of the SGA to your designated target, and dynamically tunes the sizes of all SGA components. In this memory management mode, you also implicitly enable automatic PGA memory management. With automatic PGA memory management, you set a target size for the instance PGA. The database then tunes the size of the instance PGA to your target, and dynamically tunes the sizes of individual PGAs.
If you want complete control of individual SGA component sizes, then use the Memory Advisors page of Oracle Enterprise Manager Database Control to disable both automatic memory management and automatic shared memory management. This is called manual shared memory management. In this mode, you set the sizes of several individual SGA components, thereby determining the overall SGA size. You then manually tune these individual SGA components on an ongoing basis. Manual shared memory management mode is intended for experienced DBAs only. Note that in this mode, automatic PGA memory management remains enabled.
To manage memory, use the Memory Advisor page in Database Control, accessible from the Database Configuration section of the Server tab.
For more information about memory management, see the "Managing Memory" section in the Oracle Database 2 Day DBA.
For users to access your database, you must create user accounts and grant appropriate database access privileges to those accounts. A user account is identified by a user name and defines the attributes of the user, including the following:
When you create a user account, you must not only assign a user name, a password, and default tablespaces for the account, but you must also do the following:
In addition, you may want to create user accounts that are used by applications only, such as Fusion Applications. Users do not log in with these accounts; instead, applications use these accounts to connect to the database, and users log in to the applications. This type of user account avoids giving application users the ability to log in to the database directly, where they could unintentionally cause damage.
To administer user accounts using Oracle Enterprise Manager Database Control, go to the Security section of the Server tab, where you can access users and roles.
For more information about administering user accounts, see the "Administering User Accounts and Security" chapter in the Oracle Database 2 Day DBA.
It is necessary to perform various maintenance actions on your applications, their middleware dependencies, and their database components. Maintenance actions include fixing issues that affect the way the applications perform, adding new functionality and features, updating to a higher maintenance level, or providing interoperability to new technology stacks. Patches may be required for maintenance of middleware artifacts, database artifacts, or both. Table 3-6 describes the types of patching and provides information on where to find related documentation.
Table 3-6 Patching
Type of Patching | Description | Documentation for Patching |
---|---|---|
Oracle Fusion Applications | The Oracle Fusion Applications Patching Framework provides the tools needed to sup updates to Oracle Fusion Applications software between major or patch set releases. These tools manage the processes for applying individual patches, patch sets, and release update packs. | Oracle Fusion Applications Patching Guide |
Oracle Fusion Middleware | OPatch patches any Oracle Fusion Middleware component, except Oracle WebLogic Server. For Oracle WebLogic Server, use Smart Update. | Oracle Fusion Middleware Patching Guide for information about patching middleware artifacts |
Oracle Database | Oracle Universal Installer and OPatch manage the patching for Oracle database and third-party software. | Oracle Universal Installer and OPatch User's Guide for Windows and UNIX |
This chapter explains the security features available to all Oracle Fusion applications. It explains the enterprise identity store, identity provisioning, authorization policies, roles, audit trail, SSL configuration, data masking, securing Web services, and customizing security.
This chapter explains the security features available to all Oracle Fusion applications, and it contains the following topics:
The high-level information presented in this chapter includes links to other documents where the topic is explained in detail.
For additional information about application security, see the following documents:
For a detailed list of administrative tasks and pointers to further documentation, see Oracle Fusion Applications Administrator and Implementor Roadmap.
Oracle Fusion Applications use the services of the Oracle Platform Security Services (OPSS) to secure applications.
OPSS is a security platform that provides enterprise product development teams, systems integrators, and independent software vendors with a standards-based enterprise-grade security framework for Java SE and Java EE applications. Using OPSS, Oracle Fusion Applications benefit from the same, uniform security, identity management, and audit services across the enterprise.
The intended audience for this chapter are application security administrators and system security administrators.
Oracle Fusion Applications provisioning sets up the security infrastructure, including:
For instructions about protected URIs and configuring Oracle ADF applications with Oracle Access Manager SSO, see the "Integration with Oracle ADF Applications" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Access Manager with Oracle Security Token Service.
For details about security tasks, including creating and managing users and roles, function and data security, audit, and compliance tasks, see the Oracle Fusion Applications Security Guide.
Oracle Fusion applications run within a container in the Oracle WebLogic Server. This container handles authentication automatically for the application running in it by intercepting all requests to the application and ensuring that users are properly authenticated and the security context is propagated, as appropriate, before the request can proceed forward.
Note: The Subject creation is automatic, but the security context propagation requires application configuration. |
Fusion Applications use LDAP-based authenticators; Fusion Application identity provisioning sets up and wires WebLogic domains with the appropriate authenticators during the Fusion Application installation.
Important: Any LDAP-based authenticator, other than the DefaultAuthenticator, requires that the flagUseRetrievedUserNameAsPrincipal be set. During installation, this flag is automatically set in the DefaultAuthenticator. |
For details about bootstrap identity provisioning, such as super administrators for Fusion pillars, see Section 4.3.
Fusion Applications support the following LDAP identity store types:
Multiple LDAP authenticators can be configured in a given context. For the algorithm that selects the identity store to initialize from a stack of authenticators, see the "Configuring the Identity Store Service" section in the Oracle Fusion Middleware Application Security Guide.
Note: The Oracle WebLogic Server Administration Console is the recommended tool to configure authenticators, but this configuration can also be alternatively carried out with WLST commands. For the list of all available WLST commands, see Oracle Fusion Middleware WebLogic Scripting Tool Command Reference. |
The specification and configuration of LDAP authenticators is carried out with the Oracle WebLogic Administration Console. For details, see the "Configuring Authentication Providers" chapter in the Oracle Fusion Middleware Securing Oracle WebLogic Server.
It is important to keep the username attribute on the authenticator synchronized with the corresponding identity store property. For details, see note at the end of the table of identity store properties in the "LDAP Identity Store Properties" section in the Oracle Fusion Middleware Application Security Guide.
It is also important that the following two time intervals be equal:
Group Hierarchy Cache TTL
, which by default is 60 seconds. jps.subject.cache.ttl
, which by default is 60 seconds. If the Group Hierarchy Cache TTL
value is changed, then that new value must also be set with the system property jps.subject.cache.ttl
. For example, if the value of Group Hierarchy Cache TTL
is changed to 55,000 (milliseconds), then jps.subject.cache.ttl
must be reset as follows:
Provisioning as a whole encompasses all the operations required to install, configure, and deploy applications product offerings. Identity provisioning is a subset of this process which populates the users and groups needed for deployment and ongoing administration.
This section contains the following topics:
During the identity provisioning stage of installation, Oracle Fusion Applications require the existence of certain users with specific privileges. These administrative users reside in a secure, central repository called the identity store. This section explains the phases of identity provisioning, what users or groups are needed for provisioning, and the users and groups that exist at the end of the process.
This section contains the following topics:
The application provisioning process bootstraps the provisioned environment with two administrator groups for each application family.
These two administrator groups are:
A directory group representing the WebLogic Server domain administrators for all the domains.
A directory group with an assigned enterprise role reflecting all the application roles and delegation privileges for all the applications in a given family.
The purpose of creating these "Super Administrators" during provisioning is to enable ongoing administration and/or delegation privileges.
The above process facilitates separation of duties between system administration and application administration responsibilities, but you are free to assign the same user to both hierarchies ("system admin" and "application admin").
Table 4-1 shows the groups that are created for each application family:
Table 4-1 Provisioned Administrator Groups
Product Family/Product | System Administrator Group | Application Administrator Group |
---|---|---|
Oracle Fusion Supply Chain Management |
|
|
Oracle Fusion Customer Relationship Management |
|
|
Oracle Fusion Human Capital Management |
|
|
Oracle Fusion Financials |
|
|
Oracle Fusion Procurement |
|
|
Oracle Fusion Project |
|
|
Oracle Fusion Incentive Compensation |
|
|
In addition a single user, known as the super user, is set up to belong to all the administrator groups. That user becomes the administrator for all middleware and the application administrator for all product families.
Figure 4-1 shows the relationship between these groups.
It is important to distinguish between the two types of super-administrators that exist in the provisioning process.
In the context of the pre-seeded user, provisioning employs an identity known as the App ID that is required to bootstrap the WebLogic domains. The pre-configuration phase of provisioning automatically generates the credential needed for this App ID user.
In the context of the designated super user, during the interview phase of provisioning, you are asked to specify the user ID of the designated "real" user who will be set up as the Middleware Administrator and Functional Setup Manager.
For example, if you want a "real" user such as "cn=john.doe,cn=users,cn=acme,cn=com"
to be the super user, provide "john.doe"
as the user ID during provisioning. This user will be set up as the super user in the identity store.
Note: It should be emphasized that the identity seed data that is used in the LDIF file to configure the WebLogic domains does not use real user DNs. |
When Oracle WebLogic Server is installed, the default authenticator is based on an embedded LDAP store.
As part of Oracle Fusion Applications provisioning, the default authenticator based on the embedded LDAP is deleted. Upon completion of Oracle Fusion Applications provisioning, the primary and only identity store will be your external LDAP store. The bootstrap identity used to configure the domains during the provisioning process will be pre-seeded in the external LDAP through the LDIF file, as explained in Section 4.3.1.2.
The identity provisioning process consists of distinct phases.
In the interview phase, Provisioning Wizard collects the following information:
The next step of the process verifies that the designated super-user exists in the identity store.
The system administrator group is created if needed, and the super user is made a member of the group.
Next, the application domains are created, the LDAP authenticator is enabled, and the WebLogic domain is started up.
Following configuration, the system administrator groups are assigned the appropriate family-level enterprise roles.
At the end of this process, the super user has:
For more information about identity provisioning and using the interview wizard to create a provisioning plan, see the Oracle Fusion Applications Installation Guide.
While there are logical sets of "super" administrative groups (a set of two per application family, consisting of the super-user administrator and the application administrator) you can choose to distribute these functions among fewer individuals. The recommended best practice is to carefully plan the separation of duties, taking into account the real-world operational needs of your site.
Oracle Identity Manager is the best-in-class user provisioning and administration component in Oracle Fusion Middleware.
Oracle Identity Manager automates the process of adding, updating, and deleting user accounts from applications and directories.
Identities can be created and managed when user records are created through activities such as employee hiring and creation of contacts through CRM.
In addition, identities can also be created and managed administratively through the Oracle Identity Manager Administrative Console.
For more information about provisioning and managing identities, see:
Authorization is the most sensitive and application-specific security concept. At its very core, authorization protects access to application resources through the enforcement of policies, which are stored in the domain policy store. Authorization determines what types of actions, tasks, or services a user can access.
In most cases, the definition of application policies begins during the design of the application. This definition includes identifying application privileges and application roles, the hierarchical relationships between application roles, and categorizing them into products and Java EE applications.
The policy model is based on a number of logical entities, such as resource types, resource instances, entitlements (also known as permission sets), application roles, and enterprise roles. For details about these entities and the logical model of a policy, see the "Terminology" section in the Oracle Fusion Middleware Application Security Guide.
This section includes the following topics:
An Oracle Fusion application policy is either a functional policy or a data security policy. Both these policies define who can do what on a resource.
A data security policy includes a condition, while a functional policy does not. The condition identifies a row or a set of rows in a business object, and the privileges the data security grants are for only the data that meets the condition. A functional policy, instead, assigns permissions to resources or code artifacts (such as task flows, pages, Java methods, or UI components) and grants a specific set of actions on each resource.
Data security policies are stored in the transactional database; functional policies are stored in the domain policy store.
Oracle Authorization Policy Manager is the recommended tool to administer application policies once the application has been deployed. This graphical interface tool allows application security administrators to provision, search, and modify application functional and data security policies. Using this tool they can, for example, remove a resource from an entitlement or change the actions granted to a resource in an entitlement.
For details about some of the most frequently uses of Oracle Authorization Policy Manager, see the "Some Frequently Used Operations" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition) where the following typical administrative tasks are described:
For details about configuring application roles, see Section 4.5.1.
Oracle Enterprise Manager Fusion Middleware Control is the recommended tool to administer system policies. These are policies that pertain to the whole domain, as opposed to application policies, which pertain a particular application.
A principal policy is a system policy that grants permissions to a list of users or enterprise groups. A codebase policy is a system policy that grants permissions to a piece of code or a URL (typically represented by an EAR or a JAR file); for example, an application using the Credential Store Framework requires an appropriate codebase policy.
Fusion Middleware Control allows the creation and modification of both these types of system policies. For details about the procedure to follow, see the "Managing System Policies" section in the Oracle Fusion Middleware Application Security Guide.
An alternative way to administer policies (both system and application policies), although not as convenient but occasionally useful, is using WLST commands. For a complete list of security-related commands, see the "WLST Security Commands" section in the Oracle Fusion Middleware Application Security Guide.
The recipient of a grant can be either an application role or an enterprise role. In Oracle Fusion Data Security and policy grants this recipient is identified by a GUID, and it is crucial for the security system to work as expected that these GUIDs be consistent. Since GUIDs are not preserved by migration, the GUIDs in the Oracle Fusion Data Security policies and in the policy store policies must be reconciled when, for instance, migrating to a staging or a production environment.
The java utility program DSDataMigrator
reconciles GUIDs by modifying GUIDs in Oracle Fusion Data Security so that the GUIDs of the role entries in the identity and policy stores are consistent with those in Oracle Fusion Data Security.
DSDataMigrator
needs not be run when:
DSDataMigrator
must be run when:
FndGrantsSD.xml
data was loaded to the database using SDF programs directly bypassing the patching infrastructure. jps-config-jse.xml
contains invalid or incorrect configurations. This section includes the following topics:
Before an administrator runs this command, it is assumed that:
jazn-data.xml
) have been migrated to an Oracle Internet Directory server. MW_HOME/atgpf/atgpf/modules/oracle.applcore.model_11.1.1/Common-Model
.jar
. MW_HOME/atgpf/atgpf/modules/oracle.applcore.model_11.1.1/DataSecurity-Model
.jar
. MW_HOME/oracle_common/modules/oracle.adf.model_11.1.1/adfm.jar
. MW_HOME/oracle_common/modules/oracle.adf.share_11.1.1/adf-share-support.jar
. MW_HOME/oracle_common/modules/oracle.adf.share.ca_11.1.1/adf-share-ca.jar
. MW_HOME/oracle_common/modules/oracle.adf.share.ca_11.1.1/adf-share-base.jar
. MW_HOME/oracle_common/modules/oracle.adf.share_11.1.1/jsp-el-api.jar
. MW_HOME/oracle_common/modules/oracle.adf.businesseditor_11.1.1/adf-businesseditor.jar
. MW_HOME/oracle_common/modules/oracle.adf.share_11.1.1/adflogginghandler.jar
. MW_HOME/oracle_common/modules/oracle.jps_11.1.1/jps-manifest.jar
. MW_HOME/modules/javax.jsp_1.2.0.0_2-1.jar
. MW_HOME/oracle_common/modules/oracle.mds_11.1.1/mdsrt.jar
. MW_HOME/oracle_common/modules/oracle.javatools_11.1.1/resourcebundle.jar
. MW_HOME/oracle_common/modules/oracle.javatools_11.1.1/javatools-nodeps.jar
. MW_HOME/wlserver_10.3/server/ext/jdbc/oracle/11g/ojdbc5.jar
. Notes: The filesCommon-Model.jar and DataSecurity-Model.jar are expected to be in the paths indicated above, but, depending on the environment, the could be installed in some other location. To find out the location of those files in your environment, invoke the following commands at the top of the MW_HOME directory: >find . -name "Common-Model.jar" >find . -name "DataSecurity-Model.jar"
|
DSDataMigrator
is located in the directory oracle.apps.fnd.applcore.dataSecurity.util
, and it has the following syntax (arguments are written in separate lines for the sake of clarity only):
When run and before processing security data, the command prompts the administrator for the database password.
The meaning of the arguments is as follows:
oracle.security.jps.config
specifies the location of the configuration file jps-config-jse.xml
where the policy store and identity store are configured. This file must include the appropriate bootstrap credentials to access the policy store. The following fragment of a configuration file illustrates the specification of credentials for a policy store instance: dsdburl
specifies the URL of the data base where Oracle Fusion Data Security is stored. dsdbuser
specifies the name of the user that can access the data base. silentMode
specifies whether the command should raise exceptions when an entry is not found in the OID server. Set to TRUE
to prevent raising these kind of exceptions; otherwise, set to FALSE
. Default value: FALSE
. forceProcessAllRows
specifies whether all rows in the FND_GRANTS
table should be processed. Set to TRUE
to process all rows in that table; otherwise, set to FALSE
. The default behavior is FALSE
and processes just those rows with the compile_flag
is set to Y
. policyStripe
specifies the name of the Oracle Fusion application stripe in the policy store. Typical values are fscm
, crm
, and hcm
. idStoreOnly
specifies whether only data security grants granting to enterprise roles should be processed. Set to TRUE
to process only grants granting to enterprise roles; otherwise, set to FALSE
to process all grants. When set to TRUE
, the value of the argument policyStripe
is ignored. Default value: FALSE
. validationMode
specifies to run the script in read only mode (validation mode). Set to TRUE
to run the script without updating the database data. Set to FALSE
to run the script and update database data. Default value: FALSE
. A validation run of the script is useful to find out if any reconciliation is needed between the database and the LDAP store. For details on topics related to data security management, see the following documents:
For details about creating data role templates, see the "Oracle Fusion Applications Data Role Templates" chapter in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
An enterprise role or enterprise group is a collection of users and other enterprise roles, and it is stored in the domain identity store. An application role is a collection of users, enterprise roles, and application roles, and it is stored in the domain policy store.
In the Oracle Authorization Policy Manager environment, enterprise roles are referred to as external roles. In the Oracle WebLogic Administration Console, enterprise roles are referred to as enterprise groups.
Roles can be structured in a hierarchy by the relation "inherits." If a parent role inherits a child role, then the parent role can do anything that the child role can do (in addition to what the parent role can do).
Mapping an enterprise role to an application role establishes that the enterprise role inherits the application role, thus, the privileges of the enterprise role become the union of its privileges and those of the application roles to which it is mapped.
For details about managing the role mapping after the application has been deployed, see the following topics in Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition):
For details about managing data security policies in Oracle Fusion applications, see the "Managing Oracle Fusion Applications Data Security Policies" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
For details about generating data roles with data role templates, see the "Oracle Fusion Applications Data Role Templates" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
This section includes the following topics:
Oracle Fusion applications use the following enterprise and application roles in their application policies and data security policies:
Oracle Authorization Policy Manager is the recommended tool to manage application roles once the application has been deployed. Using this tool an administrator can, for example, create, remove, or modify an application role; or modify the hierarchy of application roles; or create, remove, or modify the application role category. For details about the tool, see the "Managing Application Security Artifacts" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
Table 4-2 lists the equivalent terms used in the physical and reference implementations. The terminology in the physical implementation follows the one used in Oracle Fusion applications; the terminology in the reference implementation follows the one used in the Oracle Authorization Policy Manager graphic interface.
Table 4-2 Equivalent Terminology
Physical Implementation | Reference Implementation |
---|---|
Data role | Enterprise role used only in data security policies. Typically, the name of a data role has the suffix _DATA. |
Job | Enterprise role mapped to application role. Typically, the name of this role has the suffix _JOB. |
Abstract role | Enterprise role, which are persisted as LDAP groups and can be managed with Oracle Authorization Policy Manager and Oracle Identity Management. |
Duty | Application role used only in application policies. |
Privilege | Entitlement (or permission set). |
FND Grant (or Foundation Grant) | Data security policy, which ties a data role or job role to a specific set of data. |
For definitions and details about the terms in the reference implementation, see the "Basic Security Artifacts" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
A security administrator uses integrated Oracle Identity Management pages to create and manage enterprise (job) roles in Oracle Fusion applications. For details, see the "Organization and Role Management" section in the Oracle Fusion Middleware User's Guide for Oracle Identity Manager.
Auditing features are provided through Audit Trail, a history of the changes that have been made to data in Oracle Fusion Applications. Audit Trail enables you to track who made changes to data, at what time, and how the value changed.
For more information and configuration details, see the "Implementing Audit Trail Reporting" chapter in Oracle Fusion Applications Developer's Guide.
Note: Oracle Fusion Middleware Audit Framework is a separate service that provides a centralized audit framework for the middleware family of products. For details about this feature, see "Configuring and Managing Auditing" in the Oracle Fusion Middleware Application Security Guide. |
SSL provides secure communication between the paths that connect endpoints. For example, the path between Oracle WebLogic Server and an LDAP directory server is secured through SSL.
This section contains the following topics:
Oracle Fusion Middleware provides SSL configuration features across the three tiers of the enterprise stack (Web, Middle, and Data tiers). SSL configuration is consistent and uniform across all Oracle Fusion Middleware system components and applications.
This section contains the following topics:
SSL-enabling communication paths is one element in a hardening process whose aim is to ensure that all appropriate security features are activated and configured correctly in the various major systems and subsystems that comprise Oracle Fusion Middleware.
The discussion in this document is limited to SSL features available to Oracle Fusion applications. For information about other elements of hardening, see the Oracle Fusion Applications Security Hardening Guide.
Oracle Fusion Middleware supports a three-tier structure: the Web tier contains load balancers and other components outside the firewall, the middle tier hosts Oracle WebLogic Server and its applications, and the Data tier contains databases and directories. Different administration tools are shown at the top of the figure.
Figure 4-2 shows the location of key elements in this architecture:
In the figure, the vertical broken lines represent firewalls. The circles represents listeners that can be SSL-enabled for secure communication. As the figure shows, all critical communication paths can be protected with SSL regardless of the tier(s) involved.
For more information, see the "About SSL in Oracle Fusion Middleware" section in the Oracle Fusion Middleware Administrator's Guide.
Key connections in Oracle Fusion Applications can be secured either during provisioning or post-provisioning.
This section contains the following topics:
Figure 4-3 shows a high-level representation of a three-tier network topology in the typical Oracle Fusion Applications environment:
Notes:
|
Several approaches to configuring SSL are available in the Oracle Fusion Applications environment:
These connections are shown as solid lines (red) in the diagram and include IdM components like Oracle Access Manager and Oracle Internet Directory. Table 4-3 lists these connections.
If you started with Option 2, you can now protect service-to-service connections like those shown in dotted lines (blue) in the diagram; this includes, for example, connections to Oracle Business Intelligence, ECSF, and external Web services. For details about this wiring, see Section 4.7.4.
If you started with Option 1, you would SSL-enable Oracle Identity Management first (see Section 4.7.3), followed by the service-to-service connections (see Section 4.7.4).
Note the following assumptions about this topology:
This means that such components as Oracle HTTP Server (OHS), Oracle WebLogic Server, Oracle Business Intelligence, and others required for the Oracle Fusion Applications instance all run within a single isolated network.
As mentioned earlier, Oracle Fusion applications are configured with SSL for client traffic inbound to OHS and traffic to and from the identity management zone. Table 4-3 shows the connections that are SSL-enabled at provisioning:
Table 4-3 Provisioned SSL Connections
Connection Path | Protocol | Default SSL Connection |
---|---|---|
Incoming HTTP Traffic (client to HTTP server) | HTTPS | One-way SSL (trust in server) |
| OAP | One-way SSL (trust in server) |
Oracle WebLogic Server to LDAP server (Oracle Internet Directory/Oracle Virtual Directory) | LDAPS | One-way SSL (trust in server) |
SSL can also be enabled for these connections post-provisioning by following the instructions in Section 4.7.3.
As mentioned, you can SSL-enable the connections shown in Table 4-3 during Oracle Fusion Applications provisioning.
You can also SSL-enable these connections post-provisioning, by following the instructions provided in this section.
These instructions rely on the fact that, during the provisioning process, self-signed server certificates are created and configured for all Oracle Fusion Applications domain Weblogic Server instances. Thus:
fusion_trust.jks
, located at: This common trust store also contains the identity management trust CA certificates provided during provisioning's configuration steps.
Using the common trust store fusion_trust.jks
and the identity key store hostname
_fusion_identity.jks
, you can configure SSL between the Oracle HTTP Server instances and the related Oracle Fusion Applications domain Weblogic Server instances as follows:
FusionVirtualHost_fs.xml
, which resides in the following directory: Enable SSL
in the configuration file FusionVirtualHost_fs.xml
. All OHS virtual hosts are now configured for HTTPS.
connections.xml
file to use HTTPS instead of HTTP. Change all ports to SSL ports. As an alternative, the internal virtual host can be configured to route all incoming traffic to use HTTPS. For an example of connections.xml
, see Oracle Fusion Middleware Developer's Guide for Oracle WebCenter.
Since all composites are already wired to the internal virtual host, a simpler approach is to redirect all HTTP traffic coming in to the internal virtual host to use HTTPS.
cwallet.sso
to the LBR trust store: orapki
utility. Besides the connections that are SSL-enabled during provisioning, there are additional connections in the Oracle Fusion Applications environment that can be SSL-enabled. For example, you can secure traffic to Oracle Database.
This section contains the following topics:
Oracle Identity Management components reside in either the middle tier or the data tier of Oracle Fusion Middleware and can be individually configured for SSL.
Table 4-4 lists the components and references for configuration details.
Table 4-4 SSL for Oracle Identity Management Components
Task | Reference |
---|---|
SSL-enable Oracle Internet Directory | "Enabling SSL on Oracle Internet Directory Listeners" section in the Oracle Fusion Middleware Administrator's Guide |
SSL-enable Oracle Virtual Directory | "Enabling SSL on Oracle Virtual Directory Listeners" section in the Oracle Fusion Middleware Administrator's Guide |
Enable SSL Between Oracle Internet Directory and the Database | "Enabling Outbound SSL from Oracle Internet Directory to Oracle Database" section in the Oracle Fusion Middleware Administrator's Guide |
Enable SSL Between Oracle Internet Directory and Oracle Virtual Directory | "Creating LDAP Adapters" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory |
Enable SSL for data source | "SSL-Enable a Data Source" section in the Oracle Fusion Middleware Administrator's Guide |
You can configure the components of Oracle Business Intelligence to communicate over SSL.
For configuration details, see SSL Configuration in Oracle Business Intelligence in the Oracle Fusion Middleware Security Guide for Oracle Business Intelligence Enterprise Edition.
To locate the guide:
http://www.oracle.com/technology/documentation/bi_ee.html
. You can configure SSL for Oracle ECM applications running in a production or development environment.
For configuration details, see the "Configuring SSL for Oracle ECM Applications" section in the Oracle Fusion Middleware Installation Guide for Oracle Enterprise Content Management Suite.
For information about securing Oracle Fusion Web Services, see the following:
Enable Secure Sockets Layer (SSL) on ECSF to secure all connections that transmit passwords. These include connections to Oracle WebLogic Server, the ECSF servlet, and the Oracle SES server.
To enable SSL for ECSF, perform the following tasks:
A certificate that contains the public key of the Oracle WebLogic Server instance hosting ECSF must be generated. This can be either a CA-signed certificate or a self-signed server certificate.
For information about how to generate the certificate, see Oracle Fusion Middleware Securing Oracle WebLogic Server.
As described later (Task 3), if this is a self-signed certificate, then it must be imported to Oracle SES's truststore. If it is a CA-signed certificate, it likely already exists in the truststore; if not, you must import the CA certificate into Oracle SES's truststore.
Enabling SSL connections on the Oracle WebLogic Server instance, on which the ECSF application is running, secures the ECSF servlet connections used to access the feeds and the security service. For more information, see the "Configuring SSL" chapter in Oracle Fusion Middleware Securing Oracle WebLogic Server.
To enable SSL on Oracle WebLogic Server:
Note: The SSL Listen Port is usually set as7002 . You can use this port number to access the ECSF servlet through SSL (for example https://mywlsserver.oracle.com:7002/approot/searchfeedservlet/ConfigFeed ). Also note that the protocol in the URL must be https . |
When Oracle SES initiates SSL connections to ECSF, the Oracle WebLogic Server instance on which the ECSF Servlet is running sends a digital certificate containing its public key to Oracle SES. If this certificate is a self-signed certificate, then the certificate must be extracted from Oracle WebLogic Server and added to Oracle SES's trust store. (If a CA certificate, ensure that it exists in the SES trust store.) For more information about adding the certificate to the trust store, see the Oracle Secure Enterprise Search Administrator's Guide.
To add the Oracle WebLogic Server certificate to the Oracle SES trust store:
keytool
utility (located in ORACLE_HOME/jdk/bin
) to export the Oracle WebLogic Server's certificate from the keystore, for example: keytool -export -alias weblogic -keystore JAVA_HOME/jre/lib/security/cacerts -file /temp/weblogic.cer
where Oracle WebLogic Server's certificate, located in the keystore at JAVA_HOME/jre/lib/security/cacerts,
is exported to the weblogic.cer
file in the /temp
directory; this file now contains the server's certificate.
keytool
to import the Oracle WebLogic Server's certificate into the Oracle SES keystore, for example: keytool -import -alias weblogic -file weblogic.cer -keystore ORACLE_HOME/jdk/jre/lib/security/cacerts
where Oracle WebLogic Server's certificate in the weblogic.cer
file is imported into the Oracle SES keystore at ORACLE_HOME/jdk/jre/lib/security/cacerts
.
You must also enable SSL on Oracle SES Query and Admin Services. For more information about how to enable SSL, see Oracle Secure Enterprise Search Administrator's Guide.
Since the Oracle SES server's certificate has not been signed by a reputable certificate authority (CA) but instead is a self-signed certificate, you must extract the certificate from Oracle SES and add it to both Oracle WebLogic Server's trust store and ECSF Command Line Administration Utility's trust store using these steps:
keytool
to add the extracted Oracle SES server's certificate to the trust store that Oracle WebLogic Server is configured to use, for example: keytool -import -alias oses -file oses.cer -keystore
WLS_keystore
where Oracle SES server's certificate in the oses.cer
file is imported into WLS_keystore
, which is the keystore that Oracle WebLogic Server is configured to use.
runCmdLineAdmin.bat
and runCmdLineAdmin.sh
scripts, located in ORACLE_HOME/jdeveloper/ecsf
, so that JAVA_HOME
points to the path of the keystore that Oracle WebLogic Server is using. After SSL is enabled, you must reconfigure the search engine instance parameters that contain URLs that point to the ECSF server. These parameters are ECSF_DATA_SERVICE
, ECSF_SECURITY_SERVICE
, and ECSF_REDIRECT_SERVICE
.
The protocol must change from http
to https
, and the http port must change from 7101
to 7002
, the SSL port. For example, you need to change http://wlsserver.com:7101/approot/searchfeedservlet
to https://wlsserver.com:7002/approot/searchfeedservlet
.
You must also reconfigure the search engine instance parameters that contain URLs that point to the Oracle SES server. These parameters are SES_ADMIN_SERVICE
and SES_QUERY_SERVICE
.
The protocol must change from http
to https
. For example, you need to change http://sesserver.com:7777/search/api/admin/AdminService
to https://sesserver.com:7777/search/api/admin/AdminService
. You do not need to change the port number because the instructions will switch the current port to be an SSL port instead of adding a separate SSL port.
You can use Fusion Applications Control to configure the engine instance parameters. For information, see Section 7.5.3.2.
Enabling SSL requires the use of a number of security artifacts such as certificates and keys, as well as the containers (keystores) where they are stored. Oracle Fusion Middleware provides a number of tools to create and maintain these artifacts.
This section contains the following topics:
Oracle Fusion Middleware provides two types of repositories (keystores) for keys and certificates:
For more information about wallets and keystores, see Section 4.7.2.
A JKS keystore is the default JDK implementation of Java keystores. In 11g Release 1 (11.1.1), all Java components and Java EE applications use the JKS-based keystore and truststore.
While creating a keystore, you can pre-populate it with a keypair wrapped in a self-signed certificate. Such a keystore is typically used in development and testing phases.
You can also generate a certificate signing request for a keypair and request a signed certificate back from a Certificate Authority (CA). Once the CA sends the certificate back, it is imported into the keystore. The keystore now contains a trusted certificate since it comes from a trusted third-party. Such a keystore is typically used in production.
For more information about creating and managing keystores, see the"JKS Keystore and Truststore" section in the Oracle Fusion Middleware Administrator's Guide.
An Oracle wallet is a type of keystore or container that stores your credentials, such as certificates, trusted certificates, certificate requests, and private keys. You can store Oracle wallets on the file system or in LDAP directories such as Oracle Internet Directory.
In the Oracle Fusion Applications environment, Oracle wallets are used by Oracle HTTP Server, LDAP clients, and SQL*net clients.
When creating a wallet, you can pre-populate it with a self-signed certificate. Such a wallet is called a test wallet and is typically used in development and testing phases.
You can also create a certificate request and request a signed certificate back from a Certificate Authority (CA). Once the CA sends the certificate back it is imported into the wallet. Such a wallet is called a third-party wallet.
For more information about creating and managing wallets, see the "Oracle Wallet" section in the Oracle Fusion Middleware Administrator's Guide.
Table 4-5 shows the type of keystore, either Oracle wallet or JKS keystore, used by various products:
Table 4-5 Keystore Types for Products
Product | Type of Keystore Used |
---|---|
Oracle HTTP Server | Oracle Wallet |
Oracle Internet Directory | Oracle Wallet |
Oracle Virtual Directory | JKS-based Keystore |
Oracle WebLogic Server | JKS-based Keystore |
Oracle SES Services | JKS-based Keystore |
Oracle ECM | JKS-based Keystore |
Oracle Business Intelligence | JKS-based Keystore |
See Section 4.8.2 for a survey of common tools used to create and manage keystores. See the SSL references in Section 4.7 for the keystore management tools used by individual products.
Oracle Fusion Middleware provides these tools for keystore operations:
keytool
utility For more information about these management tools, see the "Keystore Management Tools" section in the Oracle Fusion Middleware Administrator's Guide.
When working with certificates and the wallets in which they are stored, you must be aware of the operations that can be performed on these objects in the course of routine administration:
Typical life cycle events for an Oracle wallet are as follows:
Typical operations for the Oracle Wallet include the following:
Note: Third-party wallets contains certificates signed by a trusted Certificate Authority (CA). |
The following provides a summary of the steps in a certificate's lifecycle:
Common certificate operations include:
Note: Third-party certificates are signed by a trusted Certificate Authority (CA). |
When working with JKS certificates and the keystores in which they are stored, you must be aware of the operations that can be performed on these objects in the course of routine administration:
Typical life cycle events for a JKS keystore are as follows:
Typical keystore operations include the following:
Typical life cycle events for a certificate residing in a keystore are as follows:
Common operations on JKS certificates include the following:
In Oracle Fusion Applications, user and role information such as passwords are maintained in a domain credential store. The tools you use to update existing passwords (for routine administration or regulatory compliance), depend on the type of credentials:
These objects contain properties such as the URL or user name and password. Application components use data sources to obtain connections to a relational database.
You can create and manage JDBC data sources using the administration tools provided with Oracle WebLogic Server. For more information about managing data sources, see Oracle Fusion Middleware Configuring and Managing JDBC Data Sources for Oracle WebLogic Server and the "Configure JDBC data sources" topic in Oracle Fusion Middleware Oracle WebLogic Server Administration Console Online Help.
These credentials provide access to different components of your application. An example is the credential associated with the designated super-user.
Application credentials are maintained through Fusion Middleware Control or Oracle Weblogic Scripting Tool (WLST). For details, see the "Configuring the Credential Store" topic in the Oracle Fusion Middleware Application Security Guide.
This section contains the following topics:
When invoking Web services, Oracle Fusion Applications must rely on a type of credential known as the Application ID or App ID. Each application has its own App ID which is initially provisioned for the application.
For information about resetting App ID passwords (a task typically done during scheduled downtime), see the Application Identity Password Reset And Password Policy Management section in the Oracle Fusion Applications Security Guide.
During the Oracle Fusion Applications installation, you must provide a password for the Oracle Fusion Middleware administration user. By default, this administrator takes the Super User value you specified on the Identity Management page when creating the provisioning plan. The password is the one specified when adding the user to the identity store.
Then, you can use this account to log in to Fusion Applications Control and the Oracle WebLogic Server Administration Console for the first time. You can create additional administrative accounts using the WLST command line or the Oracle WebLogic Server Administration Console.
You can change the password of the administrative user using the Oracle WebLogic Server Administration Console or the WLST command line.
This section contains the following topics:
To change the Oracle Fusion Middleware administrative user password or other user passwords using the command line, you invoke the UserPasswordEditorMBean.changeUserPassword
method, which is extended by the security realm's AuthenticationProvider
MBean.
For more information, see the changeUserPassword
method in the Oracle Fusion Middleware Oracle WebLogic Server MBean Reference.
To change the password of the Oracle Fusion Middleware administrative user using the Oracle WebLogic Server Administration Console:
The Summary of Security Realms page is displayed.
The Settings for the realm page is displayed.
The Settings for user page is displayed.
Data masking is the ability to replace sensitive data with realistic but false data on test and development databases. Features include:
This section contains the following topics:
Data masking is an on-going activity for the Oracle Fusion Applications administrator. It requires an understanding of masking concepts, methodology, and the implementation tools:
Key terms used in data masking are as follows:
For example if the format used Random Number (1000,10000) and Post Processing Function (checksum) a number between 1000 and 10000 is generated and this value is fed into the PPF. The PPF computes the checksum and appends it to the original number and returns the new mask value.
There can be only one PPF to a column. A PPF cannot be the only format for a column. There has to be some other format preceding the function.
Examples of sensitive data include:
Each product family has its own set of sensitive data types.
For details about sensitive data types, see the Oracle Fusion Applications Security Guide.
Data masking requires the user to implement the FAST (Find, Assess, Secure, Test) methodology:
The first step is to identify sensitive data that should be subject to data masking. This includes personally identifiable data or information that could be misused. Examples include:
Another aspect of this effort is to determine where this data is located. The recommended procedure involves:
*SSN*
" or column format "###-##-####
". For database independence, applications typically do not store the primary key-foreign key relationships in the database itself; rather, the relationships are enforced in the application. To support this, the Data Masking Pack provides administrators with the ability to register these relationships so that columns in related tables, such as EMPLOYEE_ID
, MGR_ID
, are masked identically using the same masking rules.
In this phase you specify how each sensitive field is to be masked, that is, transformed into a non-sensitive representation while maintaining the field's structure. This is typically accomplished through a data masking definition, which associates tables and columns in a schema with appropriate masking formats. An example is a mask format that converts the name "John" in the Employee table to "Andy".
The Data Masking definition contains a list of sensitive columns in the application tables, such as employee social security numbers, and its corresponding association with data masking formats, such as a fictitious social security number generator.
Note: Oracle Fusion Applications provide a set of default mask templates for basic sensitive fields; administrators can update these definitions according to application requirements. For details about viewing and updating masking templates, see Section 4.9.3 |
This phase enables the masks to be executed securely to generate the masked data. Notable aspects of this phase include:
The test phase involves comparing before and after values for verification. Redo logs are available to restore data to pre-mask state.
Data masks and masking definitions are created and managed with Oracle Enterprise Manager Grid Control.
The Oracle Fusion Applications administrator must take certain considerations into account when implementing data masking for an application. For example, free space requirements must be evaluated to ensure that adequate resources are available to the masking job. The following instructions provide guidelines:
You should be aware of certain background information, prerequisites, and requirements before undertaking data masking operations in your environment.
This section contains the following topics:
You must understand the data model for your application data when deciding how and what to mask. For data model descriptions, see the product-specific documentation from Oracle Enterprise Repository for Oracle Fusion Applications.
Data masking requires the following:
You must perform certain steps, such as installing a format library and configuring temp spaces, before using data masking in an Oracle Fusion Applications environment:
temp
in the Object Name search box. Press Go. Two temp spaces are displayed: As shown in Step 3 of Section 4.9.2.1.3 it is recommended that you autoextend your temp files as masking requires additional space for processing. The amount of additional space you need depends on your data. Broadly speaking, masking takes up approximately two times the size of the largest table being masked.
The temp space is needed for two reasons:
The space requirement is not straightforward to estimate as it depends on whether sorts and joins go to disk, which in turn depends on how much memory is available on the machine. Try to keep at least as much space as the size of your biggest masked table for sort and join processing.
The size of the temp tables is twice the size of all the columns being masked. Since these tables are dropped after processing, the space is released after masking completes.
Ensure that sufficient free space is available to the database before executing the masking job.
Calculate the free space requirements as follows:
The user executing the data masking script must have the dba
role. If Virtual Private Database (VPD) security policies are used or Oracle Database Vault is enabled for the database, the user must be SYS
.
Additionally, the user may need to have direct grants to objects for any PL/SQL objects provided to user-defined functions or post-processing scripts.
Oracle Fusion Applications include a set of out-of-the-box masking definitions to mask common sensitive data like employee information and credit card numbers. However, these default mask templates cannot account for custom data such as flex fields since these are specific to your application.
You can update the standard masking definitions to include additional flex fields and custom data. For details about viewing and updating masking templates, see Section 4.9.3.
Note: Be aware that certain sensitive custom attributes may depend on tables in other product families. For example, Procurement masking is dependent on CRM (for Suppliers and related entities, and for Procurement Contract terms and deliverables), on SCM (for Items), on HCM (for Workers and Organizations), on FIN (for Ledgers), and on Projects (for Projects and related entities). |
During the production-to-test process, you must replace the production user names with dummy user names. This mandatory step is needed to avoid breaking anonymization.
Oracle Fusion Applications identify the common sensitive data types for each product family.
You can use Oracle Enterprise Manager Grid Control to view the sensitive attributes specified in the masking definitions. You can update the definitions with any additional desired sensitive attributes, such as flex fields or other customized fields.
For details about how to view and update masking templates, see Section 4.9.3.
For additional information about data masking, see the Oracle Fusion Applications Security Guide.
A masking definition specifies the columns to be masked and the format of the masked data. Out-of-the-box "template" masking definitions are provided for each family of Oracle Fusion Applications.
Masking definitions in XML format masks enable the data masking utility to identify the database tables, columns, and column formats of the data being masked.
For details, see the Oracle Fusion Applications Security Guide.
You can modify the default masks provided with Oracle Fusion Applications, and create your own masking definitions. Use Oracle Enterprise Manager Grid Control (Grid Control) to manage and maintain the data masking definitions.
This section contains the following topics:
Oracle Enterprise Manager Grid Control online help provides more details on these topics.
Note: You must follow the instructions in Section 4.9.2.1 before you can perform the operations described here. |
You can view and modify out-of-the-box data masking definitions as follows with Grid Control:
The Edit Mask Definition page appears. It lists the columns included in the mask definition.
In this example, we search the EMPLOYEES table in the HR01 schema:
The Edit Masking Definition page reappears, with CITY added to the column list.
Unlike the other columns, the format for CITY is displayed as a toolbox icon, which means that no mask format has yet been defined for the column. You must specify a format for this column to complete the definition.
In this example we select a random string format and specify the start and end lengths. To see how the masked data will appear in this format, click the Sample icon.
Note: You can use the Import Format button to import an existing format entry. |
Click OK to save the masking definition.
Likewise, starting at the Edit Mask Definition page (Step 8 above) you can modify the definition of an existing column by clicking its Format icon. This is useful, for example, when you wish to customize the properties of a column's format entry, or specify a different format entry for the column.
When you modify a data masking definition by adding or removing columns, or by modifying an existing column's mask format, you must regenerate the SQL masking script to incorporate your changes. To generate the script:
Select the definition and click Generate Script.
Note: The results page also displays the generated SQL script, which can be modified as well. |
The format library is a collection of common, ready-to-use masking formats you can use in masking definitions. Oracle Data Masking enables you to extend the default mask format library by tailoring the existing formats, or creating new formats to meet your own business needs.
Take these steps to add a new format:
Similarly, you can modify existing formats or create new formats on the Format Library page.
Identity data can reside in a number of repositories: the Oracle Database, the production identity store (an LDAP store), and the Oracle Identity Manager database.
In the current release, when you implement data masking, the identity attributes are only masked (anonymized) in the Oracle Fusion Applications database. To preserve masked values, ensure that these best practices are followed when using the masked data for a test database:
Doing so will reset that user's attributes to their unmasked values, allowing them to see their own masked record in employee self-service, deduce other people's identities by following the hierarchy, and so on.
In short, it is essential that you maintain close access control to databases holding live cloned data, and make testers aware of their obligations and responsibilities regarding the data. As far as is possible, the processes around test data based on live data should mirror the processes around the live data itself. In particular, testers must not use privileged access to look beyond what they need to perform the required tests. For example, they must not try to work out to whom the data pertains, or try and find private information to satisfy their own curiosity.
For a detailed tutorial of data masking, see "Replacing Sensitive Data Using the Data Masking Pack" at:
http://www.oracle.com/technology/obe/11gr1_db/security/datamask/datamask.htm
For additional information about securing sensitive data, Oracle Fusion Applications data security policies, and related topics, see the Oracle Fusion Applications Security Guide. The Privacy chapter explains how Personally identifiable information (PII) is defined and protected.
For deployment guidelines, see Oracle Fusion Applications Enterprise Deployment Guide.
Oracle Web Services Manager (WSM) provides a policy framework to manage and secure Web services consistently across your organization. Oracle WSM is available to the following users:
The Oracle WSM policy framework secures Web services with policies, which describe capabilities and requirements such as whether and how a message must be secured, whether and how a message must be delivered reliably, and so on.
This section contains the following topics:
For more information about the Oracle WSM policy framework, see the "Understanding Oracle WSM Policy Framework" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services.
A policy subject is the target resource to which the policies are attached. Examples include Web services endpoints, Web service clients, SOA service endpoints, SOA clients, and SOA components.
Directly attaching one or more policies to a policy subject is referred to as "Local Policy Attachment" (LPA). Table 4-6 lists key tasks related to LPAs.
Table 4-6 Common LPA Operations
Operation | Reference |
---|---|
Configure LPA using Fusion Middleware Control and WLST | "Attaching a Policy to a Single Subject" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Attach "no behavior" policies for Web Services and Web Service Clients | "Disabling a Globally Attached Policy" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Remove LPAs for all Web services | "Attaching a Policy to a Single Subject" section, subsection titled Attaching a Policy to a Web Service Using WLST (Step 4) in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Troubleshoot Web service security | "Diagnosing Problems" chapter in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
A policy set, which can contain multiple policy references, enables you to attach policies globally to a range of endpoints of the same type. By attaching policies globally in this way, referred to as Global Policy Attachment (GPA), you can ensure that all subjects are secured by default. Table 4-7 lists key tasks related to GPAs.
Table 4-7 Common GPA Operations
Operation | Reference |
---|---|
GPA concepts and usage; determining if a Web service or client is security-enabled | "Attaching Policies Globally Using Policy Sets" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Create GPAs using Fusion Middleware Control and WLST | "Creating and Managing Policy Sets" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Disable GPAs | "Enabling and Disabling a Policy Set" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Determine what policies are enforced when both LPA and GPA are defined | "Calculating the Effective Set of Policies" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
View policies attached to a Web service | "Viewing the Policies That are Attached to a Web Service" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Validate a policy set | "Validating a Policy Set" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services |
Oracle Web Services Manager supports three Web services security profiles:
Out-of-the box, Oracle Fusion applications are provisioned with the AuthN profile. You can move your deployment to a different profile if needed.
During provisioning, all Oracle Fusion Applications domains are set up to use a common keystore and credential store, whereas the Oracle Identity Management domain (which includes Oracle Identity Manager) uses a separate keystore, and stores credentials in a logical domain. Provisioning does not set up trust between these keystores. This section explains how to exchange trust with the Oracle Identity Manager domain, enabling Web services security when this domain is involved.
For additional background and information on the certificate exchange needed to set up Web services security trust, see the Oracle Fusion Applications Security Hardening Guide.
Exporting a Keystore Alias from Application Domain
Take these steps to export the keystore alias:
DOMAIN_HOME/config/fmwconfig
directory of the domain. keytool
command to export the alias into a file called orakey.cert
using syntax like in this example: This command creates a file called orakey.cert
containing the exported orakey
alias.
When using this command, specify the alias name and keystore password applicable to your environment.
Importing a Keystore Alias into Oracle Identity Manager Domain
Take these steps to import the keystore alias:
orakey.cert
in the export example) into the DOMAIN_HOME
/config/fmwconfig
directory of the Oracle Identity Manager domain where you wish to import the alias. keytool
command using the following syntax to import the certificate: This command imports the alias into the Oracle Identity Manager domain's keystore.
Similar steps are used to export the Oracle Identity Manager key and import it into the other domain.
For detailed instructions about Web Services Security hardening, see the "Locking Down Web Services: Points to Consider" section in the Oracle Fusion Applications Security Hardening Guide.
This section describes security guidelines recommended for Oracle Fusion Middleware products in the context of Fusion Applications. These administrative tasks, typically carried out with Oracle Authorization Policy Manager, Oracle Enterprise Manager Fusion Middleware Control, or WLST scripts, apply only to a specific product.
This section describes administrative tasks and features specific to Oracle Universal Content Management (UCM) in the IDCSS stripe of the policy store, and they do not apply to any other stripe.
The grants specified in the stripe IDCCS must conform to one of the grants described in Section 4.11.1.1.
Section 4.11.1.2 explains why not to delete groups or accounts in that stripe.
Oracle Authorization Policy Manager allows an administrator to specify grants to accounts and groups in a number of combinations, but not all these combinations are supported by UCM. The following list identifies the grants in the IDCSS stripe that are supported and unsupported.
Even though Oracle Authorization Policy Manager allows an administrator to define a non-supported grant in for UCM, such grants are ignored at runtime.
Oracle Authorization Policy Manager allows deleting a security group or account associated with a document; but UCM does not allow deleting such artifacts.
Security administrators should be cautious never to delete a security group or account associated with a document stored in the Oracle Content Server. If, however, such deletion takes place accidentally, the deleted artifact will automatically reappear.
This section describes the use of the OPSS script migrateSecurityStore
to extract the contents of one stripe and save it in an XML file.
To extract the policies in a given application stripe from an LDAP-based store, proceed as follows:
exported-jazn-data.xml
in the same directory where your jps-config.xml
file is located: jps-config.xml
file to, for example, copy-jps-config.xml
. copy-jps-config.xml
to contain an instance and two contexts like the following: migrateSecurityStore
as in the following invocation (the arguments are written in separate lines for the sake of clarity only): The above illustrates the extraction of the contents of the application stripe hcm
to the XML file exported-jazn-data.xml
. To extract the contents of any other stripe, specify the appropriate stripe name in the argument srcApp
. No more than one stripe can be extracted at a time.
Note that in the above example, both copy-jps-config.xml
and exported-jazn-data.xml
are assumed to be located in the same directory.
This section describes the typical flow of application security data from the application installation to the application deployment to a production environment, and, in particular, how to handle GUIDs in application policies throughout that flow; its phases, performed by developers and administrators, are explained in the following sections:
In this phase, an administrator installs a new Oracle Fusion environment whereby the following application-specific artifacts are installed and provisioned:
In this phase, a developer uses Oracle JDeveloper to customize and test functional security artifacts in the installed application. First, the developer needs an XML version of the application stripe in the installed LDAP-based store, the XML format been required by JDeveloper.
The obtain this file, the administrator proceeds as follows:
migrateSecurityStore
with the argument preserveAppRoleGuid
set to True
to export the contents of the application stripe in the LDAP-based policy store to the XML file (called jazn-data.xml
throughout this section). For details on this procedure, see Section 4.12. Important Note: The use of the argumentpreserveAppRoleGuid is strictly restricted to the scenario described above; in particular, that argument should not be used with migrateSecurityStore in a production environment or when migrating from a staging to a production environment. |
jazn-data.xml
to replace the group principal for enterprise roles with the group principal required by Oracle JDeveloper. Specifically, it runs a command that replaces, in that file, every instance of the string weblogic.security.WLSGroupImpl
with the string oracle.security.jps.internal.core.principals.JpsXmlEnterpriseRoleImpl
. jazn-data.xml
to the developer, who copies it to the directory <jdevapphome>/src/META-INF
. Then, within Oracle JDeveloper, the developer proceeds as follows:
jazn-data.xml
with the domain file-based store system-jazn-data.xml
. jazn-data.xml
back to the system administrator. In this phase, the administrator proceeds as follows:
jazn-data.xml
by running the command DSDataMigrator
as described in Section 4.4.3. This operation does not modify the file jazn-data.xml
but updates GUIDs in data security policies. Note: This step is needed only if the developer has customized data security. |
jazn-data.xml
with the staging application policy store, using Oracle Authorization Policy Manager as described in the "Upgrading Oracle Fusion Applications Policies" chapter of the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition). The relevant artifacts involved in this merge are the baseline store, represented by the original XML file jazn-data.xml
; the production store, represented by the staging policy store stripe; and the patch store, represented by the new, customizedjazn-data.xml
file Otherwise, if the application stripe is not present or is present but need not be preserved, the administrator uses the OPSS script migrateSecurityStore
with the argument overWrite
set to TRUE
to migrate application policies in the file jazn-data.xml
to the staging policy store.
jazn-data.xml
with the application and deploy the application to the staging environment. Note: Typically, the application deployment is set so that users and groups are not migrated during deployment. For details about this setting within Oracle JDeveloper, see the "Implementing Function Security" chapter in the Oracle Fusion Applications Developer's Guide. |
In this phase, the administrator proceeds as follows:
jazn-data.xml
with the production policy store. DSDataMigrator
as described in Section 4.4.3. jazn-data.xml
to the new environment. This chapter describes how to configure and manage Oracle Enterprise Scheduler Service and Oracle Enterprise Scheduler jobs. Oracle Enterprise Scheduler enables scheduling and running jobs within a particular time frame, or workshift, using rules to create work assignments. Oracle Enterprise Manager Fusion Applications Control allows you to define, control and manage Oracle Enterprise Scheduler job metadata, including job definitions, job requests, job sets (a collection of job requests), incompatibilities (job definitions and job sets that cannot run at the same time for a given application) and schedules governing the execution of job requests.
This chapter includes the following topics:
Oracle Enterprise Scheduler provides the ability to define, schedule and run different types of job, including: Java, PL/SQL, spawned jobs and binary scripts. You can run jobs on demand, or schedule them to run in the future.
Oracle Enterprise Scheduler provides scheduling services for the following purposes:
Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) allows you to start and stop, monitor, configure and manage Oracle Enterprise Scheduler services, components and job requests.
The main Oracle Enterprise Scheduler page provides an overview of the status of scheduler components, the top running and completed scheduled job requests, as well as a performance summary of scheduled job requests. You can further monitor activity and diagnose problems by examining Oracle Enterprise Scheduler logs and comparing current to historical performance data.
Drilling down to the main components of Oracle Enterprise Scheduler, you can configure job request processors and dispatchers. A job request processor is bound to a particular Oracle Enterprise Scheduler server, and is responsible for allocating threads for job requests. A job request dispatcher polls for job requests.
Once the Oracle Enterprise Scheduler components have been configured, you can define work allocation and purge policies. Work allocation definitions allow you to configure windows of time during which jobs can run (workshifts), rules that govern their execution and bindings to a particular server and request processor (work assignments). Purge policies allow you to define for a particular request processor the conditions for retaining and purging job requests associated with that request processor. You can define a schedule for managing the execution of work assignments, workshifts and purge policies.
Oracle Enterprise Manager Fusion Applications Control allows you to define, control and manage Oracle Enterprise Scheduler job metadata, including job definitions, job requests, job sets (a collection of job requests), incompatibilities (job definitions and job sets that cannot run at the same time for a given application) and schedules governing the execution of job requests.
Oracle Enterprise Manager Cloud Control (Cloud Control) allows you to manage a subset of Oracle Enterprise Scheduler components, including job requests, schedules, alerts, as well as the starting and stopping of request processors and dispatchers.
To navigate to Oracle Enterprise Scheduler administrative tasks in Fusion Applications Control or Cloud Control:
The Scheduling Service home page displays. See Section 5.3 for further information about the contents of the home page.
The Scheduling Service menu displays the following options.
Menu Option | Description |
---|---|
Home | Displays the Scheduling Service home page. For more information about the contents of this page, see Section 5.3. |
Control | Displays the following options:
|
Logs | The View Log Message option displays the Log Messages page for viewing the contents of event log files. See "Managing Log Files and Diagnostic Data" chapter in Oracle Fusion Middleware Administrator's Guide for more information. The log files are stored in the following directories:
|
Job Requests | Displays the following options:
|
Performance | Displays the following options:
|
Request Processor | Displays the following options:
|
Request Dispatcher | Displays the following options:
|
Purge Policies | Allows you to configure and manage job request purge policies including job request purge criteria, retention criteria and purge policy schedules. For more information, see Section 5.9. Available in Fusion Applications Control only. |
Work Allocation | Displays the following options:
Available in Fusion Applications Control only. |
Job Metadata | Displays the following options:
Available in Fusion Applications Control only. |
ESS Connections | Displays a page that enables defining connections to Oracle ADF. For more information, see Section 5.12. Available in Fusion Applications Control only. |
Web Services | Displays a page that provides an overview of the web services in the application including web service endpoints and application-level metrics. For more information, see Section 5.14. Available in Fusion Applications Control only. |
Security | Displays the following options:
Available in Fusion Applications Control only. |
General Information Target Information | Displays general details about the Oracle Enterprise Scheduler instance. Known as Target Information in Cloud Control. For more information, see Section 5.5. |
The Scheduling Service home page provides an overview of the performance of Oracle Enterprise Scheduler components and jobs, including component status, the number of completed job requests in the last hour, as well as the processing times for running jobs.
You can use this page as a starting point for monitoring and administering Oracle Enterprise Scheduler. Figure 5-1 shows a portion of the Scheduling Service home page.
These pages contain the following regions:
The Top Ten Long Running Requests region displays the top ten long running scheduled job requests, including request ID, job run time, job definition used, executing application, job execution type and description. You can set the scope of the top ten long running requests displayed to the current scheduling service only, or all scheduling services sharing the Oracle Enterprise Scheduler repository.
The Top Ten Ready Job Requests tab displays the top ten scheduled job requests that await execution. The tab displays the same information as the Top Ten Long Running Requests tab, except the wait time displays for each job rather than the run time.
The Scheduler Components region displays the components of Oracle Enterprise Scheduler, including the job request processor and dispatcher. The tab displays the status of each component, the name of the server to which it is deployed and whether or not the component is enabled. You can start and stop each component as required.
The Completed Requests region displays the scheduled jobs completed within the last hour.
The Response and Load region displays performance monitoring statistics regarding the time required to process to job requests.
Table 5-1 describes the performance monitoring statistics in the Response and Load region.
Table 5-1 Response and Load Statistics
Statistic | Description |
---|---|
Average Processing time for Last Hour | This metric specifies the average time required to process jobs during the last hour. |
Requests Completed Per Hour | This metric specifies the number of scheduled job requests completed within the last hour. |
The Performance region displays performance data for job requests, such as processing times and wait times.
Table 5-2 describes the performance monitoring statistics in the Performance region.
Table 5-2 Performance Statistics
Statistic | Description |
---|---|
Maximum Processing Time | This metric specifies maximum amount of time required to process a scheduled job. |
Average Processing Time | This metric specifies average amount of time required to process a scheduled job. |
Maximum Wait Time | This metric specifies maximum amount of time during which a scheduled job waits before running. |
Average Wait Time | This metric specifies the average amount of time during which a scheduled job waits before running. |
You can run Oracle Enterprise Scheduler as a single instance or as a cluster of servers. Each Oracle Enterprise Scheduler server includes a request processor and dispatcher, both of which must be configured.
Configuring Oracle Enterprise Scheduler involves the following main steps:
This section contains the following topics:
An Oracle Enterprise Scheduler cluster is created as part of an Oracle Fusion Applications installation. You may want to expand the cluster to handle a larger load. You can add new cluster nodes to an Oracle Enterprise Scheduler cluster from the Oracle WebLogic Server Console.
When scaling out an Oracle Enterprise Scheduler cluster with an additional managed server, it may be undesirable for the new server to immediately begin processing requests in the default work assignment. This could be the case if all other servers have work assignments bound in standard mode. If one or more of the running servers is using the default work assignment, however, then the present work allocation is compatible with a server using the default work assignment.
Oracle Enterprise Scheduler provides protection for a new server so that work allocations can be configured before the server begins processing jobs. When a newly added server starts for the first time, Oracle Enterprise Scheduler determines whether the default work assignment can be used. If it cannot, Oracle Enterprise Scheduler binds a pre-seeded internal work assignment (ESSInternalWA
) which includes a health check job. You can use the health check job to check the server, and unbind the internal work assignment and then bind your own work assignment as required.
Note: When determining whether the default work assignment can be used, Oracle Enterprise Scheduler considers all running servers in the group without regard to the applications that are deployed to the servers. Servers that are down are not taken into account. |
For more information about work assignments, see Section 5.11.1.
For more information about expanding a cluster using Oracle WebLogic Server Console, see Oracle Fusion Middleware Oracle WebLogic Server Administration Console Online Help.
A work assignment must be bound to a request processor before it can process job requests. A binding can be made in one of two modes: standard (the default) or exclusive.
Standard binding mode means the request processor can process job requests as defined by the specialization rules when an active workshift is defined. If a job request is specialized to two different work assignments, either of those work assignments or the default work assignment can process the job request.
When using exclusive binding mode, job requests specialized to the work assignment are processed exclusively by that work assignment when it is active. These job requests are excluded from all other work assignments, including the default work assignment. If the work assignment does not have an active workshift, then the job request can be processed by another work assignment.
Requirements for binding a work assignment are as follows:
For more information about work assignments, see Section 5.11.
To configure a request processor in Fusion Applications Control:
From the Select Work Assignment popup window, select a work assignment from the list and click OK.
Use the Configure Request Dispatcher page to enable or disable the job request dispatcher. You can also configure the polling interval for the request dispatcher.
Requests remain in waiting state in the Oracle Enterprise Scheduler repository, until the request dispatcher polls the repository for requests that are ready to run. After polling the repository, the dispatcher sets all requests to ready state. The request processor takes over control of the job requests once they have been placed in ready state.
The default maximum polling interval is 15 seconds.
To configure a request dispatcher in Fusion Applications Control:
Select the Enable Request Dispatcher checkbox to turn on request dispatching.
You can search for changes made to configurations using the search page in Cloud Control.
To search for changes to configurations to Oracle Enterprise Scheduler in Cloud Control:
Oracle Fusion Applications Control enables viewing information regarding the particular instance of Oracle Enterprise Scheduler. The general information popup window displays the locations of Oracle Fusion Middleware, the domain and the target application, as well as the version of Oracle Fusion Middleware currently running and the URI of the hosting server.
To view general information about Oracle Enterprise Scheduler:
You can start up and shut down an instance of Oracle Enterprise Scheduler from Oracle Fusion Applications Control.
The following components can be started and stopped:
Note: Stopping an Oracle Enterprise Scheduler instance or component is not recommended. Shutting down an Oracle Enterprise Scheduler component does not stop job requests from accumulating in the queue. |
This section contains the following topics:
The Control menu for the scheduling service allows you to start an Oracle Enterprise Scheduler instance and consequently begin managing scheduled job requests.
Note: Stopping an Oracle Enterprise Scheduler instance or component is not recommended. |
To start up an instance of Oracle Enterprise Scheduler:
To shut down an instance of Oracle Enterprise Scheduler:
You can start or stop a configured request processor or dispatcher from the Scheduling Service menu.
Note: Stopping an Oracle Enterprise Scheduler instance or component is not recommended. |
To stop a request processor or dispatcher:
A job request is a request sent from a deployed application to Oracle Enterprise Scheduler to execute a job. Jobs are configured using job definitions, which specify the parameters of the job and associate them with a particular application. A job set is a collection of job requests that is grouped together.
This section contains the following topics:
You can submit a job request for a particular application using a job definition and a schedule by which you want the job to run.
This section contains the following topics:
Creating a job request involves selecting a job definition for the job request, then selecting or creating a schedule.
You may want to configure system properties for the job request, such as the number of retries to attempt in the event of an execution error and a time out value for the job.
To submit a job request:
From the application dropdown list, select the J2EE application deployment name.
In the Job Definition Name text field, enter the name of the job definition you want to find.
Click the arrow next to the text field to search for the job definition.
Fill in a name and value for the parameter.
For example, you may want to configure the number of permissible retries for the job (SYS_retries
), or a time out value (SYS_request_timeout
).
In the Submit Job Request page, selecting Specify a Schedule enables configuring your own schedule for a job request. You can configure a recurring job request using a job request schedule. Alternatively, you can configure a job request to run immediately or before a specified end date. Use a pre-existing job definition, or create a new job definition, as described in Section 5.10.1.2.
To specify a schedule:
Select Immediately to submit the job request right away.
Select Later to select a subsequent start date.
From the Repeat dropdown list, select Every N minutes, Every N hours, Every N days or Every N weeks.
In the Frequency text field, enter the number of minutes, hours, days or weeks.
The Request Search page enables searching for job requests. Using the Request Search page, you can:
This section contains the following topics:
Simple search allows you to find a job request according to particular criteria such as job request ID, related application, job request status, and so on, or by any one of a number of pre-configured quick searches.
To search for a job request:
To run a regular job request search, skip this step.
Statuses | ||
---|---|---|
WAIT | VALIDATION_FAILED | EXPIRED |
READY | RUNNING | SCHEDULE_ENDED |
PENDING_VALIDATION | BLOCKED | WARNING |
JAVA_TYPE
, SQL_TYPE
or PROCESS_TYPE
. An advanced search is available in the Request Search page by clicking the Advanced button.
To search for a job request:
In the Minimum Run Time text field, enter the lower limit of the time period for which the job request runs. From the dropdown list, select the required unit of time.
In the Maximum Run Time text field, enter the upper limit of the time period for which the job request runs. From the dropdown list, select Seconds, Minutes, Hours or Days.
In the Minimum Wait Time text field, enter the lower limit of the time period during which the job request waits to run. From the dropdown list, select Seconds, Minutes, Hours or Days.
In the Minimum Wait Time text field, enter the lower limit of the time period during which the job request waits to run. From the dropdown list, select Seconds, Minutes, Hours or Days.
In the Maximum Wait Time text field, enter the upper limit of the time period during which the job request waits to run. From the dropdown list, select Seconds, Minutes, Hours or Days.
In the text field, enter the number of retries.
After running a search for job requests, you can configure the display of columns in the search results table.
To configure job request search results table display columns:
Click the View dropdown list and select Columns, then Show More Columns.
Once you submit a search for job requests, you can view detailed information about an individual job request by clicking the job request ID or the request parent ID. If the job is in an error state, an information box displays details regarding the error that occurred.
You can take the following actions on an individual job request:
To view job request details:
In the job request details page, you can take any of the following actions.
You may hold or resume a job request following its submission.
To hold and resume a job request:
You may cancel an executable job request following its submission. Executable job requests include job sets and job requests submitted without schedules. A job request can be canceled when it is not in a state of execution.
When initiating a job request cancellation, the resulting cancellation state depends on the current state of the job request. A job request that is not executing is set directly to CANCELLED
state. A job request in RUNNING
, PAUSED
or COMPLETED
states are placed in CANCELLING
state following the initiation of request cancellation.
The final state of a request depends on the processing stage the job request at the point when cancellation has been initiated.
Table 5-3 displays the cancellation states applied to each executable request depending on its state when initiating cancellation.
Table 5-3 Executable Requests and Cancellation States
Job State When Initiating Cancellation | New Cancellation State |
---|---|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
|
Any terminal state | No state change |
| No state change |
| No state change |
An executable request is processed in three major stages: pre-processor, executable and post-processor. Requests can be cancelled at any of these stages. If the job request cannot complete all three stages, it transitions to CANCELLED
.
This section contains the following topics:
When initiating cancellation during the pre-processor stage, the state to which the job request transitions depends on the status returned by the pre-processor.
Table 5-4 displays the job state following cancellation initiation.
When initiating cancellation during the job execution stage, the state to which the request transitions depends on the manner of completion.
Table 5-5 displays the job state following cancellation initiation.
Table 5-5 Returned Synchronous Java Job States and States Following Cancellation Initiation
State Returned by the Job | State Following Cancellation Initiation |
---|---|
Normal return (success) |
|
|
|
|
|
|
|
|
|
When initiating cancellation during the job execution stage, the state to which the request transitions depends on the manner of completion.
Table 5-6 displays the job state following cancellation initiation.
Table 5-6 Returned Asynchronous Java Job States and States Following Cancellation Initiation
State Returned by the Job | State Following Cancellation Initiation |
---|---|
|
|
|
|
|
|
|
|
|
|
| No state change. Wait for further updates. |
|
|
|
|
If the job executable is executing, Oracle Enterprise Scheduler attempts to kill the running RDBMS Scheduler job. If the job is successfully killed, the request transitions to CANCELLED
state. If the RDBMS Scheduler job completes before it can be killed, the state to which the job request transitions depends on the result of the job execution.
Table 5-7 displays the job state following cancellation initiation.
If the spawned job is executing, Oracle Enterprise Scheduler attempts to kill the running process. If the process is successfully killed, the request transitions to a CANCELLED
state. If the process completes before it can be killed, the state to which the request transitions depends on the result of the process execution.
Table 5-8 displays the job state following cancellation initiation.
A parent job request that is not executable must be in WAIT
state to be cancelled. It then proceeds to CANCELLING
. The cancellation operation propagates to all eligible child job requests. For example, job set steps are cancelled when the job set is canceled, sub-requests are cancelled when the parent request is cancelled and recurring executable job requests are cancelled when the recurring parent is cancelled. If a child job request is executable, it is subject to the rules described in the preceding sections. When all the child requests have completed, the parent request transitions to CANCELLED
state.
A child job request may be an executable or a parent job request. When cancelling a sub-request that completes in CANCELLED
or another terminal state, the parent job request resumes as usual as long as the parent job request has not been cancelled as well. The state of the sub-request does not affect the state of the parent request.
When cancelling a step within a job set, the job set transitions to a CANCELLED
state when the job set step transitions to a CANCELLED
state. However, the job set may not revert to CANCELLED
state if another job set step results in an error.
To cancel a job request:
The main Oracle Enterprise Scheduler page displays information regarding the top ten long running scheduled jobs as well as the top ten job requests awaiting execution in two different tabs. By default, only the job requests within the current scheduling service display. However, you can change the scope such that all relevant scheduled jobs running on all scheduling services sharing the Oracle Enterprise Scheduler repository display in the tabs.
Each of the Oracle Enterprise Scheduler tabs include a table that displays a short list of top ten long running and waiting job requests, respectively. The Show All Ready or Show All Running link at the bottom of the region goes to a search page in which it is possible to search for a more comprehensive list of relevant job requests.
Each tab displays the following information about scheduled job requests:
You can also monitor Oracle Enterprise Scheduler job requests related to a given product. For more information about viewing the top scheduled job requests related to a product, see Section 9.2.4.
This section contains the following topics:
Use the Top Ten Long Running Job Requests tab to view the job requests that have been running for the longest period of time on the Oracle Enterprise Scheduler service. You can alternatively change the scope of the region to display the top ten long running job requests on all scheduling services sharing the same repository.
The job requests displayed will all have a status of RUNNING
.
To view the top ten long running requests:
Use the Top Ten Ready Job Requests tab to view the job requests that are awaiting execution on the Oracle Enterprise Scheduler service. You can alternatively change the scope of the region to display the top ten ready job requests on all scheduling services sharing the same repository.
The job requests displayed will all have a status of READY
.
To view the top ten ready job requests:
READY
. READY
. Click Search to display the requests. Purge policies allow the scheduling service to remove scheduled jobs according to specified criteria. For example, a purge policy might specify the retention of all Java type job requests using a particular job definition submitted executed by a given application for three days. Another purge policy might retain a particular type of job request, say, all SQL job requests in a successful state, for only one day. You can also specify the frequency at which the purge policy is to run.
This section contains the following topics:
You can manage purge policies using Fusion Applications Control only.
A purge policy determines which job requests are to be purged and which retained. Defining a purge policy involves:
Note: After a purge policy has run, it is necessary to physically delete purged job requests from the database. For more information, see Section 5.9.2. |
To set up a new purge policy:
In the Setup Purge Policy page, configure the purge policy.
In the Select Job Definition window, enter the name of the job definition in the Job Definition Name text field.
Click the search button, and select the relevant job definition from those that display. Click OK.
All
, JAVA_TYPE
, SQL_TYPE
or PROCESS_TYPE
. In the Select Schedule window, select a schedule and click OK.
Job request data is kept in the Oracle Enterprise Scheduler runtime store as records in the runtime store tables. These job requests records are kept in the runtime store until they are physically purged by a database administrator using SQL purge scripts. You must logically delete a job request before physically purging it.
Use the method esspurge.purge_requests
on the Oracle Enterprise Scheduler schema to delete purged job requests from the database. In an Oracle Fusion Applications environment, the schema is typically called FUSION_ORA_ESS
.
The ESSPURGE
package contains a stored procedure which you can use to purge completed job requests. The package is normally loaded when the Oracle Enterprise Scheduler schema is created or updated. The stored procedure is shown in Example 5-1.
Example 5-1 ESSPURGE Stored Procedure for Purging Completed Job Requests
The basic syntax of esspurge.purge_requests
is shown in Example 5-2, where FUSION_ORA_ESS
is the name of the Oracle Enterprise Scheduler schema and password
is the password.
Example 5-2 Purging Job Requests from the Database
Additional examples are shown in the following list.
You can view all purge policies defined for the scheduling service.
To display purge policies for the scheduling service:
You can edit the request or retention criteria of an existing purge policy, as well as the purge policy schedule.
To update a purge policy:
You can delete a given purge policy.
To delete a purge policy:
Oracle Enterprise Scheduler job metadata refers to the components that form the basis of scheduled job requests.
These include the following:
This section contains the following topics:
You can manage job metadata only in Fusion Applications Control.
The Job Definitions page in Oracle Enterprise Manager Fusion Applications Control allows you to view, create, edit, duplicate, delete and search for job definitions. Figure 5-2 shows the Manage Job Definitions tab in the Job Definitions page. The tab displays a table of job definitions and their attributes, including name, description, location, execution type and job type.
The Job Definitions page in Oracle Enterprise Manager Fusion Applications Control also allows you to register sources for lists of values related to job definitions and the applications that run job definitions. Figure 5-3 shows the Manage List of Values Sources tab in the Job Definitions page.
This section contains the following topics:
You can view the job definitions created for a given application. The table of job definitions displays details about the jobs related to an application such as the job definition name, the full path to which it is saved, the job type, and so on.
Note: In the Job Definitions page, an asterisk displays next to those jobs in the list that are pre-seeded, and are not custom jobs. The asterisk also displays next to pre-seeded jobs that you have customized. |
To display job definitions:
The Job Definitions page displays.
The job definitions for that application display in a table below the application dropdown list.
Column Name | Description |
---|---|
Name | This column displays the name of the job definition. |
Display Name | This column shows the name of the job definition as it displays. |
Description | This column displays a description of the job definition. |
Path | This column displays the full directory path to which the job definition is saved. |
Execution Technology | This column displays the type of job request that you can create using the given job definition, such as a Java, C, PL/SQL, Perl or hosted script job. |
Job Type Name | This column displays the name of the job type upon which the job definition is based. |
Note: If there are applications with similar names, be sure to select the UI application. For example, given an application called ProjectFinancialsApp and ProjectFinancialsESSApp, select ProjectFinancialsApp as this is the UI application. |
You can create a new job definition, which you can then use to create a job request for a particular application. The job definition includes the directory path of the job to be run, the name of the application with which the job definition is associated and the job type used for the job definition.
Additional properties can be defined for a job definition as follows:
This section contains the following topics:
To create a job definition:
The Job Definitions page displays.
Note: If there are applications with similar names, be sure to select the UI application. For example, given an application called ProjectFinancialsApp and ProjectFinancialsESSApp, select ProjectFinancialsApp as this is the UI application. |
Additional properties may display, depending on the job type selected.
A parameter enables passing data of type string, boolean, number or date time to the job request. Parameters can be passed using a number of display controls, such as a text box, date picker, choice list or list of values.
To configure parameters for a job definition:
The Create Parameter dialog box displays.
From the Date Format dropdown list, select the format in which to display the date.
From the Default Value dropdown list, select any of the following values: Today, Tomorrow, A week from now or Specific date.
If you select Specific date, use the calendar picker to select a date. This is required.
For the Data Alignment radio button, select Left or Right. This configures the alignment of the number value in the job request submission UI.
In the Default Value field, enter a default value for the number.
Text Box: When selecting this value from the Display Widget dropdown list, enter the default text in the Default Value text field.
Choicelist/List of Values (with search): From the List of Values Source dropdown list, select the source for the list of values. For the List of Values (with search), enter a default value in the field provided. In the Display Attributes shuttle list, select the attributes you want to display. For information about searching for and registering a list of values, see Section 5.10.1.2.3 and Section 5.10.1.2.4.
If your job definition requires additional properties to be filled in by end users at runtime, you can add these properties in the User Properties tab of the job definition creation user interface.
To configure user properties for a job definition:
The Create User Property dialog box displays.
If you define a user property or parameter that uses a list of values, you must first register the source for the list of values.
To register a source for a list of values:
The Create List of Value Source dialog box displays.
When defining a user property or parameter using a list of values, you must register a source for the list of values. The Search field enables searching for a source for a list of values. You can also save the search for future use.
For information about registering a source for a list of values, see Section 5.10.1.2.3.
To search for list of value sources:
The Job Sets page in Fusion Applications Control allows you to view, create, edit, delete and search for job sets.
A job set is a collection of job requests that can be grouped together to run as a single unit. A job set may be nested, such that it may contain a collection of job requests or one or more child job sets. Each job request or job set included within a job set is called a job set step.
Figure 5-4 shows the Results table in the Job Sets page. The Results table displays job sets and their attributes, including name, package, execution mode and description.
This section contains the following topics:
You can view the job sets created for a given application.
To display job sets:
The Job Sets page displays.
The job sets for that application display in a table below the application dropdown list.
Column Name | Description |
---|---|
Name | This column displays the name of the job set. |
Package | This column displays the name of the Java package associated with the job set. |
Execution Mode | This column displays the execution mode of the job set, Serial or Parallel. |
Description | This column displays a description of the job set. |
A job set is defined as either a serial or a parallel job set. At run time, Oracle Enterprise Scheduler runs parallel job set steps together, in parallel. When a serial job set runs, Oracle Enterprise Scheduler runs the steps one after another in a specific sequence. Using a serial job set Oracle Enterprise Scheduler supports conditional branching between steps based on the execution status of a previous step.
For each step in a job set, you can configure an action to be take upon completion of the step, depending on the state of the step. You can also configure parameters and system properties for the job set, such as elevating access privileges to complete a particular job request or specifying the number of times a job can be retried in the event of failure.
To create or edit a job set:
The Job Sets page displays.
In the Job field, enter search text and click the browsing button. In the window that displays, select the job definition that you want to use for this step.
From the Name dropdown list, select the system property you want to specify. Possible system properties are shown in Table 5-9.
In the Initial Value text field, enter the value you want to assign to the system property.
Table 5-9 System Properties
System Property | Description |
---|---|
| This property specifies whether multiple pending requests for the same job definition is allowed. This property has no meaning for a job set step. True or false. |
| This property specifies the logical name of the J2EE application used for request processing. This property is automatically set by Oracle Enterprise Scheduler during request submission. |
| This property specifies the process exit code for a process job request that denotes an execution business error. If this property is not specified, the system treats a process exit code of 4 as an execution business error. This property is optional for a process job type. It is not used for other job types. For more information about business errors, see Section 5.7.2.2 |
| This property specifies the Java executable for a Java job request. This should be the name of a Java class that implements the |
| This property specifies the command line used to invoke an external program for a process job request. This property is required for a Process job type. It is not used for other job types. |
| This property specifies the logical name of the J2EE application that will be the effective application used to process the request. A job definition, job type, or a job set step can be associated with a different application by defining the |
| This property specifies the environment variables to be set for the spawned process of a process job request.The property value should be a comma separated list of name value pairs (name=value) representing the environment variables to be set. This property is optional for a Process job type. It is not used for other job types. |
| This property specifies whether instances of a repeating request with an execution time in the past should be generated. Instances are never generated before the requested start time nor after the requested end time. To cause past instances to be generated, you must set this property to TRUE and specify the requested start time as the initial time from which instances should be generated. Note that a null requested start time defaults to the current time. Valid values for this property are:
If this property is not specified, the system defaults to |
| This property is for internal use only. |
| This property specifies an identifier for an external portion of an asynchronous Java job. For example, an asynchronous Java job usually invokes some remote process and then returns control to Oracle Enterprise Scheduler. This property can be used to identify the remote process. This property should be set by the job implementation of asynchronous Java jobs when the identifier is known. It is never set by Oracle Enterprise Scheduler. |
| This property specifies the name of the Oracle Enterprise Scheduler isolation group to which this request is bound. This property is automatically set by Oracle Enterprise Scheduler during request submission. |
| This property specifies input to a job request. The input to a serial job set is forwarded as input to the first step only. The input to a parallel job set is forwarded as input to all the parallel steps. Oracle Enterprise Scheduler imposes no format on the value of this property. |
| This property specifies the working directory used during job request processing for input files. Oracle Enterprise Scheduler sets the value of this property during job request processing. |
| This property specifies the event listener class associated with the request. This should be the name of a Java class that implements the |
| This property specifies a language code to apply to the job. |
| This property specifies the logging working directory. |
| This property specifies output from a request. The output of a serial job set is the |
| This property specifies the working directory used during job request processing for output files. Oracle Enterprise Scheduler sets the value of this property during job request processing. |
| This property specifies the post-process callout handler class. This should be the name of a Java class that implements the |
| This property specifies the pre-process callout handler class. This should be the name of a Java class that implements the |
| This property specifies the request processing priority. The priority interval is [0...9] with 0 as the lowest priority and 9 as the highest. Default: If this property is not specified, the system default value used is 4. |
| This property specifies the name of the PL/SQL stored procedure to be called for a SQL job request. The stored procedure should be specified using schema.name format. The property is required for a SQL job type. It is not used for other job types. |
| This property specifies the product within the application that submitted the request. |
| This property specifies the file where standard output and error streams are redirected for a Process job request. This represents the full path of the log file where the standard output and error streams are redirected for the spawned process when the request is executed. This property is optional for process job types. It is not used for other job types. |
| This property specifies the callout handler processing delay time. This represents the time, in minutes, to delay request processing when a delay is requested by a callback handler. Default: If this property is not specified, the system default used is 5. Integer type. |
| This property enables the job request to time out. |
| This property specifies an application-specific label for a request. The label, defined by an application or system administrator, allows administrators to group job requests according to their own specific needs. |
| This property specifies the request processor node on which the request should be processed. This allows processor affinity to be specified for a job request. If this property is not specified, the request can run on any available request processor node. In general, this property should not be specified. If this property is specified for a request, the request processor's work assignments |
| This property specifies the expiration time for a request. This represents the time, in minutes, that a request will expire after its scheduled execution time. A expiration value of zero (0) means that the request never expires. If this property is not specified, the system default value used is 0. Request expiration only applies to requests that are waiting to run. If a request waits longer than the specified expiration period, it does not run. After a request starts running the request expiration no longer applies. |
| This property specifies the retry limit for a failed request. If request execution fails, the request will retried up to the number of times specified by this property until the request succeeds. If retry limit is zero (0), a failed request will not be retried. If this property is not specified, the system default used is 0. |
| This property enables elevating access privileges for completing a scheduled job. Normally, a request runs as the submitting user. However, if this property is set in the metadata of the job associated with the request, then the request executes under the user identified by this property. This property can only be specified via metadata and cannot be specified as a submission parameter. |
| This property specifies whether the result state of a job set step affects the eventual state of its parent job set. In order for the state of a job set step to be considered when determining the state of the job set, the |
| This property specifies an Oracle Enterprise Scheduler job class to be assigned to the Oracle Enterprise Scheduler job used to execute a SQL job request. This property need not be specified unless the job used for a job request is associated with a particular Oracle Database resource consumer group or has affinity to a database service. If this property is not specified, a default Oracle Enterprise Scheduler job class is used for the job that executes the SQL request. That job class is associated with the default resource consumer group. It belongs to the default service, such that it has no service affinity and, in an Oracle RAC environment, any one of the database instances within the cluster might run the job. No additional privilege or grant is required for an Oracle Enterprise Scheduler SQL job request to use that default job class. This property is optional for a SQL job type. It is not used for other job types. |
| This property specifies the logical name of the J2EE application for the submitted (absolute parent) request. This property is automatically set by Oracle Enterprise Scheduler during request submission. |
| This property has been deprecated. |
| This property specifies the process exit code for a process job request that denotes an execution success. If this property is not specified the system treats a process exit code of 0 as execution success. This property is optional for a process job type. It is not used for other job types. |
| This property specifies a base directory in the file system where files, such as input and output files, may be stored for use by the request executable. Oracle Enterprise Scheduler supports a configuration parameter that specifies a file directory where requests may store files. At request submission, a |
| This property specifies the name of the user used to execute the request. Normally, this is the submitting user unless the |
| This property specifies the process exit code for a process job request that denotes an execution warning. If this property is not specified, the system treats a process exit code of 3 as execution warning. This property is optional for a process job type. It is not used for other job types. |
| This property specifies the working directory for the spawned process of a Process job request. This property is optional for a process job type. It is not used for other job types. |
The Add Access Control dialog box displays.
You can delete a job set.
To delete a job set:
An Oracle Enterprise Scheduler incompatibility specifies which job definitions are incompatible with other job definitions. At runtime, when job definitions are specified in an incompatibility, any job requests associated with the job definitions that are incompatible cannot run simultaneously.
A given incompatibility defines either a global incompatibility or a domain-specific, property-based incompatibility.
This section contains the following topics:
The Incompatibilities page displays information about incompatibilities including name, the Java package associated with a given incompatibility and a description for the incompatibility.
To view job incompatibilities:
The Incompatibilities page displays.
The incompatibilities for that application display in a table below the application dropdown list.
Column Name | Description |
---|---|
Name | This column displays the name of the incompatibility. |
Package | This column displays the name of the Java package associated with the incompatibility. |
Incompatibility Type | This column displays the type of incompatibility, global or domain specific. |
Description | This column displays a description of the incompatibility. |
An incompatibility consists of two or more job definitions configured as incompatible, and the resource over which they need to be incompatible. A resource is not specified for a global incompatibility. This resource is represented by the property name that forms the Incompatibility. The property name might be different across job definitions. For example, if two job definitions, JobA and JobB, are made incompatible, then the property identified for incompatibility might have different names in JobA and JobB.
Defining an incompatibility involves the following:
To create or edit an incompatibility:
The Incompatibilities page displays.
The Create Incompatibilities page displays.
The Add Entity dialog box displays.
Deleting an incompatibility results in the incompatible job requests or job sets becoming compatible again.
To delete an incompatibility:
Work allocation is the process of defining constraints on where and when jobs run as well as the amount of resources that can be used to process the jobs. This process includes creating a work assignment, and binding the work assignment to a request processor.
A work assignment consists of a specialization rule and one or more workshifts. The specialization rule defines restrictions on which jobs can be processed. A workshift defines the temporal windows when the jobs can be processed and what resources can be used during those periods. The resources defined in a workshift include threads, which are a local resource of the request processor, and asynchronous workers, a global resource. The number of asynchronous workers can be specified to throttle the use of a shared global resource, such as database jobs.
Binding associates a work assignment with a request processor on a server, determining where the jobs can run. An exclusive binding mode is supported to not only determine when the jobs can run but to prevent them from running anywhere else.
By default, no work assignments are bound. When there is no bound or active work assignment, a virtual default work assignment will be started to process all jobs using all available resources.
This section contains the following topics:
You can manage work assignments and workshifts only in Fusion Applications Control. Schedules can be managed in both Fusion Applications Control and Cloud Control.
Work assignments provide the following controls for processing job requests:
Determining Active Work Assignments
A bound work assignment is active if it is enabled, has an active workshift and the enabled flag is set on the work assignment definition. A workshift is active if it has an allocation greater than zero and includes a current schedule (where the current time is within a time window defined by the schedule and duration), or the workshift is a 24x7 workshift. If there are no bound work assignments on the server, the default work assignment will be active using all threads and having no limits on asynchronous workers.
Only one workshift can be active for a given work assignment at any point in time. If a work assignment has more than one active workshift, Oracle Enterprise Scheduler chooses the most specific of these to be the actual active workshift. The most specific workshift is the one that ends soonest, or, given two workshifts that have ended at the same time, the workshift that started most recently.
Determining Work Assignment Thread Allocation
An active work assignment is assigned the thread allocation specified by the active workshift unless the total number of threads needed to satisfy the allocations of all active work assignments exceeds the configured thread count. In this case, Oracle Enterprise Scheduler weighs the thread allocation against the percentage of threads allotted to the workshift out of the total number of thread allocations for all work assignments.
For example, suppose work assignment 1 has a thread allocation of 70, work assignment 2 has a thread allocation of 30, and there are 20 processor threads configured. The total desired allocation is 100, so the weight for work assignment 1 is 70% while the weight for work assignment 2 is 30%. Oracle Enterprise Scheduler allocates 14 threads to work assignment 1 and six threads to work assignment 2.
If the default work assignment is active, the number of threads allocated to the work assignment is equal to the configured thread count.
Note: Each active work assignment is assigned at least one thread. |
Processing Active Work Assignments
After determining work assignments and thread allocations, Oracle Enterprise Scheduler begins a thread pool for each active work assignment. The threads are responsible for processing job requests that are specialized to the work assignment, except for requests that are specialized to an exclusive work assignment. The exclusion is effective for all work assignments, including the default work assignment. If an exclusive work assignment is bound to any server in the group, no other work assignment can process job requests specialized to that exclusive work assignment.
Note: All work assignments bound in exclusive mode are excluded, including disabled work assignments. Exclusive bindings apply even if the server to which they are bound is unavailable. You must unbind an exclusive work assignment if you do not want it to be excluded. |
This section contains the following topics:
A work assignment includes two primary components that define request processor constraints:
This combination of work assignment controls, including specialization rules and workshifts gives you the ability to select the kinds of job requests to be processed and decide how to allocate the request processor resources. For example, you can define two workshifts: a day shift and a night shift to allocate processing for these periods. The day shift could have more resources allocated for a peak usage period while the night shift could provide a different mix for its resource allocation.
By default, no work assignments are bound to a request processor and the request processor processes any ready job request. The default behavior is similar to using a request processor with no specialization rules and a workshift of 24/7 duration, all configured threads are used and there are no limits on the number of asynchronous jobs.
Table 5-10 shows the properties that you can define for specialization rules.
Table 5-10 Specialization Properties Available for Specialization Rules
Specialization Property | Description |
---|---|
Application | Specifies the name of the application associated with a job request. |
Product | Specifies the name of the product within an application. |
Submitted By | Specifies a user who submitted a job request. |
Job Definition | Specifies a specific job request name. |
Request Category | Specifies a label defined by the system administrator allowing administrators to group job requests for specific needs. |
The following operators can be used to join the conditions of a rule: AND
, OR
(both of type binary), CONTAINS
and NOT
(unary).
Example 5-3 shows sample specialization rules that can be used in a work assignment.
Example 5-3 Sample Specialization Rules
If a job request is specialized to two different work assignments, either of those work assignments may process the job request depending on resource availability. Similarly, if the same work assignment is bound to two different servers, either server may process the job request.
To create or edit a work assignment:
The Work Assignments page displays.
The Create Work Assignment page displays.
You can delete a work assignment from the list of work assignments. Before deleting a work assignment, make sure that it is not bound to a request processor.
To delete a work assignment:
The Work Assignments page displays.
A workshift indicates the operating, active times for a request processor. Specifically, a workshift defines a sequence of temporal windows in which resources or threads, are made available for processing job requests. When a work assignment is bound to a request processor, one or more workshifts are associated with the work assignment. At runtime, Oracle Enterprise Scheduler determines the resource allocation for the workshifts within the work assignment.
A workshift defines the following resources:
Thread allocation specifies the number of threads that can be used by the request processor. These threads are used to perform local tasks, including processing synchronous jobs, initiating and finalizing asynchronous jobs, pre- and post-processing of job requests and updating events. When the workshift in a work assignment is active, each request processor for the work assignment can use the specified number of threads. For example, suppose a work assignment includes a 24x7 workshift with a thread allocation of 15. If that work assignment were bound to three request processors, each request processor could use 15 threads, for a total of 45 threads across all three servers.
Asynchronous, PL/SQL and asynchronous Java jobs use a global resource that must be shared across the entire system. The workshift can specify limits on the number of PL/SQL jobs and asynchronous Java jobs that can be active for the work assignment. This limit applies across all request processors for the work assignment in the entire system. For example, suppose a work assignment includes a 24x7 workshift with a PL/SQL job limit of ten. If that work assignment were bound to three request processors, all three request processors would share the ten PL/SQL asynchronous workers, for a maximum of ten PL/SQL jobs active for that work assignment.
When deciding on thread allocation and asynchronous job limits for a workshift, take note of the types of jobs specialized to the work assignment where the workshift is to be used.
This section contains the following topics:
Creating a workshift involves the following:
To create or edit a workshift:
The Workshifts page displays.
The Create Workshift page displays.
In the Duration text field, enter the duration of the workshift in minutes.
From the Time Zone dropdown list, select a time zone for the schedule.
In the Start region, select Immediately or Later. If you choose Later, select the date and time using the calendar icon.
In the Repeating region, use the Repeat dropdown list to select the frequency at which the workshift schedule will repeat: Do not repeat, Every N minutes/hours/days/weeks, Specific days of the week, Specific days of the month. Enter the number of minutes, hours, days or weeks. Alternatively, select the days of the week or dates of the month on which the schedule is to run.
In the End Date region, select No End Date or Specified End Date. When selecting Specified End Date, use the calendar icon to set an end date in the Date text field.
In the Duration text field, enter the duration of the workshift in minutes.
You can delete a workshift from the list of workshifts.
To delete a workshift:
The Workshifts page displays.
Schedules are used to configure the start and end times as well as the frequency of work allocations, purge policies and job requests.
This section contains the following topics:
You can manage schedules in Fusion Applications Control as well as Cloud Control.
A job schedule specifies a predefined time or recurrence for scheduling and executing a job request, work allocation or purge policy. Schedules are defined independently from jobs and can be associated with one or more jobs.
To create or edit a schedule:
The Schedules page displays.
The Create Schedules page displays.
If you select Later, use the date picker to select a date and time for the beginning of the schedule.
If selecting Weekly, use the Day of the Week dropdown list to select the day or days of the week you want to run the schedule.
You can delete a schedule from the list of schedules.
To delete a schedule:
The Schedules page displays.
The ADF Connections Configuration page allows you to create connections to services such as ADF Business Components services, Oracle Business Activity Monitoring, Oracle Enterprise Scheduler Service, URLs and web services.
Figure 5-5 shows the ADF Connections Configuration page.
Use the ADF Connections Configuration page to configure the following properties for Oracle Enterprise Scheduler:
WS-Security
headers for web service invocations from Oracle Enterprise Scheduler for web service callbacks. You can manage ADF connections in Fusion Applications Control only.
To create or edit an ADF connection:
The ADF Connections Configuration page displays.
The new connection displays under the relevant connection category.
The connection window displays.
Oracle Enterprise Scheduler application and role policies are the same as other application and role policies. For more information about managing application and role policies, see Chapter 4.
Oracle Enterprise Scheduler web services are the same as other Fusion application web services. For information about managing the web services related to Oracle Fusion Applications, see the "Understanding Oracle WSM Policy Framework" chapter in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services.
You can search for and view log data for individual job requests, as well as set log levels for Oracle Enterprise Scheduler. You can also save job request logs to a file, and trace job requests for additional troubleshooting information.
This section contains the following topics:
Note: The Oracle WebLogic Server logger (logging.xml ) only shows logs written by Oracle Enterprise Scheduler job running in Oracle WebLogic Server. Once Oracle Enterprise Scheduler transfers control of running PL/SQL and C jobs to the PL/SQL or C process, respectively, PL/SQL and C job logging data is not written to the Oracle Enterprise Scheduler logs as they run in a separate process. |
Job request logs can often be written to different files. You can find log data regarding a given job request using its Execution Context Identifier (ECID), a unique identifier that enables finding log data for the job request.
For more information about finding the ECID for a job request, see Section 17.5.3
You can view the log for a particular job request from the Request Details pane.
To view job request logs:
You can use the Oracle Enterprise Scheduler Log Messages page to view logging information regarding scheduled job requests.
For more information about logging, see Chapter 13.
To view log messages for scheduled job requests with Fusion Applications Control:
To view messages logged by other sub-systems, broaden the target scope to display messages logged across the domain or farm. Click Broaden Target Scope and select the target whose log messages you want to view.
It is possible to configure Oracle Enterprise Scheduler server logging for a Oracle WebLogic Server by modifying the logging.xml
file of that Oracle WebLogic Server. By default, there is no explicit logger entry for Oracle Enterprise Scheduler. Oracle Enterprise Scheduler inherits the logging level and log handlers configured for the parent logger, typically the oracle
logger or the root logger.
By default, the log messages for the Oracle Enterprise Scheduler logger can be found in the Oracle WebLogic Server diagnostic log file for that Oracle WebLogic Server. The logging.xml
file is located under DOMAIN_HOME/config/fmwconfig/servers/WebLogic_Server_Name
, where DOMAIN_HOME
is the domain home directory for the Oracle WebLogic Server domain and WebLogic_Server_Name
is the name of the Oracle WebLogic Server that uses the logging.xml
file.
Table 5-11 shows the Oracle Enterprise Scheduler logger names, log levels and a description for each level.
Table 5-11 Loggers and log levels for Oracle Enterprise Scheduler
Logger Name | Log Level | Description |
---|---|---|
|
| Problems encountered by Oracle Enterprise Scheduler runtime in the context of request processing that result in the request errors. Errors include exceptions thrown by the job code, unchecked exceptions when running the job code and exceptions when running Oracle Enterprise Scheduler code. Problems encountered by Oracle Enterprise Scheduler runtime outside the context of request processing, such as dispatching, system event handling, and so on. |
| Less severe problems encountered by Oracle Enterprise Scheduler runtime during or outside of request processing, which might not cause requests to enter error state. | |
| Messages for request state transitions. Messages related to work assignment activities. Messages about batch delete failures. Start and stop of Oracle Enterprise Scheduler resource adapter. | |
| Application endpoint activation and de-activation for Oracle Enterprise Scheduler resource adapter. | |
|
| Any problems that occur during UI rendering to submission. |
| Messages related to job fetch and submission API calls. | |
| Details tracing messages for the scheduled job request submission UI. | |
|
| Any problems that occur during UI rendering to operations in the UI. |
| Messages related to job request fetch and various API calls. | |
| Details tracing messages for the job request monitoring UI. | |
|
| Records any errors occurred when creating a session for Oracle Fusion Middleware Extensions for Applications, or when creating a file during pre- and post-processing. |
| Records messages related to terminating sessions and closing files during pre- and post-processing | |
| Messages related to pre- and post-processing execution activity. |
AFLOG_ENABLED
profile option must be set to Y
. For PL/SQL jobs, set AFLOG_PLSQL_FILENAME
to Y
. For C jobs, set AFLOG_FILENAME
to Y
. For more information about configuring log settings, see Section Section 13.7 and Section 17.2. For more information about setting the AFLOG_ENABLED
property, see the section "Enabling JBO Logging in the Provisioned Environment" in the "Debugging Oracle ADF and Oracle SOA Suite" chapter in the Oracle Fusion Applications Developer's Guide. For information about setting the log levels for Oracle WebLogic Server, see Section 5.15.5. For more information about Oracle Diagnostic Logging levels, see Section 13.7.3.
Set the log levels for the Oracle WebLogic Server running Oracle Enterprise Scheduler as described in the Oracle WebLogic Server documentation.
Enabling tracing for Oracle Enterprise Scheduler jobs provides additional information regarding job requests, which can then be relayed to Oracle technical support to help solve any Oracle Enterprise Scheduler-related issues.
This section contains the following topics:
Before You Begin
Before enabling tracing, note that tracing log messages may produce a considerable amount of output. By default, log message traces go to the Oracle WebLogic Server console stdout
. If the stdout
is re-directed to a file, it may occupy a significant amount of disk space and possibly affect server performance.
For more information about Oracle Diagnostic Logging levels, see Section 13.7.3.
To enable tracing for Oracle Enterprise Scheduler jobs:
Navigate to the Log Configuration pane and expand the Specify Loggers region.
The Log Configuration pane displays.
Create the following loggers: oracle.as.scheduler.security.internal.SecurityExecutorFactory
and oracle.as.scheduler.security.internal.SecurityHelper
.
Attach the loggers to the Oracle Diagnostic Logging Handler.
Download the trace file.
The Log Messages pane displays.
The View Log File pane displays.
By default, job request logs are written to the fnd_log
API if Oracle Fusion Applications logging is set to FINER
.
It is possible to save job request log data to the server log file. Job request logs are normally stored to Oracle Universal Content Management. However, when setting the log level to FINER
, all job request logs are copied to the server log file.
To save job request logs to the server diagnostic file in Fusion Applications Control:
The Log Configuration pane displays.
oracle.as.scheduler.security.internal.SecurityExecutorFactory
logger. FINER
and click Apply. <
server
>-diagnostic.log
file. The logs are saved to the server diagnostic file, <
Oracle Enterprise Scheduler server name
>-diagnostic.log.
Cloud Control enables you to configure, view and manage alerts for Oracle Enterprise Scheduler entities including the scheduling service itself, work assignments and job definitions. Alerts are based on performance metrics for Oracle Enterprise Scheduler. Each metric includes named objects with upper and lower thresholds indicating warning or critical states for that particular metric. For example, you can configure an alert for all job requests that have entered a state of error, such that 10 errors constitute a warning state, and 20 errors a critical state. Once you have configured alerts, you can view any existing alerts as well as any configuration changes made within a specified period of time.
Table 5-12 lists the alerts available for Oracle Enterprise Scheduler.
Table 5-12 Oracle Enterprise Scheduler Alerts
Alert | Scope | Collected Data | Alert Automatically Cleared? |
---|---|---|---|
Alert for job requests in ready state and the average wait time for job requests in ready state. | Work assignment | The number of job requests in ready state and average wait time of the ready job requests by work assignment. | No. The alert is only cleared when the number of ready job requests is smaller than the threshold. The same is true for alerts pertaining to the average wait time of a ready job request. |
Alert for job requests that have entered a state of error. | Work assignment | The number of job requests that have entered an error state following the last collection. | Yes. The alert is automatically cleared if the delta value of the subsequent collection is below the threshold. |
Alert for long running job requests. | Job definition | The longest running time of a job request listed by job definition. The data is queried for only those job definitions for which a threshold is specified. | No. The alert is only cleared when a job request runs for the job definition beyond the threshold value. |
Alert for job requests that have gone to a state of | Scheduling service | The number of job requests in a state of | No. An administrator must recover the job request in order to clear the alert. |
Alert for timed out job requests. | Scheduling service | The number of timed out job requests. | No. An administrator must cancel or recover the job request in order to clear the alert. |
Alert for job requests that have gone into | Scheduling service | The number of job requests that have gone into | Yes. The alert automatically clears if the delta value in the subsequent collection is below the threshold. |
Alert for blocked job requests. | Scheduling service | The number of job requests in | No. An administrator must cancel the job request, or the job request must be selected for processing in order to clear the alert. |
This section contains the following topics:
You can configure the thresholds for each object monitored by the metric. For a given metric, you can configure alert rules as follows:
To configure metric alerts for Oracle Enterprise Scheduler in Cloud Control:
A list of metrics displays.
The Edit Advanced Settings page displays, including the Monitored Objects list.
The Search and Select Objects window displays.
For more information about configuring alerts, see the following topics in the Cloud Control online help:
The Oracle Enterprise Scheduler Service home page displays a summary of alerts. You can navigate to the Incident Manager page to view additional information about incidents by clicking the number of incidents displayed in the Monitoring and Diagnostics area.
To view alerts for Oracle Enterprise Scheduler with Cloud Control:
The Scheduling Service summary page displays. The Monitoring and Diagnostics pane displays the following information.
The Incident Manager displays incidents in a table, with the following information listed for each incident: severity, summary, target, priority, status, last updated, owner, acknowledged, escalated, type and category.
You can click an incident to display its details. For more information about using Incident Manager, see the following topics in the Cloud Control online help:
This chapter describes report delivery server administration in Oracle Fusion Applications.
This chapter contains the following topics:
Oracle Business Intelligence Publisher is the report generation and delivery engine for Oracle Fusion Applications. Oracle BI Publisher receives report requests from Oracle Fusion Applications in the following ways:
Requests submitted through Oracle Enterprise Scheduler Service are processed by the Oracle BI Publisher scheduler. Requests submitted through the Reports and Analytics pane can be either real-time online requests or scheduled requests. Requests submitted through an application may invoke the Oracle Enterprise Scheduler Service or may return report request results directly back to the application page.
After installing Oracle Fusion Applications, Oracle BI Publisher is configured to accept requests from Oracle Fusion Applications. However, before you can deliver report documents to their destinations you must define the delivery servers in Oracle BI Publisher. Use the Oracle BI Publisher Administration page to define your delivery servers.
Once set up, you can then further configure the number of report processor and delivery threads to best handle your processing and delivery requirements. In addition, you can configure report properties for the system or at the report level to tune performance of your reports. To diagnose report processing issues, BI Publisher provides a set of scheduler diagnostics.
Use the Oracle BI Publisher Administration page to:
Note: You must be assigned theBI_Administrator role to access the BI Publisher Administration page. |
To navigate to the Oracle BI Publisher Administration page:
Alternatively, log in to Oracle Business Intelligence directly (example: http://
example.com:port
/analytics
). Click Administration and then click Manage BI Publisher.
Figure 6-1 shows the BI Publisher Administration page:
To configure delivery servers:
For more information about this tab see "Setting Delivery Configuration Options" in the Oracle Fusion Middleware Administrator's Guide for Oracle Business Intelligence Publisher.
The following table lists the report delivery channels supported by Oracle BI Publisher. See the corresponding section in the Oracle Fusion Middleware Administrator's Guide for Oracle Business Intelligence Publisher (Oracle Fusion Applications Edition) for configuration information.
Delivery Type | Section |
---|---|
Printer and Fax | Adding a Printer or Fax Server |
Adding an E-mail Server | |
WebDAV | Adding a WebDAV Server |
HTTP | Adding an HTTP Server |
FTP | Adding an FTP Server |
Note that printing is supported through Internet Printing Protocol (IPP). If Oracle BI Publisher is operating in a UNIX environment, you must set up the Common Unix Printing Service (CUPS) and then define your CUPS server to Oracle BI Publisher. For a Windows environment, you must set up Windows Print Server for IPP. For information on setting up CUPS and Windows IPP, see "Setting Up Print Servers" in the Oracle Fusion Middleware Administrator's Guide for Oracle Business Intelligence Publisher (Oracle Fusion Applications Edition).
When Oracle Enterprise Scheduler Service initiates a job, it is picked up by the BI Publisher scheduler queue. The processors perform as follows:
You can configure the number of threads dedicated to each processor.
Manage the processors in the BI Publisher Scheduler Configuration page. By default, each processor is enabled and the thread count for each is set to five. For each managed server that is running in the BI cluster, a table for that instance's processors will display. Use the table to enable or disable processors for the instance and configure the thread counts.
To configure processor threads:
Figure 6-3 shows the Oracle BI Publisher Scheduler Configuration page, highlighting the JMS Configuration and Cluster Instances regions:
Note that all processors will automatically be set to use the number of threads defined in the Threads Per Processor value of the JMS Configuration region of the page. Enter a value in the Number Threads column to change the value from this default.
To add managed servers to enable more report and delivery processors to handle your reporting throughput see the "Scaling Out the Oracle Business Intelligence Domain" chapter in the Oracle Fusion Applications Enterprise Deployment Guide.
After performing the scale-out procedure, follow the steps in "Managing Report Processing and Delivery Server Load" to configure the processor threads for each cluster instance.
The following tools enable you to diagnose report processing and delivery issues:
The Scheduler Diagnostics page provides the runtime status of the scheduler. It provides status of its JMS configuration, JMS queues, Cluster instances, Scheduler Database, Toplink, and Scheduler (Oracle Enterprise Scheduler Service).
To access the Scheduler Diagnostics page:
The Scheduler Diagnostics page is shown in Figure 6-4:
For more information about this page see the "Scheduler Diagnostics" topic in the Oracle Fusion Middleware Administrator's Guide for Oracle Business Intelligence Publisher (Oracle Fusion Applications Edition).
For information on using Fusion Applications Control to diagnose issues with Oracle BI Publisher, see the "Diagnosing and Resolving Issues in BI Publisher" topic in the Oracle Fusion Middleware Administrator's Guide for Oracle Business Intelligence Publisher (Oracle Fusion Applications Edition).
Use the Oracle BI Publisher Runtime Configuration page to set the system-level runtime properties for reports.
To access the Runtime Configuration page:
For more information about this page see the "Defining Runtime Configurations" chapter in the Oracle Fusion Middleware Administrator's Guide for Oracle Business Intelligence Publisher (Oracle Fusion Applications Edition).
This chapter describes how to manage search using Oracle Enterprise Crawl and Search Framework (ECSF).
This chapter includes the following topics:
Knowledge workers can spend up to 24% of their time looking for information. Good search tools help them find this information more quickly. Expectations about the ease of use of search tools are high because searches are so easy to perform on the Internet. Oracle Fusion Applications Search is designed to exceed user expectations.
Oracle Fusion Applications Search is embedded within Oracle Fusion Applications. Any application that connects to multiple data sources or manages a significant amount of unstructured (non-database) information—or both—needs advanced search capabilities so that application users can easily locate and take action on data that is relevant to them. Powered by the Oracle Enterprise Crawl and Search Framework and Oracle Secure Enterprise Search, Oracle Fusion Applications Search not only provides a seamless search experience to the Oracle Fusion Applications end user for getting the right content at the right time, but also enhances the Oracle Fusion Applications developer's experience by providing a metadata-driven, declarative design time and runtime interface to manage enterprise search capabilities.
Simone Sterling is a new sales representative at Cobalt Inc. a computer hardware company. She is taking over for Jim Anderson, who just left the company. Simone needs to learn about Jim's interactions with his customers and about how to sell Cobalt's new line of energy-saving displays.
Simone starts by entering "Jim Anderson" in the Oracle Fusion Applications Search box that is available at the top of every Oracle Fusion Applications page. Simone retrieves hundreds of documents pertaining to Jim Anderson and to people named "Jim" or "Anderson". Simone is only interested in documents related to sales or customers, so she de-selects all the search categories except Sales and Customers and then re-runs her search.
Now that Simone is only looking at potentially relevant records, she decides to start exploring the results for specific customers. Simone expands the Customer Account node under the Customer node in the Available Filters tree to display a list of customer accounts. Simone can only view the search results for documents to which she has been granted access. Likewise, she can only view the search categories and filters to which she has access.
Simone clicks "ABC Corporation" to display only the records that involve both Jim Anderson and ABC Corporation. Simone hovers her mouse pointer over result items for Customer Notes and Customer Interactions to see the first 244 characters of each document. She drills down to view details for a note about the new energy-saving displays.
Simone continues to explore her search results. She filters the results by selecting new customers from the Customer Accounts node, views result items in the Search Results window, then drills into Oracle Fusion Applications to view details for interesting items.
Simone finds a particularly useful set of results by searching for the new energy-saving displays, then filtering for recent customer interactions. She decides to save her search so she can monitor customer interactions around the energy-saving displays, so she clicks the Save… button and names her search "Energy Saver Interactions". This enables her to re-run her search at any time from any page within Oracle Fusion Applications.
Thus, Simone reaps the benefits of the powerful Oracle Fusion Applications Search feature that helps her tailor the search results to meet her specific business needs. She can also save the searches that she wants to reuse often.
The user interface for Oracle Fusion Applications Search, shown in Figure 7-1, offers a variety of useful features.
In the preceding figure, the following features are called out:
Users can filter by category (Oracle SES data source group), subcategory (searchable object /Oracle SES data source), and values of one or more facets defined for a given subcategory. Filtering on a facet value automatically filters on its parent subcategory and category.
Filters can be removed via the delete icons in the Available Filters tree and the Selected Filters region. Removing a parent filter also removes all its children.
Oracle Fusion Applications Search functionality is fundamentally made possible by the integration of three systems, each playing a role in forming the complete search platform:
ECSF is an Oracle Fusion Middleware search framework that enables the exposure of application context information on various business objects to enable full-text transactional search. Benefits of ECSF include:
ECSF management features include:
Key ECSF features that are built on top of Oracle SES and enhance the Oracle Fusion Applications user experience with search include:
The process flow for search using the ECSF architecture, illustrated in Figure 7-2, begins from the time the Oracle Fusion Applications developer makes a view object searchable to the time the Oracle Fusion Applications user receives the search results. The arrows indicate the direction of flow, and the numbered circles indicate the sequence of the steps, which correspond to the list immediately following the illustration.
The process flow includes the following steps:
Oracle SES does not apply data level security to Item business objects to determine if the object can be viewed by the user. All qualified users will see a limited amount of information when the Item business object is enabled for search. The information displayed in the search results includes the item number and description. The Oracle Product Information Management application checks the data level security when the user elects to view item details through the links within the search results.
Review your internal security policies prior to enabling the Item business object for search to determine if item information should be viewed by the end users.
Before you begin to manage search with ECSF, make sure that the environment is set up properly for using ECSF.
To validate the ECSF setup, follow the procedures in the following tasks:
Oracle Fusion Applications Search should be embedded within Oracle Fusion Applications, but it must be enabled in the user interface by setting the profile option FUSION_APPS_SEARCH_ENABLED
to Y
. For information, see Task 6, "Enable the Oracle Fusion Applications Search UI".
To make sure that Oracle Fusion Applications includes search functionality:
Oracle SES provides the fundamental search capability that includes crawling, indexing, and querying. For more information about Oracle SES, see Oracle Secure Enterprise Search Administrator's Guide.
To make sure that Oracle SES is installed and configured properly:
The default port number is 7777. Make sure that you use the correct port number for your installation. If you cannot access the Oracle SES search engine, contact your installation team.
FUSION_APPS_CRM_ECSF_SEARCH_APPID
FUSION_APPS_FSCM_ECSF_SEARCH_APPID
FUSION_APPS_HCM_ECSF_SEARCH_APPID
Fusion Applications Control must be available for configuring and administering the ECSF runtime server, managing the searchable object lifecycle, and synchronizing with Oracle SES.
To make sure that Fusion Applications Control is available:
The search engine types (Oracle SES) should be listed.
In order to access the ECSF pages in Fusion Applications Control, users must have Operator privileges in Oracle WebLogic Server. You must add the users to the Operator group and above on Oracle WebLogic Server. For information, see Oracle Fusion Middleware Securing Oracle WebLogic Server.
Oracle Fusion Applications include seven search-related application identities that are seeded and are stored in the identity store:
FUSION_APPS_CRM_SES_CRAWL_APPID
FUSION_APPS_CRM_ECSF_SEARCH_APPID
FUSION_APPS_FSCM_SES_CRAWL_APPID
FUSION_APPS_FSCM_ECSF_SEARCH_APPID
FUSION_APPS_HCM_SES_CRAWL_APPID
FUSION_APPS_HCM_ECSF_SEARCH_APPID
FUSION_APPS_ECSF_SES_ADMIN_APPID
ECSF is powered by Oracle SES. To integrate with Oracle SES, a number of integration identities known as application identities are used. For each Oracle Fusion Applications application, there are a pair of application identities, for example, FUSION_APPS_HCM_SES_CRAWL_APPID
and FUSION_APPS_HCM_ECSF_SEARCH_APPID
. The CRAWL
application identities are used by Oracle SES to interact with ECSF for crawling and security requests, while the SEARCH
application identities are used by Oracle SES to query Oracle SES as proxy users.
FUSION_APPS_ECSF_SES_ADMIN_APPID
is the application identity used by ECSF to integrate with Oracle SES for administration tasks, such as deployment, scheduling, and so on.
Application identities are provisioned as users in the Oracle Fusion Applications identity store. They often have high level privileges, and their credentials are generated and stored in the credential store. These users are used mainly for machine to machine (application to application) integration.
The Lightweight Directory Access Protocol (LDAP) credential store stores the passwords for the identities that Oracle Fusion Applications and ECSF uses to retrieve passwords for Oracle SES integration.
View the LDAP credential store to make sure the application identities exist.
Fusion Applications Control is an administration user interface that can be used for configuring and administering the ECSF runtime server, managing the searchable object lifecycle, and synchronizing with Oracle SES.
ECSF also provides support for a command line administration option. The ECSF Command Line Administration Utility offers a command line interface, and has no external dependencies on Oracle Enterprise Manager. The utility is available in the ECSF Library (ecsf.jar
) and can be started as a Java program. For more information, see the "ECSF Command Line Administration Utility" appendix in the Oracle Fusion Applications Developer's Guide.
Both Fusion Applications Control and the ECSF Command Line Administration Utility require connection to the Oracle Fusion Applications database.
Note: While both Fusion Applications Control and the ECSF Command Line Administration Utility can be used concurrently, it is recommended that ECSF be administered using one or the other to facilitate data control. |
Key points of administration include:
ECSF_SEARCH_ENGINE_TYPE
table, which resides in the FUSION
schema, and is rendered in Fusion Applications Control. Every Oracle SES search engine instance must be configured using a set of Oracle SES parameters. Every instance created for search must also be configured using a set of ECSF parameters. Both sets of parameters and their values are stored in the ECSF_PARAMETER
table and are rendered in Fusion Applications Control. Parameter names are read-only, while parameter values can be updated. ECSF_ENGINE_INSTANCE
table and managed using Fusion Applications Control. Security administration for ECSF is handled outside the framework and Fusion Applications Control.
For general information about Fusion Applications Control, see Chapter 2.
To navigate to the ECSF administration pages in Fusion Applications Control:
The Enterprise Crawl and Search Framework Configuration Settings page displays. For information about the Configuration Settings page, see Section 7.3.2.
The menu displays the options described in Table 7-1.
Table 7-1 Enterprise Crawl and Search Framework Target Menu Options
Menu Option | Description |
---|---|
Home | Displays the Enterprise Crawl and Search Framework Configuration Settings page. For more information about this page, see Section 7.3.2. |
Logs | Displays the options to either view log messages or access the Log Configuration page to configure basic and advanced log configuration settings. For more information, see "Managing Log Files and Diagnostic Data" chapter in Oracle Fusion Middleware Administrator's Guide. The log files are stored in the following directory: DOMAIN_HOME /sysman/log/emoms.log |
Register Searchable Object | Displays the Register Searchable Object page. For information about the Register Searchable Object task, see Task 2, "Register the Searchable Objects". |
Unregister Searchable Object | Displays the Unregister Searchable Object page. For information about the Unregister Searchable Object task, see Task 4, "Unregister the Searchable Objects". |
System MBean Browser | Displays the MBean browser that allows to you browse the MBeans for the selected application. |
Performance Summary | Displays performance information for the selected component or application. For information, see Section 10.4.1. |
WebLogic Server Administration Console | Launches the Oracle WebLogic Server Administration Console in a separate browser window. |
General Information | Displays general information about the application instance. |
The Enterprise Crawl and Search Framework Configuration Settings page, shown in Figure 7-3, displays the search engine types and their corresponding search engine instance parameters. This page is your starting place for administering and managing search.
From the Enterprise Crawl and Search Framework Configuration Settings page, you can navigate to the Search Application Service Component Administration page to create and configure Search Application Service Component instances.
You can also navigate to the Search Engine Instance Administration page (by selecting a search engine type) to define search engine instances, manage data sources and schedules, and extend search.
Administer search by managing data sources and schedules and modifying data sources.
Note: Administration of searchable objects, search categories, and index schedules must be performed using Fusion Applications Control. You can use the Oracle SES Administration GUI for all other Oracle SES related administration tasks.To access the ECSF pages in Fusion Applications Control, you must have Operator privileges in Oracle WebLogic Server. For information, see Task 4, "Provide Access to ECSF Pages in Fusion Applications Control". |
You can perform the following procedures to administer search using Fusion Applications Control:
In order to avoid disrupting running schedules, it is highly recommended that you administer search when the index schedules are not running.
The Oracle Fusion Customer Relationship Management, Oracle Fusion Human Capital Management, and Oracle Fusion Supply Chain Management product families each has its own set of seeded searchable objects that are packaged into its corresponding search application. For example, the seeded searchable objects for Oracle Fusion Customer Relationship Management are packaged in the Oracle Fusion Customer Relationship Management search application. For more information, see Appendix C.
Note: While Oracle Fusion Financials searchable objects, search categories, and index schedules are seeded, they are not available for search. Do not use Oracle Fusion Financials searchable objects, search categories, and index schedules to enable search. |
To manage the searchable objects for a particular product family, you must select the search application corresponding to that product family.
To make seeded searchable objects available for search, follow the procedures in the following tasks:
Deploying searchable objects to the Oracle Secure Enterprise Search (Oracle SES) instance makes the objects available for the search engine instance to crawl. The searchable objects deployed to Oracle SES must have a unique and fully qualified name, for example, oracle.apps.crm.Opportunity
or oracle.apps.hcm.Opportunity
.
To deploy searchable objects to the Oracle SES instance using Fusion Applications Control:
A green check mark appears in the Deployed column of the selected searchable object to indicate that the source has been created in Oracle SES.
Note: When a searchable object is registered to ECSF, by default it is inactive and not deployed. You can deploy the searchable object to the search engine instance regardless of whether the searchable object is active or inactive. Once deployed successfully, the searchable object is flagged as deployed and inactive until you activate it. Once a searchable object is deployed, the search engine instance can crawl the searchable object. However, a query of that object will return no results until the object is activated. |
A query of deployed and crawled searchable objects will return results only if the objects are activated.
To activate searchable objects using Fusion Applications Control:
A green check mark appears in the Active column of the selected searchable object to indicate that the searchable object is available for search.
Note: A query of this object will return results only if the object has been deployed to a search engine instance and has been crawled. |
Deploying search categories pushes them to the Oracle SES instance. Only search categories with associated searchable objects that are activated can be deployed. Only deployed search categories appear in the Search Categories dropdown list in the Oracle Fusion Applications Search UI.
To deploy search categories using Fusion Applications Control:
GLOBAL
to display the search category on the Oracle Fusion Applications Search UI. A green check mark appears in the Deployed column of the selected search category to indicate that the source group has been created in Oracle SES.
Note: You cannot deploy a search category that contains a searchable object that is not activated. All searchable objects in the search category must be activated. For more information, see Task 2, "Activate the Searchable Objects".The Oracle Fusion Applications Search UI reflects this change after the ECSF cache expires and the user logs out and logs back in. The default is 30 minutes after the change is added to the cache. |
Deploying index schedules pushes them to the Oracle SES instance. Only index schedules with associated searchable objects can be deployed.
Caution: Deploying index schedules to Oracle SES automatically sets the value forrecrawlPolicy to Process Documents That Have Changed in Oracle SES. Do not change the value of recrawlPolicy . ECSF supports only incremental crawling. |
To deploy index schedules using Fusion Applications Control:
A green check mark appears in the Deployed column of the selected index schedule, and the Status column indicates Scheduled
. This indicates that the schedule has been created in Oracle SES.
Starting an index schedule initiates the crawling and indexing of data. You cannot start an index schedule that has not been deployed. You must first deploy the index schedule to add it to the search engine instance. For more information, see Task 4, "Deploy the Index Schedules".
To start index schedules using Fusion Applications Control:
The Status column of the selected index schedule indicates that the schedule is Launching
. The date and time appear in the Start Time column when you start the index schedule.
You must manually refresh the page to view the status updates.
After you have configured search and started the crawl, enable the Oracle Fusion Applications Search UI by setting the value of the FUSION_APPS_SEARCH_ENABLED
profile option to Y
. This setting makes the search controls visible in the user interface. The default value is N
, which disables the search controls in the user interface.
To set the FUSION_APPS_SEARCH_ENABLED
profile option to Y
:
The Manage Administrator Profile Values page displays.
FUSION_APPS_SEARCH_ENABLED
. For information about configuring profile options, see Section 13.7.5.
Make sure that you can see valid search results by running a query on a selected search category.
To validate that searchable objects are available for search using Fusion Applications Control:
Scheduled
in the Status column for the index schedule. *
(wildcard) in the Search Term field, and click the Play button to initiate the search. Search results should appear, confirming the readiness for search.
You can perform the following tasks to manage index schedules:
Note: Repetitive deployment of index schedules is not supported. |
You can either create new index schedules for the new searchable objects or add the new searchable objects to existing index schedules. Creating an index schedule adds a new record to the ECSF_INDEX_SCHEDULE
table in the Oracle Fusion Applications database.
To create index schedules using Fusion Applications Control:
A new record is added to the top of the table of index schedules.
Caution: A save will occur only for the selected record. You can only save one record at a time. |
Note: To proceed with other operations, you must first select any record. Creating or deleting ECSF objects removes the focus from the window. |
Associating searchable objects with an index schedule adds the objects to that index schedule. You can only associate each searchable object with one index schedule. Only a searchable object that is not already associated with an index schedule can be added to an index schedule. If the searchable object is already associated with an index schedule, you must disassociate it from that index schedule before you can associate it with another index schedule. For information, see Section 7.4.2.6.
You can only associate searchable objects with index schedules that are not already deployed. If the index schedule has already been deployed, you must undeploy it before you can associate searchable objects with it. For information, see Section 7.4.2.8.
To associate searchable objects with index schedules using Fusion Applications Control:
The Bind icon is disabled if the index schedule is deployed. You cannot associate or disassociate searchable objects if the index schedule is deployed.
The IS_ID
column in the ECSF_SEARCH_INDEX_OBJECT
table is populated with the Index Schedule ID.
Note: A searchable object can be assigned to only one index schedule. If a searchable object has been assigned to an index schedule, it will not be listed in the table of available searchable objects. |
Deploying index schedules pushes them to the Oracle SES instance. For information, see Task 4, "Deploy the Index Schedules".
Starting an index schedule initiates the crawling and indexing of data. For information, see Task 5, "Start the Index Schedules".
Stopping an index schedule that has been started aborts the index process.
To stop index schedules using Fusion Applications Control:
The Status column of the selected index schedule indicates that the schedule has Failed
, or that the index process was aborted. The date and time appear in the Stop Time column when you stop the index schedule.
Disassociating a searchable object from an index schedule removes it from that index schedule and makes it available to be added to another index schedule. You can only disassociate a searchable object from an index schedule with which it is associated. You can only disassociate a searchable object from an index schedule that is not deployed. If the index schedule has been deployed, you must undeploy it before you can disassociate a searchable object from it. For information, see Section 7.4.2.8.
To disassociating searchable objects from index schedules using Fusion Applications Control:
The Bind icon is disabled if the index schedule is deployed. You cannot associate or disassociate searchable objects if the index schedule is deployed.
Full indexing is the process by which the search engine creates indexes from all crawled and indexable documents for a particular data source. In contrast, incremental indexing builds indexes on top of existing indexes.
To start full indexing using Fusion Applications Control:
A confirmation dialog appears. Click OK.
The Status column indicates that the full indexing is Launching
. Indexing will occur only on the active and deployed searchable objects.
Undeploying an index schedule removes it from the Oracle SES instance. Only deployed index schedules can be undeployed.
To undeploy index schedules using Fusion Applications Control:
The green check mark disappears from the Deployed column of the selected index schedule, and Scheduled
disappears from the Status column. This indicates that the schedule has been deleted from Oracle SES.
Deleting an index schedule disassociates it from the search engine instance and removes its corresponding record from the ECSF_INDEX_SCHEDULE
table in the Oracle Fusion Applications database. Only undeployed index schedules can be deleted.
To delete index schedules using Fusion Applications Control:
The selected record is removed from the table of index schedules.
Note: To proceed with other operations, you must first select any record. Creating or deleting ECSF objects removes the focus from the window. |
Changing the association of searchable objects with a search category disassociates the searchable objects from the search category and or associates additional searchable objects with the search category.
To change the association of searchable objects with search categories, follow the procedures in the following tasks:
Undeploying a search category removes it from the Oracle SES instance. Only deployed search categories can be undeployed.
To undeploy search categories using Fusion Applications Control:
The green check mark disappears from the Deployed column of the selected search category to indicate that the source group has been removed from Oracle SES.
Note: The Oracle Fusion Applications Search UI reflects this change after the ECSF cache expires and the user logs out and logs back in. The default is 30 minutes after the change is added to the cache. |
Disassociating a searchable object from a search category removes it from that search category. The searchable object is still available for association to other search categories.
To disassociate searchable objects from search categories using Fusion Applications Control:
The Bind icon is disabled if the search category is deployed. You cannot associate or disassociate searchable objects if the search category is deployed.
Associate searchable objects with a search category to add the objects to that search category. For information, see Task 8, "Associate the Searchable Objects with Search Categories".
Deploy the search categories to push them to the Oracle SES instance. For information, see Task 3, "Deploy the Search Categories".
Renaming a search category changes the name of the search category.
To change the name of a search category using Fusion Applications Control:
Deleting a search category disassociates it from the search engine instance and removes its corresponding record from the ECSF_SEARCH_INDEX_GROUP
table in the Oracle Fusion Applications database.
To delete search categories using Fusion Applications Control:
The selected record is removed from the table of search categories.
Note: To proceed with other operations, you must first select any record. Creating or deleting ECSF objects removes the focus from the window. |
External search categories are the registered Oracle SES data source groups that contain external data sources (that is, data sources created using Oracle SES administration). External data sources are not registered in the ECSF_SEARCH_INDEX_OBJECT
table. They include data sources such as Intranet, mail, database, and federated data sources (that is, data sources from another search engine instance). Oracle SES data source groups can also contain federated ECSF data sources. For more information, see Section 7.5.4.
External search categories are directly used for querying. Executing the import operation pulls all the external search categories into the Oracle Fusion Applications database. All external search categories in the Oracle Fusion Applications database are available during ECSF query time through the ECSF query API.
Note: Since external search categories are not managed by ECSF, you must use Oracle SES to modify the external search categories. |
To make external search categories available for federated search, follow the procedures in the following tasks:
Importing external search categories adds new records to the ECSF_SEARCH_INDEX_GROUP
table in the Oracle Fusion Applications database. The import also automatically sets the IS_EXTERNAL
flag to TRUE
to indicate that the search category is an external search category.
To import external search categories using Fusion Applications Control:
The Import External Categories dialog, shown in Figure 7-9, appears.
Note: All existing external search categories in the Oracle Fusion Applications database are replaced by the latest import from Oracle SES. If you had previously deleted any of the records corresponding to the external search categories, you must delete them again to make them unavailable for querying.Clicking OK without selecting any external search categories also deletes all the existing external search categories in the Oracle Fusion Applications. |
The selected search categories from the selected Oracle SES instance display in the table of external search categories. Fusion Applications Control currently only displays the name of each external search category that is imported.
Clicking Cancel cancels the import operation, preserves any existing external search categories in the Oracle Fusion Applications database, and returns you to the External Search Categories page.
Setting the Application ID value allows the external search categories to be queried using the GLOBAL
scope, which is the default scope for Oracle Fusion Applications.
To set the Application ID value using Fusion Applications Control:
CRM
) based on the desired Service Component to which this category is to be assigned. The application ID set for the external search category must be associated with an active search application in order for the external search category to be available for federated search.
To associate the application ID with an active search application, update the ECSF_QUERY_SERVICE_APP_IDS
parameter value to include the application ID in the comma separated string. For information, see Section 7.4.11.
You can delete individual external categories once they are imported into the Oracle Fusion Applications database. Deleting an external search category removes its corresponding record from the ECSF_SEARCH_INDEX_GROUP
table in the Oracle Fusion Applications database, and will make it unavailable for querying.
To delete external search categories using Fusion Applications Control:
The selected record is removed from the table of external search categories.
Note: This deletion removes the external search category from the Oracle Fusion Applications database. It does not undeploy the search group from Oracle Secure Enterprise Search (Oracle SES). |
You can change a deployed searchable object's display name and application ID without first having to deactivate and undeploy the searchable object.
Caution: Do not modify the Oracle Fusion Applications Help searchable object namedTopicSearchPVO . |
To change the display name and application ID using Fusion Applications Control:
Undeploying searchable objects from the Oracle SES instance makes the objects unavailable for the search engine instance to crawl. While undeployed, the searchable object is still associated with the search engine instance record and can be redeployed to the physical engine. When a searchable object is undeployed, any association to a search category or index schedule is removed.
To undeploy searchable objects from the Oracle SES instance, follow the procedures in the following tasks:
Deactivated searchable objects are still available for the search engine instance to crawl, but a query of the deactivated searchable objects will return no results.
To deactivate searchable objects on search engine instances using Fusion Applications Control:
The green check mark disappears from the Active column of the selected searchable object to indicate that the searchable object is not available for search.
Note: When the searchable object is inactive, a query of that object will return no results until the object is activated. |
Undeploy searchable objects from the Oracle SES instance to make the objects unavailable for the search engine instance to crawl. While undeployed, the searchable object is still associated with the search engine instance record and can be redeployed to the physical engine. You can undeploy only searchable objects that are inactive.
Note: When a searchable object is undeployed, any association to a search category or index schedule is removed. |
To undeploy searchable objects from the Oracle SES instance using Fusion Applications Control:
The green check mark disappears from the Deployed column of the selected searchable object to indicate that the source has been deleted from Oracle SES.
Unregistering searchable objects removes the searchable object records from the Oracle Fusion Applications database. Using Fusion Applications Control, you can remove records of searchable objects from the Oracle Fusion Applications database.
Only those searchable objects that are inactive, undeployed, and not associated with any engine instance can be unregistered.
To remove searchable object records from the Oracle Fusion Applications database, follow the procedures in the following tasks:
Deactivate the searchable object you want to remove from the Oracle Fusion Applications database. For information, see Task 1, "Deactivate the Searchable Objects".
Undeploy the searchable object you want to remove from the Oracle Fusion Applications database. For information, see Task 2, "Undeploy the Searchable Object from the Oracle SES Instance".
Disassociating a searchable object from the search engine instance removes that object from the specified instance and makes it available for association to another search engine instance.
To delete searchable objects from search engine instances using Fusion Applications Control:
The selected searchable object is removed from the table for the selected search engine instance, but it is not deleted from the Oracle Fusion Applications database. It can be assigned to another search engine instance. Once assigned, you can deploy and activate the searchable object.
Note: To proceed with other operations, you must first select any record. Creating or deleting ECSF objects removes the focus from the window. |
Unregistering a searchable object removes its record from the Oracle Fusion Applications database.
To unregister the searchable object using Fusion Applications Control:
A dialog with a confirmation message appears.
You can modify the Search Application Service Component instance parameters to edit the query web service reference name and activate or deactivate the search application.
To modify Search Application Service Component instance parameters using Fusion Applications Control:
You can extend search by performing any of the following tasks:
Note: Administration of searchable objects, search categories, and index schedules must be performed using Fusion Applications Control. You can use the Oracle SES Administration GUI for all other Oracle SES related administration tasks. Oracle Enterprise Crawl and Search Framework only exposes the Oracle SES functionality for deploying and undeploying index schedules.To access the ECSF pages in Fusion Applications Control, you must have Operator privileges in Oracle WebLogic Server. For information, see Task 4, "Provide Access to ECSF Pages in Fusion Applications Control". |
You can customize searchable objects by changing the title, body, keywords, and search result action title using Fusion Applications Control.
Caution: Do not modify the Oracle Fusion Applications Help searchable object namedTopicSearchPVO . |
To change the title, body, keywords, and action title of searchable objects, follow the procedures in the following tasks:
If the searchable object that you want to customize is active, deactivate it. For information, see Task 1, "Deactivate the Searchable Object".
If the searchable object that you want to customize is deployed, undeploy it. For information, see Task 2, "Undeploy the Searchable Object from the Oracle SES Instance".
Edit the title, body, keywords, and search result action title to customize the searchable objects.
To edit the title, body, keywords, and action title of a searchable object using Fusion Applications Control:
The Available Attributes table displays the attributes of the parent view object.
Note: You can use only stored attributes (for example,SRNumber ) in the default action title. Using unstored attributes in the default action title results in an error during validation. |
Enable the customization by selecting Enable Customization from the Actions menu, or using the Ctrl+Shift+O keyboard shortcut.
This validates all the modified expressions for title, body, keywords, and action title and sets the customization flag. A green check mark appears in the Customized column to indicate that the searchable object is customized.
You can remove the customization flag by selecting Disable Customization from the Actions menu, or using the Ctrl+Shift+Q keyboard shortcut.
Deploy the searchable object to the Oracle SES instance to make it crawlable. For information, see Task 1, "Deploy the Searchable Objects to the Oracle Secure Enterprise Search (Oracle SES) Instance".
Activate the searchable object so that a query of that object will return results. For information, see Task 2, "Activate the Searchable Objects".
Validate that the Oracle Fusion Applications Search UI reflects the changes you made.
To validate your changes to the searchable objects title, body, keywords, and action title:
*
wild card. New searchable objects are objects in addition to the set of transactional objects that are available out of the box.
To make new searchable objects available for search, follow the procedures in the following tasks:
In order to more efficiently make new searchable objects available for search, you should collect information from the Oracle Fusion Applications developer who creates the searchable objects, as well as from the business unit to which the new objects belong.
Obtain the following information before you begin the process of making new searchable objects available for search:
oracle.ecsf.demo.model.UX_CustomerVO
) Customer
) Customers
) CRM_Customers
) CRMSES1
) SES11.2.1
) Registering searchable objects creates searchable object records in the Oracle Fusion Applications database.
To create searchable object records in the Oracle Fusion Applications database using Fusion Applications Control:
Associating a searchable object with a search engine instance adds that object to the specified instance. Only an unassigned object, which is a searchable object that is not associated with a search engine instance, can be added to a search engine instance, so a searchable object can only be associated with one search engine instance at a time.
To associate searchable objects with search engine instances using Fusion Applications Control:
The searchable object you selected appears in the table of searchable objects on the Searchable Objects tab. The value in the Application ID column indicates the application with which the searchable object is associated.
Note: A searchable object can be assigned to only one search engine instance. If a searchable object has been assigned to a search engine instance, it will not be listed in the table of available searchable objects.To proceed with other operations, you must first select any record. Creating or deleting ECSF objects removes the focus from the window. |
Deploy the searchable objects to the Oracle SES instance to make the objects available for the search engine instance to crawl. For information, see Task 1, "Deploy the Searchable Objects to the Oracle Secure Enterprise Search (Oracle SES) Instance".
Activate the searchable objects so that a query of the deployed and crawled searchable objects will return results. For information, see Task 2, "Activate the Searchable Objects".
You can either create new search categories for the new searchable objects or add the new searchable objects to existing search categories. Creating a search category adds a new record to the ECSF_SEARCH_INDEX_GROUP
table in the Oracle Fusion Applications database.
To create search categories using Fusion Applications Control:
A new record named CHANGE_ME
is added to the table of search categories.
LOCAL
or GLOBAL
) from the Scope column dropdown list. Caution: A save will occur only for the selected record. You can only save one record at a time. |
Note: To proceed with other operations, you must first select any record. Creating or deleting ECSF objects removes the focus from the window. |
To add the new searchable objects to existing search categories, you must first undeploy the search categories. For more information, see Task 1, "Undeploy the Search Categories".
Associating searchable objects with a search category adds the objects to that search category. You can only associate deployed searchable objects with search categories. You can associate the same searchable object with multiple search categories. You cannot associate searchable objects with search categories that have been deployed. If the search category has been deployed, you must undeploy it before you can associate searchable objects with it. For information, see Task 1, "Undeploy the Search Categories".
To associate searchable objects with search categories using Fusion Applications Control:
The Bind icon is disabled if the search category is deployed. You cannot associate or disassociate searchable objects if the search category is deployed.
A new record is created in the ECSF_SIO_SIG_INT
intersection table.
Deploy the search category. For information, see Task 4, "Deploy the Search Categories".
You can either create new index schedules for the new searchable objects or add the new searchable objects to existing index schedules. For information on how to create index schedules, see Section 7.4.2.1.
To add the new searchable objects to existing index schedules, you must first undeploy the index schedules. For more information, see Section 7.4.2.8.
Associate the new searchable object to either the newly created index schedule or an existing, undeployed index schedule. For information, see Section 7.4.2.2.
Deploy the index schedules. For information, see Task 4, "Deploy the Index Schedules".
Start the index schedules. For information, see Task 5, "Start the Index Schedules".
ECSF supports multiple search engine instances for each search engine type. Each search engine instance belongs to exactly one version of the Oracle SES search engine type and is stored in the ECSF_ENGINE_INSTANCE
table.
You can perform the following tasks to define search engine instances:
Creating a search engine instance adds a new search engine instance to the specified search engine type.
To create search engine instances using Fusion Applications Control:
A new record is added to the top of the table of search engine instances.
Caution: A save will occur only for the selected record. You can only save one record at a time. |
A dialog with a confirmation message appears.
Registering the identity plug-in for search engine instances allows users to perform secure searches.
Configuring search engine instance parameters sets parameter values to the search engine instance.
To configure search engine instance parameters using Fusion Applications Control:
The parameters of the selected search engine instance appears in the Parameters table, shown in Table 7-3.
Table 7-3 Search Engine Instance Parameters
Parameter Name | Description | Sample Value |
---|---|---|
| URL to Oracle SES administrative web service endpoint. |
|
| Oracle SES user for logging into Oracle SES administrative web service. |
|
| Password for user |
|
| Time, in minutes, allowed by ECSF to keep administration session to Oracle Secure Enterprise Search (Oracle SES) before forcing to re-login/reestablish session with Oracle SES. This timeout is independent of Oracle SES's internal administration session timeout. |
|
| URL to Oracle SES Query web service endpoint. |
|
| ECSF/Fusion user used by Oracle SES as a proxy user for queries. |
|
| Password for ECSF user used by Oracle SES as a proxy user. |
|
| Time, in minutes, allowed by ECSF to keep query session to Oracle SES before forcing to re-login/reestablish session with Oracle SES. This timeout is independent of Oracle SES's internal query session timeout. |
|
| URL to ECSF servlets. This URL is used to construct configuration feeds for Oracle SES. |
|
| ECSF/Fusion user used by Oracle SES to invoke ECSF Security Service. |
|
| Password for ECSF/Fusion user used by Oracle SES to invoke ECSF Security Service. |
|
| URL to ECSF servlets. This URL is used to construct configuration feeds for Oracle SES. ECSF runtime URL and ECSF Security Service URL can be set to 2 different servers, which is also what Oracle SES supports. |
|
| URL to ECSF feed servlets. This URL is used to redirect drilldowns/actionable results. |
|
Caution: A save will occur only for the selected record. You can only save one record at a time. |
Modifying a search engine instance edits the properties of an existing search engine instance.
To modify search engine instances using Fusion Applications Control:
Caution: A save will occur only for the selected record. You can only save one record at a time. |
Modifying search engine instance parameters updates the parameter values. Once the parameter values are updated, you must update all the deployed searchable objects of the same search engine instance with the latest search engine instance parameters on the Oracle SES server. Only searchable objects that have been deployed can be updated with the latest search engine instance parameters on the Oracle SES server.
To modify search engine instance parameters, follow the procedures in the following tasks:
You can edit the search engine instance parameters to change their values.
To change the values of the search engine instance parameters using Fusion Applications Control:
The parameters of the selected search engine instance appears in the Parameters tab.
Tip: It is recommended that you modify these parameters during system downtime. It is also recommended that you update the objects when all the parameters are set. |
After you update the search engine instance parameter values, you must update all the deployed searchable objects of the same search engine instance with the latest search engine instance parameters on the Oracle SES server.
To deploy the new values of the search engine instance parameters to all the deployed searchable objects in the search engine instance using Fusion Applications Control:
A confirmation dialog appears.
A green check mark indicates that the searchable object is updated with the latest parameter values. A red X indicates that the searchable object is not updated with the latest parameter values. A gray box indicates that the searchable object is not deployed.
For any deployed searchable objects that were not updated with the latest parameter values, update them individually.
To deploy the parameters to individual deployed searchable objects using Fusion Applications Control:
A green check mark indicates that the searchable object is updated with the latest parameter values. A red X indicates that the searchable object is not updated with the latest parameter values. A gray box indicates that the searchable object is not deployed.
A confirmation dialog appears.
A green check mark will replace the red X when the latest search engine instance parameters are updated for the searchable object.
Deleting search engine instances removes them from the specified search engine type.
To delete search engine instances using Fusion Applications Control:
In addition to providing search against ECSF data sources (that is, view object based data sources deployed from ECSF administration) and data sources that are crawled via ECSF, ECSF supports search against all registered Oracle SES data source groups that contain external data sources. External data sources include data sources such as Intranet, mail, database, and federated data sources (data sources crawled in separate engine instances). Oracle SES data source groups can also contain federated ECSF data sources (data sources created in different logical engine instances via the ECSF administration tools).
ECSF Administration synchronizes categories with the data source groups on Oracle SES. The data sources are not synchronized.
Figure 7-17 illustrates the process flow for enabling search on external data sources.
The process flow includes the following steps:
ECSF sets the IS_EXTERNAL
flag to true
on records in the ECSF_SEARCH_INDEX_GROUP
table to identify them as external search categories.
getSearchGroups()
. SearchCtrl
can query any search category, and the underlying data may actually be federated to other Oracle SES instances. Note: ECSF supports multiple search engine instances for each application. However, each query can only contain search categories deployed on the same search engine instance. |
Search categories containing ECSF data sources are represented in the ECSF_SEARCH_INDEX_GROUP
table and linked to one or more searchable objects through an intersection table. Search results are usually grouped by the searchable object name stored in the ECSF_SO_NAME
custom attribute that is returned in each search result.
Note: ECSF currently does not support querying search categories that contain mixed data sources. Each search category must contain either only ECSF data sources or only external data sources. |
External search categories are not linked to searchable objects. Instead, ECSF creates the ExternalSearchableObject
searchable object type for external search categories. Search results from external search categories are assigned to the external searchable object, named oracle.ecsf.meta.ExternalSearchableObject
, that is created during runtime.
Example 7-1 queries an external category called "Oracle Website."
Example 7-1 Sample Code for Querying External Categories
Since there is no view object or search object definition file where actions can be defined, the URL attribute of the resulting object returned from Oracle SES will be used to generate a default action with the name Default
.
Advanced search and faceted navigation are not supported for external data sources.
To include a new product family for federated search, you must add a Search Application Service Component instance to engine type Oracle Search Application
and configure the instance.
Note: Manage credentials via the MBean using JConsole. For information, see Oracle Fusion Middleware Fusion Developer's Guide for Oracle Application Development Framework. |
Each product family (Oracle Fusion Customer Relationship Management, Oracle Fusion Human Capital Management, and Oracle Fusion Supply Chain Management) has its own search application. Each search application provides the data service, query web service, authentication service, and authorization service for the product family. Each search application also contains all the searchable objects and its dependencies for the product family as well as the references to the ECSF shared libraries.
To create and configure a Search Application Service Component instance using Fusion Applications Control:
A new Search Application Service Component instance record is added to the top of the table of configured search applications.
ECSF_QUERY_SERVICE_REF_NAME
parameter of the Search Application Service Component instance. Use the following format: {/oracle/ecsf/service/query/common/
componentname
/}SearchService
replacing componentname
with the name of the Search Application Service Component.
IS_ACTIVE
parameter of the Search Application Service Component instance. Set the value to Y
to specify that the Search Application Service Component is active. The component is skipped during global search related functions when you set the value to N
. If the IS_ACTIVE
parameter value is not defined for the component in the database, the component is treated as active.
Oracle WebLogic Communication Services provides click-to-dial functionality for applications primarily through contextual actions. Contextual actions provide related information and actions to users within the immediate context of the object instances upon which they act. This chapter explains how to enable and configure these services.
It includes the following topics:
The Third Party Call Web service in Oracle WebLogic Communication Services enables click-to-dial functionality in applications by providing an interface to initiate a call between two parties. The Web service is an implementation of the Parlay X 2.1 Third Party Call Interface.
The Third Party Call Web service can:
The Third Party Call Web service is provided through the thirdpartycall
application, which is installed with default configuration settings in the domain for the each product family.
You can use the System MBean Browser to modify the default configuration settings for the thirdpartycall
application for the product family domains.
To modify the MBeans for the thirdpartycall
application with the System MBean Browser from the Fusion Applications Control:
thirdpartycall
. Fusion Applications Control displays the System MBean Browser page.
oracle.ucs.thirdpartycall
. Expand the oracle.ucs.thirdpartycall
node and drill down to the node that displays the ThirdPartyCallConfiguration
MBean. ThirdPartyCallConfiguration
MBean node. The configuration settings for the thirdpartycall
application appear on the right pane. Select the Attributes tab to display the details for this group of attributes. For more information about the configurable attributes for the thirdpartycall
application, see Table 8-1.
For general information about the System MBean Browser, see the "Getting Started Using Oracle Enterprise Manager Fusion Middleware Control" section in Oracle Fusion Middleware Administrator's Guide.
Table 8-1 contains a list of attributes for configuring the Third Party Call Web service
Table 8-1 Configuration Attributes for Third Party Call Web Service
Attribute | Format | Description | Values |
---|---|---|---|
| String | Specifies if charging is allowed. | Default: False Note: No server restart is required if you change the value. |
| String in URI format | Specifies the Third Party controller (SIP URI) that is used to establish the third party call. If this value is set, a call appears to the callee to come from this URI. | Default: empty By default, no controller URI is used to establish the call. In this case, the call appears to the callee to come from the caller. Note: You must restart the server if you change this value. |
| int | Specifies the maximum time (in minutes) for an ongoing call. If this time expires, the call is terminated. | Default: 1440 (24 hours) Minimum: -1 (0 and -1 means that call-length supervision is disabled) Maximum: Unbounded Note: No server restart is required if you decrease this value. You must restart the server if you increase the value or set the value to 0 or -1. |
| String in URI format | Specifies the SIP URI used in the P-Asserted-Identity header added by the Third Party Call service. If left blank no P-Asserted-Identity header is added. | Default: empty Note: You must restart the server if you change this value. |
| int | Specifies the time (in minutes) for retaining the status information about a call after it was terminated. | Default: 5 Minimum: -1 (0 and -1 means that the status information is removed when the call is terminated). Maximum: Unbounded Note: No server restart is required if you change the value. |
| String in URI format | Specifies the SIP URI to put in a route header of outgoing SIP INVITE requests during a call setup. | Default: empty Note: You must restart the server if you change this value. |
The Third Party Call Web service interfaces on the backend with SIP infrastructure, such as a SIP-enabled switch or a SIP-to-PSTN gateway. When the SIP infrastructure lies outside the enterprise network, such as in the case of a hosted SIP trunking service or if the switch is in an external network, a Session Border Controller (SBC) is typically used to secure and control the interaction. A SBC is a piece of equipment that is deployed at the border of the network and controls the signaling and media across network address translation (NAT) devices and firewall boundaries. In addition, it prevents unauthorized access and denial of service (DoS) attacks.
You can route the Third Party Call Control (TPCC) requests through an SBC either by setting up an outbound proxy server or by configuring one TPCC attribute.
This section contains the following topics:
You can set up the SBC as an outbound proxy server and route TPCC requests through the outbound proxy server. If you define an outbound proxy server (SBC) for a SIP Servlet container, any request from all SIP servlet applications (including the thirdpartycall
application) on this SIP Servlet container is routed through the SBC.
Oracle WebLogic SIP Server provides Oracle WebLogic Administration Console extensions that allow you to modify the SIP Servlet container properties. To set up an outbound proxy:
where the hostname
and the port_number
correspond to the Administration Server for the domain.
sip:
SBC_hostname
:
SBC_portnumber
, where SBC_hostname
and SBC_portnumber
represent the host and port of the Session Border Controller, respectively. For more information, see the "SIP Server: Configuration: Proxy" topic in the Oracle WebLogic Administration Console Help.
Note: Oracle recommends that you use the Administration Console to modifysipserver.xml indirectly, rather than editing the file by hand. Using the Administration Console ensures that the sipserver.xml document always contains valid XML. |
To route requests only from the thirdpartycall
application through SBC, set the value of the PreLoadedRouteUri
attribute as sip:
SBC_hostname
:
SBC_portnumber
, where SBC_hostname
and SBC_portnumber
represent the host and port of the SBC, respectively.
For more information about modifying the PreLoadedRouteUri
attribute, see Section 8.2.
This part provides information about how to monitor the Oracle Fusion Applications environment. It explains how to find information about the cause of an error and its corrective action, and how to view and manage log files to assist in monitoring system activity and to diagnose problems.
Part III contains the following chapters:
This chapter describes how to manage Oracle Fusion web applications using Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) and Oracle Enterprise Manager (Cloud Control).
This chapter includes the following topics:
Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) is a tool used to monitor Oracle Fusion Applications product families and products deployed to Oracle WebLogic Server. Oracle Enterprise Manager Cloud Control (Cloud Control) is a tool used in much the same way, but viewing Oracle Fusion Applications product families and products within the larger context of Oracle Fusion Middleware.
Oracle Enterprise Manager Fusion Applications Control provides a large picture view of your deployments, while also allowing you to drill down for more detailed information. You can monitor the status of the servers to which product families are deployed and the databases that store product information, the status of all scheduled job requests running in the system, as well as the overall state and performance of product families and products. The customizable performance summary pages allow you to monitor product performance and diagnose problems. You can modify these charts to display statistics that are relevant to your deployment, or add an additional product to the chart so as to compare the performance information for two components in one chart.
Using a topographical chart, you can examine the relationship between a deployed product family and its products, and drill down to view the status of individual product instances. Out-of-the-box performance metrics provided for each Oracle Fusion Applications product allow detailed monitoring of the state and performance of all product families and each individual product.
The product family home page provides an overview of the products belonging to a product family. An example of a product family home page is shown in Figure 9-1.
The Product Family home page displays the following sections:
The Applications and Infrastructure section displays the status of the database, deployed Oracle Fusion Applications and Oracle Fusion Middleware itself. The Fusion Applications and Fusion Middleware pie charts display the percentage of Oracle Fusion Applications and Oracle Fusion Middleware servers that are currently up or down. The number of applications and servers that are running or down is shown below each pie chart.
The Key Performance Indicators section displays the main performance metrics related to the product family or product. By default, these metrics display in graphical format. Alternatively, you can display the performance metrics in tabular format instead. Mousing over a particular metric causes the performance graph to display only the data for that metric.
You can add or remove metrics from the Key Performance Indicators section. You can also change the order in which metrics display. For more information about monitoring business metrics for a product family or product, see Section 9.10
The Topology section displays the components of the product family or product. In the Product home page, the Topology section displays the same information, with the irrelevant products and Java EE applications grayed out.
The Product Family home page Topology section is shown in Figure 9-2.
The Product home page Topology section is shown in Figure 9-3.
Mousing over a component under the Oracle Fusion Applications heading highlights the related product under the Product heading, and vice versa. In the Product Family home page, clicking a product in the Topology section displays the Product home page for that product. Clicking the name of the Oracle Fusion Applications product family in the Topology section displays the Oracle Fusion application instances running on servers in the application cluster. The Fusion Cluster Application home page displays, as shown in Figure 9-4.
For more information about viewing topology information, see Section 10.2.3.1
The Oracle Enterprise Scheduler sections display information pertaining to scheduled jobs running in relation to the product or product family. The Oracle Enterprise Scheduler sections are as follows.
For more information about this section, see the online help.
The Recently Completed SOA Composite Requests (Last 24 Hours) section displays information about the most recent SOA composite execution requests completed within the last 24 hours, including the name of the SOA composite, the name of the partition to which the composite is deployed, the number of completed instances, the percentage of successfully completed instances and the response time in milliseconds for synchronously executed SOA composites.
The product home page provides an overview of the Oracle Fusion Applications required to run a given product. An example of a product home page is shown in Figure 9-5.
The Oracle Fusion Applications Product Home page displays the following sections:
The Oracle Fusion Applications section displays the Oracle Fusion Applications that are part of the product and have been installed. Each application may include instances running on other servers in the domain.
For more information about this section, see the online help.
The Servers section displays the names of the domain, clusters and servers running the Oracle Fusion Application. The table listing the clusters and servers displays the status of each item, indicating whether they are up or down. Additionally, the table displays other data such as the number of sessions currently active, the number of requests received per minute and the time required to process a request.
For more information about this section, see the online help.
The Fusion Instance home page allows you to monitor a whole instance at a glance, including diagnostic values, a summary of member targets, the status of members and top long running job requests. The Fusion Instance menu provides several administrative options for managing all the product families.
To display the Cloud Control Fusion Instance overview page:
The Fusion Applications target home page displays.
The Fusion Instance page displays, as shown in Figure 9-6.
The Fusion Instance overview page displays the following sections:
The Summary section displays an overview of the Fusion instance as a whole, including diagnostic and database information.
The following sub-sections display in the Summary section:
The Monitoring and Diagnostics sub-section displays major incidents and changes that have occurred in the Fusion instance, including incidents at the instance level, incidents that have occurred in descendant targets, any configuration changes that have occurred over the last seven days and any support workbench problems. Incidents are listed by severity, namely fatal, critical, warning and escalation levels.
The Database System sub-section displays database information related to the Fusion instance, including the name of the database system, the percentage of available space on the system and the name of the database to which the Fusion instance writes its data.
The Member Target Summary section displays an overview of the member targets of the Fusion instance, including product families and products. The type of information displayed in this sub-section is similar to that displayed in the Cloud Control Fusion Applications overview page described in Section 2.7.4.
The Status section displays status information regarding the members of the Fusion instance. The numbers at the top of the Status section indicate how many members of the instance are up, down or unavailable. You can click a number or status for more information.
The table in the Status section displays members that have been affected the most within the last 24 hours. This includes Oracle WebLogic Servers, application deployments, clustered application deployments, Fusion Java EE applications, and so on. The table displays the status and percent availability for each member. You can click individual member items for more information.
This section displays the same information described in Section 9.2.4.
When selecting a product family from the Fusion Applications overview page or the Fusion Instance page, Cloud Control directs you to the product family home page for the selected product family, as shown in Figure 9-7. The Cloud Control Product Family home page displays an overview of the product family at a glance, including the products and Oracle Fusion applications comprising the product family.
The Product Family home page includes the following sections:
The Product Family menu provides several administrative options for managing the the product family, which are similar to those in Fusion Applications Control.
You can click a particular product to display the Cloud Control product home page.
When selecting a product from the Fusion Applications overview page, Fusion Instance page, or Product Family home page, Cloud Control directs you to a home page for the selected product, as shown in Figure 9-8. The Cloud Control Product home page displays an overview of a product at a glance, including the Oracle Fusion applications that compose the product and the servers on which they run.
The Cloud Control Product home page displays the following sections:
The Product menu provides several administrative options for managing the product, which are similar to those in Fusion Applications Control.
The product family and product home pages allow you to monitor various aspects of your servers and applications.
The main steps in monitoring product families and products are as follows:
To monitor a product family or product in Fusion Applications Control or Cloud Control:
The Fusion Applications target home page displays.
The Fusion Instance page displays.
The Fusion Applications target home page displays.
The Fusion Instance page displays.
For more information about the individual sections on the product family and product home pages, see Section 9.2 and Section 9.3.
For more information about monitoring Fusion applications, see Section 9.8.
The Select Metrics popup window displays.
In the Select Metrics dialog, you can search for a particular metric in the Search field and select or remove the metrics you want to display or hide in the Key Performance Indicators section.
For more information about monitoring and modifying performance metrics, see Section 9.9.
Clicking Show All displays the Oracle Enterprise Scheduler section in a larger pane such that a larger number of relevant jobs display.
The Applications and Infrastructure page allows you to verify the status of a given Oracle Fusion application.
To verify the status of a given Oracle Fusion application:
In the Fusion Applications table, click the desired product family.
The Applications and Infrastructure page displays.
This tab shows the status of a given clustered Oracle Fusion J2EE application. When expanding an application, the individual instances of the Oracle Fusion display, each running on different servers. A status displays for each of these individual application deployments.
A pie chart indicates the percentage of Fusion applications in the product family that are up and running within the farm domain.
The Key Performance Indicators page displays an overview of the performance metrics of a given product family. Typically, several default metrics display on the page in the form of graphs. A number of metrics are tracked, and these can be added to the Key Performance Indicators page. Each product belonging to a given product family has its own set of metrics.
You can modify the Key Performance Indicators page as follows:
To view and modify a product family's business performance summary page in Fusion Applications Control or Cloud Control:
The Fusion Applications target home page displays.
The product family home page displays. You can view the key metrics for the product family in the Key Performance Indicators page.
Display the metrics pane by clicking Show Metric Palette.
In the Metrics Palette, select the metrics you want to display in the Key Performance Indicators pane.
In the Metrics Palette Search field, enter the name of the metric you want to find and click the Search button.
The Additional Information dialog displays. From this dialog, you can view more details about the metric using the following links:
When used together, Problem Analysis and Analyze Logs can help you inspect metrics, target status information, and logs during troubleshooting. These links are not available for all metrics. For more information about these links, see Section 17.4.8.
For information about viewing and modifying the display of product family performance indicators, see Section 2.5.7.
The Performance Summary page displays an overview of the performance metrics for a given product. Typically, several default metrics display on the page in the form of graphs. A number of metrics are tracked, and these can be added to the Performance Summary page. Each product belonging to a given product family has its own set of metrics.
You can modify the performance page as follows:
To view and modify a product's business performance summary page in Fusion Applications Control or Cloud Control:
The Fusion Applications target home page displays.
The product family home page displays. You can view the key metrics for the product family in the Key Performance Indicators page.
Cloud Control provides a routing topology viewer, which provides a graphical representation of routing relationships across targets, components and elements. It shows you the routing details for the Oracle Fusion Applications environment, from Oracle HTTP Server to the Oracle WebLogic Servers to the Oracle Database. Targets are annotated to indicate status and incidents. Tool tips show additional information about entities and relationships. You can pan and zoom the graph, as in popular map programs, and also expand and collapse desired areas of the graph. The graph can be filtered to show only desired nodes. The topology graph is highly interactive. You can hover over and click on various parts of the graph. The topology graph provides visibility into the runtime environment.
You can also print the topology or save it to a .png
file.
To view the topology with Cloud Control:
The Fusion Applications target home page displays.
The Routing Topology page displays.
In addition, you can refresh the status and the metrics or update the topology. To refresh the status and metrics, click Refresh Target Status and Metrics. To update the topology shown in the viewer, click Recreate Topology. If a target has been added or deleted, the target list and relationships are updated. This option also updates the status and metrics.
If you select Metrics, one key performance metric for the component is displayed. (You cannot change the metric that is displayed.)
For more information, see "Interactive Gestures" in the Cloud Control online help.
With Cloud Control, you can view the configuration topology of the IT environment in a graphical format for the Fusion instance, product family, or individual product. The inter-relationships between targets are used to answer questions such as:
To view a configuration topology:
The Fusion Applications target home page displays.
The Configuration Topology page displays.
This chapter describes how to monitor the middle tier using Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) and Oracle Enterprise Manager (Cloud Control).
This chapter includes the following topics:
The procedures referenced in the Oracle Fusion Middleware guides describe using Fusion Middleware Control. These procedures also apply to Fusion Applications Control.
Both Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) and Oracle Enterprise Manager Cloud Control (Cloud Control) automatically and continuously measure run-time performance. The performance metrics are automatically enabled; you do not need to set options or perform any extra configuration to collect them.
You can monitor the following aspects of the middle tier with this control:
You can also monitor a specific set of metrics for performance tuning information. With Cloud Control, you can also view historical data. See Section 10.5 for more specific information about usage of Cloud Control.
Use the following sections for specifics on using Fusion Applications Control:
Use the following sections for specifics on using Cloud Control:
Monitoring the health of the underlying Oracle Fusion Middleware environment and ensuring that it performs optimally is an important task.
This section contains the following topics:
You can view the overall status of the underlying Oracle Fusion Middleware components from the home page of the product family.
To view the general status with either Fusion Applications Control or Cloud Control:
The Fusion Applications target home page displays.
The pie charts in the Fusion Middleware section displays the percentage of Oracle Fusion Middleware components that are currently up or down.
You can view the detailed status of Oracle Fusion Applications and Oracle Fusion Middleware components, including the Administration Server and the Managed Servers in the Oracle WebLogic Server domain and specific Oracle Fusion Middleware components.
To view detailed status with Oracle Fusion Middleware components:
The Fusion Applications target home page displays.
This tab shows the status of the various components, associated host, and the percentage of CPU that is being used the component. The following figure shows an example of the tab from Fusion Applications Control.
For example, if you select the Oracle WebLogic Server domain, Fusion Applications Control directs you to the domain home page. This page shows the following.
This section contains the following topics:
Fusion Applications Control provides a Topology Viewer for the farm. The Topology Viewer is a graphical representation of routing relationships across components and elements of the farm. You can easily determine how requests are routed across components.
The Topology Viewer enables you to easily monitor your Oracle Fusion Applications environment. You can see which entities are up and which are down.
You can also print the topology or save it to a .png
file.
To view the topology with Fusion Applications Control:
The Topology Viewer is displayed in a separate window.
In addition, you can refresh the status and the metrics or update the topology. To refresh the status and metrics, click Refresh Target Status and Metrics. To update the topology shown in the viewer, click Recreate Topology. If a target has been added or deleted, the target list and relationships are updated. This option also updates the status and metrics.
You can also specify criteria for the search. From Find, choose the one or more types of Status or one or more of Target Type, or both.
If you select Metrics, one key performance metric for the component is displayed. (You cannot change the metric that is displayed.)
Notes:
|
See Section 9.11.
See the following resources in the Oracle Fusion Middleware Administrator's Guide to monitor the Oracle WebLogic Server:
For information on locating specific metrics to monitor, see Section 10.4.4.1.
During installation, Oracle Fusion Applications automatically deploys each application to a Managed Server in a cluster. For each Managed Server in the cluster, there is an instance of the application on each Oracle WebLogic Server.
There are times when you want to monitor the system performance of the application on an individual server, and times when you want to monitor the overall performance of the application across all the servers in the cluster.
For example, normally, you would manage the overall performance of the application to determine if there are any performance issues affecting all users of the application, regardless of which instance users access. If you notice a performance problem, you can then drill down to a specific instance of the application to determine if the problem is affecting one or all of the application instances in the cluster. Cloud Control and Fusion Applications Control provides monitoring pages for both of these scenarios.
This section contains the following topics:
To monitor the overall performance of the Oracle Fusion Applications cluster applications with Fusion Applications Control:
Fusion Applications Control lists the applications deployed in the current domain, as shown in the following figure:
The Fusion Cluster Application page displays.
The Performance Summary page displays. For more information about using this page, see Section 2.5.7.
To monitor the overall performance of the Oracle Fusion Applications cluster applications with Cloud Control:
The Fusion Applications target home page displays.
Cloud Control lists the applications deployed in the current domain, as shown in the following figure:
The Fusion Cluster Application page displays.
The Performance Summary page displays. For more information about using this page, see the topic "Using Performance Summary" in the Cloud Control online help.
The Additional Information dialog displays. From this dialog, you can view more details about the metric with the following links:
When used together, Problem Analysis and Analyze Logs can help you inspect metrics, target status information, and logs during troubleshooting. These links are not available for all metrics. For more information about these links, see Section 17.4.8.
To monitor a specific instance of the application with Fusion Applications Control:
The Fusion J2EE Application page displays.
The Performance Summary page displays. For more information about using this page, see Section 2.5.7.
To monitor a specific instance of the application with Cloud Control:
The Fusion Applications target home page displays.
The Fusion J2EE Application page displays.
The Performance Summary page displays. For more information about using this page, see the topic "Using Performance Summary" in the Cloud Control online help.
The Additional Information dialog displays. From this dialog, you can view more details about the metric with the following links:
When used together, Problem Analysis and Analyze Logs can help you inspect metrics, target status information, and logs during troubleshooting. These links are not available for all metrics. For more information about these links, see Section 17.4.8.
If you encounter a problem, such as a product running slowly or hanging, you can view more detailed performance information, including aggregate system performance metrics for all the product families or an individual product family. You can also view metrics specific to a particular product, to find out more information about the problem. You can only view aggregate system performance metrics for all the product families with Cloud Control.
This section contains the following topics:
With Fusion Applications Control, you can view detailed aggregate system performance metrics for the product family or view metrics specific to a particular product.
To view the performance metrics for the product family with Fusion Applications Control:
The System Performance page displays. For more information about using this page, see Section 2.5.7.
To view the performance metrics for a particular product with Fusion Applications Control:
The System Performance page displays. For more information about using this page, see Section 2.5.7.
With Cloud Control, you can view aggregate system performance metrics for all the product families by monitoring the Fusion instance or an individual product family. You can also view metrics specific to a particular product.
To view the performance metrics for the product family with Cloud Control:
The Fusion Applications target home page displays.
The Performance Summary page displays. For more information about using this page, see the topic "Using Performance Summary" in the Cloud Control online help.
The Additional Information dialog displays. From this dialog, you can view more details about the metric with the following links:
When used together, Problem Analysis and Analyze Logs can help you inspect metrics, target status information, and logs during troubleshooting. These links are not available for all metrics. For more information about these links, see Section 17.4.8.
Monitoring Oracle Fusion Middleware performance involves monitoring any Oracle WebLogic Server Managed Servers for a component and as available, performance metrics. The Oracle Fusion Middleware layer of Oracle Fusion Applications automatically and continuously measures run-time performance for middle tier components. Use Table 10-1 to find information on where to find related documentation for the main Oracle Fusion Middleware components in most Oracle Fusion Applications environments. As mentioned previously in this chapter, references to Fusion Middleware Control in the Oracle Fusion Middleware documents apply to Fusion Applications Control.
Table 10-1 Monitoring Oracle Fusion Middleware Components
Component | Documentation |
---|---|
Oracle Business Intelligence Suite | Status of an Oracle WebLogic Server Managed Server for Oracle Business Intelligence Suite: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance metrics: "Monitoring Service Levels" section in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition |
Oracle Enterprise Content Management Suite, Content Server | Status of an Oracle WebLogic Server Managed Server for Content Server: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance Metrics: "Viewing Performance Information for Oracle Content Server" section in the Oracle Fusion Middleware System Administrator's Guide for Oracle Content Server |
Oracle Enterprise Crawl and Search Framework | Performance metrics: Section 10.4.1 |
Oracle Enterprise Scheduler Service | Status of an Oracle WebLogic Server Managed Server for Oracle Enterprise Scheduler: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance metrics: Section 10.4.2.4 and Section 10.4.4.3 |
Oracle Identity Management, Oracle Access Manager | Status of an Oracle WebLogic Server Managed Server for Oracle Access Manager: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance metrics: "Viewing Performance in Fusion Middleware Control" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Access Manager with Oracle Security Token Service |
Oracle Identity Management, Oracle Identity Manager | Status of an Oracle WebLogic Server Managed Server for Oracle Identity Management: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance metrics: Section 10.4.3 |
Oracle Identity Management, Oracle Internet Directory | Status of an Oracle WebLogic Server Managed Server for Oracle Identity Management: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance Metrics: "Monitoring Oracle Internet Directory" in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory |
Oracle Identity Management, Oracle Virtual Directory | Status of an Oracle WebLogic Server Managed Server for Oracle Virtual Directory: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance Metrics: "Monitoring Oracle Virtual Directory Using Fusion Middleware Control Metrics" in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory |
Oracle SOA Suite | Performance metrics: "Monitoring Processing Requests" section in the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite and Section 10.4.4.2 |
Oracle WebCenter | Status of an Oracle WebLogic Server Managed Server for Oracle WebCenter: "Monitoring an Oracle WebLogic Server Administration or Managed Server" section in the Oracle Fusion Middleware Administrator's Guide for instructions on accessing the server home page. Specifically, review the Summary section of the page. Performance metrics: "Monitoring Oracle WebCenter Performance" section in the Oracle Fusion Middleware Administrator's Guide for Oracle WebCenter |
Oracle Web Tier, Oracle HTTP Server | Performance metrics: "Monitoring Oracle HTTP Server Performance" section in the Oracle Fusion Middleware Administrator's Guide for Oracle HTTP Server |
Oracle WebLogic Server |
The section contains the following topics:
Fusion Applications Control automatically and continuously measures the runtime performance of Oracle Enterprise Crawl and Search Framework. If you encounter a problem, you can view the performance metrics to find out more information about the problem.
To monitor performance metrics for Oracle Enterprise Crawl and Search Framework with Fusion Applications Control:
The Performance Summary page displays. For more information about using this page, see Section 2.5.7.
You can monitor the performance of an Oracle Enterprise Scheduler instance, specifically current and historical performance data, as well as a summary of all performance data. Performance data displays in a chart set, which you save, delete and reorder. Additionally, you can modify the time period for which performance data displays.
This section contains the following topics:
The Oracle Enterprise Scheduler Performance Summary page displays current charts of job requests such as requests completed per hour, running requests, requests by processing time and requests by status.
To view a summary of Oracle Enterprise Scheduler activity:
By default, this page displays job requests running during a selected time period in the following categories:
SUCCESS
, WARNING
, ERROR
or CANCEL
. You can change the metrics displayed on the Service Summary performance page. Click the Show Metric Palette button to display the metric palette for Oracle Enterprise Scheduler.
Choose View > Grid to remove the grid display format from the charts.
Click the Table View link to display the performance data in table format.
In the Search and Select: Targets window, enter the name of the target and host server and click Go to search for the relevant service.
The Oracle Enterprise Scheduler Current Activity page displays pending and running requests by user and application.
To view current Oracle Enterprise Scheduler activity:
To view pending and running requests by user, choose View > Requests By User.
To view pending and running requests by application, choose View > Requests By Application.
To view workloads by work assignment, choose View > Workload By Work Assignment. For more information about work assignment details, see Section 5.11.1.1.
The Oracle Enterprise Scheduler Historical Reports page displays completed job requests by user, application and work assignment.
To view historical Oracle Enterprise Scheduler reports:
Table 10-2 Completed Request Statistics by Job Name
Filter Criterion | What to Do... |
---|---|
Application | From the list, choose the application whose statistics you want to view. |
Minimum Run Time | Enter the shortest run time period for jobs whose statistics you want to view. Use the text field to enter a number, and select a unit of time from the list: Seconds, Minutes, Hours or Days. |
Completed between | Use the calendar icons on either side of the text fields to select a start and end date and time. |
Table 10-3 Completed Request Statistics by User
Filter Criterion | What to Do... |
---|---|
Application | From the list, choose the application whose statistics you want to view. |
Minimum Total Run Time | Enter the shortest total time period for jobs whose statistics you want to view. Use the text field to enter a number, and select a unit of time from the list: Seconds, Minutes, Hours or Days. |
Completed between | Use the calendar icons on either side of the text fields to select a start and end date and time. |
Table 10-4 Request Metrics By Work Assignment
Filter Criterion | What to Do... |
---|---|
Application | From the list, choose the application whose statistics you want to view. |
Completed after | Use the calendar icon to choose the date and time after which the work assignment has completed. |
Table 10-5 Completed Request Statistics
Filter Criterion | What to Do... |
---|---|
Application | From the list, choose the application whose statistics you want to view. |
Completed between | Use the calendar icons on either side of the text fields to choose a start and end date and time. |
You can view performance metrics for specific components of Oracle Enterprise Scheduler. Each set of metrics displays performance data that is relevant to the component.
To view Oracle Enterprise Scheduler performance metrics:
You can save or delete the chart set displayed in the Oracle Enterprise Scheduler Performance Summary page. You can also re-organize the order of a chart and revert to an old chart set.
This section contains the following topics:
You can save the chart set displayed in the Oracle Enterprise Scheduler Performance Summary page. Saving a chart set allows preserving a specific set of metrics selected for display, as opposed to the default metrics.
To save a chart set:
You can delete saved chart set files created in the Oracle Enterprise Scheduler Performance Summary page.
To delete a chart set:
You can organize the display of performance charts in the Oracle Enterprise Scheduler Performance Summary page. Charts can be moved up or down, or removed entirely.
To reorder chart sets:
To delete a chart from the Performance Summary page, select the chart and click Delete.
If you have re-organized your chart sets, you can can revert to the chart set as you had originally saved it.
To revert chart sets:
In the Oracle Enterprise Scheduler Performance Summary page, you can change the time period for which the performance summary displays.
To select the performance time period:
To monitor performance metrics for Oracle Identity Manager with Fusion Applications Control:
The Performance Summary page displays. For more information about using this page, see Section 2.5.7.
For each component in the Oracle Fusion Applications environment, there are performance metrics. This section helps you locate the key performance metrics related to software monitoring and configuration.
This section contains the following topics:
Use Table 10-6 to locate the key performance metrics for Oracle WebLogic Server.
Table 10-6 Oracle WebLogic Server Key Performance Metrics
Category | Metric Name | Location in Fusion Applications Control |
---|---|---|
JMS | Messages Pending Messages Received |
|
JDBC | Available Connections Connection Leaks (per minute) Connection Pool Size Connection Requests (per minute) Connections Requests Waiting Connections in Use |
|
JVM Memory | Heap Usage (MB) Non Heap Usage (MB) |
|
JVM Garbage Collections | Collections (per minute) |
|
Heap Usage (%) |
| |
Oracle WebLogic Server | CPU Usage (%) Active Threads |
|
Deadlocked Threads |
| |
Threads |
| |
Server Work Manager | Work Manager Pending Requests Work Manager Requests (per minute) Work Manager Stuck Threads |
|
Use Table 10-7 to locate the key performance metrics for Oracle SOA Suite.
Table 10-7 Oracle SOA Suite Key Performance Metrics
Metric Name | Location in Fusion Applications Control |
---|---|
Audit Trail Threshold (for BPEL) |
From the BPEL Service Engine Properties page, adjust the Audit Trail Threshold to bolster BPEL engine performance and avoid performance overheads of capturing audit information. From the Audit Level list, you can also level of information collected by the instance tracking infrastructure. |
Composite-level rate metrics |
|
Dispatcher System Threads Dispatcher Invoke Threads Dispatcher Engine Threads (for BPEL) |
Adjust these thresholds when the response-time is high. Tune the thread configuration to either increase or decrease the number depending upon the BPEL engine processing requirement. |
Average Request Processing Time (synchronous requests) Average Request processing time (asynchronous requests) |
|
Audit trail |
|
State (for a BPEL instance) |
|
State (for an Oracle Mediator instance) |
|
Use Table 10-8 to locate the key performance metrics for Oracle Enterprise Scheduler.
Table 10-8 Oracle Enterprise Scheduler Key Performance Metrics
Metric Name | Location in Fusion Applications Control |
---|---|
Number of active processor threads for each instance |
|
Processing Time (for jobs) Wait Time |
|
Job running time |
|
Managing applications and the underlying middleware technology can be difficult and IT organizations often have to rely on a variety of specialized tools. This can lead to inefficiency and may introduce complexities and risks.
Cloud Control enables you to discover middleware targets. To access these pages, see the following topic:
In addition to drilling down to specific targets for performance metrics, Oracle recommends the following best practices:
After you have added a middle tier target through discovery, you can view general information about the targets, including their status and availability on the Middleware page. You can select a specific type of target, such as Oracle WebLogic Server domain, to narrow the view. You then can drill down into each target to get further details like how the target is performing, where it is deployed, the version, location of its home directory, and so on.
You can also view the number of critical, warning, and error alerts generated for the past 24 hours. These alerts indicate that a particular metric condition has been encountered. For example, an alert is triggered when a metric threshold is reached. Using these details, you can drill down to investigate the target and the problem that triggered the alert.
You can also use Cloud Control to monitor performance metrics as a current real time value (30 seconds, 1 minute, or 5 minutes) or a previous value (past 24 hours, 7 days, or 31 days). The historical information is displayed as graphs and a table. By using graphs, you can easily watch for trends, and by using tables, you can examine details of past metric severity history.
Figure 10-1 shows the Middleware target home page.
To access the Middleware target home page in Cloud Control:
For more information about discovering targets, see Section 2.7.1 and the chapters in the "Managing Oracle Fusion Middleware" part in the Oracle Enterprise Manager Getting Started with Fusion Middleware Management.
Monitoring templates simplify the task of setting up monitoring for large numbers of targets by allowing you to specify the monitoring and policy settings once and applying them as often as needed. You can save, edit, and apply these templates across one or more targets or groups. A monitoring template is specified for a particular target type and can only be applied to targets of the same type. For example, you can configure a monitoring template for Oracle WebLogic Server domains.
To create a monitoring template from Cloud Control:
To modify a pre-build monitoring template:
Fusion Apps
or FMW
. To create a new template, click Create.
In the Metric Threshold tab, select the metrics to add to the template. Use the tables in the section for tips on recommended metrics to add to the template.
Use Table 10-9 to help add metrics for the Host target type to a monitoring template.
Table 10-9 Target Type: Host
Metric Category | Metric Name | Warning Threshold |
---|---|---|
CPU Usage | CPU System Time (%) | |
CPU Utilization (%) | ||
Filesystems | Filesystem Space Available (%) | <80 % |
Load | CPU in System Mode (%) | <20 % |
CPU Utilization (%) | <85% | |
Logical Free Memory (%) | <20 % | |
Run Queue Length (1 minute average) | <2 | |
Memory Utilization (%) | ||
Swap Utilization (%) | ||
Total Processes | <15000 | |
Network Interfaces | Network Interface Total I/O Rate (MB/sec) | |
Network Interface Total Error Rate (%) | <1% | |
Network Interfaces Summary | All Network Interfaces Combined Utilization (%) | <80% |
Disk Activity | Average Disk I/O Service Time (ms) | |
Average Disk I/O Wait Time (ms) | ||
Disk Device Busy (%) | <95% | |
Switch/Swap Activity | Total System Swaps per second) | >3 |
Use Table 10-10 to help add metrics for the Oracle Access Manager Cluster target type to a monitoring template.
Table 10-10 Target Type: Oracle Access Manager
Metric Category | Metric Name | Warning Threshold | Critical Threshold |
---|---|---|---|
Oracle Access Manager Cluster | |||
Response | Status | ||
Authentications (Aggregated) | Authentication Requests per second | ||
Authentication Success Failure Ratio | |||
Average Authentication Latency | |||
OAM Application Domains | Application Authentication Requests per second | ||
Application Authentication Success Rate (%) | |||
Application Authorization Requests per second | |||
Application Authorization Success Rate (%) | |||
Oracle Access Manager Server | |||
Response | Status | ||
Resource Utilization | CPU Utilization (%) | 80 | 90 |
Memory Utilization (%) | 80 | 90 | |
Authentications (Aggregated) | Authentication Requests/sec | ||
Authentication Success Failure Ratio | |||
Average Authentication Latency | |||
Authorizations (Aggregated) | Application Authentication Requests/sec | ||
Application Authentication Success Failure Ratio | |||
Application Authorization Requests/sec | |||
Application Authorization Success Failure Ratio | |||
OAM Application Domains | Application Authentication Requests per second | ||
Application Authentication Success Rate (%) | |||
Application Authorization Requests per second | |||
Application Authorization Success Rate (%) |
Use Table 10-11 to help add metrics for the Oracle Enterprise Scheduler target type to a monitoring template.
Table 10-11 Target Type: Oracle Enterprise Scheduler
Metric Category | Metric Name |
---|---|
Scheduler Service | |
Request Processor Metrics | Errored Requests over last hour |
Average Elapsed Time (ms) | |
Blocked Requests | |
WorkAssignment Metrics aggregated across Group Members | Ready Requests |
Average Wait Time for Requests in Ready State (seconds) | |
Errored Requests over last collection interval | |
Running Requests Summary by Job Definition | Longest Running Request Id |
Requests that Need Recovery | Requests that need Manual Recovery |
Timed-out Requests | |
Response | Status |
Scheduler Service Group | |
Request Processor Metrics | Errored Requests over last hour |
Blocked Requests | |
WorkAssignment Metrics aggregated across Group Members | Ready Requests |
Average Wait Time for Requests in Ready State (seconds) | |
Errored Requests over last collection interval | |
Running Requests Summary by Job Definition | Longest Running Request Id |
Requests that Need Recovery | Requests that need Manual Recovery |
Timed-out Requests | |
Response | Status |
Use Table 10-12 to help add metrics for the Oracle HTTP Server target type to a monitoring template.
Table 10-12 Target Type: Oracle HTTP Server
Metric Category | Metric Name |
---|---|
OHS Server Metrics | Busy Threads (%) |
Request Processing Time (seconds) | |
Response Data Processed (KB per response) | |
OHS Virtual Host Metrics | Request Processing Time for a Virtual Host (seconds) |
Response Data Processed for a Virtual Host (KB per response) | |
OHS Response Code Metrics | HTTP 4xx errors |
HTTP 5xx errors | |
Resource Usage | CPU Usage (%) |
Memory Usage (%) |
Use Table 10-13 to help add metrics for the Oracle Identity Manager target type to a monitoring template.
Table 10-13 Target Type: Oracle Identity Manager
Metric Category | Metric Name | Warning Threshold | Critical Threshold |
---|---|---|---|
Oracle Identity Manager Cluster | |||
Provisioning Requests | Completed Provisioning Requests | ||
Failed Provisioning Requests | |||
Reconciliations (Last 24 Hours) | Jobs Completed | ||
Response | Status | ||
Role Grant Requests | Completed Role Grant Requests | ||
Completed Role Grant Requests Processing Time (per sec) | |||
Failed Role Grant Requests | |||
Pending Role Grant Requests | |||
Self Service Requests | Completed Self Service Requests | ||
Completed Self Service Requests Processing Time (per sec) | |||
Failed Self Service Requests | |||
Pending Self Service Requests | |||
Oracle Identity Manager Server | |||
Response | Status | ||
Resource Utilization | CPU Utilization (%) | 80 | 90 |
Memory Utilization (%) | 80 | 90 | |
Adapters | Average Adapter Execution Time (ms) | ||
Completed Adapter Executions | |||
Maximum Adapter Execution Time (ms) | |||
Minimum Adapter Execution Time (ms) |
Use Table 10-14 to help add metrics for the Oracle Internet Directory target type to a monitoring template.
Table 10-14 Target Type: Oracle Internet Directory
Metric Category | Metric Name | Warning Threshold | Critical Threshold |
---|---|---|---|
LDAP Operation Response Time | Bind Operation Response Time | ||
Request Processing Time (ms) | |||
LDAP Server Resource Usage | Total CPU Usage (%) | 80 | 90 |
Total Memory Usage (%) | 80 | 90 | |
Response | Status | ||
(Critical Events) System Resource Events (3113 Errors) | Number of 3113 Error Occurrences | ||
(Critical Events) System Resource Events (3114 Errors) | Number of 3114 Error Occurrences | ||
LDAP Failed Bind Operations Profile | Failed Bind Operations | ||
LDAP Server Resource Usage | Completed Bind Operations | ||
Completed Compare Operations | |||
Completed Modify Operations | |||
Completed Search Operations | |||
Total Operations | |||
User LDAP Operations Statistics | Failed Base Search Operations | ||
Failed Bind Operations | |||
Failed Compare Operations | |||
Failed Delete Operations | |||
Successful Base Search Operations |
To enable the collection of user LDAP Operation Statistics, edit the configuration using Fusion Applications Control:
cn=orcladmin
) to enable user statistics collection for that user. Use Table 10-15 to help add metrics for the SOA Composite target type to a monitoring template.
Table 10-15 Target: SOA Composite
Metric Category | Metric Name |
---|---|
Mediator Case | Invocation count throughput in last 5 minutes |
SOA Composite - Response Metrics | Composite Status |
SOA Composite - Component Detail Metrics | Component: Business Faults |
Component: Error Rate (%) | |
SOA Composite - Services/References Detail Metrics | Service/Reference: Average Incoming Messages Processing Time (ms) |
Service/Reference: Average Outbound Messages Processing Time (ms) | |
SOA Composite: Error Rate (%) | |
SOA Composite: Synchronous Response Time (ms) | |
SOA Composite: Total Business |
Use Table 10-16 to help add metrics for the SOA Infrastructure target type to a monitoring template.
Table 10-16 Target: SOA Infrastructure
Metric Category | Metric Name |
---|---|
SOA Infra Response | Up Down Status |
SOA Infrastructure - Message Detail Metrics | Errors (minute) |
SOA Infrastructure - Service Engine Detail Metrics | Service Engine: Error Rate (%) |
Use Table 10-17 to help add metrics for the Oracle WebLogic Server target type to a monitoring template.
Table 10-17 Target: Oracle WebLogic Server Metrics
Metric Category | MetricName | Warning Threshold | Critical Threshold |
---|---|---|---|
Datasource Metrics | Connections in Use | >250 | >400 |
Connection Requests that Waited (%) | >10% | >20% | |
Connection Creation Time (ms) | |||
JVM Garbage Collectors | Garbage Collector - Percent Time spent (elapsed) | >10% | >20% |
JVM Metrics | Heap Usage | >90% | >98% |
Response | Status | =Down | |
Server Servlet/JSP Metrics | Request Processing Time (ms) | >10s | >15s |
Server Work Manager Metrics | Work Manager Stuck Threads | >5 | >10 |
JVM Threads | Deadlocked Threads | >2 | >5 |
Module Metrics By Server | Active Sessions |
Blackouts allow you to suspend collection of metrics on a target when performing scheduled maintenance on the target. Blacking out a target suspends monitoring on the target for the duration of the blackout. Blackouts are named entities that mainly consist of a list of targets that participate in the blackout and the schedule that defines when the blackout is in effect. Blackouts may be defined on a single target or on aggregate targets such as groups, hosts, systems, or web applications.
To create a blackout from Cloud Control:
Cloud Control displays a wizard page to guide you through the steps required to create a blackout. Click Help from any wizard page for more information on specific steps.
You can associate corrective actions with metrics whose alerts trigger them.
To register corrective actions for these notifications from Cloud Control, From the Setup menu, choose Notifications > Notification Methods access the Notifications Methods page.
See the "Notifications" chapter in the Oracle Enterprise Manager Cloud Control Administrator's Guide to complete the configuration.
One of the most challenging aspects of performance tuning is knowing where to begin. Start with the following documentation resources:
This chapter describes how to diagnose Java applications in the middle tier using Oracle Enterprise Manager Cloud Control (Cloud Control):
This chapter includes the following topics:
Mission critical Java applications often suffer from availability and performance problems. Developers and IT administrators spend a lot of time diagnosing the root cause of these problems. Many times, the problems occurring in production environments either cannot be reproduced or may take too long to reproduce in other environments. This can cause severe impact on the business.
Oracle Enterprise Manager Cloud Control (Cloud Control) enables you to diagnose performance problems in Java applications in the production environment. By eliminating the need to reproduce problems, it reduces the time required to resolve these problems. This improves application availability and performance. Using Java Virtual Machine (JVM) diagnostics, you can identify the root cause of performance problems in the production environment without having to reproduce them in the test or development environment. It does not require complex instrumentation or restarting of the application to get in-depth application details. Application administrators will be able to identify Java problems or Database issues that are causing application downtime without any detailed application knowledge.
For a better understanding of JVM diagnostics, see the chapters in "JVM Diagnostics" part in the Oracle Enterprise Manager Getting Started with Fusion Middleware Management.
This section describes how to diagnose Java applications in the middle tier using Cloud Control:
The JVM Diagnostics Summary page in Cloud Control is the best starting place for diagnosing performance problems in Java applications. It provides diagnostics summary details for a selected period for an entire Oracle WebLogic Server domain and each of its Managed Servers and Administration Server.
Figure 11-1 shows the JVM Diagnostics Summary page for an Oracle WebLogic Server domains in the Oracle Fusion Applications environment.
The following charts display on this page:
The Compared with feature enables you to compare the diagnostics across two specified periods of time.
To access the JVM Diagnostics Summary page in Cloud Control:
The Middleware target home page displays.
The WebLogic Server Domain Home page displays.
If you have a slow-running application, locate the Java method causing the potential issue.
To find the top Java methods with Cloud Control:
The Middleware target home page displays.
The WebLogic Server Domain Home page displays.
The Filter Options section auto-fills the information on the method and the charts update to reflect that method, for example:
The Method Stack Tree dialog displays with a call stack that you can traverse.
If you suspect a slow SQL query is causing a network requests or IO issue, find the slowest SQL queries.
To find the top SQL calls using JVM diagnostics with Cloud Control:
The Middleware target home page displays.
The WebLogic Server Domain Home page displays.
The Filter Options section auto-fills the information on the method and the charts update to reflect that method. Adding the statement as a filter enables you to see everything related to that SQL call, for example:
If application users report a spinning status indication after clicking in the application, investigate the stuck threads.
To find the top SQL calls using JVM diagnostics with Cloud Control:
The Middleware target home page displays.
This information provides you with the key information on how to locate the code that is causing the problem:
If you issue an SQL query and it does not return, then analyze the SQL statement.
To analyze SQL from Cloud Control:
The Middleware target home page displays.
To find and analyze memory leaks, you can use Cloud Control to take and analyze snapshots of the heap.
Analyzing heap requires a large amount of free space in the Oracle Database tablespace being used. As a standard practice, ensure you have five times the size of heap dump file being loaded in the tablespace. Since you know the size of your dump file, make sure that there is adequate space to accommodate the dump file before it is loaded into the database.
To use heap snapshot to analyze memory leaks:
To create a snapshot of the heap for later loading and examination for leaks:
The Middleware target home page displays.
The dump Java heap page displays with the name of the file, heapdump#.txt
in /tmp
on Unix and C:\
on Windows. This file lists all the heap objects and their relationships that you can load and examine for leaks.
To modify the default location of the heapdump#.txt
file:
To create a snapshot of the heap for later loading and examination for leaks:
The Middleware target home page displays.
loadheap.zip
file to a computer that has Oracle Database client installed. loadheap.zip
to some known location, for example, ~/jvmd
. Steps 1 - 8 are one-time steps. The next heap dump that needs to be loaded does not require the above steps to be repeated in order to upload a heap snapshot.
/scratch/jvmd/heapdump22.txt
. loadheap
directory. For example: loadpheap
utlity for the file you created: where HEAP_FILE_NAME
is the heap dump file you created in Task 0, "Take a Heap Snapshot".
While running the command, you will be asked to enter in the connect information to your repository (host name, SID, username and password). This command can be time consuming process. After the command is finished, scroll up to examine if there has been any error.
If you want to compare heaps, you run loadheap
at least twice to get a pair of heaps loaded and compared.
To analyze heap snapshots:
The Middleware target home page displays.
The Available Heaps table lists all the snapshots that have been loaded into the repository.
The Heap Usage page displays.
The Show Heap Usage by Roots page displays.
The Top 40 Objects in Threadlocals page displays.
When comparing heaps, load the bigger one first. Otherwise you may see negative deltas.
This chapter describes how to monitor, diagnose, tune, and test changes to Oracle Database using Oracle Enterprise Manager Database Control. Oracle Database provides several tools that enable you to monitor performance, diagnose and tune problems, and test database changes on a test system before implementing them to a production system. Most of these tools are accessible using Oracle Enterprise Manager Database Control.
This chapter includes the following sections:
Instructions for how to monitor Oracle Database using Database Control is provided in the following topics:
Database statistics provide information about the type of load on the database and the internal and external resources used by the database. To accurately diagnose performance problems with the database using ADDM, statistics must be available.
Oracle Database generates many types of cumulative statistics for the system, sessions, and individual SQL statements. Oracle Database also tracks cumulative statistics about segments and services. Automatic Workload Repository (AWR) automates database statistics gathering by collecting, processing, and maintaining performance statistics for database problem detection and self-tuning purposes.
By default, the database gathers statistics every hour and creates an AWR snapshot, which is a set of data for a specific time that is used for performance comparisons. The delta values captured by the snapshot represent the changes for each statistic over the time period. Statistics gathered by AWR are queried from memory. The gathered data can be displayed in both reports and views.
The database statistics collected and processed by AWR include:
Time model statistics measure the time spent in the database by operation type. The most important time model statistic is database time (DB time). Database time represents the total time spent in database calls by foreground sessions, and is an indicator of the total instance workload.
Wait events are incremented by a session to indicate that the session had to wait for an event to complete before being able to continue processing. When a session has to wait while processing a user request, the database records the wait by using one of a set of predefined wait events. The events are then grouped into wait classes.
A large number of cumulative database statistics are available on a system and session level. Some of these statistics are collected by AWR.
The Active Session History (ASH) statistics are samples of session activity in the database. The database samples active sessions every second and stores them in a circular buffer in the System Global Area (SGA). Any session that is connected to the database and using CPU, or is waiting for an event that does not belong to the idle wait class, is considered an active session.
SQL statements that are consuming the most resources produce the highest load on the system, based on criteria such as elapsed time and CPU time.
For more information about database statistics, see the "Gathering Database Statistics Using the Automatic Workload Repository" section in the Oracle Database 2 Day + Performance Tuning Guide.
Oracle Database includes a built-in alerts infrastructure to notify you of impending problems with the database. By default, Oracle Database enables the following alerts:
In addition to these default alerts, you can use performance alerts to detect any unusual changes in database performance.
This section contains the following topics:
For more information about database alerts, see the "Monitoring Performance Alerts" chapter in the Oracle Database 2 Day + Performance Tuning Guide.
A metric is the rate of change in a cumulative statistic. This rate can be measured against a variety of units, including time, transactions, or database calls. For example, the number of database calls per second is a metric. You can set thresholds on a metric so that an alert is generated when the threshold is passed.
Performance alerts are based on metrics that are performance-related. These alerts are either environment-dependent or application-dependent.
Environment-dependent performance alerts may not be relevant on all systems. For example, the AVERAGE_FILE_READ_TIME
metric generates an alert when the average time to read a file exceeds the metric threshold.
Application-dependent performance alerts are typically relevant on all systems. For example, the BLOCKED_USERS
metric generates a performance alert when the number of users blocked by a particular session exceeds the metric threshold.
To obtain the most relevant information from performance alerts, set the threshold values of performance metrics to values that represent desirable boundaries for your system. You can then fine-tune these values over time until your system meets or exceeds your performance goals.
To set thresholds for alerts, use the Metric and Policy Settings page, accessible from Related Links on the Database Home page.
When an alert is generated by Oracle Database, it appears under Alerts on the Database Home page.
To respond to a database alert, locate the alert that you want to investigate under Alerts on the Database Home page and click the Message link. Follow the recommendations provided on the page.
After taking the necessary corrective measures, you can acknowledge an alert by clearing or purging it. Clearing an alert sends the alert to the Alert History, which can be viewed from the Database Home page under Related Links. Purging an alert removes it from the Alert History.
The Database Performance page displays information in three sections that enable you to assess the overall performance of the database in real time.
The Average Active Sessions chart of the Performance page shows the average load on the database. The average active sessions for a time period equals the total DB time of all sessions during this period divided by the elapsed time (wall clock time) for this period. The chart shows which active sessions are running on the CPU or waiting on an event.
The wait classes show how much database activity is consumed by waiting for a resource such as disk I/O. Values that use a larger block of active sessions represent bottlenecks caused by a particular wait class, as indicated by the corresponding color in the legend. To identify each wait class, move your cursor over the block in the Average Active Sessions chart corresponding to the class.
Click the block of color on the chart or its corresponding wait class in the legend to drill down to the wait class. The Active Sessions Working page for the wait class appears. From this page, you can view the details of wait classes in the following dimensions:
On the Active Sessions Working page, the Top Working SQL table shows the database activity for actively running SQL statements that are consuming CPU resources. If one or several SQL statements are consuming most of the activity, then you should investigate them.
On the Active Sessions Working page, the Top Working Sessions table displays the top sessions waiting for the corresponding wait class during the selected time period.
A session is a logical entity in the database instance memory that represents the state of a current user login to the database. A session lasts from the time a user logs in to the database until the user disconnects. If a single session is consuming the majority of database activity, then you should investigate it.
The Top Services table displays the top services waiting for the corresponding wait event during the selected time period.
A service is a group of applications with common attributes, service-level thresholds, and priorities. If a service is using the majority of the wait time, then you should investigate it.
The Top Modules table displays the top modules waiting for the corresponding wait event during the selected time period.
Modules represent the applications that set the service name as part of the workload definition. If a single module is using the majority of the wait time, then it should be investigated.
The Top Actions table displays the top actions waiting for the corresponding wait event during the selected time period.
Actions represent the jobs that are performed by a module. If a single action is using the majority of the wait time, then you should investigate it.
The Top Clients table displays the top clients waiting for the corresponding wait event during the selected time period. A client can be a Web browser or any client process that initiates requests for an operation to be performed by the database. If a single client is using the majority of the wait time, then you should investigate it.
The Top PL/SQL table displays the top PL/SQL subprograms waiting for the corresponding wait event during the selected time period. If a single PL/SQL subprogram is using the majority of the wait time, then you should investigate it.
The Top Files table displays the average wait time for specific files during the selected time period. This data is available from the Active Sessions Waiting: User I/O page.
The Top Objects table displays the top database objects waiting for the corresponding wait event during the selected time period. This data is available from the Active Sessions Waiting: User I/O page.
For more information about monitoring user and session activity, see the "Monitoring User Activity" section in the Oracle Database 2 Day + Performance Tuning Guide.
In the Average Active Sessions section of the Performance page, you can use the instance charts to monitor database instance activity in the following dimensions:
Database throughput measures the amount of work the database performs in a unit of time. The Throughput charts show any contention that appears in the Average Active Sessions chart. The Throughput charts on the Performance page display:
Compare the peaks on the Throughput charts with the peaks on the Average Active Sessions chart. If the Average Active Sessions chart displays a large number of sessions waiting, indicating internal contention, and throughput is low, then consider tuning the database.
The I/O charts show I/O statistics collected from all database clients. The I/O wait time for a database process represents the amount of time that the process could have been doing useful work if a pending I/O had completed. Oracle Database captures the I/O wait times for all important I/O components in a uniform fashion so that every I/O wait by any Oracle process can be derived from the I/O statistics.
The Latency for Synchronous Single Block Reads chart shows the total perceived I/O latency for a block read, which is the time difference between when an I/O request is submitted and when the first byte of the transfer arrives. Most systems are performing satisfactorily if latency is fewer than 10 milliseconds.
You can also monitor I/O by function, type, and consumer groups using the various charts provided.
The Parallel Execution charts show system metrics related to parallel queries. Metrics are statistical counts per unit. The unit could be a time measure, such as seconds, or per transaction, or session.
A parallel query divides the work of executing a SQL statement across multiple processes. The charts show parallel queries that were waiting for a particular wait event that accounted for the highest percentages of sampled session activity.
The Services charts show services waiting for the corresponding wait event during the time period shown. Services represent groups of applications with common attributes, service-level thresholds, and priorities. Only active services are shown.
For more information about monitoring the database instance, see the "Monitoring Instance Activity" section in the Oracle Database 2 Day + Performance Tuning Guide.
The Host chart on the Performance page displays utilization information about the system hosting the database.
Using the Host chart, you can view CPU, memory, and disk utilization for the host system. To determine if the host system has enough resources available to run the database, establish appropriate expectations for the amount of CPU, memory, and disk resources that your system should be using. You can then verify that the database is not consuming too many of these resources.
For more information about monitoring the host system, see the "Monitoring Host Activity" section in the Oracle Database 2 Day + Performance Tuning Guide.
Performance tuning is an iterative process. Removing the first bottleneck (a point where resource contention is highest) may not lead to performance improvement immediately because another bottleneck might be revealed that has an even greater performance impact on the system.
Oracle Database provides several tools that enable you to diagnose and tune performance problems. Automatic Database Diagnostic Monitor (ADDM) analyzes statistics to provide automatic diagnosis of major performance problems. You can also perform your own analysis using statistics from AWR and ASH reports, wait events, and SQL trace files to identify other bottlenecks in the database.
Instructions for diagnosing and tuning performance problems are provided in the following sections:
Before you can tune your database, you need to have an established performance baseline that can be used for comparison if a performance problem arises. Oracle Database automatically maintains a system-defined moving window baseline that contains all AWR data within the AWR retention period, which by default is 8 days. Using Database Control, you can also create your own baseline by specifying and preserving a pair or a range of snapshots as a baseline. The snapshots contained in a baseline are excluded from the automatic AWR purging process and are retained indefinitely.
Before creating a baseline, carefully consider the time period you choose as a baseline because it should represent the database operating at an optimal level. In the future, you can compare these baselines with other baselines or snapshots to compare performance. You can create a single baseline captured at a single, fixed time interval, or a repeating baseline that repeats during a time interval over a specific period.
To create a baseline of the database, use the AWR Baselines page in Database Control, accessible from the Statistics Management section of the Server tab.
For more information about creating a baseline of the database, see the "Managing Baselines" section in the Oracle Database 2 Day + Performance Tuning Guide.
Automatic Database Diagnostic Monitor (ADDM) is self-diagnostic software built into Oracle Database. ADDM examines and analyzes data captured in the AWR to identify possible database performance problems.
An ADDM analysis is performed after each AWR snapshot (every hour by default), and the results are saved in the database. The results of ADDM analysis are displayed as ADDM findings under Diagnostic Summary on the Database Home page in Oracle Database Control.
Each ADDM finding belongs to one of three types: problem, symptom, and information. Each problem finding is quantified with an estimate of the portion of DB time that resulted from the performance problem. When a specific problem has multiple causes, ADDM may report multiple findings. In this case, the impacts of these multiple findings can contain the same portion of DB time.
A problem finding can be associated with a list of recommendations for reducing the impact of a performance problem. Each recommendation has a benefit that is an estimate of the portion of DB time that can be saved if the recommendation is implemented. When multiple recommendations are associated with an ADDM finding, the recommendations may contain alternatives for solving the same problem. If this is the case, then choose the easiest solution to implement that yields the greatest benefit.
Recommendations are composed of actions and rationales. You must apply all the actions of a recommendation to gain its estimated benefit. The rationales explain why the set of actions was recommended, and provide additional information for implementing them.
You should review ADDM findings and implement the recommendations as part of regular database maintenance. Even when the database is operating at an optimal performance level, you should continue to use ADDM to monitor database performance on an ongoing basis.
For more information about using ADDM, see the "Automatic Database Performance Monitoring" chapter in the Oracle Database 2 Day + Performance Tuning Guide.
While ADDM enables you to proactively diagnose database performance problems when they happen, there may be times when you want to identify database performance problems reactively. For example, you may want to compare database performance over time, or analyze a very short duration for short-lived performance problems. You may also want to examine wait events to determine if user response time can be improved by reducing the time that is spent waiting by server processes.
Oracle Database provides various tools, aside from ADDM, to enable you to diagnose and tune database performance problems reactively. The instructions are provided in the following topics:
Performance degradation of the database occurs when your database was performing optimally in the past, such as 6 months ago, but has gradually degraded to a point where it becomes noticeable to the users. The Automatic Workload Repository (AWR) Compare Periods report enables you to compare database performance between two periods of time to identify any performance degradation that may have occurred over time.
The AWR Compare Periods report compares a new baseline or a pair of snapshots to an existing baseline. Before generating this report, you should have an existing baseline that represents the system operating at an optimal level, as described in "Creating a Baseline of the Database". If an existing baseline is unavailable, you can use this report to compare two periods of time using two pairs of snapshots. To generate the AWR Compare Periods report, use the Automatic Workload Repository page in Database Control, accessible from the Database Server page.
For more information about generating AWR Compare Periods reports, see the "Running the AWR Compare Periods Reports" section in the Oracle Database 2 Day + Performance Tuning Guide.
ADDM tries to report the most significant performance problems during an analysis period in terms of their impact on DB time. If a particular problem lasts for a very short duration, then its severity might be averaged out or minimized by other performance problems in the analysis period. Therefore, the problem may not appear in the ADDM findings. Whether a performance problem is captured by ADDM depends on its duration compared to the interval between the AWR snapshots.
To capture a detailed history of database activity, Oracle Database samples active sessions each second with the Active Session History (ASH) sampler. ASH gathers sampled data at the session level rather than at the instance level. By capturing statistics for only active sessions, the size of the sampled data is directly related to the work being performed.
To generate the ASH report, under Average Active Sessions on the Database Performance page, click Run ASH Report.
For more information about generating ASH reports, see the "Running Active Session History Reports" section in the Oracle Database 2 Day + Performance Tuning Guide.
Wait events are statistics that are incremented by a server process or thread to indicate that it had to wait for an event to complete before being able to continue processing. Whenever an Oracle Database process waits for something, it records the wait using one of a set of predefined wait events. Wait event data reveals various symptoms of problems that might be impacting performance, such as latch contention, buffer contention, and I/O contention.
Wait event statistics include the number of times an event was waited for and the time waited for the event to complete. To minimize user response time, reduce the time spent by server processes waiting for event completion. Not all wait events have the same wait time. Therefore, it is more important to examine events with high wait time rather than wait events with a high number of occurrences.
You can query wait event statistics from various V$
dynamic performance views. For more information about using wait events, see the "Using Wait Event Statistics to Drill Down to Bottlenecks" section in the Oracle Database Performance Tuning Guide.
When Oracle Database executes a SQL statement, the query optimizer (also called the optimizer) first determines the best and most efficient way to retrieve the results. It compares the cost of all possible approaches and chooses the approach with the least cost. The access method for physically executing a SQL statement is called an execution plan, which the optimizer is responsible for generating. The determination of an execution plan is an important step in the processing of any SQL statement, and can greatly affect execution time
The optimizer can also help you tune SQL statements. By using SQL Tuning Advisor and SQL Access Advisor, you can run the optimizer in advisory mode to examine a SQL statement or set of statements and determine how to improve their efficiency. SQL Tuning Advisor and SQL Access Advisor can make various recommendations. SQL Access Advisor is primarily responsible for making schema modification recommendations, such as adding or dropping indexes and materialized views. SQL Tuning Advisor makes other types of recommendations, such as creating SQL profiles and restructuring SQL statements. Using Database Control, you can accept and implement many of these recommendations.
Review the following topics for information on tuning SQL statements:
Oracle Database can execute an SQL statement in many different ways. The optimizer determines the most efficient way to execute an SQL statement after considering many factors related to the objects referenced and the conditions specified in the query. For the query optimizer to produce an optimal execution plan, the statistics in the data dictionary should accurately reflect the volume and data distribution of the tables and indexes.
Oracle Fusion Applications uses the DBMS_STATS
package to automatically gather optimizer statistics. In this case, the database automatically collects optimizer statistics for tables with absent or stale statistics. If fresh statistics are required for a table, then the database collects them both for the table and associated indexes. For any on-demand gathering statistics on a particular table, you can use Database Control.
The output from the optimizer is an execution plan that describes an optimal method of execution. The plans shows the combination of the steps Oracle Database uses to execute an SQL statement. Each step either retrieves rows of data physically.
For more information about the optimizer, see "The Query Optimizer" chapter in the Oracle Database Performance Tuning Guide.
Note: Oracle Fusion Applications require several database initialization parameters to be set correctly in order to ensure optimal performance. For more information about these database initialization parameters and Fusion Applications best practices, see MOS document 1270340.1. |
A SQL tuning set is a database object that includes one or more SQL statements and their execution statistics and context. You can use the set as an input for advisors such as SQL Tuning Advisor, SQL Access Advisor, and SQL Performance Analyzer. You can load SQL statements into a SQL tuning set from different SQL sources, such as AWR, the cursor cache, or high-load SQL statements that you identify. SQL tuning sets are transportable, enabling SQL workloads to be transferred between databases for remote performance diagnostics and tuning. When high-load SQL statements are identified on a production system, it may not be desirable to perform investigation and tuning activities directly on this system. This feature enables you to transport the high-load SQL statements to a test system, where they can be safely analyzed and tuned.
To create a SQL tuning set, use SQL Tuning Sets page, accessible from Additional Monitoring Links on the Database Performance page.
For more information about SQL tuning sets, see the "Managing SQL Tuning Sets" in the Oracle Database 2 Day + Performance Tuning Guide.
A SQL profile is a set of auxiliary information that is built during automatic tuning of a SQL statement. A SQL profile is to a SQL statement what statistics are to a table.
During SQL profiling, the optimizer uses the execution history of the SQL statement to create appropriate settings for optimizer parameters. After SQL profiling completes, the optimizer uses the information in the SQL profile and regular database statistics to generate execution plans. The additional information enables the database to produce well-tuned plans for corresponding SQL statements.
After running a SQL Tuning Advisor task with a comprehensive scope, a SQL profile may be recommended. If you accept the recommendation, then the database creates the SQL profile and enables it for the SQL statement.
To manage SQL profiles, use the Plan Control tab, accessible from the SQL Details page of the SQL statement that is using a SQL profile.
For more information about SQL profiles, see the "Managing SQL Profiles" section in the Oracle Database 2 Day + Performance Tuning Guide.
Oracle Database can generate SQL tuning reports automatically. Automatic SQL Tuning runs during system maintenance windows as an automated maintenance task, searching for ways to improve the execution plans of high-load SQL statements.
ADDM also automatically identifies high-load SQL statements. If ADDM identifies such statements, then click Schedule/Run SQL Tuning Advisor on the Recommendation Detail page to run SQL Tuning Advisor on these statements.
For more information about SQL Tuning Advisor, see the "Tuning SQL Statements Using SQL Tuning Advisor" section in the Oracle Database 2 Day + Performance Tuning Guide.
To achieve optimal performance for data-intensive queries, materialized views and indexes are essential for SQL statements. However, implementing these objects does not come without cost. Creation and maintenance of these objects can be time-consuming. Space requirements can be significant. SQL Access Advisor enables you to optimize query access paths by recommending materialized views and view logs, indexes, SQL profiles, and partitions for a specific workload.
To run SQL Access Advisor, use the SQL Access Advisor link on the SQL Advisors page, accessible from the Advisor Central page under Related Links on the Database Home page.
For more information about SQL Access Advisor, see the "Optimizing Data Access Paths" chapter in the Oracle Database 2 Day + Performance Tuning Guide.
You can use the SQL Trace facility to monitor Oracle Fusion Applications running against Oracle Database by assessing the efficiency of the SQL statements that Oracle Fusion applications are running. The SQL Trace facility provides performance information for individual SQL statements and generates detailed statistics for each statement.
You can then run the TKPROF
program to format the contents of the SQL trace file and place the output into a readable output file. TKPROF
reports each statement executed with the resources it has consumed, the number of times it was called, and the number of rows which it processed. This information lets you easily locate SQL statements that are using the greatest resource.
For more information about using SQL tracing, see the "Using the SQL Trace Facility and TKPROF" section in the Oracle Database Performance Tuning Guide.
If a performance problem is reported for a particular business transaction for a given session in Oracle Fusion Applications, you can instruct the user of the session to enable a SQL trace for that transaction.
To enable SQL trace for a specific business transaction that is reported to be causing performance problem:
This enables SQL trace for the selected transaction and does not affect transactions that belong to other sessions.
Oracle Real Application Testing enables you to perform real-world testing of Oracle Database. By capturing production workloads and assessing the impact of system changes on a test system before production deployment, Oracle Real Application Testing minimizes the risk of instabilities associated with changes.
See the following sections for more information about Oracle Real Application Testing:
System changes—such as a upgrading a database or adding an index—may cause changes to execution plans of SQL statements, resulting in a significant impact on SQL performance. In some cases, the system changes may cause SQL statements to regress, resulting in performance degradation. In other cases, the system changes may improve SQL performance. Being able to accurately forecast the potential impact of system changes on SQL's performance by identifying regressed and improved SQLs, enables you to tune the system beforehand.Also we can validate and measure the performance gain of the SQL and the system.
SQL Performance Analyzer automates the process of assessing the overall effect of a change on the full SQL workload by identifying performance divergence for each SQL statement. A report that shows the net impact on the workload performance due to the change is provided. For regressed SQL statements, SQL Performance Analyzer also provides appropriate executions plan details along with tuning recommendations. As a result, you can remedy any negative changes before the end users are affected.
To use SQL Performance Analyzer, under Real Application Testing on the Software and Support page, click SQL Performance Analyzer.
For more information about SQL Performance Analyzer, see the "SQL Performance Analyzer" part in the Oracle Database Real Application Testing User's Guide.
Before system changes are made, such as hardware and software upgrades, extensive testing is usually performed in a test environment to validate the changes. However, despite the testing, the new system often experiences unexpected behavior when it enters production because the testing was not performed using a realistic workload. The inability to simulate a realistic workload during testing is one of the biggest challenges when validating system changes.
Database Replay enables realistic testing of system changes by essentially re-creating the production workload environment on a test system. Using Database Replay, you can capture a workload on the production system and replay it on a test system with the exact timing, concurrency, and transaction characteristics of the original workload. This enables you to fully assess the impact of the change, including undesired results, new contention points, or plan regressions. Extensive analysis and reporting is provided to help identify any potential problems, such as new errors encountered and performance divergence.
To use Database Replay, under Real Application Testing on the Software and Support page, click Database Replay.
For more information about Database Replay, see the "Database Replay" part in the Oracle Database Real Application Testing User's Guide
This chapter discusses how to use incidents, log files, QuickTrace, and diagnostics tests to support normal operations for Oracle Fusion Applications and to prepare for future troubleshooting.
This chapter contains the following topics:
For information about troubleshooting using log settings, log files, the QuickTrace feature (in-memory logging), diagnostic tests, and incidents, see Chapter 17.
Incidents, log files, QuickTrace, and diagnostic tests can all help you administer Oracle Fusion Applications. If your Oracle Fusion Applications environment includes Oracle Enterprise Manager Cloud Control (Cloud Control), then you can use Support Workbench to help you investigate, report, and resolve problems.
Incidents are collections of information about problematic error conditions. It is strongly recommended that you follow Information Technology Infrastructure Library (ITIL) best practices by establishing a help desk or service desk within your organization to support Oracle Fusion Applications, and have the help desk personnel use incidents to track the troubleshooting and resolution of all problems. Some incidents are created and gather information automatically when problems occur. For example, the information associated with an automatically created incident may include detailed operational info collected by the QuickTrace (in-memory logging) feature for Oracle Fusion Applications. For problems that do not automatically create incidents, administrators or help desk personnel can manually create incidents and manually gather and add related system information.
Log files contain information about both normal and problematic events. Log files can help you both to monitor normal operation diagnose and to address some problems, yourself. For example, log messages that state that a service cannot be reached might indicate a hardware failure. If you discover a more complex issue, Oracle Support personnel may use log files to trace the execution code paths of relevant requests, as part of diagnosing the problem. And log files are particularly helpful if your Oracle implementation contains custom code that needs debugging, especially when using a debugger is not feasible, such as on a production system
The QuickTrace (in-memory logging) feature continuously records a specified level of log detail in an area of memory. The memory is recycled on an ongoing basis, with the oldest information being deleted or overwritten first. Because QuickTrace writes to memory instead of to a log file, it can gather operational information continuously without significantly affecting system performance. The information that QuickTrace stores in memory is written to disk only when an incident occurs or when an administrator manually dumps the contents of a QuickTrace buffer.
Diagnostic tests are executables that are designed to exercise particular aspects of Oracle Fusion applications, to determine whether they are operating correctly and to help identify and resolve any problems. The Diagnostic Testing Framework for Oracle Fusion Applications lets you execute diagnostic tests and collects the results into detailed diagnostic reports. Oracle provides diagnostics tests that are installed along with Oracle Fusion Applications releases and patches.
In Cloud Control, Support Workbench helps you investigate, report, and resolve problems (critical errors). You can use Support Workbench to perform the following kinds of operations:
For information about using Support Workbench to administer Oracle Fusion Applications targets, specifically, see Chapter 17. For general information about using Support Workbench, see the topic "Support Workbench Page" in the Cloud Control online help and the chapter on investigating, reporting, and resolving problems in Oracle Database 2 Day DBA.
The following features are designed to work together to help you administer and support Oracle Fusion Applications over time:
For more information about setting log levels, see Section 13.7. For more information about using logs to help diagnose a problem, see Chapter 17. For more information about monitoring log files, see Section 13.6, Section 13.6.2, and Section 13.7.4.
For more information about diagnostic tests, see Section 13.8, Section 13.9, Section 13.10, and Chapter 17.
It is important to be familiar with the following additional concepts that are related logs and diagnostic tests:
For more information about profiles, see Section 13.7 and the chapter on maintaining common reference objects in the Oracle Fusion Applications Common Implementation Guide.
Under ordinary circumstances, the following administrative tasks are part of necessary setup and maintenance of Oracle Fusion Applications log files:
If your Oracle Fusion Applications environment includes Cloud Control, then you may find it convenient to use Cloud Control to monitor log files in multiple domains, simultaneously.
You can use the Oracle Enterprise Manager Fusion Applications Control (Fusion Applications Control) user interface to complete all of the tasks listed in this section, but only for one WebLogic domain at a time. In particular, you can use Fusion Applications Control to configure log profile option values for Oracle Fusion Applications, although you can also configure profile options by using the Manage Administrator Profile Values screen in the Setup and Maintenance work area. You can use either Cloud Control or Fusion Applications Control for viewing and searching Oracle Fusion Applications log files.
Note: Fusion Applications Control and Cloud Control are compliant with Information Technology Infrastructure Library (ITIL) best practices. |
During troubleshooting activities, additional log administration tasks may include downloading log files from servers and packaging incidents for transmittal to Oracle Support. For more information about these activities and the tools for accomplishing them, see Chapter 17.
Oracle provides settings that determine the amount of information that is gathered into the log files for your Oracle Fusion applications. You can either use the default setting values or change one or more values to adjust how much information is gathered. When your system is operating correctly, you may need log entries only for particularly important kinds of events. If your system experiences a problem, you can temporarily increase the amount of information that is logged to get more detailed information while you attempt to reproduce and resolve the problem.
Most Oracle Fusion applications write log output in Oracle Diagnostic Logging (ODL) format. For information about the attributes that appear in standard log files for Oracle Fusion Applications, see the "Understanding ODL Messages and ODL Log Files" section in the Oracle Fusion Middleware Administrator's Guide.
Some Oracle Fusion applications use nonstandard logging mechanisms that are disabled by default. For these applications, you must turn on the logging facility when you need it and specify the kind of information that you want to record in the log file. For more information about these special logging mechanisms, see Section 13.7.6.
A typical log message consists of three parts:
This section contains the following topics:
The log message attributes logged by the Oracle Fusion Middleware layer or the Oracle Database layer may include the following:
rdbms.
FND-12343.
ODL_TRACE_ID
in the log file): An identifier for operations in the Oracle Fusion Middleware layer that match criteria an administrator supplied as part of a request to log additional information. Note: Selective trace operations do not affect the information that is logged from the Oracle Fusion Applications layer, but the Oracle Fusion Middleware log messages that selective tracing operations obtain are stored in the same log files as log messages from the Oracle Fusion Applications layer. Similarly, log messages from the Oracle Fusion Applications layer are listed along with Oracle Fusion Middleware log messages in selective trace output if those log messages match the trace criteria that the administrator specified. For more information about selective tracing, see the "Configuring and Using Selective Tracing" section in the Oracle Fusion Middleware Administrator's Guide. |
The log message attributes logged by logging APIs for Oracle Fusion Applications include the following:
Depending on the value of the AFLOG_EXTENDED_ENABLED
profile option, the following supplemental attributes may also be logged:
For more information about how the AFLOG_EXTENDED_ENABLED
profile option affects the logging of these supplemental attributes, see Section 13.7.1.
The log message attributes logged by the application session include the following:
The following attributes appear in the log if the log entry is written from an Oracle Enterprise Scheduler job request.
The following attributes appear in the log if the log entry is written from SOA:
To view and search Oracle Fusion application log files effectively, it is important to be familiar with the software that is available for working with log files. From time to time you may also find it helpful to know where log files are stored for various application modules.
This section contains the following topics:
Note: Each Oracle Fusion Applications module is written in one of the following code languages: Java, SOA, PL/SQL, or C. Details of logging vary depending on the coding language of the application module.In general, you can administer logging for Oracle Fusion Applications without knowing which programming language implements particular modules. However, it is important to become familiar with the configuration settings and log file locations used for each language, so you can monitor or adjust all relevant parts of the system when necessary. |
When you want to view log files for one Oracle Fusion Applications product family or product that uses standard logging functionality, one typical way that you can view the log files is to use Fusion Applications Control.
By default, you can use Fusion Applications Control to view standard log files for the Oracle WebLogic Servers that host Oracle Fusion applications and standard log files generated by Java code within Oracle Fusion applications. In addition, you can configure your system to allow Fusion Applications Control to view log files generated by PL/SQL or C code within Oracle Fusion applications. For more information about how to configure this capability, see Section 13.7.7.
From Fusion Applications Control, you can view log messages for different system components by selecting different targets. In the product family part of the navigation tree, the following target types allow viewing of log messages for Oracle Fusion Applications:
The Fusion Applications Control screen also gives you access to log files for the following target types in the farm part of the navigation tree, but the functionality used to view those logs is part of Fusion Middleware Control. For more information, see the "Viewing Log Files and Their Messages Using Fusion Middleware Control" section in the Oracle Fusion Middleware Administrator's Guide.
Note: For information about viewing Oracle Fusion Middleware log files, including log files for Oracle Enterprise Scheduler and Oracle Enterprise Crawl and Search Framework, see the "Viewing and Searching Log Files" section in the Oracle Fusion Middleware Administrator's Guide. |
To view the contents of Oracle Fusion Applications logs from Fusion Applications Control:
In the part of the navigation tree for the product family, you can display logs for the following kinds of targets:
Note: When you select a target, the header of the context pane displays a dropdown menu name that depends on the target type:
|
Alternatively, if you want to view a log file for an Oracle Fusion Middleware target, you can select such a target from the farm part of the navigation tree. For more information about viewing log files for Oracle Fusion Middleware components, see the "Viewing Log Files and Their Messages Using Fusion Middleware Control" section in the Oracle Fusion Middleware Administrator's Guide.
For most Oracle Fusion applications, you can use Fusion Applications Control to search for log messages that have specific characteristics. Searches that use Fusion Applications Control are very similar to searches that use Fusion Middleware Control. For more information about these searches, see the "Viewing and Searching Log Files" section in the Oracle Fusion Middleware Administrator's Guide.
By default, you can use Fusion Applications Control to search standard log files for Oracle Fusion applications that are written in Java and the Oracle WebLogic Servers that host those applications. You can configure your system to allow Fusion Applications Control to search log files for Oracle Fusion applications that are written in PL/SQL or C, as well. For more information about the necessary configuration steps for PL/SQL and C logs, see Section 13.7.7.
To search standard Oracle Fusion Applications log files using Fusion Applications Control:
For your target, you can select a product family such as Financials, an Oracle Fusion Applications cluster application such as LedgerApp, or an Oracle Fusion application instance such as LedgerApp (LedgerServer_1).
Note: When you select a target, the header of the context pane displays a dropdown menu name that depends on the target type:
|
For example, if you want to search the aggregated log entries for all of the Oracle Fusion applications in the Financials product family, then you would select the Financials entry in the navigation tree. The Product Family dropdown menu appears under Financials in the context pane header.
If you want to search the aggregated logs for the Ledger cluster application, you would expand the Financials entry in the navigation tree, then expand the Fusion Applications entry, and then select LedgerApp. The Fusion Cluster Application dropdown menu appears under LedgerApp in the context pane header.
If you would rather search the Ledger application log entries for only a particular server, you would expand the Financials entry in the navigation tree, then expand the Fusion Applications entry, then expand the LedgerApp entry, and then select the individual LedgerApp Managed Server for the log you want to search. The Fusion J2EE Application dropdown menu appears under LedgerApp in the context pane header.
If you selected an Oracle Fusion application as your target, the content pane displays the aggregated log messages from all of the servers for the Oracle Fusion application that you selected.
If you selected an individual Oracle Fusion application instance running on a particular Managed Server as your target, the content pane displays just the log messages for the selected Oracle Fusion application operations that were handled by the selected server.
If you selected a product family such as Financials as your target, the content pane displays the aggregated log messages for all of the Managed Servers that handle Oracle Fusion applications in the selected product family.
To specify a specific number of the most recent minutes, hours, or days, select Most Recent from the dropdown list, enter your preferred number, and select the appropriate time units.
To specify the time period using starting and ending dates and times, select Time Interval from the dropdown list and enter the starting and ending dates and times.
Note: If you search using more than one criterion, the search results display only log entries that match all of the specified criteria (logical AND). |
For example, you might select ECID to search for all log messages that are associated with a particular execution context identifier.
For example, you might enter the ECID value of 004bYSyedEi3v1A5Jb8Dyf0002kx003XFf.
Note: The following information is provided for reference purposes. For maximum clarity and convenience, it is recommended that you use Fusion Applications Control to work with Oracle Fusion Applications log files, rather than working directly with the log files. |
Each Oracle Fusion application runs in one or more logical Managed Servers. Each Managed Server is dedicated to a single Oracle Fusion application. Different Managed Servers do not normally share log files with each other, even if they are running on the same physical server computer.
Most Oracle Fusion Applications code modules use standard logging code. On each Managed Server, all Java and SOA application code modules that use standard logging code write log entries to a single file. The location of this file is specified by a log_handler
entry in a logging.xml
file. The default location for the logging.xml
file is as follows, where DOMAIN_HOME
is the path to your Oracle WebLogic Server domain, and WebLogic_Server_Name
is the name of the WebLogic Server that uses the logging.xml
file:
DOMAIN_HOME/
config/fmwconfig/servers/WebLogic_Server_Name/
logging.xmlExample 13-1 shows a typical log_handler
entry in the logging.xml
file, which includes the path and file name of the log file.
Example 13-1 Typical log_handler Entry Showing Log File Name and Location
Example 13-2 shows the default location for the standard log file is as follows, for Oracle Fusion applications that are implemented in Java and SOA, where DOMAIN_HOME
is the path to your Oracle WebLogic Server domain:
Example 13-2 Default Log File Location for Oracle Fusion Applications Implemented in Java and SOA
For Oracle Fusion Applications code modules that are implemented in PL/SQL, the location of the standard log file is set by the AFLOG_PLSQL_FILENAME
profile option. By default, the value of this profile option is APPLLOG_DIR/
diagnostic.log,
where APPLLOG_DIR
is a directory object that was defined as a custom variable through use of the Oracle Fusion Applications Repository Creation Utility during installation. For more information about directory objects, see the section about the Create Directory
command in the Oracle Database SQL Language Reference
For Oracle Fusion Applications code modules that are implemented in C, the location of the standard log file is set by the AFLOG_FILENAME
profile option. By default, the value of this profile option is diagnostic.log,
but it is recommended that you set the value to directory_path/
Cdiagnostic.log,
where directory_path
is a location that can be written to by all system users and by the Managed Server where Oracle Enterprise Scheduler is deployed for your Oracle Fusion applications. For example, you might set the value of directory_path
to /tmp,
or to an explicitly specified directory path that corresponds to the value of the APPLCP_DIR
custom variable that was defined through use of the Oracle Fusion Applications Repository Creation Utility during installation.
By default, the following Oracle Fusion Applications code modules do not write log entries. If you configure these modules to write log entries, then the entries for those modules are written to nonstandard log file locations. These modules do not specify any configuration settings using the standard logging.xml
file:
Note: For optimum performance, it is recommended that you use the logging functionality that is available for these kinds of Oracle Fusion Incentive Compensation batch jobs only when troubleshooting an existing problem. For more information about using this feature and viewing the results, see Section 17.2.9 and Section 17.5.2. |
Note: For optimum performance and log file sizes, it is recommended that you use the logging functionality for these kinds of Oracle Fusion General Ledger batch jobs only when troubleshooting an existing problem. For more information about using this feature and viewing the results, see Section 17.2.10. |
Note: The amount of information that is logged for AutoInvoice depends on the value of the Log File Message Level system option setting for each business unit. Any AutoInvoice log messages that meet the level requirements are written to the standard log file for Oracle Enterprise Scheduler.For more information about configuring the Log File Message Level system option setting, see Section 13.7.6.3. For more information about adjusting this setting for troubleshooting and viewing the results, see Section 17.2.11. |
Note: The following information is provided for reference purposes. For maximum clarity and convenience, it is recommended that you use Fusion Applications Control to work with Oracle Fusion Applications log files, rather than working directly with the log files. |
If an Oracle Fusion application is deployed to multiple Managed Servers in a cluster domain, each Managed Server records log entries in its own log file, for just the transactions or other operations handled by that server.
For your convenience in monitoring Oracle Fusion applications that run on multiple Managed Servers, Fusion Applications Control lets you view either individual standard log files for individual Managed Servers or the aggregated contents of the standard log files of all of the servers in the cluster domain. The aggregated log is especially useful if you need to find a particular log entry but do not know which Managed Server recorded it. For more information about viewing log files, see Section 13.6.1.
However, Fusion Applications Control does not currently support viewing the contents of any nonstandard log files generated by Oracle Fusion Incentive Compensation, Oracle Fusion General Ledger, or the AutoInvoice portion of the Oracle Fusion Receivables application. For information about viewing nonstandard log files for Oracle Fusion Incentive Compensation, see Section 17.5.2. For information about viewing nonstandard log files for Oracle Fusion General Ledger, see Section 17.2.10. Log entries for the AutoInvoice portion of Oracle Fusion Receivables are placed in the standard log file for Oracle Enterprise Scheduler. For information about viewing Oracle Fusion Middleware log files, including log files for Oracle Enterprise Scheduler, see the "Viewing and Searching Log Files" section in the Oracle Fusion Middleware Administrator's Guide.
Note: When an Oracle Fusion application is deployed to multiple Managed Servers in a cluster domain, it is generally recommended that you set the log level to the same value for all of the Managed Servers, so that all of the servers will log comparable amounts and kinds of information. However, you can configure each Managed Server's log level independently, if you have a reason to do so. |
Although critical business logic sections of Oracle Fusion applications may write more information to log files than less critical areas of the application code, the amount of information that Oracle Fusion applications log depends primarily on how the environment is configured. Oracle supplies default values for log settings, but you can specify different setting values if you want to adjust the amount of information to be logged. Most Oracle Fusion Applications components use a standard set of log configuration settings. For information about the selected components that use nonstandard log settings, see Section 13.7.6.
This section contains the following topics:
The concepts of logging levels and profile options apply to most Oracle Fusion applications. Logging levels are thresholds that can be set to control how much information to log.
To set logging levels either for a whole site or for a particular user, administrators change profile option values from either the Log Configuration dialog box in Fusion Applications Control or the Manage Administrator Profile Values screen in the Setup and Maintenance work area. For more information, see the chapter on maintaining common reference objects in the Oracle Fusion Applications Common Implementation Guide.
Under certain specific conditions, Oracle Fusion Applications users can set their own profile option for logging levels, from the Troubleshooting Options dialog box under the Oracle Fusion Applications Help > Troubleshooting menu. Setting a logging level for a particular user is useful if you want only that user to gather more detailed log information while attempting to reproduce a problem. However, the Help > Troubleshooting menu displays the Troubleshooting Options command only for Oracle Fusion Applications users who have a job role that is mapped to the following three duty roles:
(FND_SET_SUPPORTABILITY_LEVEL_DUTY_CRM)
(FND_SUPPORTABILITY_LEVEL_MANAGEMENT_DUTY_FSCM)
(FND_SUPPORTABILITY_LEVEL_MANAGEMENT_DUTY_HCM)
Note: Oracle Fusion Applications seed data does not include a preconfigured job role that maps to these three duty roles. It is recommended that you define such a job role when you first need to give an Oracle Fusion Applications user access to the Troubleshooting Options dialog box. You can reuse the same job role for other users who subsequently need the same access. |
For more information about making the Troubleshooting Options command and dialog box available to selected Oracle Fusion Applications users, and about working with those users to gather troubleshooting data, see Section 17.2.1.
The following types of settings affect how logging is done, including the effective logging level:
AFLOG_
SettingName
profile option values. For information about the AFLOG_
SettingName
profile options, see Section 13.7.1 through Section 13.7.5. For general information about working with profile options at both the SITE
and USER
levels, see the "Setting and Accessing Profile Values" and "Managing Profile Definitions" sections in the Oracle Fusion Applications Developer's Guide. Note: ForAFLOG_ SettingName profile options, the PRODUCT level is reserved for future use. |
logging.xml
file, in the oracle.apps
entry. Log levels for most entries are adjusted using the Managed Server's Log Configuration screen in Fusion Middleware Control, rather than by directly editing the logging.xml
file. However, the log level for the oracle.apps
entry should remain set to the default value of All
unless Oracle Support gives you specific instructions to change it. For more information about this setting, see "Setting the Level of Information Written to Log Files" in the Oracle Fusion Middleware Administrator's Guide. Caution: The logging framework for Oracle Fusion Applications is designed to work with the Log Level for theoracle.apps logger set to the default value of All. If you use other values for this setting, the diagnostic framework may not appear to work correctly, because setting values other than All can interfere with normal logging operations. |
The seed data for Oracle Fusion Applications contains default values for many profile option settings. Normal operation settings for log files are described in Table 13-1. For information about default system settings for incidents and QuickTrace, see Section 17.2.
Table 13-1 Profile Options for Oracle Fusion Applications Logging
Profile Option Name(and Display Name) | Environment | Description | Possible Values or Example | Applicable Profile Hierarchy Levels | Default Value |
---|---|---|---|---|---|
(FND: Buffer Mode for PL/SQL) | PL/SQL only | Asynchronous buffer mode for PL/SQL logging. A value of 0 disables buffering; a value greater than 0 enables buffering for messages that have levels lower than You may want to use asynchronous buffering if you have set your log levels to collect very detailed information and find that your system is running slowly. When asynchronous buffering is enabled, log messages from PL/SQL code that are at the INFO log level or below are written to a buffer rather than being immediately written to a log file. This reduces disk I/O activity. The buffer is written to the log file only when it contains the number of records specified in the |
|
|
|
(FND: Buffer Size for PL/SQL) | PL/SQL only | Number of PL/SQL log records that are buffered in memory before they are written to the log file. |
|
|
|
(FND: Log Enabled) | Java, PL/SQL, C, and SOA | Enables or disables standard logging functionality for Oracle Fusion Applications. If the value of this profile option is N, and if the profile option sets the effective logging level, then standard Oracle Fusion Applications logging does not occur at runtime for application modules written in Java, PL/SQL, SOA, or C. This profile option does not affect the configuration for Oracle Fusion Middleware. |
|
|
|
(FND: Log Extension Enabled) | Java and SOA | Determines whether or not to log the following extended attributes:
When the value of this profile option is |
|
|
|
(FND: Log File for C) | C only | Full path and file name of the log file for all of the Oracle Fusion applications that are written in C and that use standard logging functionality. It is recommended that you set the value of this profile option to If you do not set a directory path for this log file, the file is written to the default location specified by Oracle Enterprise Scheduler. |
|
|
|
(FND: Log Level) | Java, PL/SQL, C, and SOA | Minimum level of information detail to be logged for Oracle Fusion applications that use standard logging functionality. If no value is set for this profile option, the default value is For more information about log levels, see Section 13.7.3. |
|
|
|
(FND: Maximum size for log file in MB.) | PL/SQL | Specifies the size in megabytes beyond which the current standard log file for Oracle Fusion applications that are written in PL/SQL is automatically renamed and a new log file is started. |
|
|
|
(FND: Log Module Filter) | Java, PL/SQL, C, and SOA | Specifies the Oracle Fusion applications for which logging takes place. Use a comma-separated list of modules for value of this setting, and use |
|
|
|
FND: Number of old log files | PL/SQL | The maximum number of PL/SQL log files the system keeps at any one time. | Any integer greater than zero.) |
|
|
(FND: Log File for PL/SQL) | PL/SQL only | The location and name of the log file for standard Oracle Fusion Applications log messages that are generated from PL/SQL. The location must be expressed as a directory object. By default, the If you would like the log file name to indicate that the log messages are generated from PL/SQL, you can change the For more information about directory objects, see the section about the Create Directory command in the Oracle Database SQL Language Reference. |
|
|
|
(Message Mode) | Java, PL/SQL, C, and SOA | For error conditions that use messages from the message dictionary, this setting determines whether administrator-level or user-level message details and suggested actions are displayed and logged. |
|
|
|
For PL/SQL and C processes such as scheduled jobs, changes to log file profile options take effect in the same ways as changes to any Oracle Fusion Applications profile option values. For more information, see the chapter on maintaining common reference objects in the Oracle Fusion Applications Common Implementation Guide.
For user sessions, users may need to log out from an Oracle Fusion application and log in again in order to have changes to log profile options take effect.
Seven severity levels are used for log messages in Oracle Fusion Applications, and each level is associated with a number. In circumstances where the effective logging level depends on the AFLOG_LEVEL
logging profile option (rather than a lower odlLevel
setting value), then, once the profile option level is set, only application messages that have a predefined severity level greater than or equal to the value of the AFLOG_LEVEL
profile option are logged.
You can set the value of the AFLOG_LEVEL
profile option to one value for the site as a whole, and to another value for any user whose operations you want to log at a different level of detail.
For example, setting the level to the lowest severity, 300 (FINEST)
, for a particular user means that messages of all seven severities are logged for that user's operations. Setting the level to 900 (WARNING)
or the site means that logging occurs for 900 (WARNING)
and 1000 (SEVERE)
messages for all site operations initiated by other users.
Note: The default severity level for Oracle Fusion Applications is1000 (SEVERE . For optimum performance, it is recommended that you use this logging level for your sites unless you need to investigate a problem that specifically requires a change to a site's severity level. Gathering detailed log information for an entire site (rather than a single user) can decrease system performance and make it difficult to find relevant information in a log file. |
Table 13-2 describes the seven severity levels that are used for log messages in Oracle Fusion Applications. The messages in the log file identify the severity of errors using the ODL Message Type/Level value.
Note: Oracle Fusion applications that are written in PL/SQL have logging level names that start withLEVEL_. Oracle Fusion applications that are written in Java, SOA, and C do not use this LEVEL_ prefix for level names. For example, the log level that is called LEVEL_SEVERE in PL/SQL application code is comparable to the log level that is called SEVERE in Java, SOA, or C code. Most log levels provide information that is useful to Oracle Fusion Applications administrators. However, the information that is logged at the |
Table 13-2 Severity Levels for Logging Messages
ODL Message Type/Level (in Log Files) | Log Level Name (in Oracle Enterprise Manager Fusion Applications Control and Help > Troubleshooting > Troubleshooting Options) | AFLOG_LEVEL Profile Option Value (internal values stored in database tables) | Usage and Examples |
---|---|---|---|
Log Levels for Reporting Failures and Normal Events: | |||
|
|
| Highest severity level. Unexpected errors that occur during normal execution. Fatal exceptions or any other serious problems that require immediate attention from the System Administrator. An error at this level may also create an incident. For example, the following error messages might be associated with this log level:
|
|
|
| Internal software failures. Non-fatal exceptions or errors that allow processing to continue without requiring immediate attention from an administrator. Any potential problem that should be reviewed by the System Administrator. For example, the following error message might be associated with this log level:
|
|
|
| Errors, warnings and other kinds of information that allow processing to continue. May include key flow steps, high-level functional progress messages, and major life cycle events such as the activation or deactivation of a primary sub-component or feature. |
Log Levels for Tracing and Reporting Progress: | |||
|
|
| Configuration properties and environment settings. This is a finer level of granularity for reporting normal events. |
|
|
| High-level technical progress messages; more detailed than For example, the following error message might be associated with this log level:
|
|
|
| Logging messages that are called at the beginning and end of a routine. Detailed trace or debug information that can help Oracle Support diagnose problems with a particular subsystem. For example, the following error message might be associated with this log level:
|
|
|
| Very detailed trace or debug information that would be useful to an Oracle developer who is working on the product and who is familiar with implementation details of the sub-system that generates the message. For example, the following error message might be associated with this log level: Copying string from buffer xyz to buffer zzz. |
Note: Whenever an incident is created, a different log level,INCIDENT_ERROR, automatically appears in the corresponding log entry. This is the only context in which the INCIDENT_ERROR log level is used. For more information about working with incidents, see Chapter 17. |
In busy computing environments, the amount of disk space used by log files can become a concern. Very large log files can also affect system performance. Oracle Fusion applications that are written in Java, SOA, or PL/SQL address this concern using automatic log file rotation.
This section contains the following topics:
Note: Oracle Fusion applications that are written in C require you to monitor the space used and manually discard log files that are no longer needed. |
For Oracle Fusion Applications modules that are implemented using Java or SOA and that use standard logging, when a the log file reaches a specific size or when a specific time period has passed, the file is automatically renamed, and a new log file is created.
You can use any of the following methods to adjust the settings that determine the maximum log file size and the maximum length of time that a log file covers:
oracle.apps
logger. For more information, see "Specifying Log File Rotation Using Fusion Middleware Control" in the Oracle Fusion Middleware Administrator's Guide. log_handler
section of the ODL configuration file, at the following location: where DOMAIN_HOME
is the domain home directory for the Oracle WebLogic Server domain, and WebLogic_Server_Name
is the name of the WebLogic Server that uses the logging.xml
file.
apps-handler
log handler. For more information, see the section on the configureLogHandler
command in the chapter on logging commands in the Oracle Fusion Middleware WebLogic Scripting Tool Command Reference and "Specifying Log File Rotation Using WLST" in the Oracle Fusion Middleware Administrator's Guide. The maxFileSize
or Maximum Log File Size setting determines the maximum size that a standard Java or SOA log file can reach before being renamed. The default value is 10485760 bytes.
The rotationFrequency
or Frequency setting determines the maximum amount of time that can pass before a standard Java or SOA log file is renamed. There is no default value for this setting. If no value is specified, then the log file is not renamed after any particular time period, but only when it reaches its maximum allowed size. Valid values for the rotationFrequency
setting are numbers representing the length of the time period in minutes, as well as the following case-insensitive values:
When a standard Java or SOA log file is renamed, the new name is of the format log_file_name-n.
log
, where n
is a positive integer and log_file_name
is the file name specified for the path property of the apps-handler
log handler in the logging.xml
file. (By default, log_file_name
is set to server_name-
diagnostic.log
).
In log_file_name-
n
.log
, the value of n
depends on the names of the log files that are already present in the directory. If the directory contains no previously renamed log files, then the first renamed log file is called log_file_name-
1.log
. If other log files do exist, then n
is set to the next higher integer after the highest integer that is already in use. For example, if the directory contains log_file_name-
1.log
through log_file_name-
8.log
at the time when log_file_name
.log
reaches a time or size limit, then the log_file_name
.log
file is renamed to log_file_name-
9.log
When the aggregated size of current and older log files reaches a specific value, older log files are deleted automatically, to keep the disk space usage of the log file directory below that specific value.
The maxLogSize
or Maximum Size of All Log Files setting determines the directory size at which older log files begin to be deleted. The default value is 104857600 bytes.
For Oracle Fusion Applications modules that are implemented using PL/SQL, when a diagnostic.log
file reaches a specific size, the diagnostic.log
file is automatically renamed, and a new diagnostic.log
file is created. If the AFLOG_PLSQL_FILENAME
profile option is set so that the logging framework uses a log file name other than diagnostic.log,
then the file name that the profile option specifies is used, instead of diagnostic.log.
Use the following profile options settings to specify the maximum log file size:
AFLOG_MAX_FILE_SIZE:
This setting specifies the size in megabytes beyond which a PL/SQL log file name is automatically renamed and a new log file is started. The default value is 10 megabytes. Note: If theAFLOG_BUFFER_MODE profile option is set to a value larger than 0, enabling asynchronous buffering of PL/SQL log entries, then the actual maximum size of any single PL/SQL log file is the value of AFLOG_MAX_FILE_SIZE plus the number of megabytes that are flushed from the buffer. This value is always approximate, because the amount of information that can accumulate in the buffer is set using the AFLOG_BUFFER_SIZE setting, which specifies a specific number of log records, rather than a specific number of megabytes. |
AFLOG_NUMBER_OF_LOG_FILES:
This setting specifies the maximum number of PL/SQL log files the system keeps at any one time. The default value is 10 files. PL/SQL log rotation is currently done only on the basis of file size, not on the basis of the passage of a specified amount of time.
When a PL/SQL log file is renamed, the new name depends on whether or not the AFLOG_PLSQL_FILENAME
profile option is set:
AFLOG_PLSQL_FILENAME_value-n
.log,
where n
is a positive integer. diagnostic-
n
.log,
where n
is a positive integer. The value of n
depends on the names of the log files that are already present in the directory. If the directory contains no previously renamed log files, then the first renamed log file is called diagnostic-1.log
or AFLOG_PLSQL_FILENAME_value-1
.log
. If other log files do exist, then n
is set to the next higher integer after the highest integer that is already in use. For example, if the directory contains diagnostic-1.log
through diagnostic-8.log
at the time when the diagnostic.log
file surpasses the size limit set in the AFLOG_MAX_FILE_SIZE
profile option, then the diagnostic.log
file is renamed to diagnostic-9.log.
When the number of log files reaches the value specified using the AFLOG_NUMBER_OF_LOG_FILES
profile option, then older log files are deleted automatically, to prevent the disk space usage of the log file directory from growing too large.
Over time, the value of n
in diagnostic-
n
.log
or AFLOG_PLSQL_FILENAME_value-n
.log
can grow large enough to cause usability challenges or exceed the number of characters that the operating system allows in a file name. If you want to have the value of n
start over at 1, you can move all existing log files except the currently active diagnostic.log file
or AFLOG_PLSQL_FILENAME_value
.log
file into another directory. When the active file surpasses the size limit and the log rotation code finds no previously renamed log files in the directory, the active file is renamed using a value of 1 for n.
Note: If your Oracle Fusion Applications environment includes multiple database nodes such as RAC systems, each database node corresponds to a server instance that has its own location for log files.If an incident is created, the server instance that creates the incident handles all subsequent jobs related to that incident. Identifiers for incidents are unique within a specific instance, but not across instances. For more information about working with incidents, see Chapter 17. |
Oracle Fusion Applications modules that are implemented in C currently produce log files that continually increase in size.
To manage log file space usage for log files created by Oracle Fusion Applications modules that are written in C:
AFLOG_FILENAME
profile option is set, navigate to the location designated by the profile option value. AFLOG_FILENAME
profile option is not set, navigate to the location set by Oracle Enterprise Scheduler Service. You can use Fusion Applications Control to determine the location of Oracle Enterprise Scheduler log files, as follows:
For example, a typical path and file name might be the following, where DOMAIN_HOME
is the domain home directory, SERVER_HOME
is the server home directory, and serverName
is the name of the Oracle Enterprise Scheduler server:
For example, if the current log file is called Cdiagnostic.log,
you might rename it to Cdiagnostic_
MMDDYYYY
.log,
where MMDDYYYY
is the current date.
Oracle Fusion applications that use standard logging functionality use profile option values to configure how much information to log. Ordinarily, these profile options are set at the Site
level, but some can also be set at the User
level, to gather more information into the log file for a particular user.
Note: For information about configuring Oracle Fusion Middleware log settings, including settings for Oracle Enterprise Scheduler and Oracle Enterprise Crawl and Search Framework, see "Configuring Settings for Log Files" in the Oracle Fusion Middleware Administrator's Guide. For information about configuring profile option values for incident and QuickTrace settings, see Section 17.2. |
You can use either Fusion Applications Control or the Setup and Maintenance work area to configure profile options for standard Oracle Fusion Applications logging functionality. For information about how to use the Setup and Maintenance work area for this purpose, see the chapter on maintaining common reference objects in the Oracle Fusion Applications Common Implementation Guide.
Note: In order to set logging profile option values that affect other users, you must log in as a user who has the Manage All Application Profile Values function security privilege. By default, this privilege is carried by the Applications Common Application Profile Value Administration Duty role, which the predefined Application Administrator job role inherits. You can use Oracle Identity Manager to determine whether you have the Application Administrator job role.If you want to change profile option values for others without being provisioned with the Application Administrator job role or the Applications Common Application Profile Value Administration Duty role, you can use Oracle Authorization Policy Manager to determine which other duty roles have the Manage All Application Profile Values function security privilege and which job roles inherit those duty roles. You can use Oracle Identity Manager to make sure that you have a job role that inherits one of those duty roles. For more information about working with roles and privileges, see the Oracle Fusion Applications Security Guide, the Oracle Fusion Middleware User's Guide for Oracle Identity Manager, and the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition). |
To use Fusion Applications Control to configure profile options for standard Oracle Fusion Applications logging functionality:
If you clicked User-Level, complete the following substeps:
If the user name is listed, select it and click Edit to display the Edit User-Level Configuration dialog box.
If the user name is not listed, click Add and enter it in the Name field of the Add Logging Profile Configuration dialog box.
For more information, see Table 13-2.
Note: If you specify that logging for the selected user should be done only for a particular code module, that setting will not affect the information that is logged for other users. |
Skip Step 5.
If you clicked Site-Level, complete the following substeps:
For more information, see Table 13-2.
Warning
, select Enabled or Disabled for the Buffer Mode setting. Some functionality areas in Oracle Fusion Applications use nonstandard logging mechanisms that are disabled by default. For these areas, you must turn on the logging facility when you need it and specify the kind of information that you want to record in the log file. Some other functionality areas use nonstandard logging mechanisms that are usually set to gather minimal amounts of information. You may want to change those settings when troubleshooting.
This section contains the following topics:
The logging functionality for certain Oracle Fusion Incentive Compensation batch jobs is separate from the standard logging functionality for Oracle Fusion Applications. By default, the following kinds of Oracle Fusion Incentive Compensation batch jobs do not write log entries:
For optimum performance and log file sizes, it is recommended that you use the logging functionality for these areas only when troubleshooting an existing problem. For more information, see Section 17.2.9.
In the Oracle Fusion Financials product family, some logging functionality for the Oracle Fusion General Ledger application is separate from the standard logging functionality for Oracle Fusion Applications. By default, the following kinds of Oracle Fusion General Ledger batch jobs do not write log entries:
For optimum performance and log file sizes, it is recommended that you use the logging functionality for these areas only when troubleshooting an existing problem. For more information, see Section 17.2.10.
In the Oracle Fusion Financials product family, logging functionality for the AutoInvoice portion of the Oracle Fusion Receivables application is separate from the standard logging functionality for Oracle Fusion Applications. The amount of information that is logged for AutoInvoice depends on the value of the Log File Message Level system option setting.
To set the amount of information that the Oracle Fusion Receivables application logs for the AutoInvoice functionality area:
Manage Receivables System Options
in the Name field and click Search. Alternately, you can click Search without specifying a business unit name to display a list of the available business units.
0,
which is the recommended value for normal operations. Note: For optimum performance and log file sizes, it is recommended that you keep the Log File Message Level system option set to the lowest value that meets your everyday needs, and increase the value of the setting only when troubleshooting an existing problem. For more information about using this setting when troubleshooting, see Section 17.2.11. |
Repeat this entire procedure for each additional business unit for which you want to configure AutoInvoice system options.
For information about configuring the Maximum Memory in Bytes system option for AutoInvoice, see product-specific documentation in Oracle Fusion Applications Help.
By default, you can use Fusion Applications Control to view log file entries that are generated by Java code in Oracle Fusion applications. To make it possible to view log file entries that are generated by PL/SQL or C code, you must perform the following configuration steps.
To make PL/SQL and C log file entries visible in Fusion Applications Control:
Determine the locations of the PL/SQL and C log files written by your Oracle Fusion applications.
The values of the AFLOG_PLSQL_FILENAME
and AFLOG_FILENAME
profile options normally determine log file locations for PL/SQL and C log files, respectively. For more information about these profile options and the log file locations that are used when these profile options are not set, see Section 13.6.3 and Section 13.7.1.
Decide which Managed Server you want to use to view PL/SQL log files, C log files, or both, and make sure that the server has read access to all log file locations that you determined in Step 1.
It is recommended that you use an Oracle WebLogic Server that runs Oracle Enterprise Scheduler for this purpose.
Note: If you want to use more than one Managed Server to view PL/SQL log files, C log files, or both, you can do so, provided that each such server has read access to the log files that you want to view through that server. However, it is not especially valuable to use multiple servers to view a particular log file, since each server is providing access to the same data. |
On a Managed Server that you picked in Step 2, navigate to the following location, where DOMAIN_HOME
is the domain home for the Managed Server and server_name
is the name of the Managed Server:
If this location does not currently exist, create it now.
In the diagnostics-registration
subdirectory, for each log file that you determined in Step 1 and want to view using this server, use a text editor to create and save a file that contains the following lines, using any file name that has the format yourChosenFileName
.xml:
Substitute the full path and name of the log file for path_to_log_file,
using the form of the path that is correct for the current server to use when accessing the file:
path_to_log_file
corresponds to the same location and file name as the value that you have set for the AFLOG_PLSQL_FILENAME
profile option. Note: You must resolve and enter the full path to thepath_to_log_file location, explicitly, rather than entering the directory object that is used to set the value of the AFLOG_PLSQL_FILENAME profile option. |
path_to_log_file
indicates the same location and file name as the value that you have set for the AFLOG_FILENAME
profile option. Repeat this step as needed to create an individual .xml
file for each log file that you determined in Step 1 and want to view using this server. You can save each file using any unique legal file name that ends in .xml.
For example, the file name might be plsqlfndlog.xml
for a PL/SQL log, and cfndlog.xml
for a C log.
In Fusion Applications Control, verify that each log file from Step 1 is now listed in an appropriate Target Log Files list:
From the navigation pane, select a target for which you created a .xml
file.
For example, you might expand the Financials product family entry, and then expand the Fusion Applications and PayablesApp entries, and then select the PayablesApp (PayablesServer_1) application instance target.
Verify that the resulting list includes the all of the log files that are applicable for the selected target, including any applicable log files for which you created .xml
files.
The View Log Message page includes information from all log files that appear on this list.
.xml
file. Under ordinary circumstances, the following administrative tasks are associated with Oracle Fusion Applications diagnostic tests:
Caution: In the current release, a job role for diagnostic operations grants the user the ability to perform the specified operations for all diagnostic tests that are provided with Oracle Fusion Applications. When choosing whether to grant a diagnostic job role to specific users, be aware that some diagnostic tests may include sensitive information in their results. |
Some diagnostic tests require a specific Oracle Fusion application to be running while the test is performed—these diagnostic tests are called internal diagnostic tests. Other diagnostic tests can perform their functions even if the Oracle Fusion application to be tested is not running—these tests are called external diagnostic tests.
The distinction between internal and external tests is important because it affects both when you can run the tests and which interfaces you can use to run the tests. The Diagnostic Testing Framework provides two interfaces:
diagctl
command line interface lets you perform the following tasks: Note: Technical constraints prevent thediagctl command line interface from returning useful results for internal diagnostic tests (tests that require a specific Oracle Fusion application to be running when the test is performed). You must use the Diagnostic Dashboard to run any internal diagnostic test. You must also use the Diagnostic Dashboard to determine whether a particular test is an internal or an external test. For more information about making this determination, see Step 9 through Step 11 in Section 13.10.1.1. |
You can use diagnostic tests to check normal system health and to troubleshoot system problems. You can configure your Oracle Fusion Applications environment to run all Oracle Fusion Applications diagnostic tests using the Diagnostic Dashboard application, and to run external diagnostic tests using the diagctl
command line interface.
This section contains the following topics:
Note: Technical constraints prevent thediagctl command line interface from returning useful results for internal diagnostic tests (tests that require a specific Oracle Fusion application to be running when the test is performed). You must use the Diagnostic Dashboard to run any internal diagnostic test. You must also use the Diagnostic Dashboard to determine whether a particular test is an internal or an external test. For more information about making this determination, see Step 9 through Step 11 in Section 13.10.1.1. |
Both the Diagnostic Dashboard application and the diagctl
command line interface are automatically installed and configured as part of the Oracle Fusion Applications installation. However, you must assign appropriate job roles to specific users to give them the ability to display and perform operations using the Diagnostic Dashboard application. Access to the diagctl
command line interface is controlled at the level of the server operating system. For more information about granting appropriate access, see Section 13.9.1.
To help you locate diagnostic tests for specific purposes, the diagnostic tests that you receive with Oracle Fusion applications are all assigned to predefined categories.
Note: You cannot change the tag name and tag value assignments that Oracle uses to categorize diagnostic tests, and you cannot remove those tag names or tag values from the database. The following related links in the Task pane of the Diagnostic Dashboard application are intended for use by Oracle personnel, only:
|
Caution: Do not attempt to modify the diagnostic test seed data provided to you by Oracle. Unauthorized modification of this seed data may prevent diagnostic tests from functioning correctly, lengthening the amount of time required to resolve both current and future problems. |
Access to diagnostic testing functionality is controlled separately for the Diagnostic Dashboard and the diagctl
command line interface.
For the diagctl
command line interface, access is controlled at the level of the server operating system. If a user can log in to the server where diagctl
is stored, and if that user has operating system permissions to read and execute diagctl,
then that user can use diagctl
to perform all diagnostic operations that the command line interface supports.
For the Diagnostic Dashboard, you can use Oracle Identity Manager to assign specific users to any of the four preconfigured job roles that grant users access to the Diagnostic Dashboard. Each of these four job roles provides access to a different amount of the functionality of the dashboard.
Note: Oracle Fusion applications display the Troubleshooting > Run Diagnostic Tests command in the Help menu only for users who are associated with the preconfigured job roles that grant access to Diagnostic Dashboard operations. |
Diagnostic Viewer
job role can view and analyze diagnostic test results for Oracle Fusion applications. Diagnostic Regular User
job role can execute diagnostic test runs and view diagnostic test results for Oracle Fusion applications, and cancel diagnostic test runs that were started by the current user. Diagnostic Advanced User
job role can schedule and execute diagnostic test runs, view diagnostic test results, attach test results to application incidents for Oracle Fusion applications, and cancel diagnostic test runs that were started by the current user. In general, this job role is recommended for running Oracle Fusion Applications diagnostic tests, since its added capabilities allow users to work with administrators more flexibly during troubleshooting. Diagnostic Administrator
job role can use all diagnostic testing functionality provided for Oracle Fusion applications, including purging test results from the database and canceling test runs started by other users. Caution: In the current release, any job role for diagnostic operations grants the user the ability to perform the role's specified operations for all diagnostic tests that are provided with Oracle Fusion applications. When choosing whether to grant any diagnostic job role to specific users, be aware that some diagnostic tests may include sensitive information in their results. |
To grant specific users permission to use the Diagnostic Dashboard:
Decide which users need the capabilities of each of the four preconfigured job roles for diagnostic operations.
Use Oracle Identity Manager to assign the appropriate job role to each user.
The Diagnostic Dashboard application for Oracle Fusion Applications provides a graphical user interface that lets you execute and monitor diagnostic tests, display and purge test results, and register any special-purpose diagnostic tests that Oracle Support may provide to you. Each product family within Oracle Fusion Applications has its own instance of the Diagnostic Dashboard. Provided that you are assigned to an appropriate job role, you can navigate to the Diagnostic Dashboard from any Oracle Fusion application, or from Cloud Control.
If you want to use the Diagnostic Dashboard to execute or monitor diagnostic tests or display or purge test results while you are using an Oracle Fusion application, you can navigate to the Diagnostic Dashboard directly from the application.
To display to the Diagnostic Dashboard from an Oracle Fusion application:
Sign in to the relevant Oracle Fusion application as a user who has access to the specific Diagnostic Dashboard operations that you need.
For more information about the job roles that grant access to Diagnostic Dashboard operations, see Section 13.9.1.
Note: Oracle Fusion applications display the Troubleshooting > Run Diagnostic Tests command in the Help menu only for users who are assigned to the preconfigured jobs roles that grant access to Diagnostic Dashboard operations. For more information about these job roles, see Section 13.9.1 |
If you want to use the Diagnostic Dashboard to execute or monitor diagnostic tests or display or purge test results while you are using Cloud Control, such as while you are using Support Workbench to gather additional information about an existing incident, you can navigate to the Diagnostic Dashboard directly from Cloud Control.
To display to the Diagnostic Dashboard from Cloud Control:
A login screen for the Diagnostic Dashboard appears in a new window.
The account that you use must also be assigned to a job role that provides access to the Diagnostic Dashboard. For more information, see Section 13.9.1.
Oracle Fusion Applications diagnostic tests are designed to help you to monitor the health of your system and to help you troubleshoot when necessary.
This section contains the following topics:
Note: The user name that you use to sign in to an Oracle Fusion application affects which diagnostic operations are available to you. Be sure that you sign in using an account that has a job role for the diagnostic operations that you need. For more information, see Section 13.9.1. |
Some diagnostic tests can be used with all Oracle Fusion applications. Other tests apply to specific product families within Oracle Fusion Applications. For information about the individual diagnostic tests that are provided with this release, see the Oracle Fusion Applications Common User Guide in Oracle Fusion Applications Help.
You can use either the Diagnostic Dashboard or the diagctl
command line interface to run external diagnostic tests—tests that do not depend on the availability of any specific Oracle Fusion application. However, for technical reasons, you must use the Diagnostic Dashboard to run internal diagnostic tests—tests that require a specific Oracle Fusion application to be running at the time when the test is run. For information about determining whether a particular test is an internal or an external test, see Step 9 through Step 11 in Section 13.10.1.1.
This section contains the following topics:
The Diagnostic Dashboard application provides a graphical user interface that lets you execute and monitor diagnostic tests, display and purge test results, and register any special-purpose diagnostic tests that Oracle Support may provide to you.
To run a diagnostic test from the Diagnostic Dashboard:
Diagnostic Regular User
Diagnostic Advanced User
Diagnostic Administrator
For more information about these job roles, see Section 13.9.1. For more information about navigating to the Diagnostic Dashboard, see Section 13.9.2.
In the Regional area on the left side of the Diagnostic Dashboard, locate, and, if necessary, expand one of the following panels:
In the search panel, use standard Oracle query techniques to specify the test characteristics that you want to search for, and then click Search.
The results of the search appear in a table below the Search button.
Note: In the current release, you can search for and display information about all diagnostic tests that are associated with a tag name that you specify. You cannot currently limit those searches to particular pairs of tag names and tag values. If you need to locate diagnostic tests that are associated with a particular tag name and tag value, you must search for the tag name and then scan the results for the tag value you require. |
The Choose Tests to Run and Supply Inputs table appears in the upper Local area of the screen, listing characteristics of the tests you selected.
If you want to display nested tests and test steps, you can also expand the tree structure in the Choose Tests to Run and Supply Inputs table.
In the Choose Tests to Run and Supply Inputs table, inspect the Input Status column and perform the appropriate action for the value you find:
Required Input Values Missing,
either clear the checkbox to omit that test (and its nested tests and test steps) from the test run, or click the alert icon in the Input Status column to display the Input Parameters dialog box. Required Input Values Validated,
consider whether you want to inspect the parameter values the test is currently set to use. If so, or if you know that you want to change an existing input parameter value, click the check mark icon in the Input Status column to display the Input Parameters dialog box. Note: You can use the Input Parameters dialog box to override current input parameter values, including in tests that have a valid input status. |
No Input Specified,
skip to Step 8. A test that displays this message does not use input parameters. If you clicked the alert icon in the Input Status column to display the Input Parameters dialog box, specify new parameter values as needed, according to the parameter type, as follows; otherwise, skip this step.
Note: The values that are available in the list of values are determined in the metadata for the diagnostic test. |
When you are finished setting input parameters for the current test, click OK.
Repeat Step 6 through Step 7 for any other tests that are missing input values, or that have parameter values that you want to override in your test run.
From the View menu for the Choose Tests to Run and Supply Inputs table, choose Availability to display the Diagnostic Test Availability dialog box.
In the Select a Diagnostic Test for Details table, select each test listing and inspect the icon displayed in its Availability column:
If all listed tests are available to be run and if you do not need to know whether they are internal or external, skip to Step 13.
Inspect the expanded Detached Table for messages about whether the selected test depends on particular Oracle Fusion applications or about why the test is not available, and take the appropriate action:
diagctl
command line interface or when the application is not present. For more information about installing and deploying Oracle Fusion Applications, see the "Provisioning a New Applications Environment" chapter of the Oracle Fusion Applications Installation Guide.
If the problem persists when the listed Oracle Fusion applications and the relevant database instance are all running, contact Oracle Support for assistance.
Note: It is possible to have the necessary privileges to view diagnostic test results without having the necessary privileges to run those tests. Use an appropriate user account for the action you want to perform. |
If you wish, enter a name for your test run in the Run Name field in the control bar.
Note: Do not use the worderror in your test run name. If you use the word error, or if you leave the Run Name field blank, the Diagnostic Testing Framework automatically assigns the test run a name. For information about the formats used in automatically assigned test run names, see Section 13.10.10. |
When the Input Status column of the Choose Tests to Run and Supply Inputs table displays Required Input Values Validated
in all of the selected rows, choose one of the following from the Run Options menu:
Adjust option settings to determine whether or not to run the prerequisite tests for the diagnostic tests you have selected:
Adjust option settings to determine how many threads to use when running the selected diagnostic tests:
If you chose Run Later in Step 14, the test run will start executing at the time you set in the Schedule Tests dialog.
The Diagnostic Test Framework command line utility, diagctl,
lets you specify which tests to run in several different ways: by test name, by associated product codes, by associated tag names and tag values, and by associated module IDs or module keys.
You can run one or more diagnostic tests using a single diagctl
command. It is particularly appropriate to use diagctl
when you do not have access to a WebLogic Server.
Note: Technical constraints prevent thediagctl command line interface from returning useful results for internal diagnostic tests (tests that require a specific Oracle Fusion application to be running when the test is performed). You must use the Diagnostic Dashboard to run any internal diagnostic test. You must also use the Diagnostic Dashboard to determine whether a particular test is an internal or an external test. For more information about making this determination, see Step 9 through Step 11 in Section 13.10.1.1. |
To run Diagnostic Tests from the diagctl
command line interface:
Obtain the user name and password for the Oracle Fusion Applications account that will run the diagnostic test or tests, and the password for that account.
A user name and password is required for any diagnostic test that you run using the diagctl
command line interface. The command line syntax for specifying the user name and password is un=
user_name
and pwd=
password.
Decide which of the following methods to use to specify the diagnostic test or tests that you want to run:
test=
test_name
test=
test_name
input:
parameter_name1=parameter_value1
input:
parameter_name2=parameter_value2
test=
test_name1,test_name2,test_name3
Note: If you are specifying multiple tests on a single command line, then you cannot specify input parameters on that command line. |
app=
product_code1,product_code2,product_code3
modid=
moduleID1,moduleID2,moduleID3
modkey=
module_key1,module_key2,module_key3
tag:
tagname1=tagvalue1
tag:
tagname2=tagvalue2 tag:tagname3=tagvalue3
You must use at least one these options in each command to run a diagnostic test from diagctl.
You can include more than one of these options in a single command, if you prefer.
Decide whether to use any, some, or all of the following additional options for the test run:
runname=
run_name.
Note: Do not include the word "error" in your test run name. If you include the word "error," or if you do not specify a test run name, the command line utility automatically generates a name for the test run. Automatically generated test run names start with the test name, product code, module ID, module key, or tag name and value that you specified, followed by a colon, a timestamp, another colon, and a sequence number. |
recurse=Y
. The default value is N
. prereq=Y
. The default value is N.
moninterval=
time_in_seconds
. The default value is 30 seconds. nthreads=
number_of_threads
. The default value is 5. A value of 1 directs the utility to run the tests serially. diagctl
executable under the fusionapps
Oracle Fusion Middleware home directory: diagctl.sh run
(for UNIX) or diagctl run
(for Windows) followed by the user name and password from Step 1 and the options that you decided upon in Step 2 and Step 3, using the syntax described in those steps. Note: You can list command arguments that appear after the wordrun in any order. If you do not specify the password on the command line, the utility will prompt you to supply it. For detailed help about running diagnostic tests, enter diagctl.sh run help (for UNIX) or diagctl run help (for Windows) |
For example, to run a single test with two input parameter values specified, you would enter a command such as the following:
Note: If you specify an invalid parameter value, the command line interface returns an error message and does not run the test. |
Or, to run all tests that belong to the Application Object Library (FND) and General Ledger products, and to run them recursively and with prerequisite analysis you would enter a command such as:
Or, to run all tests that are associated with the given module id, you would enter:
You can search for diagnostic tests either by specifying part of the name of the test or by specifying a categorization tag that is associated with the test.
In general, searching for diagnostic tests is done as a portion of the process of running diagnostic tests. For more information, see Section 13.10.1.
Whether or not you can run a diagnostic test at any given time depends on both the specific requirements of the test and the current state of your Oracle Fusion Applications system. Any of the following factors can prevent a test from being available:
In general, checking the availability of diagnostic tests is done as a portion of the process of running diagnostic tests. For more information, see Section 13.10.1.
Note: Some diagnostic tests require a specific Oracle Fusion application to be running while the test is performed—these diagnostic tests are called internal diagnostic tests. Other diagnostic tests can perform their functions even if the Oracle Fusion application to be tested is not running—these tests are called external diagnostic tests. |
Diagnostic tests often have input parameters. Oracle supplies default values for some input parameters. When you are in the process of preparing to run one or more diagnostic tests, you can change the values for input parameters that have default values and enter values for input parameters that do not have default values. If you know that you will use the same parameter values more than once, you can save those values into an input set that you can reuse for later test runs.
All required input parameters must have values assigned before you can run a diagnostic test. If there are required parameter values missing, the Diagnostic Dashboard application displays Required Input Values Missing
in the Input Status column of the Choose Tests to Run and Supply Inputs table.
To specify input parameter values, click the icon in the Input Status column to display the Input Parameters dialog box. Then you can either enter parameter values individually in the New Value column of the Edit Input Set table, or you can select a previously saved set of values from the Input Set dropdown list. For more information, see Section 13.10.1.
You can use either the Diagnostic Dashboard or the diagctl
command line interface to run diagnostic tests immediately.
In the Diagnostic Dashboard, you specify that you want to run a diagnostic test immediately by choosing Run Now from the Run Options menu.
For the diagctl
command line interface, you specify that you want to run a diagnostic test immediately by entering the command to run the test from an interactive session prompt.
For more information, see Section 13.10.1.
In the Diagnostic Dashboard, you can specify a particular time to run diagnostic tests by choosing Run Later from the Run Options menu. For more information, see Section 13.10.1.1.
To run a delayed diagnostic test using the diagctl
command line interface, create a script that calls diagctl.sh
(for UNIX) or diagctl.cmd
(for Windows) and then use standard Oracle Enterprise Scheduler techniques to schedule when the script runs. For information about submitting and monitoring Oracle Enterprise Scheduler jobs, see Chapter 5.
You can check the status of a diagnostic test from the Diagnostic Dashboard or from the diagctl
command line interface. The command line interface is primarily intended for use if the Diagnostic Dashboard is temporarily unavailable.
This section contains the following topics:
In the Diagnostic Dashboard, the Diagnostic Test Run Status table displays two types of status information:
Note: After running a diagnostic test using the Diagnostic Dashboard, you may need to click Refresh to display the latest status information, including rows for the following kinds of test runs:
When you click Refresh, the Diagnostic Dashboard displays listings for any additional test runs that you or other users have submitted in your current Oracle WebLogic Server domain. If your Oracle Fusion Applications deployment uses Global Single Instance (GSI), the Diagnostic Dashboard also displays listings for test runs that were submitted in other domains. |
To check the status of a diagnostic test using the Diagnostic Dashboard:
In the Regional area of your screen, expand the Tasks panel and click Run Status.
If you want the Diagnostic Test Run Status table to display only certain types of rows, select one of the following options from the Find dropdown list:
Available search criteria include:
The Diagnostic Test Framework command line utility, diagctl,
provides three different ways that you can specify the diagnostic test for which you want status information: by test run name, by test run ID, and by test execution ID.
To check the status of a diagnostic test using the diagctl
command line interface:
Obtain the user name and password for the Oracle Fusion Applications account that will run the diagnostic test or tests, and the password for that account.
A user name and password is required whenever you use the diagctl
command line interface to check the status of a diagnostic test. The command line syntax for specifying the user name and password is un=
user_name
and pwd=
password
.
Decide which of the following methods to use to specify the diagnostic test run for which you want status information:
runName=
run_name.
runid=
run_ID
. execid=
execution_ID
. You must use at least one these options in each command to check the status of a diagnostic test using diagctl.
Decide whether you want view the status of nested test runs.
To check the status of all diagnostic tests that are nested within the specified test, the command line syntax is printtree=Y.
This setting defaults to a value of N,
meaning that the status is reported only for the specified test.
diagctl
executable under the fusionapps
Oracle Fusion Middleware home directory: diagctl.sh status
(for UNIX) or diagctl status
(for Windows) followed by the user name and password from Step 1 and the options that you decided upon in Step 2 and Step 3, using the syntax described in those steps. Note: You can list command arguments that appear after the wordstatus in any order. If you do not specify the password as part of the command, the utility will prompt you to supply it. For detailed help about getting status information, enter diagctl.sh status help (for UNIX) or diagctl status help (for Windows). |
For example, to check the status of a test by using a test run name, you would enter a command such as:
Or, to check the status of a test and its nested test runs by using a run ID, you would enter a command such as:
Or, to check the status of a test by using an execution key, you would enter:
From time to time, you may want to stop a diagnostic test or test run that is currently running. Several constraints affect your ability to cancel a diagnostic test or test run:
diagctl
command line interface does not provide this capability. Diagnostic Regular User, Diagnostic Advanced User,
or Diagnostic Administrator
job role. Diagnostic Administrator
job role. When you cancel a diagnostic test or test run, the consequences may vary slightly depending on how much of the test run has executed and the language in which the test code is written:
Canceled
for the run, and a pop-up window displays a message such as the following, but no log messages are recorded to indicate that a diagnostic test run has been canceled: alter system kill session
command to close the connection that the canceled test step was using, as described later in this section. To cancel a diagnostic test using the Diagnostic Dashboard:
In the Regional area of your screen, expand the Tasks panel and click Run Status.
In the Diagnostic Test Run Status panel, locate and select the test run that you want to cancel, verify that its Execution Status is Running, and then click Cancel.
If the canceled test step was implemented using PL/SQL, make a note of the session ID and serial number for the database connection that the step was using.
For example, the report might display information similar to the following:
For example, you could use a SQL client to execute the following query, substituting the session identifier and serial number values that you obtained in Step 7 for session_Id
and serial_number:
If this query returns a row that contains the session ID and serial number that you specified, then the database connection from the canceled test is still open and consuming resources. Proceed to Step 9,
If the query does not return a row that contains the session ID and serial number that you specified, then the database connection from the canceled test has been closed. In this case, skip Step 9.
If the database connection for the cancelled test step is still open, use a command such as the following to close that connection, substituting the correct session identifier and serial number values for session_Id
and serial_number.
You can use either the Diagnostic Dashboard or the diagctl
command line interface to view reports that show the results of diagnostic tests, whichever you prefer.
This section contains the following topics:
You can view the results of a diagnostic test in the dashboard by checking the status of the test and then clicking the icon in the Report column of the selected table row. For more information, see Section 13.10.7.1.
The diagctl
command line utility provides three different ways of requesting the results of diagnostic test results: by test run name, by test run ID, and by test execution ID.
To view diagnostic test result reports using the diagctl
command line interface:
Obtain the user name and password for the Oracle Fusion Applications account that you will use to view the test results, and the password for that account.
A user name and password is required whenever you use the diagctl
command line interface to view the results of a diagnostic test. The command line syntax for specifying the user name and password is un=
user_name
and pwd=
password
.
Decide which of the following methods to use to specify the diagnostic test run for which you want to view results:
runName=
run_name.
This option includes results for all the executions in the test run. runid=
run_ID.
This option includes results for all of the executions in the run. execid=
execution_ID.
This option includes results for the specified execution and any nested executions. You must use at least one these options in each command to view the results of a diagnostic test using diagctl.
Decide whether you want to use one or more of the following additional options:
destdir=
destination_directory.
If you do not specify a directory, reports are placed in the java.io.tmpdir/user.name/
diagfwk
directory where java.io.tmpdir
and user.name
are Java system properties. Y
and N.
If the value is Y,
any NLS keys that are specified in the report are translated to your session language. If the value is N,
no translation is performed. The default value is Y.
diagctl
executable under the fusionapps
Oracle Fusion Middleware home directory: diagctl.sh report
(for UNIX) or diagctl report
(for Windows), followed by the user name and password from Step 1 and the options that you decided upon in Step 2 and Step 3, using the syntax described in those steps. Note: You can list command arguments that appear after the wordreport in any order. If you do not specify the password as part of the command, the utility will prompt you to supply it. For detailed help about viewing reports, enter diagctl.sh report help (for UNIX) or diagctl report help (for Windows). |
For example, to view the results of a test by using a run name, and to place the results in a particular directory, you would enter a command such as:
Or, to view the results of a test run by using a run ID, with the results placed in the default location, you would enter a command such as:
Or, to check the status of a test by using an execution key, with the results placed in the default location, you would enter:
Any test run name that the Diagnostic Testing Framework supplies follows naming conventions that reflect how the test was launched, as follows:
TestRun_
runID,
where runID
is a unique string of alphanumeric characters generated by the Diagnostic Testing Framework, such as TestRun_91D818BA54BB29C8E040578C495D6956.
This naming convention applies both when tests are submitted from the Diagnostic Dashboard and when tests are submitted using diagctl.
[TestRunName_]
ESS_
requestID_timestamp,
where TestRunName
is an optional name that the you may specify when submitting the test, requestID
is a unique identifier supplied by the Oracle Enterprise Scheduler when it schedules the job, and timestamp
indicates the time when the job is scheduled to run. This naming convention applies to tests that are submitted from the Diagnostic Dashboard to run later. (Tests that are submitted using diagctl
always run immediately.) For example, if you enter a test run name of routine,
the full test run name might be:
AppsLogger-DiagnosticTestingFrameworkIntegration_
id_timestamp,
where id
is a number that uniquely identifies the incident, and timestamp
indicates when the diagnostic test run starts. From time to time, you may want to remove diagnostic test run results from your database, to keep the Run Status table from becoming too large.
Note: To remove the results of one or more diagnostic test runs from your database, you must use the Diagnostic Dashboard application with an account that has been assigned theDiagnostic Administrator job role. The |
To purge selected diagnostic test run results from the database:
In the Regional area of your screen, expand the Tasks panel and click Run Status.
In the Diagnostic Test Run Status table header, use either of the following methods to locate the test run status records that represent the test results that you want to remove from the database:
To remove a single test run status result record from the database, complete the following substeps in the Diagnostic Test Run Status table:
Delete test run "
TestRunName
"
and click OK. The selected record is removed from the database immediately.
To remove all of the listed test run status result records from the database, click the delete button in the Diagnostic Test Run Status table header.
Depending on whether or not you selected a record in the Diagnostic Test Run Status table, either the Delete Test Run dialog box or the Confirm Test Run Delete dialog box appears.
Complete the purge process using the appropriate instructions for the dialog box displayed on your screen:
Delete all test runs in the list
and click OK to remove all of the listed test run results from the database immediately. This part describes advanced administration tasks that involve reconfiguring the Oracle Fusion Applications environment.
Part IV contains the following chapters:
This chapter describes recommended back up and recovery strategies and procedures for recovering your Oracle Fusion Applications environment from different types of failures and outages.
This chapter contains the following topics:
An Oracle Fusion Applications environment can consist of different Oracle Fusion Applications product families. It is built on Oracle Fusion Middleware, which contains Oracle WebLogic Server domains with Java components, such as Oracle SOA Suite, and system components, such as Oracle HTTP Server. It also contains a separate Oracle WebLogic Server domain with Identity Management components, such as Oracle Internet Directory and Oracle Virtual Directory.
Oracle Fusion Applications and some Oracle Fusion Middleware components use Oracle Database instances to store data and metadata.
Note that Oracle Fusion Applications uses at least three databases:
The installations of an Oracle Fusion Applications environment are interdependent in that they contain configuration information, applications, and data that are kept in synchronization.
It is, therefore, important to consider your entire Oracle Fusion Applications environment when performing backup and recovery. You should back up your entire Oracle Fusion Applications environment as soon as you have installed and configured it, then periodically. If a loss occurs, you can restore your environment to a consistent state.
You should back up your environment when you install and configure Oracle Fusion Applications and on a regular basis. You can back up your full environment or you can back up only parts of it. You can perform the backups in online or offline mode.
This section includes the following topics:
To back up your Oracle Fusion Applications environment, you can use:
With Cloud Control, you can back up the directories and databases that comprise a Oracle Fusion Applications installation. Because Cloud Control uses Oracle Secure Backup to perform Oracle Fusion Applications backups, all backups are done to tape, which is the media supported by Oracle Secure Backup.
copy
, xcopy
, tar
, or jar
. Make sure that the utilities: For example:
copy
; for offline backups, you can use copy
, xcopy
, tar
, or jar
. Ensure that the backup utility you use can support long and unicode file names and extensions. Many of the early archiving utilities did not have this support. Note that for some versions of Windows, any file name with more than 256 characters will fail. You can use the xcopy
command with the following switches to work around this issue:
See the xcopy help for more information about syntax and restrictions.
See Section 14.2.2 for descriptions of online and offline backups.
If you want to retain your backups for a longer duration, consider backing up to tape, for example using Oracle Secure Backup.
For optimized backup time and fast restore times for the file system, you can use a storage snapshot feature provided by a storage vendor. Snapshots are point-in-time, read-only copies of the file system. Snapshots normally use copy-on-write mechanisms and hence do not occupy any space at the beginning. When new data is written, the old copy is written to the snapshot. Most of the storage vendors support an unlimited number of snapshots and allow creating snapshots manually or automatically without any user interventions. Snapshots can be taken quickly, thus reducing the time taken when performing a backup. Taking regular snapshots of the Oracle Fusion Applications configuration helps you restore the Oracle Fusion Applications environment quickly in the event of configuration corruption or data loss. Snapshots provide rollback capabilities. When a rollback occurs, any newer snapshots (and clones of newer snapshots) are destroyed, and the active data reverts to the state when the snapshot was taken.
You can back up your Oracle Fusion Applications environment offline or online:
Back up the environment offline immediately after installation and after applying upgrades.
During an online backup, applications can continue to run during the backup, so your business is not affected.
You should back up your Oracle Fusion Applications file system and your Oracle Fusion Applications databases.
For the Oracle Fusion Applications file system, you can perform a full backup or you can perform a partial backup. See Figure 1-6 for a graphic of the directory structure in the Oracle Fusion Applications file system.
To perform a full backup of the file system, you should back up the binary files, as well as the configuration files.
Binary files are static files and directories that do not change frequently. These include:
OraInst.loc
file, which is located in the following directory: oratab
file, which is located in the following directory: beahomelist
file, which is located at: In addition, for system components, such as Oracle HTTP Server, you must back up the following Windows Registry key:
Configuration files are those files that change frequently. Back up these files when you perform a full backup and on a regular basis. Configuration files include:
Unless stated in the backup recommendations for a particular type of Oracle Fusion application, you do not need to back up Managed Server directories separately because the Administration Server contains information about all of the Managed Servers in its domain.
For the Oracle Fusion Applications database and related databases, you can perform full or incremental backups. You use Oracle Recovery Manager to back up an Oracle Database instance.
Note that you must keep the databases synchronized when you restore them.
This section outlines the recommended strategy for performing backups. Using this strategy ensures that you can perform the recovery procedures in this book.
Note: Store your backups in a secure location, that is, not on the same hardware that contains your Oracle Fusion Applications environment. |
To avoid an inconsistent backup, do not make any configuration changes until the backup completes.
Perform an online backup of configuration files at the following times:
Note the following recommendations:
If your environment suffers from critical failures that involve actual data corruption, data loss, or loss of host, you must recover all or part of your environment.
This section includes the following topics:
To recover your Oracle Fusion Applications environment, you can use:
With Cloud Control, you can restore the directories and databases that comprise a Oracle Fusion Applications installation.
copy
, xcopy
or tar.
When you restore the files, use your preferred tool to extract the compressed files.
For example, for online recovery on Windows, you can use copy
; for offline recovery on Windows, you can use copy
, xcopy
, or jar
. Ensure that the utility you use can support long and unicode file names and extensions. Many of the early archiving utilities did not have this support."
For example, for UNIX, you can use tar
.
Recovery strategies enable you to recover from critical failures that involve actual data corruption, data loss, or loss of host. Depending on the type of loss, you can recover your Oracle Fusion Applications environment in part or in full. You can recover the following:
Note that with Oracle Fusion Applications, you can install all or some of the files on shared storage. Some of the procedures will differ depending on whether all files are on shared storage. The options are:
Note the following key points about recovery:
Stop the relevant processes. The processes you stop depends on the granularity of the recovery. For example, if you are recovering only one domain, shut down the corresponding Administration Server and Managed Servers.
You must keep the databases synchronized. See Section 14.9.9 for procedures for recovering them to the same point in time and reconciling differences.
Before you back up or restore an Oracle Fusion Applications environment using Oracle Enterprise Manager Cloud Control, ensure the following prerequisites are met:
An Oracle Fusion Applications installation contains a number of Oracle wallet files. To produce a complete backup that includes these files, you must use Oracle Secure Backup 10.4.1 or higher, and you must specify Oracle Secure Backup encryption for the file portion of the backup. (See Section 14.6.1.1 for details on how to specify encryption.)
If a version of Oracle Secure Backup prior to 10.4.1 is used, or if 10.4.1 is used but encryption is not specified for the file portion of the backup, the wallet files in the Oracle Fusion Applications installation will not be included in the backup and must be backed up in a separate manual procedure since they are required to restart the Oracle Fusion Applications components after a restore.
For information about using Cloud Control to back up and recover your Oracle Fusion Applications environment, see:
The topics in this section describe backup and recovery recommendations for specific Oracle Fusion Applications components and for components that are related to Oracle Fusion Applications.
The topics include information about configuration files for each application or component. Note that the list of files in not an exhaustive list. You do not back up or recover the individual files. Generally, you back up or recover the Applications base directory, the Applications configuration directory, Middleware home, domain, Oracle home, or an Oracle instance, as described in Section 14.6, Section 14.9, and Section 14.10.
The configuration files and database schemas are for information purposes only. You must back up the entire database.
This section includes the following topics:
This section describes the Oracle Fusion Customer Relationship Management data that must be backed up and restored.
Configuration Files
Most configuration data is stored in the Oracle WebLogic Server domain.
In addition, Oracle Fusion Customer Relationship Management uses configuration data for Java servers for Oracle E-Mail and Web Marketing. See Section 14.5.13 for information about backing up and recovering Oracle E-Mail and Web Marketing.
Dependencies on Oracle Fusion Middleware Components
Oracle Metadata Service, Oracle Business Intelligence metadata, Oracle Real-Time Decisions, an LDAP provider such as Oracle Internet Directory, Oracle WebCenter (including tagging, group spaces, and the Oracle WebCenter schemas), portlet metadata, Oracle SOA Suite, Oracle ADF user interface, Oracle Essbase, Oracle Universal Content Management, Oracle Enterprise Crawl and Search Framework metadata and data, including Oracle Secure Enterprise Search, Oracle Product Data Quality
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Customer Relationship Management is deployed. Back up the standalone Java servers used for Oracle E-Mail and Web Marketing, as described in Section 14.5.13.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recovery Recommendations
Recover the Managed Server to which the application is deployed. If needed, recover the standalone Java servers used for Oracle E-Mail and Web Marketing, as described in Section 14.5.13.
Depending upon the extent of failure, recovery should be performed at the desired granularity. For the steps to recover Oracle Fusion Customer Relationship Management, including for loss of host, see Section 14.9.10.1.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases containing the Oracle Fusion Applications, Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Fusion Financials data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle BPEL Process Manager, Oracle WebCenter (portlets), Oracle Metadata Service, Oracle Imaging and Process Management, Oracle Enterprise Scheduler, Oracle BI Enterprise Edition, Oracle Essbase, and Applications Technology Group
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing the Oracle Fusion Applications, the LDAP store, Oracle Essbase, and Oracle Fusion Middleware schemas
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Financials is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the Oracle Fusion Applications, Oracle Essbase, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed. For information about recovering Oracle Essbase, see "Recovering Oracle Essbase After Loss of Host" in the Oracle Fusion Middleware Administrator's Guide.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Fusion Human Capital Management data that must be backed up and restored.
Configuration Files
Most configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle BPEL Process Manager, Oracle WebCenter (portlets), Oracle Metadata Service, Oracle Enterprise Scheduler, Oracle Business Intelligence Publisher, an LDAP provider such as Oracle Internet Directory, Oracle Fusion Middleware Extensions for Applications, Oracle Universal Content Management
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Human Capital Management is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the LDAP store, Oracle Fusion Applications, Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed. Note that the databases, including the LDAP store, the database containing Oracle Fusion Human Capital Management schemas and the Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management must be kept synchronized. If you restore one, restore the others to the same point in time.
There may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.11.9.
This section describes the Oracle Fusion Supply Chain Management data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle SOA Suite, Oracle Enterprise Scheduler
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Supply Chain Management is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9. For the steps specific to recovering from loss of host, see Section 14.10.6.1.
This section describes the Oracle Fusion Project data that must be backed up and restored.
Configuration Files
Most configuration data is stored in the Oracle WebLogic Server domain. In addition, configuration data is stored in the Oracle Essbase database.
Dependencies on Oracle Fusion Middleware Components
Oracle Metadata Service, an LDAP provider such as Oracle Internet Directory, Oracle WebCenter (including tagging, group spaces, and the Oracle WebCenter schemas), Oracle SOA Suite, Oracle Application Development Framework user interface, Oracle Enterprise Crawl and Search Framework metadata and data, Oracle Enterprise Scheduler, Oracle Essbase
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing the Oracle Fusion Applications, Oracle Essbase, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Project is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the Oracle Essbase database used by Oracle Fusion Project. Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9.
This section describes the Oracle Fusion Procurement data that must be backed up and restored.
Configuration Files
Most configuration data is stored in the Oracle WebLogic Server domain. In addition, the certificate file, which is determined by the Profile Option, contains a certificate for SSL connections made to supplier web sites in order to let requisitioners search or browse catalogs.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle BPEL Process Manager, Oracle B2B, Oracle Fusion Middleware Extensions for Applications, Oracle Enterprise Scheduler, Oracle Business Intelligence Publisher, Oracle Streams Advanced Queuing (AQ) Java Message Service (JMS), JMS queues with Oracle B2B
Dependencies on Third-Party Products
CUPS software, a portable printing layer for UNIX systems
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Procurement is deployed. Back up the certificate file.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. For the steps to recover Oracle Fusion Procurement, see Section 14.9.10.2. For the steps specific to recovering from loss of host, see Section 14.10.6.2.
For information about recovering JMS, see "Backup and Recovery Recommendations for Oracle WebLogic Server JMS" in the Oracle Fusion Middleware Administrator's Guide.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Fusion Incentive Compensation data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle SOA Suite, Oracle Data Integrator, Oracle BI Enterprise Edition, Oracle Enterprise Scheduler, Oracle Enterprise Crawl and Search Framework, Oracle Secure Enterprise Search
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Incentive Compensation is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Fusion Applications Technology data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle SOA Suite, Federated Worklist, Oracle WebCenter (including portlets, tagging, group spaces, and forums), Oracle WebCenter, MDS, portlet metadata, Oracle Enterprise Crawl and Search Framework metadata and data, and Oracle Secure Enterprise Search, Oracle BI Enterprise Edition, Oracle Fusion Topology Manager, Applications Technology Group
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Applications Technology is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases to the most recent point in time, if needed.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Fusion Setup data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework, Oracle BPEL Process Manager, Oracle Universal Content Management, Oracle WebCenter (portlets), Oracle Enterprise Scheduler, Identity Governance Framework
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Applications base directory and the Administration Server domain in which Oracle Fusion Setup is deployed.
Back up Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
Recovery Recommendations
Recover the Managed Server to which the application is deployed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. See Section 14.9.
Recover Oracle Universal Content Management, as described in "Backup and Recovery Recommendations for Oracle Universal Content Management" in the Oracle Fusion Middleware Administrator's Guide.
Recover the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas, including those for Oracle Universal Content Management.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Enterprise Scheduler data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
None
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases containing Oracle Fusion Applications, Oracle Enterprise Scheduler, LDAP store, and Oracle Fusion Middleware schemas, including Oracle Universal Content Management
Backup Recommendations
Back up the Oracle home and the domain home.
Back up the databases containing the Oracle Fusion Applications, the LDAP store, and Oracle Fusion Middleware schemas.
Recovery Recommendations
Recover the domain home and the Oracle home, as needed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. For the steps to recover Oracle Enterprise Scheduler, see Section 14.9.11.2. For the steps specific to recovering from loss of host, see Section 14.10.7.2.
Recover the databases to the most recent point in time, if needed.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Enterprise Crawl and Search Framework data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
Oracle Application Development Framework
Dependencies on Third-Party Products
None
Database Repository Dependencies
The database containing Oracle Fusion Applications schemas
Backup Recommendations
Back up the domain in which Oracle Enterprise Crawl and Search Framework is deployed.
Back up the database containing the Oracle Fusion Applications schemas.
Recovery Recommendations
Recover the domain in which Oracle Enterprise Crawl and Search Framework is deployed.
Depending upon the extent of failure, recovery should be performed at the desired granularity. For the steps to recover Oracle Enterprise Crawl and Search Framework, see Section 14.9.11.3. For the steps specific to recovering from loss of host, see Section 14.10.7.3.
Recover the database containing the Oracle Fusion Applications schemas.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
This section describes the Oracle Authorization Policy Manager data that must be backed up and restored.
Configuration Files
The configuration files are located in the Oracle instance home.
Dependencies on Oracle Fusion Middleware Components
An LDAP provider, such as Oracle Internet Directory
Dependencies on Third-Party Products
None
Database Repository Dependencies
The databases used by Oracle Authorization Policy Manager and the LDAP store
Backup Recommendations
Back up the Oracle Authorization Policy Manager Domain home and its Oracle home.
Back up the database used by Oracle Authorization Policy Manager and the LDAP store.
Recovery Recommendations
Recover the domain in which Oracle Authorization Policy Manager is deployed. Recover the Oracle home, if necessary.
Depending upon the extent of failure, recovery should be performed at the desired granularity. For the steps to recover Oracle Authorization Policy Manager, see Section 14.9.11.4. For the steps specific to recovering from loss of host, see Section 14.10.7.4.
Recover the databases used by Oracle Authorization Policy Manager and the LDAP store, if needed, to the same point in time.
If needed, perform a complete recovery to recover the databases to the most current state. However, there may be some situations where you do not have all the required logs to accomplish complete recovery. In that situation, perform an incomplete recovery (point-in-time recovery) to recover the database to as close to the current time as possible. Then, reconcile the databases, as described in Section 14.9.9.
Oracle E-Mail and Web Marketing is provided with Oracle Fusion Customer Relationship Management. Oracle E-Mail and Web Marketing provides three components: Email Sending Daemon (ESD), Click Thru Daemon (CTD), and Bounce Handling Daemon (BHD).
This section describes the Oracle E-Mail and Web Marketing data that must be backed up and restored.
Configuration Files
Configuration data is stored in the Oracle WebLogic Server domain.
Dependencies on Oracle Fusion Middleware Components
None
Dependencies on Third-Party Products
None
Database Repository Dependencies
None
Backup Recommendations
Back up the Managed Servers to which ESD and CTD are deployed. Back up the directory for BHD.
Recovery Recommendations
Restore the Managed Servers to which ESD and CTD are deployed. Restore the directory for BHD.
Depending upon the extent of failure, recovery should be performed at the desired granularity. For the steps to recover Oracle E-Mail and Web Marketing, see Section 14.9.11.5. For the steps specific to recovering from loss of host, see Section 14.10.7.5.
You can perform a full offline backup or an online or offline backup of configuration files.
This section includes the following topics:
You can use Cloud Control to back up Oracle Fusion Applications, as described in the following topics:
You must create a backup configuration before you perform a backup or restore using Cloud Control. A backup configuration contains settings for database and file backups. You create the configuration using the Backup Configurations page. You can create multiple backup configurations, using different settings. Then, you can use the configurations in subsequent backup and restore operations.
To create a new backup configuration using Cloud Control:
The Fusion Applications target home page is displayed.
The Fusion Instance home page is displayed.
The Backup Configurations page is displayed, as shown in the following figure:
The Create Backup Configurations page is displayed. It contains three tabs: Storage, Policy, and Recovery Catalog. You can use the default settings or customize individual settings. For more information on the database backup settings in these pages, refer to the Oracle Database Backup and Recovery Reference. (For information on the Oracle Secure Backup settings in these pages, refer to the obtool backup command options in the Oracle Secure Backup Reference.)
To specify tape settings, first select an Oracle Secure Backup Domain, after which separate tape settings for database and files are shown. Database settings include datafile and archived log copies, backup type, and media management parameters. File settings include media family and devices. Specify Oracle Secure Backup domain and host credentials.
The following figure shows the Storage tab:
The following figure shows the Policy tab:
By default, Cloud Control backs up the core directories and databases that comprise a Oracle Fusion Applications installation. You can include additional files and databases in the backup. It also allows you to execute user-defined pre-backup and post-backup scripts.
Because Cloud Control uses Oracle Secure Backup to perform the backups, all backups are done to tape, which is the media supported by Oracle Secure Backup.
To back up a Oracle Fusion Applications environment using Cloud Control:
The Fusion Applications target home page is displayed.
The Fusion Instance home page is displayed.
The Schedule Backup wizard is displayed, with the first step, Backup Scope, as shown in the following figure:
All: Back up all configuration directories.
Custom: Narrow the scope of the backup by selecting specific Oracle Fusion Applications components. (On the next page, you can further select which of their associated directories to include in the backup.)
Click Next.
Click Next.
Click Next.
Click Next.
See the Oracle Database Backup and Recovery User's Guide for a description of the backup types.
See Section 3.3 for information about stopping Oracle Fusion Applications processes. Alternatively, you can specify scripts to shutdown the processes in Step 10.
Click Next.
In the Scripts step, specify the host name and path of scripts to be run before and after the backup. Post-backup scripts can be specified to run upon success or failure of the backup. The scripts can be run on any discovered host. The scripts must be executable files that exist on the specified hosts. Any type of executable file can be specified.
Click Next.
Click Next.
Click Next.
To perform a full offline backup, you copy the file system artifacts and database repositories corresponding to Oracle Fusion Applications. You use your preferred tool for archiving and compressing, as described in Section 14.2. Ensure that the tool you are using preserves the permissions of the files.
To perform a full offline backup:
For example:
In most cases, you do not need to back up the Managed Server directories separately, because the Administration Server domain contains information about the Managed Servers in its domain. See Section 14.2.4 for information about what you need to back up.
For example:
OraInst.loc
file, which is located in the following directory: oratab
file, which is located in the following directory: Note that the oratab file is located on the database host.
In addition, for system components, export the following Windows Registry key:
To export a key, use the following command:
For example:
You can also use the Registry Editor to export the key. See the Registry Editor Help for more information.
You should perform a backup of configuration files on a regular basis and at the times described in Section 14.2.4.
To back up configuration files:
In the event that you need to restore and recover your Oracle Fusion Applications environment, it is important to have all the necessary information at your disposal. This is especially true in the event of a hardware loss that requires you to reconstruct all or part of your Oracle Fusion Applications environment on a new disk or host.
You should maintain an up-to-date record of your Oracle Fusion Applications environment that includes the information listed in this section. You should keep this information both in hardcopy and electronic form. The electronic form should be stored on a host or email system that is completely separate from your Oracle Fusion Applications environment.
Your Oracle Fusion Applications hardware and software configuration record should include:
/etc/passwd
and /etc/group
entries) You can recover an Oracle Fusion Applications environment with Cloud Control. Cloud Control restores the directories and databases of a Oracle Fusion Applications backup. All directories and databases of the backup are restored by default. Optionally, you can select individual directories and databases to be restored.
The restore capability provided by Cloud Control is one part of a larger process that must be performed to recover a Oracle Fusion Applications environment or individual Oracle Fusion Applications components. After you restore Oracle Fusion Applications directories and databases using Cloud Control, you must perform additional manual steps depending on the component that your are restoring. Those steps are described in Section 14.9 and Section 14.10.
To recover Oracle Fusion Applications with Cloud Control:
The Fusion Applications target home pageis displayed.
The Fusion Instance home page is displayed.
The Perform Restore wizard is displayed, as shown in the following figure:
Click Next.
Click Next.
While you can remove complete directories from the list, you cannot select or remove individual subdirectories or files under the top-level directories shown in the list. If a more fine-grained restore granularity is desired, individual files and subdirectories can be restored by using the Perform Restore wizard available from the Oracle Secure Backup Domain home page. (From that home page, select Manage, then File System Backup/Restore, and then Perform Restore.)
In addition, any additional files or directories included in the backup are listed in a separate table, and will be restored to their original locations by default. Directories and files can be removed from the table and you can change the destination host name and path.
Click Next.
Click Next.
The Oracle Fusion Applications components being restored must be shut down prior to being restored. Because this is not done automatically by Cloud Control, the appropriate shutdown scripts can be executed as part of the restore procedure by specifying them as pre-restore scripts.
Click Next.
Click Next.
Click Next.
This section describes recovery strategies for outages that involve actual data loss or corruption, or media failure where the disk cannot be restored. It also describes recovery strategies for applications that are no longer functioning properly. This type of failure requires some type of data restoration before the Oracle Fusion Applications environment can be restarted and continue with normal processing.
Depending on the extent of the failure, you can recover the Applications base directory, the Middleware homes, the Administration Server, a Managed Server, or the database. Some Oracle Fusion Applications components require additional steps, which are described in subsequent sections.
This section includes the following topics:
This section also includes the following topics which describe additional considerations you may need to take for particular components:
See the "Recovering Your Environment" section in the Oracle Fusion Middleware Administrator's Guide for information about recovering Oracle Fusion Middleware components, such as Oracle SOA Suite.
To recover an Applications base directory that was corrupted or from which files were deleted:
To recover a Middleware home that was corrupted or from which files were deleted:
To recover an Oracle WebLogic Server domain that was corrupted or deleted from the file system:
To recover an Oracle home from the backup file:
start
command. For example: An Oracle instance home contains configuration information for system components, such as Oracle HTTP Server or Oracle Internet Directory.
This section includes the following topics:
To recover an Oracle instance home that was corrupted or deleted from the file system:
An Oracle instance must be registered with the domain. To recover an Oracle instance home that was deregistered from the domain:
registerinstance
command. For example: If the Administration Server configuration has been lost because of file deletion or file system corruption, the Administration Server console continues to function if it was already started when the problem occurred. The Administration Server directory is regenerated automatically, except for security information. As a result, whenever you start the Administration Server, it prompts for a user name and password. To prevent this, you can recover the configuration.
Caution: Performing a domain-level recovery can impact other aspects of a running system and all of the configuration changes performed after the backup was taken will be lost. |
To recover the Administration Server configuration:
config
directory to the following location: On the next configuration change, the configuration from the Administration Server is pushed to the Managed Servers. On each Managed Server restart, the configuration is retrieved from the Administration Server.
For many Oracle Fusion Applications, you recover the Managed Server in which the application is deployed. In addition, for some components, you may need to take additional steps, which are described in Section 14.9.10 and Section 14.9.11.
In this scenario, the Managed Server does not operate properly or cannot be started because the configuration has been deleted or corrupted or the configuration was mistakenly changed and you cannot ascertain what was changed.
To recover a Managed Server:
pack
utility. For example, on UNIX:
For example, on Windows:
Specifying the -managed=true option packs up only the Managed Servers. If you want to pack the entire domain, omit this option.
unpack
utility. For example, on UNIX:
For example, on Windows:
Note:
See Oracle Fusion Middleware Deploying Applications to Oracle WebLogic Server for information about stage, nostage, and external-stage mode applications. |
The Managed Server connects to the Administration Server and updates its configuration changes.
You can recover the databases used by Oracle Fusion Applications using RMAN. You can recover the databases at whatever level is appropriate by performing a restore and recover of the full database, a tablespace, or a data file.
Oracle Fusion Customer Relationship Management uses the following databases: Oracle Fusion Applications database, LDAP database, Oracle Universal Content Management, and Oracle Identity Manager database. You must maintain consistency among the databases. If any of these databases are recovered to a different point in time, you may need to reconcile the databases.
For information about recovering databases, see the Oracle Database Backup and Recovery User's Guide.
For information about reconciling the databases, see Section 14.9.9.
The following topics describe how to recover and reconcile the databases to maintain consistency among the Oracle Fusion Applications database, LDAP database, and Oracle Identity Manager database.
Oracle Identity Manager users, role categories, role hierarchies, and role memberships are stored in the Oracle Identity Manager database. When a change in the information about users or roles takes place in Oracle Identity Manager, this information is propagated to the LDAP identity store. If the change takes place in the LDAP identity store directly, these changes are synchronized into Oracle Identity Manager. The LDAP identity store can be Oracle Internet Directory or any third party solutions such as Active Directory.
To recover the Oracle Identity Manager database, use RMAN to perform a point-in-time recovery of the Oracle Identity Manager database. See Oracle Database Backup and Recovery User's Guide for information on recovering a database.
If you restore the Oracle Identity Manager database to a different point in time than the LDAP store, the reconciliation engine checks the change logs and reapplies all the changes that happened in the time period between the restore of the LDAP store and the Oracle Identity Manager database. For example, if the Oracle Identity Manager database is restored so that is 10 hours behind the LDAP store, the reconciliation engine checks the change logs and reapplies all the changes that happened in the last 10 hours in the LDAP store to the Oracle Identity Manager database.
You do not need to explicitly trigger the reconciliation. LDAP synchronization is set up as a scheduled task to submit reconciliation events periodically. You can also start the reconciliation process manually and monitor the reconciliation events from the Oracle Identity Manager console. See "Reconciliation Configuration" in Oracle Fusion Middleware User's Guide for Oracle Identity Manager.
Note: Oracle recommends that you make sure that the Oracle Identity Manager application is unavailable to the end users when a bulk reconciliation is occurring (as in the above recovery scenario). When the bulk reconciliation is complete, make sure that the Oracle Identity Manager application is again available to the end users. You can monitor the reconciliation with the Oracle Identity Manager console. |
If the Oracle Fusion Applications database fails, and you restore it to a different point in time than the Oracle Identity Manager database, you may lose some user and roles data. For example, if you have created some users and roles in the Oracle Identity Manager database before the Oracle Fusion Applications database is restored, those users and roles will also exist in the LDAP database, but they will not exist in the Oracle Fusion Applications database.
To reconcile the Oracle Fusion Applications database with the Oracle Identity Manager and LDAP databases:
Synchronize the user and role information:
HR_SPEC_ALL
user. This is an asynchronous process that runs in the background.
creation_date
is the time you started running the synchronization process in Step 2: Oracle recommends that you use multi-master replication for your LDAP database, as described in the "Setting up Multimaster Replication" section in the Oracle Fusion Middleware High Availability Guide.
When you use multimaster replication, if one LDAP node fails, the LDAP traffic is automatically routed to another node. You do not need to take any further action.
In most cases, to recover Oracle Fusion Applications, you recover a Middleware home, a domain, a server, an Oracle home, or an Oracle instance, depending on the extent of the failure. However, you may need to take additional steps for particular components.
This section includes the following topics:
To recover Oracle Fusion Customer Relationship Management:
For a complete case study for recovering Oracle Fusion Customer Relationship Management in different recovery scenarios, see Section 14.11.
To recover Oracle Fusion Procurement:
You may need to recover components related to Oracle Fusion Applications.
This section includes the following topics:
To recover Oracle HTTP Server, you recover the Oracle instance that contains Oracle HTTP Server, as described in Section 14.9.5.
To recover Oracle Enterprise Scheduler:
To recover Oracle Enterprise Crawl and Search Framework:
To recover Oracle Authorization Policy Manager:
See the "Recovering Components" section in the Oracle Fusion Middleware Administrator's Guide.
To recover Oracle E-Mail and Web Marketing:
This section describes recovery strategies after losing the original operating environment. For example, you could have a serious system malfunction or loss of media.
Depending on the extent of the failure, you can recover the Applications base directory, the Administration Server, a Managed Server, or the database. Some Oracle Fusion Applications components require additional steps, which are described in subsequent sections.
This section includes the following topics:
This section also includes the following topics, which describe additional considerations you may need to take for Oracle Fusion Applications components:
You can recover the Applications base directory if you lose the host that contains the directory.
To recover the Applications base directory:
If you lose a host that contains the Administration Server, you can recover it to the same host or a different host.
This section includes the following topics:
In this scenario, you recover the Administration Server either to the same host after the operating system has been reinstalled or to a new host that has the same host name. For example, the Administration Server is running on Host A and the Managed Server is running on Host B. Host A has failed for some reason and the Administration Server needs to be recovered.
To recover the Administration Server:
If the Administration Server starts, you do not need to take any further steps.
This restores the Administration Server as well as the Managed Servers in the domain.
In this scenario, the Administration Server is running on Host A and the Managed Server is running on Host B. Host A has failed for some reason and the Administration Server needs to be moved to Host C.
Note: Note that this scenario assumes that the shared location containing the binary files and the Administration Server configuration is intact. If it is not, follow the steps in Section 14.9.2 through Section 14.9.5. |
To recover the Administration Server to a different host:
.jks
files to another host, you may receive warnings from the host name verification. You can regenerate those SSL certificates in the new host to set up SSL and configure a custom host name verifier. See the "Configure a Custom Host Name Verifier" section in the Oracle WebLogic Server Administration Console Help, which is located at: Also, see the "Configuring SSL" chapter in Oracle Fusion Middleware Securing Oracle WebLogic Server.
The .jks
files are located in the following directory:
One option is described in Task 4, "Start the Managed Servers" in Section 3.3.2.1.
If the application is staged, the Administration Server copies the application bits to the staged directories on the Managed Server hosts.
FusionVirtualHost_
x
.conf
file, as described in Section 14.10.5.2. If you lose a host that contains a Managed Server, you can recover it to the same host or a different host.
This section includes the following topics:
In this scenario, you recover a Managed Server to the same host after the operating system has been reinstalled or to a new host that has the same host name. The Administration Server is running on Host A and the Managed Server is running on Host B. Host B failed for some reason and the Managed Server needs to be recovered to Host B.
If the Managed Server starts, it connects to the Administration Server and updates its configuration changes. You do not need to take any further steps.
pack
utility. For example, on UNIX:
For example, on Windows:
Specifying the -managed=true option packs up only the Managed Servers. If you want to pack the entire domain, omit this option.
unpack
utility. For example, on UNIX:
For example, on Windows:
Ensure that the application artifacts are accessible from the Managed Server host. That is, if the application artifacts are not on the same server as the Managed Server, they must be in a location accessible by the Managed Server.
Note:
See Oracle Fusion Middleware Deploying Applications to Oracle WebLogic Server for information about deploying applications. |
The Managed Server connects to the Administration Server and updates its configuration changes.
In this scenario, the Administration Server is running on Host A and the Managed Server is running on Host B. Host B failed for some reason and the Managed Server needs to be recovered to Host C.
Important: Recover the Middleware home to the same location as the original. |
To recover a Managed Server to a different host:
Note that when you restore the Middleware home, you are restoring all of the domains because they are on a shared file system.
pack
utility. For example, on UNIX:
For example, on Windows:
Specifying the -managed=true option packs up only the Managed Servers. If you want to pack the entire domain, omit this option.
unpack
utility. For example, on UNIX:
For example, on Windows:
If you are recovering to a different domain home, use the -app_dir
switch in the unpack
command.
Note:
See Oracle Fusion Middleware Deploying Applications to Oracle WebLogic Server for information about deploying applications. |
nodemanager.domains
file, specifying the domain names and domain directories. Use the following format: If you identify the Listen Address by IP address, you must disable Host Name Verification on the Administration Servers that access Node Manager. For more information, see the "Using Hostname Verification" section in Oracle Fusion Middleware Securing Oracle WebLogic Server.
Change Listen Address to the new host. (If the listening address was set to blank, you do not need to change it.)
You only need to take these steps once for all Managed Servers on the same host.
.jks
files to another host, you may receive warnings from the host name verification. You can regenerate those SSL certificates in the new host to set up SSL and configure a custom host name verifier. See the "Configure a Custom Host Name Verifier" section in the Oracle WebLogic Server Administration Console Help. Also, see the "Configuring SSL" chapter in Oracle Fusion Middleware Securing Oracle WebLogic Server. The .jks
files are located in the following directory:
The Managed Server connects to the Administration Server and updates its configuration changes.
FusionVirtualHost_
x
.conf
file, as described in Section 14.10.5.2. Now you can start and stop the Managed Server on Host C using the Administration Server running on Host A.
If the physical host where your database resides is lost, you can recover the database using RMAN.
See "Restoring a Database on a New Host" in the Oracle Database Backup and Recovery User's Guide to learn how to use RMAN to recover your database in the event of a complete failure on the primary database host computer.
Oracle Fusion Customer Relationship Management uses the following databases: Oracle Fusion Applications database, LDAP database, Oracle Universal Content Management, and Oracle Identity Manager database. You must maintain consistency among the databases. If any of these databases are recovered to a different point in time, you may need to reconcile the databases.
For information about reconciling the LDAP database, the Oracle Fusion Applications database, and the Oracle Identity Manager database, see Section 14.9.9.
Depending on the entity that you are recovering, you may need to take additional actions after loss of host. The sections about each entity may require you to follow one or more of the following procedures. If so, that is noted in the section describing how to recover the entity.
This section includes the following topics:
When you recover a component to a different host, you must update the targets.xml file for Fusion Middleware Control. The file is located at:
In the file, change the host name to the new host name for components that are recovered to a different host.
When you recover an Administration Server or a Managed Server to a different host and your environment includes Oracle HTTP Server, you must modify the FusionVirtualHost_x.conf file on the new host. There is a separate file for each domain, for example FusionVirtualHost_fin.conf. The files are located in:
Modify all of the instances of the host name and clusters (elements such as WebLogicHost
and WebLogicCluster
) entries in that file. For example:
If the Administration Server has an Listen address, you must create a new machine with the new host name and set the Listen address, before you start the Administration Server. A machine is a logical representation of the computer that hosts one or more WebLogic Servers.
To create a new machine:
For many components, when you recover to a different host, as in the case of loss of host, you must update the Oracle Inventory on UNIX. To do so, execute the following script:
In addition, you must update beahomelist to edit the location of a Middleware home. Edit the following file to update the Middleware home information:
In most cases, to recover Oracle Fusion Applications, you recover the entire Middleware home, a domain, a server, an Oracle home, or an Oracle instance, depending on the extent of the failure. However, you may need to take additional steps you for particular components.
This section includes the following topics:
If you lose a host that contains Oracle Fusion Supply Chain Management, you can recover it to the same host or a different host.
To recover Oracle Fusion Supply Chain Management to the same host, recover the Managed Server to which the application is deployed, as described in Section 14.10.3.
To recover Oracle Fusion Supply Chain Management to a different host:
If you lose a host that contains Oracle Fusion Procurement, you can recover it to the same host or a different host.
To recover Oracle Fusion Procurement to the same host, recover the Managed Server to which the application is deployed, as described in Section 14.10.3.
To recover Oracle Fusion Procurement to a different host:
In most cases, to recover components related to Oracle Fusion Applications, you recover the entire Middleware home, a domain, a server, an Oracle home, or an Oracle instance, depending on the extent of the failure. You may need to take additional steps for particular components related to Oracle Fusion Applications.
This section includes the following topics:
To recover Oracle HTTP Server to the same host, recover the Oracle instance, as described in Section 14.9.5.
To recover Oracle HTTP Server to a different host:
updateinstanceregistration
command on the new host. For example: This command updates the OPMN instance.properties
file.
updatecomponentregistration
command on the new host. For example, to update the registration for Oracle HTTP Server, use the following command: FusionVirtualHost_
x
.conf
file, as described in Section 14.10.5.2. ear_name
.ear
): Change the rootEndPointURL element so that it points to the Oracle HTTP Server or Load Balancer for the cluster on the new environment.
To recover Oracle Enterprise Scheduler, follow the procedure in Section 14.9.11.2.
To recover Oracle Enterprise Crawl and Search Framework to a different host, follow the procedure in Section 14.9.11.3.
To recover Oracle Authorization Policy Manager, follow the procedure in Section 14.9.11.4.
To recover Oracle E-Mail and Web Marketing, follow the procedure in Section 14.9.11.5.
To recover Oracle Essbase after loss of host, you recover the entire Middleware home, a domain, a server, an Oracle home, or an Oracle instance, depending on the extent of the failure.
However, if the failed node contained Oracle Essbase and was clustered, you must create the Oracle Essbase instance and run the essfoconfig.sh script to set up the EPM registry. For more information, see "Configuring Essbase Clustering Using the Essbase Failover Automation Tool" in the Oracle Fusion Applications Enterprise Deployment Guide.
This section provides a case study of recovering Oracle Fusion Customer Relationship Management and all of the other Oracle Fusion Applications offerings and Oracle Fusion Middleware components that are installed when you install Oracle Fusion Customer Relationship Management.
You can recover all or part of your Oracle Fusion Applications environment, as described in Section 14.3.
This section includes the following topics:
In this case study, the following domains were created when you installed and provisioned Oracle Fusion Customer Relationship Management:
Oracle Fusion Applications Component | Domain Name |
---|---|
Oracle Fusion Customer Relationship Management | CRMDomain |
Oracle Fusion Financials | FinancialDomain |
Oracle Fusion Human Capital Management | HCMDomain |
Oracle Fusion Supply Chain Management | SCMDomain |
Oracle Fusion Setup | CommonDomain |
In addition, Oracle Fusion Customer Relationship Management uses the following Oracle Fusion Middleware components:
Oracle Fusion Customer Relationship Management is installed in the following directory:
The APPLICATIONS_BASE
directory contains:
Note: In this case study, the Oracle Fusion application files are installed in shared storage, which is mounted on all hosts that run the applications. A single copy of binary files is shared across multiple hosts. The Administration Server configuration is also shared. However, the Managed Server configurations are not shared. |
In this scenario, you recover the Oracle Fusion Applications Middleware home, which contains Oracle Fusion Applications instances, and the Java EE components, Oracle SOA Suite and Oracle WebCenter, after data loss or corruption.
To recover the Middleware home:
This ensures that any needed files are not overwritten.
In this scenario, you recover the Web tier Middleware home that contains system components, such as Oracle HTTP Server, after data loss or corruption.
To recover the Middleware home:
This ensures that any needed files are not overwritten.
In this scenario, you recover the domain that contains Oracle Fusion Customer Relationship Management after data loss or corruption. This procedure shows recovering the domain CRMDomain, but you can use the same procedure for other Oracle Fusion Applications domains.
To recover the domain:
This ensures that any needed files are not overwritten.
When the applications directory is shared between hosts, and you need to recover an Administration Server or a Managed Server, you must recover the entire domain.
The following table shows a sample domain mapping and provides guidelines for recovering an Oracle WebLogic Server Administration Server or any Managed Server running in the domain. The list of servers in the table is not complete. Refer to the particular Oracle Fusion application offering for the complete list of servers.
Domain Name | Servers Running in Domain | What to Recover |
---|---|---|
CRMDomain | AdminServer CRMCommonServer_1 CRMPerformanceServer_1 CRMAnalyticsServer_1 CRMSearchServer_1 CRMODIServer_1 CRMSOAServer_1 CustomerServer_1 SalesServer_1 MarketingServer_1 OrderCaptureServer_1 | The entire CRMDomain. For example: APPLICATIONS_CONFIG/instance/domains/CRMDomain |
FinancialDomain | AdminServer FinCommonServer_1 FinAnalyticsServer_1 FinSOAServer_1 LedgerServer_1 ESSServer_1 | The entire FinancialDomain. For example: APPLICATIONS_CONFIG/instance/domains/FinancialDomain |
SCMDomain | AdminServer ProductManagementServer_1 SCMSOAServer_1 | The entire SCMDomain. For example: APPLICATIONS_CONFIG/instance/domains/SCMDomain |
HCMDomain | AdminServer CoreSetupServer_1 FINSOAServer_1 TalentServer_1 ESSServer_1 HCMAnalyticsServer_1 | The entire HCMDomain. For example: APPLICATIONS_CONFIG/instance/domains/HCMDomain |
SetupDomain | AdminServer HomePageServer_1 HelpPortalServer_1 FunctionalSetupServer_1 WCServices_1 SpacesServer_1 | The entire SetupDomain. For example: APPLICATIONS_CONFIG/instance/domains/SEtupDomain |
If domain directory of the Managed Server is different than the Administration Server domain directory, and you need to recover a Managed Server, you use pack and unpack to recover the Managed Server.
For example, to pack and unpack the Managed Server FinCommonServer_1:
pack
utility. For example: Specifying the -managed=true option packs up only the Managed Servers. If you want to pack the entire domain, omit this option.
unpack
utility. For example: Note:
See Oracle Fusion Middleware Deploying Applications to Oracle WebLogic Server for information about stage, nostage, and external-stage mode applications. |
The Managed Server connects to the Administration Server and updates its configuration changes.
To recover the Oracle instance ohs
in an Oracle Fusion Customer Relationship Management installation:
Restore the Oracle instance home from the backup file to a stage directory by restoring the Applications configuration directory:
Note: If you are recovering the Oracle instance containing Oracle HTTP Server to a new host after loss of host, see Section 14.10.7.1. |
In this scenario, the cluster CRMPerformanceCluster has been erroneously deleted or the cluster-level configuration, such as the JMS configuration or container-level data sources, was mistakenly changed and committed. The server CRMPerformanceServer_1 cannot be started or does not operate properly or the services running inside the server are not starting. You cannot ascertain what was changed.
Caution: Performing a domain-level recovery can impact other aspects of a running system and all of the configuration changes performed after the backup was taken will be lost. |
If the configuration changes are few, then the easiest way is to redo the configuration changes. If that is not feasible, restore the domain to which the cluster belongs. (See the table in Section 14.11.5 for Managed Servers to domain mappings.) Take the following steps:
Restore the CRMDomain home from the backup file to a stage directory by restoring the Applications configuration directory:
start
command: Note: You can use this procedure to recover a cluster if the membership is mistakenly deleted. |
You can recover the databases using RMAN. You can recover the databases at whatever level is appropriate by performing a restore and recovery of either the full databases, a tablespace, or a data file.
Oracle Fusion Customer Relationship Management uses the following databases: Oracle Fusion Applications database, LDAP database, Oracle Universal Content Management, and Oracle Identity Manager database. You must maintain consistency among the databases. If any of these databases are recovered to a different point in time, you may need to reconcile the databases, as described in Section 14.9.9.
For more information, see the following topics:
The script content on this page is for navigation purposes only and does not alter the content in any way.
This chapter describes how to configure Oracle Fusion Applications for high availability and how to scale out an Oracle Fusion Applications environment.
This chapter contains the following topics:
The following appendixes describe additional high availability topics:
For information about configuring high availability for Oracle Fusion Middleware products such as Oracle WebLogic Server, Oracle SOA Suite, Oracle Identity Management, and Oracle Business Intelligence, see the Oracle Fusion Middleware High Availability Guide.
Providing high availability for Oracle Fusion Applications involves configuring an Oracle WebLogic cluster for high availability of the middle tiers and configuring Oracle Real Applications Clusters (Oracle RAC) for high availability of the Oracle Database. It also involves scaling out Oracle Fusion Applications and Oracle RAC database instances.
Oracle Fusion Applications is built on standards-based Oracle Fusion Middleware. Therefore, it benefits from the high availability solutions for Oracle Fusion Middleware.
Characteristics of an Oracle Fusion Applications high availability configuration are:
This chapter assumes that you have a basic understanding of high availability concepts such as active-active deployments, active-passive deployments, and disaster recovery deployments. For information about these concepts, see the "Oracle Fusion Middleware High Availability Framework" chapter in the Oracle Fusion Middleware High Availability Guide.
See the following documentation resources to learn more about high availability for Oracle Fusion Middleware and Oracle Database:
Oracle Fusion Applications runs on Oracle WebLogic Server. During an Oracle Fusion Applications installation, each individual product family installs into its own WebLogic Server domain. At the time of provisioning, a WebLogic cluster (with one Oracle WebLogic Server) is created for each Java EE application that is part of the product family. If you want to scale out any of the Java EE applications, new Managed Servers can be added to the application's WebLogic cluster.
For more information about Oracle WebLogic Server clustering, see the "High Availability for WebLogic Server" chapter in the Oracle Fusion Middleware High Availability Guide.
This section provides a description of the single instance architecture of Oracle Fusion Applications, and then provides information that helps you deploy Oracle Fusion Applications in a high availability configuration.
If you have not already done so, read Chapter 1 for an introduction to:
Figure 1-1 shows an Oracle Fusion Applications single instance architecture. These are stateful applications that maintain session state.
Oracle Fusion applications are built using the following technologies:
This section contains the following topics that describe high availability details:
The following lists shows some of the external entities that Oracle Fusion Applications depends on that are relevant from a high availability perspective:
Note: When you configure Oracle Identity Manager for Fusion Applications in a high availability environment, Oracle recommends that you use Multimaster Replication. See Setting up Multimaster Replication. |
All Oracle Fusion Applications components run as JavaEE applications in WebLogic Server and do not start a process of their own. Standard WebLogic tools such as the Administration Console, Oracle WebLogic Scripting Tool (WLST), and Oracle Enterprise Manager Fusion Middleware Control start, stop, and manage the applications.
Oracle Fusion Applications also has C components such as Oracle Global Order Promising (GOP) and the Bounce Handling Daemon. Oracle Process Manager and Notification Server (OPMN) manage these.
The typical client HTTP request goes from the web browser or Web Services client to Oracle HTTP Server to JDBC/RMI/WS (HTTP). Table 15-1 shows the Oracle Fusion Applications clients, the protocols they use to connect, and their high availability configuration.
Table 15-1 Oracle Fusion Applications Client Connection Protocols for High Availability
Client | Connection Protocol | High Availability Configuration |
---|---|---|
Web browser | HTTP | Load balancer |
ESS | HTTP (WS SOAPFoot 1 over HTTP) | Load balancer |
Web Services invocation | HTTP (WS SOAP over HTTP) | Load balancer |
Inter-cluster communication | EJB (RMIFoot 2 over T3) | Clustered provider URL |
Oracle Data Integrator | JDBCFoot 3 | Oracle RAC/multi data source |
Footnote 1 Web Services Simple Object Access Protocol
Footnote 2 Remote Method Invocation
Footnote 3 Java Database Connectivity
All configuration for Oracle Fusion Applications is stored in the Oracle Fusion Applications repository database or MDS repository.
Configuration for Oracle WebLogic is stored in the domain configuration.
The Oracle Fusion applications are deployed using the nostaged deployment model. This allows you to install a single copy of the Oracle Fusion Applications binaries on a NAS or SAN shared storage and then run Fusion Applications from multiple computers using that single copy on the shared storage. Typically, application extensions get deployed on a different Managed Server than the application itself.
For detailed information about Oracle Fusion Applications log file locations, see Section 13.6.3.
Figure 15-1 shows the high availability architecture of an Oracle Fusion Applications cluster deployment.
Some of the key characteristics of this architecture are:
SALESHOST1
and SALESHOST2
, which comprise a WebLogic cluster with two Managed Servers running the Sales application. WEBHOST1
and WEBHOST2
running Oracle HTTP Server. Oracle HTTP Server provides sticky routing by default. replicate_if_clustered
option is specified: adf-scope-ha
parameter is set to true: adf-scope-ha-support
parameter is set to true: jbo.dofailover
parameter is set to true, either in the startup environment as -D or in the ADF Business Component configuration file (bc4j.xcfg
): setDomainEnv.sh
file, change JAVA_PROPERTIES
to the following value and then export JAVA_PROPERTIES
: This section contains the following topics about Oracle Fusion Applications changes and failover considerations:
See Section 2.5 for descriptions of the various scenarios for starting and stopping the Oracle Fusion Applications environment.
All Oracle Fusion Applications configuration changes can be done at the cluster level. You do not need to make configuration changes to individual instances in a cluster.
This section describes the different types of failures that can occur in an Oracle Fusion Applications high availability deployment, and the expected behaviors when these failures occur. This section contains the following topics:
Node Manager detects Managed Server failures and restarts the Managed Server automatically. If repeated restart attempts fail, then in case of a simple active-active deployment, surviving cluster members continue to service the request. The ORACLE_INSTANCE
/config/OHS/
ohsName
/mod_wl_ohs.conf
file for Oracle HTTP Server redirects user requests to a server which has the replica of the session state. The Node Manager RestartInterval
parameter specifies the amount of time Node Manager attempts to start a failed server. The RestartMax
parameter specifies the number of times Node Manager attempts to start a failed server. See the Node Manager Properties table in the Oracle Fusion Middleware Node Manager Administrator's Guide for Oracle WebLogic Server for more information about these parameters.
The server promotes the state to primary, creates a replica elsewhere in the cluster, and services the user request.
WebLogic Server clustering provides EJB failover for inter-cluster communication within the domain.
Web services inter-domain communication is routed through the load balancer, which also provides failover.
If a cluster member fails, messages continue to be available to surviving cluster members because AQ JMS is used for inter-domain communication.
When system components fail, OPMN attempts to restart the process in place.
When a computer fails, the expected behavior is the same as for process failure (described in Section 15.3.2.3.1) except that Node Manager and OPMN do not attempt restarts.
This section describes external dependency failures.
If this message appears, retry the ongoing session after logging in again (if required).
If you experience issues with your Oracle Fusion Applications high availability deployment, check the WebLogic Server log. See Section 15.3.1.6 for details.
Oracle Real Application Clusters (Oracle RAC) enables you to cluster servers to provide resilient and scalable access to a database. A cluster comprises multiple interconnected computers or servers that appear as if they are one server to end users and applications. Oracle RAC simultaneously provides a highly available and scalable database for Oracle Fusion Applications.
This section provides an overview of Oracle RAC and information about setting up a highly available deployment for Oracle Fusion Applications configured with an Oracle RAC database as the persistent store for data.
Note: This chapter discusses configuring Oracle RAC databases only. Other persistent repositories that connect with Oracle Fusion Applications, such as Oracle Hyperion, are configured implicitly and transparently. |
For complete information about Oracle RAC, see the Oracle Real Application Clusters Administration and Deployment Guide.
This section contains the following topics:
Oracle RAC and Oracle ClusterwareFoot 1 allow the Oracle Database to run any packaged or custom application across a set of clustered servers. This capability provides the highest levels of availability and the most flexible scalability. If a clustered server fails, Oracle Database continues running on the surviving servers. When more processing power is needed, you can add another server without interrupting access to data.
Oracle RAC enables multiple database instances that are linked by an interconnect to share access to an Oracle database. In an Oracle RAC environment, the Oracle Database runs on two or more systems (nodes) in a cluster while concurrently accessing a single shared database. The result is a single database system that spans multiple hardware systems and enables Oracle RAC to provide high availability and redundancy during failures in the cluster. Oracle RAC accommodates all system types, from read-only data warehouse (DSS) systems to update-intensive online transaction processing (OLTP) systems.
The clusters that are typical of Oracle RAC environments can provide continuous service for both planned and unplanned outages. Oracle RAC builds higher levels of availability on top of the standard Oracle features. All single-instance high availability features, such as the Oracle Flashback technologies and online reorganization, also apply to Oracle RAC. Applications scale in an Oracle RAC environment to meet increasing data processing demands without changing the application code. In addition, allowing maintenance operations to occur on a subset of components in the cluster while the application continues to run on the rest of the cluster can reduce planned downtime.
For information about Oracle RAC design and deployment techniques, see the "Design and Deployment Techniques" chapter of the Oracle Real Application Clusters Administration and Deployment Guide.
For information about online application maintenance and upgrades, see the "Online Application and Maintenance and Upgrades" section of Oracle Database High Availability Overview.
Providing high availability requires detailed planning to ensure there are no single points of failure throughout the infrastructure. Even though Oracle RAC makes your database highly available, if a critical application becomes unavailable, then your business can be negatively affected.
For example, because Oracle Fusion Applications uses the Lightweight Directory Access Protocol (LDAP) for authentication, the best practice is to make the LDAP server highly available. If the database is up but the LDAP server is down, users cannot connect to the applications and the entire system appears to be down.
The following sections describe deploying Oracle RAC for high availability in an Oracle Fusion Applications environment:
Use Oracle Fusion Applications provisioning to orchestrate the integration process, including the specification of your Oracle RAC database.
For more information about the provisioning and installation process and installing Oracle Database, see Section 1.2.1.2.
Oracle Fusion Applications support only multi data source configurations for Oracle RAC. Multi data sources encapsulate individual data sources that pool connections to specific instances of Oracle RAC.
A data source is a Java object that application components use to obtain connections to a relational database. Specific connection information, such as the URL or user name and password, are set on a data source object as properties and do not need to be explicitly defined in an application's code. This abstraction allows applications to be built in a portable manner, because the application is not tied to a specific back-end database. The database can change without affecting the application code.
A multi data source is like a pool of data sources that provides failover processing and recovery. It also provides load balancing between nodes of a highly available database system, such as an Oracle RAC database. When an Oracle RAC instance fails, a multi data source determines which data source to use to satisfy application requests. If you are using an Oracle RAC database, you must configure multi data sources.
The data source member list for a multi data source supports dynamic updates. This allows Oracle RAC environments to add and remove database nodes and corresponding data sources without redeployment, and it provides the ability to:
See Section 15.4.3 for best practices when configuring multi data sources for Oracle RAC and Oracle Fusion Applications. For more information about using multi data sources with Oracle RAC, see the "Using Multi Data Sources with Oracle RAC" section in the Oracle Fusion Middleware High Availability Guide.
WebLogic Server periodically checks the status of data sources in a multi data source. If an Oracle RAC node or instance fails, application connection requests are managed as follows:
There is no failover of existing connections. In-flight transactions are typically rolled back when the database is the transaction manager. When the WebLogic Server is the Transaction Manager, in-flight transactions are failed over; they are driven to completion or rolled back based on the transaction state at the time of failure.
New session requests are redirected to a working Oracle RAC instance in the cluster, either by Oracle WebLogic Server or by the Oracle Thin driver.
For information about multi data source failover limitations and requirements, see the "Configuring JDBC Multi Data Sources" chapter in Oracle Fusion Middleware Configuring and Managing JDBC Data Sources for Oracle WebLogic Server.
Load balancing involves distributing requests among two or more processes. Oracle WebLogic Server provides a load balancing algorithm for multi data sources. If an application requires load balancing across Oracle RAC nodes, then WebLogic Server supports this capability through the use of JDBC multi data sources that have been configured for load balancing.
WebLogic accesses the data sources that form a multi data source using a round-robin scheme. When switching connections, WebLogic Server selects a connection from the next data source in the order listed.
See Section 15.4.3 for recommendations when configuring load balancing with WebLogic Server.
Under certain circumstances, an Oracle RAC database outage generates the following message:
If this message appears, retry the ongoing session after logging in again (if required).
Section 15.4.3 to configure retry properties with WebLogic Server.
When you create an Oracle Fusion Applications environment using an Oracle RAC database, the provisioning tool configures automatically a multi data source to use each Oracle RAC database instance.
The default configuration uses these best practices that provide optimal availability:
When a multi data source is deployed on a server, WebLogic Server creates an instance of the multi data source on the server. When you deploy a multi data source to a cluster, WebLogic Server creates an instance of the multi data source on each server in the cluster.
Multi data sources do not route connection requests to other servers in a cluster or in a domain.
Table 15-3 Recommended Data Source Property Settings for Non-XA Drivers
Property Name | Recommended Value |
---|---|
Driver |
|
Property command | < < < < |
connection-creation-retry-frequency-seconds |
|
test-frequency-seconds |
|
test-connections-on-reserve |
|
test-table-name |
|
seconds-to-trust-an-idle-pool-connection |
|
global-transactions-protocol |
|
For more information about configuring JDBC multi data sources, see "Configuring JDBC Multi Data Sources" in Oracle Fusion Middleware Configuring and Managing JDBC Data Sources for Oracle WebLogic Server.
Scale-out enables organizations to improve application performance, scalability, and availability on an incremental, as-needed basis by adding multiple replicated servers.
Oracle Fusion Applications is always deployed in a cluster. Even in a single instance deployment, the Oracle Fusion Applications instance is part of a cluster with one member.
You can use a scale out operation to move from a non-high availability deployment to a high availability deployment. You can scale up or scale out the Oracle Fusion Applications topology. When you "scale up" the topology, you add a new Managed Server to computers that are already running one or more Managed Servers. When you "scale out" the topology, you add a new Managed Server to new computers.
Before performing scale up or scale out steps, check that you meet these requirements:
APPLICATIONS_BASE
home directory (/oracle
in Figure 1-6) and an Oracle Fusion Applications Middleware home directory (/oracle/fusionapps
in Figure 1-6) in shared storage. For scale up, you do not need to install Oracle Fusion Applications binaries in a new location, and you do not need to run pack and unpack to bootstrap the domain configuration.
For scale out, you must run pack and unpack to bootstrap the domain configuration in the new computer.
Note: The steps below assume that Oracle Fusion Applications clusters such as the Sales cluster do not use WebLogic JMS or XA.The scale up steps for Oracle Fusion Middleware components such as Oracle SOA Suite and Oracle WebCenter are in the scale up section of the component's chapter in the Oracle Fusion Middleware High Availability Guide. Scale out steps for Oracle Fusion Middleware components such as Oracle SOA and Oracle WebCenter are in the scale out section of the component's chapter in the Oracle Fusion Middleware High Availability Guide. To make Oracle HTTP Server highly available, see the Oracle HTTP Server chapter in the Oracle Fusion Middleware High Availability Guide. |
In this case, you have a computer that runs a Managed Server configured with Oracle Fusion Applications components and you want to add another Managed Server to that computer. Use the steps in this section to add a second Managed Server to a computer and to add subsequent Managed Servers on that computer.
Follow these steps for scaling up the topology. This example uses the Oracle Fusion Customer Relationship Management application; you can also use these steps to scale up other Oracle Fusion Applications clusters:
SalesServer1
) into a new Managed Server. The source Managed Server to clone should be one that already exists on the computer where you want to run the new Managed Server. To clone a Managed Server:
SalesServer1
). Name the new Managed Server server_nameN (for example, SalesServer2
), where N is a number to identify the new Managed Server.
Ensure that the port number (9001, in this example, so as not to conflict with the current port 8001 that the existing Managed Server, SalesServer1
, uses) for the new Managed Server is not used on this computer.
SalesServer
n
Managed Server, you must disable host name verification. You can re-enable it after you configure server certificates for the communication between the Oracle WebLogic Administration Server and the Node Manager in SALESHOST
n
. If the source server from which the new one has been cloned had already disabled hostname verification, these steps are not required; the hostname verification setting propagates to the cloned server. To disable host name verification:
The Summary of Servers page appears.
The Settings page for the server appears.
SalesServer2
in this example), is running. http://SALESHOST1:9001/sales/faces/index
). The application should be functional. WebLogicCluster
parameter to the list of computers in the cluster. Follow these steps for all Oracle HTTP Server hosts in your deployment: FusionVirtualHost_crm.conf
file and then make these edits to the file (the example is for the Sales server): Where portn is a different port number than the port used for the first Managed Server.
SALESHOST1:8001/sales/faces/index and SALESHOST1:9001/sales/faces/index
are accessible. This example assumes 7777 is being used for the Oracle HTTP Server port.
To test the routing from Oracle HTTP Server to the new Managed Server.
SalesServer1
). WEBHOST1:7777/sales/faces/index
through the web server, which should access the application on the new Managed Server (in this case, SalesServer2
). This step should show that Oracle HTTP Server routed the request to the new Managed Server (SalesServer2
) while SalesServer1
was down, and that SalesServer
n
serviced the request.
When you scale out the topology, you add new Managed Servers configured with Oracle Fusion Applications to new computers where no Oracle Fusion Applications Managed Servers are configured.
You have a choice of tools to scale out the topology: Enterprise Manager Cloud Control or Oracle WebLogic Administration Console. Oracle recommends that you scale out using Cloud Control because it simplifies provisioning and deployment.
Benefits of Cloud Control include:
This section describes scale out procedures for both the Cloud Control and WebLogic Administration Console tools.
As the previous section states, Oracle recommends using Cloud Control to scale out the topology.
Enterprise Manager Cloud Control enables you scale out a Fusion Product or a specific Fusion Application by:
After you provide the information required to provision the new WebLogic Server instance, Enterprise Manager invokes a deployment procedure to automatically complete the provisioning and deployment processes.
The Fusion Applications target home page displays.
Fusion Product Family, Product, or Fusion Cluster Application.
Note that some Fusion Products may be associated with up to two Fusion Applications in the topology view.
The WebLogic Server cluster(s) that the selected Fusion Product or Fusion Application is currently deployed on will be displayed in right hand region.
The Administration Server is a WebLogic Server instance that essentially manages the WebLogic Server domain the cluster belongs to.
/tmp
. /tmp
Enterprise Manager will create a Deployment Procedure job to provision the new WebLogic Service instance, add it to the cluster, and deploy the Fusion Application instance to it.
Note: Follow the preceding steps to scale out infrastructure applications (SOA, ESS). |
Note: Before you scale out the topology, verify that the product binaries reside on the shared disk and that the domain home resides on the local disk. See the Oracle Fusion Applications Enterprise Deployment Guide for more information. |
To scale out the topology using WebLogic Administration Console:
APPLICATIONS_BASE
(/oracle
in Figure 1-6), if needed, which should include the Oracle Fusion Applications installation. For example, navigate to CRM_Domain and then choose Environment and then Machines.
SALESHOST2
) and choose the appropriate operating system from Machine OS. For example, navigate to CRM_Domain and then choose Environment and then Machines.
SALESHOST2
). In the Listen Port field, enter the listen port (for example, 5556). SalesServer1
into a new Managed Server. To clone a Managed Server:
SalesServer1
). Name the new Managed Server server_nameN
(for example, SalesServer2
), where N is a number to identify the new Managed Server.
Note: These steps assume that you are adding a new server to the new computer (SALESHOST2 in this example), where no Managed Server was running previously. |
Ensure the port number for this Managed Server is not in use on this computer.
SALESHOST1
to create a template pack as follows: Run the following command on SALESHOST1
to copy the template file created to SALESHOST2
:
The Windows command above assumes that S:\
is a Windows shared drive that maps to the APPLICATIONS_BASE
directory on SALESHOST2
.
Run the unpack command on SALESHOST2
to unpack the template in the Managed Server domain directory as follows:
If the config.xml
file is missing from the APPLICATIONS_BASE
/config
directory on SALESHOST2
after the unpack operation, manually copy this file from the config directory on SALESHOST1
to the config
directory on SALESHOST2
. For example:
The Windows copy command above assumes that S:\
is a Windows shared drive that maps to the APPLICATIONS_BASE
directory on SALESHOST2
.
SalesServer
n
Managed Server, you must disable host name verification. You can re-enable it after you configure server certificates for the communication between the Oracle WebLogic Administration Server and the Node Manager in SALESHOST2
. If the source server from which the new one has been cloned had already disabled hostname verification, these steps are not required (the hostname verification setting propagates to the cloned server). To disable host name verification:
Note: If the new computer has a Node Manager, skip this step. |
node_name
is the listen address of the Node Manager, which is usually the physical hostname of the computer: The /common
directory will be the Node Manager Home directory for this computer. The /bin
directory will hold the Start script for the Node Manager on this computer.
MW_HOME
/wlserver_10.3/common/nodemanager,
where MW_HOME
is the APPLICATIONS_BASE
/fusionapps
directory). At this point, the only file in that directory should be nodemanager.domains
. Copy that file to the new Node Manager home directory: The Windows copy command above assumes that C:\
is the Windows drive where the MW_HOME
and APPLICATIONS_BASE
directories are located.
startNodeManager.sh
) on each computer will be customized. Therefore, copy it to the /bin
directory on the new computer: The Windows copy command above assumes that C:\
is the Windows drive where the MW_HOME
and APPLICATIONS_BASE
directories are located.
startNodeManager.sh
) that was copied to the new computer. Change this line: to this:
Spell out the full directory name instead of typing APPLICATIONS_BASE
.
The APPLICATIONS_BASE
/admin/nodemanager/
node_name
/common
directory should now have configuration and log files for this Node Manager.
MW_HOME
/wlserver_10.3/common/nodemanager/nodemanager.domains
also appears in APPLICATIONS_BASE
/admin/nodemanager/
node_name
/common/nodemanager.domains
. Then add the domain path (for example, CRMDomain
) to the nodemanager.domains
file. Finally, start the Node Manager on the new computer using the installation in shared storage from the existing computers by passing the host name of the new computer as a parameter as follows: SalesServer
n
, is running. http://SALESHOST2:8001/sales/faces/index
). The application should be functional. WebLogicCluster
parameter to the list of computers in the cluster. Follow these steps for all the Oracle HTTP Server hosts in your deployment: FusionVirtualHost_crm.conf
file and then make these edits to the file (the example is for the Sales server): SALESHOST1:8001/sales/faces/index and SALESHOST2:8001/sales/faces/index
are accessible. SALESHOST1:8001/sales/faces/index
. If this works, it shows that Oracle HTTP Server routed the request to the new host (SALESHOST2
) while SALESHOST1
was down, and SALESHOST2 serviced the request.
You can also use these steps to scale out Managed Servers to additional hosts, for example, SALESHOST3
and SALESHOST4
.
To test the routing from Oracle HTTP Server to the new Managed Server.
SalesServer1
). WEBHOST1:7777/sales/faces/index
through the web server, which should access the application on the new Managed Server (in this case, SalesServer2
). If this works, it shows that Oracle HTTP Server routed the request to the new Managed Server (SalesServer2
) while SalesServer1
was down and SalesServer2
serviced the request.
This section provides guidance on how to add nodes to existing Oracle RAC environments by using Oracle cloning, and then configuring the multi data source to route database requests to the new Oracle RAC instance.
This section contains the following topics:
The Oracle RAC cloning procedures assume that you successfully installed and configured an Oracle RAC environment that you want to add nodes and instances to. To add nodes to an Oracle RAC environment using cloning, you must first extend the Oracle Clusterware configuration, then extend the Oracle Database software with Oracle RAC, and then add the listeners and instances by running the Oracle assistants.
For more information about cloning nodes within the same cluster, see the chapter about "Using Cloning to Extend Oracle RAC to Nodes in the Same Cluster" in Oracle Real Application Clusters Administration and Deployment Guide.
For Oracle cloning that is specific to UNIX system environments, see the chapter about "Adding and Deleting Oracle RAC from Nodes on Linux and UNIX Systems" in Oracle Real Application Clusters Administration and Deployment Guide.
For Oracle cloning that is specific to Windows system environments, see the chapter about "Adding and Deleting Oracle RAC from Nodes on Windows Systems" in Oracle Real Application Clusters Administration and Deployment Guide.
After adding an Oracle RAC node to the database cluster as a part of scaling out the database, you must configure the multi data source to route database requests to the new Oracle RAC instance. You do this by adding a data source to each of the multi data sources that will route database requests to the newly added instance of the database.
Note: Verify that the property values of the data source that you add match the property values in the other peer data source of the multi data source. See Table 15-3, "Recommended Data Source Property Settings for Non-XA Drivers" for a list of property values. |
The example configures a multi data source with the properties shown in Table 15-4 but you can substitute the names and properties to scale any Oracle Fusion Applications cluster.
Table 15-4 Multi Data Source Example to Scale Out Oracle RAC with Oracle Fusion Applications
Property Name | Property Value |
---|---|
name | ApplicationDB |
Jndi-name | jdbc/ApplicationDBDS |
Data Sources | ApplicationDB01, ApplicationDB02 |
Target | Sales_Cluster |
To configure the new Oracle RAC instance in a multi data source:
For example, navigate to CRM_Domain > Services > Data Sources.
Footnote Legend
Footnote 1: Oracle Clusterware is software that enables the servers to be bound together to operate as if they are one server and manages the availability of user applications and Oracle databases.This chapter describes how to move Oracle Fusion Applications components from one environment to another.
This chapter contains the following topics:
Replicating an Oracle Fusion Applications environment requires moving Oracle Fusion Applications components from one environment to another. The task of moving Oracle Fusion Applications components from one environment to another is simplified by movement tools (scripts for moving binary and configuration information). These tools minimize the amount of work that would otherwise be required to reapply all the customization and configuration changes made in one environment to another.
Typically, Oracle Fusion Applications is installed, configured, customized, and validated in a source environment, such as a test environment. Once the system is stable and performs as desired, the target environment, such as a production environment, would then be created by moving all the components from the source environment, instead of redoing all the changes that were incorporated into the source environment.
The movement of Oracle Fusion Applications components from one environment to another can be achieved in several different movement scenarios, but this chapter focuses on the full-movement scenario.
In a full-movement scenario, the target environment does not exist. First, the source environment is created, configured, customized, and tested. Then, the target environment is created by moving all the components along with their configurations from the source environment.
When moving Oracle Fusion Applications components from one environment to another, you must adhere to the following guidelines:
APPLICATIONS_CONFIG
that is used while moving the domain and system component should be the same as the path used in the provisioned source environment. With the completion of the full-movement tasks, the following artifacts are moved from the source environment to the target environment:
Following are some of the artifacts that are not moved to the target environment:
Note: In the case of Oracle HTTP Server (OHS), the contents of document root are moved as part of OHS movement, as they are part of application data. |
Users are assumed to be test users, and they may not be present in the target environment.
Moving Oracle Fusion Applications components from one environment to another is a complex process involving multiple tasks.
Table 16-1 lists the high level set of tasks for moving artifacts from the source environment to the target environment in a full-movement scenario. It also provides references to detailed information for each task.
Table 16-1 Full-Movement Tasks
Task | Description | Documentation Reference |
---|---|---|
1 | Complete the prerequisite tasks. | Section 16.3, "Getting Started with Moving Components" |
2 | Move the Oracle Identity Management domain component artifacts. | Section 16.4, "Moving the Oracle Identity Management Domain Component Artifacts" |
3 | Copy the binaries (that is, the installed applications or components along with any applied patches) in the source environment, and apply the archive to the target environment to move the Oracle Fusion Applications binary files.
| Section 16.5, "Moving Binary Files in the Oracle Fusion Applications Environment" |
4 | Move the configurations of each Oracle WebLogic Server domain, OHS instance, and Node Manager in Oracle Fusion Applications from the source environment to the target environment.
| Section 16.6, "Moving Configurations in the Oracle Fusion Applications Environment" |
5 | Apply the setup configuration data of the source environment to the target environment. | Section 16.7, "Moving Functional Setup Data" |
6 | Complete postmovement tasks. | Section 16.8, "Completing Postmovement Tasks" |
Note: Oracle Fusion Applications movement has a default logging level ofINFO . To ensure copyBinary , copyConfig , pasteBinary , pasteConfig , and extractMovePlan scripts, set the T2P_JAVA_OPTIONS variable to include the following: -Dt2p.logging.level=log level where SEVERE WARNING CONFIG FINE FINER FINEST ALL |
For an example of moving Oracle Fusion Applications product family components from a source environment to a target environment using these full-movement tasks, see Section 16.10.
While you can create a production environment from a test environment, you can also create a test environment that is similar to a production environment. For information, see Section 16.9.
Before you begin to move Oracle Fusion Applications components across environments, you must complete the following tasks:
Before performing the full-movement tasks, you must make sure that the source environment is completely functional for the following requirements:
For information, see the "Installing a Transaction Database" chapter in the Oracle Fusion Applications Installation Guide.
Before performing the full-movement tasks, you must complete the following preparations in the target environment:
For information, see the "Installing a Transaction Database" chapter in the Oracle Fusion Applications Installation Guide.
FUSION
schema from the source database to the target database. This is to ensure that any modifications done to the FUSION
schema at the source environment such as changes to table, views, grants, PLSQL packages and so on are reproduced at the target. Note that this will completely overwrite and replace the FUSION
schema definition at the target environment. SEARCHSYS
schema, then you must create the same table space in the Oracle Secure Enterprise Search (Oracle SES) database of the target environment before invoking pasteConfig
. For information, see the "Partitioning for Parallel Query" section in the Oracle Secure Enterprise Search Administration API Guide. Prior to moving Oracle Fusion Applications components across environments, you must move the Oracle Fusion Applications related artifacts for Oracle Identity Management from the source domain to the target domain. The artifacts created by Oracle Fusion Applications provisioning in the source domain are distributed across the following Oracle Identity Management products:
Movement of the Oracle Identity Management artifacts assumes that a source Oracle Identity Management environment has been provisioned for Oracle Fusion Applications and that a target Oracle Identity Management environment is configured for Oracle Fusion Applications. Move to the target environment any customizations that were applied to the source environment on an as needed basis.
For information about moving the Oracle Identity Management components, see the "Moving Identity Management Components to a Production Environment" section in the Oracle Fusion Middleware Administrator's Guide.
To move the artifacts of Oracle Identity Management domain components for Oracle Fusion Applications from a source environment to a target environment, complete the following procedures:
Movement of the security artifacts in the identity store from the source to target environment is based on the following assumptions:
LDAP
schema in the target environment is compatible with that of the source environment. Using the same version of the directory server guarantees schema compatibility between the source and destination directory instances. To move the security artifacts in the identity store from the source to target environment, follow the procedures in the following tasks and execute them in the Oracle Identity Management domain:
Create all the required system identities (systemid
) at the target LDAP, if they do not exist. The minimal list of users required for configuring the Oracle Fusion Applications domain include the following users:
Note: The user ID of the Oracle WebLogic Server administration user in the target environment must be the same as the user ID of the Oracle WebLogic Server administration user in the source environment. However, the passwords can be different. |
If the users were created using idmConfigTool
in the source environment, you can use the tool with the same parameters in the target environment. For information, see the "Integrating Oracle Access Manager with Oracle Identity Manager by Using idmConfigTool" section in the Oracle Fusion Middleware Enterprise Deployment Guide for Oracle Identity Management (Oracle Fusion Applications Edition).
Running the command creates the following complete set of artifacts:
orclFAUserReadPrivilegeGroup
) orclFAUserWritePrivilegeGroup
) orclFAGroupReadPrivilegeGroup
) orclFAGroupWritePrivilegeGroup
) orclFAUserWritePrefsPrivilegeGroup
) It also provides the access control information (ACI) to the Users and Groups Container in Oracle Internet Directory.
Note: If the target identity store already exists, then the users and groups containers might be protected by Access Control Policies. To provide privileges to the above groups, you need to manually modify the policies. For information, see the "Managing Directory Access Control" chapter in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory. |
IDSTORE_READONLYUSER
parameter (this user is configured as the proxy user in the Authenticator configuration of Oracle WebLogic Server, so this user should be the same as the user in the source environment), and assigns it to the orclFAWritePrefsPrivilegeGroup
and orclFAGroupReadPrivilegeGroup
groups. IDSTORE_READWRITEUSER
parameter and assigns it to the orclFAUserWritePrivilegeGroup
and orclFAGroupWritePrivilegeGroup
groups. SUPER_USER
(this is the Oracle WebLogic Server administration user, and needs to be the same as the user configured in the source environment), and assigns it to the orclFAUserReadPrivilegeGroup
group. App IDs are stored under cn=appidUsers,cn=users,dc=mycompany,dc=com
in the Users Container. To move these entries, use the following Lightweight Directory Interchange Format (LDIF) export and import procedure:
App ID groups are stored under cn=appIDGroups,cn=groups,dc=mycompany,dc=com
in the Groups Container.
To move these entries, use the following LDIF export and import procedure:
Enterprise roles are stored under cn=fusionGroups,cn=groups,dc=mycompany,dc=com
in the LDAP directory. The enterprise roles can be associated with App ID users, App ID groups, and other enterprise users. Since the enterprise users in the source environment are not moved from the source directory to the target directory, the memberships are not moved between the source and target directories. To move these entries, use the following LDIF export, clean up, and import procedure:
Create the Administrators
, Monitors
, and Operators
roles at the target identity store, then assign the required users to these roles. If these groups already exist, then you can ignore the error message.
Administrators
group from the source environment. Monitors
group from the source environment. Operators
group from the source environment. There are two policy domains created in the Oracle Fusion Applications deployments, one for Oracle Identity Management domain components and one for Oracle Fusion Applications components. Movement of the policy store from source to target involves moving contents of both policy domains from the source to target environment. It is assumed that the Oracle Identity Management domain related entities in the policy and credential store are moved as part of the Oracle Identity Management domain move.
To move the policy store that is related to Oracle Fusion Applications from the source environment to the target environment, follow the procedures in the following tasks:
To move the policy and credential store artifacts, you must first identify the policy domain created for Oracle Fusion applications. The policy domain is an LDAP container that is seeded by the Oracle Fusion Applications provisioning in the source environment. It is very important that the policy store container name is the same in both the source and target environments. Then, move the entire content of the policy store from the source environment to the target environment. For information, see the "Migrating Large Volume Policy and Credential Stores" section in Oracle Fusion Middleware Application Security Guide.
When invoking web services, Oracle Fusion Applications must rely on a type of credential known as the App ID. Each application has its own App ID, which is initially provisioned for the application. For information about resetting App ID passwords (a task typically done during scheduled downtime), see the Oracle Fusion Applications Security Guide.
To seed the Oracle ADF credentials:
fusionapps
Middleware subdirectory, start WLST: fusionapps
Middleware directory: where appidname
is one of the following values:
listCred
command. See the "How to Edit Credentials Deployed with the Application" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Application Development Framework. Data security policies created in the simplified Data Security management UI or in Oracle Authorization Policy Manager should be migrated using Functional Setup Manager. The business object name associated for data security is Application Data Security Policy.
For more information on moving data security policies, see the following documentation:
After you run the configuration scripts, you must modify the Credential Store Framework (CSF) entries, listed in Table 16-2, in the target environment.
Table 16-2 CSF Entries to Modify
Map | Key | Description |
---|---|---|
|
| This entry stores the |
|
| This entry stores the schema password for Oracle BI Scheduler schema. |
|
| Oracle Fusion database credentials |
|
| User credentials for the patch MDS SOA schema |
|
| User credentials for the patch MDS SOA schema |
|
| User credentials for the patch MDS SOA schema |
|
| User credentials for the patch MDS Oracle Enterprise Scheduler schema |
|
| User credentials for the patch MDS schema |
|
| User credentials for the patch MDS Oracle WebCenter Spaces schema |
|
| Oracle Data Integrator schema credentials |
|
| User credentials for the patch MDS SOA schema |
|
| The credential for the |
|
| The credential for the |
|
| User credentials for patch |
|
| User credentials for patching to connect to the Identity Store. Currently, this credential is a read-write user supplied to provisioning. |
|
| User credentials for patching to connect the Policy Store |
|
| User credentials for Oracle WebLogic Server administrator |
|
| User credentials for Oracle WebLogic Server Node Manager |
|
| User credentials for the patch MDS SOA schema |
|
| User credentials for the patch MDS SOA schema |
|
| User credentials for the patch MDS SOA schema |
|
| User credentials for the patch MDS SOA schema |
|
| Oracle SES data source credentials. Provide user name and password. Use the database connection string of the target environment for the user name in this format: host:port:database_service_name The password is the dummy value |
|
| Oracle Data Integrator schema credentials |
|
| Oracle WebLogic Server user credentials key. This credential corresponds to the user name and password of bootstrap credential, |
|
| User credential for specifying which keystore alias to use for encrypting the message. Both |
|
| The user credentials for the PeopleSoft Enterprise Application web service SOAP interaction. The user credentials corresponds to the PeopleSoft Enterprise Application application user with access privileges to invoke the PeopleSoft Application web service |
|
| The credentials of the external service for the supplier synchronization service (integration) |
|
| The Primavera P6 administration super user credentials designated for use with the integration between Oracle Fusion Projects Portfolio Management and Oracle Primavera P6 Enterprise Project Portfolio Management (P6 EPPM). |
|
| User credential is for specifying the password of the |
|
| User credential is for specifying which keystore alias to use for signing the message. Both |
To modify the CSF entries:
Make sure the domain runtime server is enabled (that is, the prompt becomes wls:/>
).
password
")For example,
Oracle Access Manager artifacts are moved from a source environment to target environment when you move the Webgate installation and change the Webgate identifier to reflect the target end points during the movement of Oracle Fusion Applications components across environments. For information, see the task "Move Oracle Access Manager 11g to a New Target Environment" in the Oracle Fusion Middleware Administrator's Guide and Section 16.6.3.
To configure Oracle Identity Manager for Oracle Fusion Applications, follow the procedures in the following tasks:
Note: The Administration Server and Oracle Identity Manager and SOA Managed Servers must be running when you perform the procedures.Movement of the Governance Risk and Controls client configuration is performed when you move the configurations in the Oracle Fusion Applications environment. See Section 16.6.8.7. |
The CallbackConfiguration.xml
file is an MDS document that contains information on the web services that need to be invoked for completion and postprocessing callbacks. For information, see the "MDS Utilities and User Modifiable Metadata Files" chapter in the Oracle Fusion Middleware Developer's Guide for Oracle Identity Manager.
To move CallbackConfiguration.xml
from the source to the target environment:
weblogicExportMetadata.sh
utility, located in IDENTITY_MANAGER_HOME
/bin/
, to export CallbackConfiguration.xml
, located in /metadata/iam-features-callbacks/sample_data/
. CallbackConfiguration.xml
file to specify the host and port of the target environment in the web service URLs. CallbackConfiguration.xml
file into MDS using the weblogicImportMetadata.sh
utility located in IDENTITY_MANAGER_HOME
/bin/
. To seed the Oracle Fusion Applications artifacts:
Note: Use JConsole to invoke the managed beans (MBean), and use the Oracle WebLogic Server domain administrator credentials for performing all MBean operations.For more information, see the Oracle Fusion Middleware Oracle WebLogic Server MBean Reference. |
MLSLanguageSeedingMBean.seedAllLanguages
method to seed all the multi-language support (MLS) and multi-representation (MR) languages in the target system. This MBean method does not take any parameters. APPIDSeedingMBean.seedFusionAPPID
method once for each App ID to create the App IDs for Oracle Fusion Applications in Oracle Identity Manager. (You can get the App IDs from the source environment where they are already seeded.) This MBean method takes a single parameter that is the actual App ID itself and will seed this App ID in the Oracle Identity Manager data store. For information about App IDs, see Table 3-4. Use Oracle Identity Manager to reconcile records from the identity store.
To reconcile records from the identity store:
Note: Make sure that Oracle Virtual Directory is configured properly for the change log adapter. For information, see Section 24.1.1. |
Oracle Identity Federation artifacts are moved from a source environment to target environment when you move Oracle Identity Management components across environments.
Oracle Identity Federation has already been moved from the source environment to target environment. For information, see the "Moving Identity Management to an Existing Production Environment" section in the Oracle Fusion Middleware Administrator's Guide.
There are two Middleware home directories, both of which reside in APPLICATIONS_BASE
(/net/mount1/appbase
), which represents the top level applications base directory for binaries:
fusionapps
contains all the Oracle Fusion applications and J2EE components, such as Oracle SOA Suite, Oracle Enterprise Content Management Suite, and J2EE components. webtier_mwhome
contains all the system components, such as OHS. A system component is an Oracle Process Manager and Notification Server (OPMN) manageable process that is not deployed as a Java application. For information about the Oracle Fusion Applications directory structure, see:
Moving installed binaries and patches in the Middleware home of an Oracle Fusion Applications environment requires the use of a set of scripts. These scripts are available in the following fusionapps
Middleware directories:
For more information, see the "Cloning Syntax" section in the Oracle Fusion Middleware Administrator's Guide.
Notes:
|
Using the copyBinary
and pasteBinary
scripts allows you to create a copy of the source Middleware home into an archive file, then apply the archive to the target environment, as shown in Figure 16-1.
Since the binaries are in shared storage and are shared by all Oracle Fusion Applications domains, copyBinary
needs to be performed only once from the primordial machine and pasteBinary
only once on the target primordial machine.
To move binary files in the Oracle Fusion Applications environment, you must complete the following steps:
copyBinary
script for each Middleware home in the source environment. See Section 16.5.1. pasteBinary
script in the target environment. See Section 16.3.2. Run the copyBinary
script for each Middleware home in the source environment. This copies the binary files of each Middleware home, including all of its Oracle homes and its Oracle WebLogic Server home, into an archive file.
Note: The Oracle homes in the Middleware home must share the same platform architecture (in terms of number of bits). ThecopyBinary script does not support a mix of 32-bit and 64-bit Oracle homes. When you run the script, you must specify a Java home of the same number of bits as the Oracle homes. For example, for 64-bit Oracle homes, you must specify a 64-bit Java home. Before creating the binary archive of a Middleware home, make sure that the Oracle WebLogic Server product directories are installed in the Middleware home. Oracle WebLogic Server installed outside of Middleware home is not supported. In a Windows environment, before creating an archive of a Middleware home, make sure that no Java or Oracle WebLogic Server processes are running from that Middleware home. |
Use the following syntax to run the copyBinary
script:
The following example shows how to create an archive of a Middleware home on UNIX:
USER_HOME
/jrockit_160_04/net/mount1/appbase
represents the top level applications base directory for binaries.
Table 16-3 describes the options for the copyBinary
script.
Table 16-3 Options for the copyBinary Script
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file to be created with the The archive location must not already exist, but its parent directory must exist and have write permission. Ensure that the archive location is not within the Middleware home structure. | Mandatory |
|
| The absolute path to the Oracle Inventory pointer. Use this option if the inventory location is not in the default location, so that the operation can read the Oracle homes present in the inventory. You must have write permission to the inventory location. The default location is | Optional, if the inventory is in the default location. Otherwise, it is mandatory. |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To continue, you must type To specify that it not prompt for confirmation, specify this option with the value of | Optional |
|
| The absolute path of the Middleware home to be archived. You can only specify one Middleware home. | Mandatory |
|
| Specifies whether the operation ignores a warning that there is not enough free space available. The default is false. You may need to use this flag if the target is NFS mounted or is on a different file system, such as Data ONTAP | Optional |
Run the pasteBinary
script to apply the archive to the target environment. This pastes the binary files of the source Middleware home in the target environment. You must run the pasteBinary
script for each Middleware home in the target environment.
Note: If you are applying the archive of a Middleware home on a host that does not yet have Oracle Fusion Middleware installed, then:
|
Use the following syntax to run the pasteBinary
script:
The following example shows how to apply the archive to the directory /net/mount1/appbase/fusionapps
on UNIX:
USER_HOME
/jrockit_160_04/net/mount1/appbase
represents the top level applications base directory for binaries.
Table 16-4 describes the options for the pasteBinary
script.
Table 16-4 Options for the pasteBinary Script
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file created with the The location must exist. Ensure that the archive location is not within the Middleware home structure. | Mandatory |
|
| Specifies whether the | Optional |
|
| The absolute path to the Oracle Inventory pointer. Use this option if the inventory location is not in the default location, so that the operation can read the Oracle homes present in the inventory. You must have write permission to the inventory location. The default location is | Optional, if the inventory is in the default location. Otherwise, it is mandatory. |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To continue, you must type To specify that it not prompt for confirmation, specify this option with the value of | Optional |
|
| The absolute path of the target Middleware home. If a multihost target topology is being used, the path would need to be Make sure that the Middleware home's parent directory, for example, The | Mandatory |
|
| Specifies whether the operation ignores a warning that there is not enough free space available. The default is false. You may need to use this flag if the target is NFS mounted or is on a different file system, such as Data ONTAP. | Optional |
The Oracle Database client home is in the following location:
Its contents must be manually moved from the source environment to the target environment.
Perform the following steps to move the dbclient
installation:
tar
the /net/mount1/appbase/dbclient
directory to the target directly or from source. /net/mount1/appbase
represents the top level applications base directory for binaries.
You will be prompted to run the root.sh
command during the process.
net/oracle/dbclient/root.sh
. Note: You will not be prompted for permission to copy to the localbin . |
For each Oracle Fusion application, you must move the configurations of each Oracle WebLogic Server domain, OHS instance, and Node Manager that is part of the source environment to the target environment. This configuration movement relies on the use of the configuration scripts. For information, see Section 16.6.1.
Before you move the configurations to the target environment, you must set system properties for Oracle SES and Oracle Enterprise Scheduler Service (ESS). For information, see Section 16.6.2.
You must also move the Webgate installation. For information, see Section 16.6.3.
To move configurations, you must complete the following steps:
copyConfig
script for each domain, OHS instance, and Node Manager in the source environment. See Section 16.6.4. extractMovePlan
script on the list of configuration archive locations, separated by comma. See Section 16.6.5. pasteConfig
script for each Oracle WebLogic Server domain, OHS instance, and Node Manager separately, using the same move plan. See Section 16.6.7. pack
and unpack
mechanisms. See Section 16.6.9. Notes:
|
Moving configurations in the Oracle Fusion Applications environment requires the use of a set of configuration scripts. These scripts are available in FA_MW_HOME
/oracle_common/bin
. For more information, see the "Cloning Syntax" section in the Oracle Fusion Middleware Administrator's Guide.
Using the copyConfig
, extractMovePlan
, and pasteConfig
scripts allows you to create a copy of the source Oracle WebLogic Server domain home or OHS instance home configuration files into an archive file, extract the configuration information from one or more configuration archive into a move plan so you can edit the properties for the target environment, and apply the copied configurations (along with the move plan) to the target environment. Figure 16-2 illustrates the flow of the configuration movement from the source environment to the target environment.
You must create a configuration archive for each source. The environment specific configuration information from each of the configurations archives are extracted to and consolidated in the source move plan that you must edit to specify the properties for the target environment. Then you must apply the edited move plan and the copied configuration archives from each source to each target.
Note: The configuration archive files should be copied to the target environment, preferably to the shared storage so they are visible to all the target domains. Similarly, the extracted move plan and the updated move plan must also be present in the shared storage. |
The copyConfig
script creates a configuration archive that contains the snapshot of the configuration of a source entity (for example, Oracle WebLogic Server domain, OHS instance, or Node Manager). The underlying components of a source entity persist their configuration information in different data stores, such as a file system, Oracle Metadata Service (MDS), Lightweight Directory Access Protocol (LDAP), database, and so on.
You must run the copyConfig
script for each source entity in the source environment. A configuration archive is created for each source domain or component instance.
The Administration Server and all Managed Servers in the domain must be up and running when you run the script.
The extractMovePlan
script extracts the environment specific configuration information from one or more configuration archives into a move plan (XML file).
The extractMovePlan
script also extracts any J2EE component specific configuration file, such as Oracle SOA composite configuration plans, application deployment plans, adapter deployment plans, and so on.
A move plan contains the environment specific configuration information, such as data source definitions, host names, port numbers, and end-point URLs, from one or more configuration archives created for each source domain or component instance in the source environment. You must edit the move plan to specify the properties for the target environment.
The pasteConfig
script applies the copied configurations from the source environment to the target environment. Inputs for the script include the location of the configuration archive created with the copyConfig
script for each source entity and the modified move plan. The pasteConfig
script recreates the configuration information for the source entity in the target environment. It also merges the move plan property values for the target environment. You must run the pasteConfig
script for each source entity in the target environment.
Before you run copyConfig
or pasteConfig
for the Oracle WebLogic Server domain, you must set certain system properties for the following components:
In Windows, you must also set the Java Virtual Machine (JVM) system variable. See Section 16.6.2.3.
Before you run the copyConfig
and pasteConfig
scripts, you must set the T2P_JAVA_OPTIONS
system property to include the encryption key search.encrypt.key
.
Note: If both Oracle SES and ESS are installed on your environment, then combine the options for both components with the following command:(UNIX C shell) setenv T2P_JAVA_OPTIONS "-Dsearch.encrypt.key=full_path_to_the_file_containing_the_encryption_key -Dess.config.dir=DirLocationOfPropsFile" (UNIX Bourne shell) export T2P_JAVA_OPTIONS "-Dsearch.encrypt.key=full_path_to_the_file_containing_the_encryption_key -Dess.config.dir=DirLocationOfPropsFile" (Windows) set T2P_JAVA_OPTIONS "-Dsearch.encrypt.key=full_path_to_the_file_containing_the_encryption_key -Dess.config.dir=DirLocationOfPropsFile" |
Set the system property with the following command:
full_path_to_the_file_containing_the_encryption_key
"full_path_to_the_file_containing_the_encryption_key
"full_path_to_the_file_containing_the_encryption_key
"For the value of search.encrypt.key
, provide the full path of the file that contains the encryption key used by the Oracle SES Admin API to export and create configuration objects. For example:
The encryption key in the file must be the same for both copyConfig
and pasteConfig
. It also must contain both numbers and letters, be at least 8 characters long, and not use any multibyte characters.
Prior to moving ESS, you must specify the directory location of the environment.properties
file.
Note: If both Oracle SES and ESS are installed on your environment, then combine the options for both components with the following command:(UNIX C shell) setenv T2P_JAVA_OPTIONS "-Dsearch.encrypt.key=full_path_to_the_file_containing_the_encryption_key -Dess.config.dir=DirLocationOfPropsFile" (UNIX Bourne shell) export T2P_JAVA_OPTIONS "-Dsearch.encrypt.key=full_path_to_the_file_containing_the_encryption_key -Dess.config.dir=DirLocationOfPropsFile" (Windows) set T2P_JAVA_OPTIONS "-Dsearch.encrypt.key=full_path_to_the_file_containing_the_encryption_key -Dess.config.dir=DirLocationOfPropsFile" |
In both the source and target environments, set the location of the file using the following command:
DirLocationOfPropsFile
"where DirLocationOfPropsFile
is the directory location of the environment.properties
file.
In source environment, the -Dess.config.dir
property points to the location of environment.properties
file to be picked up for reading.
In target environment, the -Dess.config.dir
property points to the location where the new environment.properties
file will be created.
Before you run the pasteConfig
script in Windows, you must set the USER_MEM_ARG
variable as follows:
Webgate acts as the proxy for user authentication. It must be manually moved from the source environment to the target environment. To move the Webgate installation, follow the instructions below:
Note: The Webgate directory must be in the following directory:Oracle_Instance/config/OHS/ohs_component_name |
Successfully moving the Webgate installation is based on the assumption that the web server and Webgate setup on the source machine is functioning correctly.
Before you move the Webgate installation on UNIX, make sure that the file permissions of the directory to which the Webgate installation is moved are the same as those of the source.
To move the Webgate installation on UNIX:
For example, if the source machine file system is mounted on the network, then the Webgate installation can be copied with the following command:
If the source machine file system is not mounted on the network, then the Webgate installation can be copied with the following command:
Then you must copy the archive file to the target machine and use the following command to extract the files from the archive:
- ObAccessClient.xml
to webgate_install_dir
/access/oblix/lib
- logout.html
to webgate_install_dir
/access/oamsso
If the security mode is Simple:
- password.xml
to webgate_install_dir
/access/oblix/config
- aaa_key.pem
and and aaa_cert.pem
to webgate_install_dir
/access/oblix/config/simple
If the security mode is Cert:
- password.xml
to webgate_install_dir
/access/oblix/config
- It is the user's responsibility to generate certificate request and get it signed by a third-party Certificate Authority and copy to webgate_install_dir
/access/oblix/config
Before you move the Webgate installation on Windows, if the target machine is running Windows 64 make sure that the Microsoft Visual Studio C++ 2005 runtime libraries (MSVCR80.dll
and MSVCP80.dll
) are installed. You can copy the libraries from SYSVOL\windows\SysWOW64
on the source machine to the same directory on the target machine.
To move the Webgate installation on Windows:
access
directory from the Webgate installation directory on source machine and paste the directory in the Webgate installation directory on the target machine. source_webgate_install_dir
\access
directory. target_webgate_install_dir
directory. For information, see the "Managing OAM 10g Webgates with OAM 11g" chapter in the Oracle Fusion Middleware Administrator's Guide for Oracle Access Manager with Oracle Security Token Service.
- ObAccessClient.xml
to webgate_install_dir
\access\oblix\lib
- logout.html
to webgate_install_dir
/access/oamsso
If the security mode is Simple:
- password.xml
to webgate_install_dir
\access\oblix\config
- aaa_key.pem
and aaa_cert.pem
to webgate_install_dir
\access\oblix\config\simple
If the security mode is Cert:
- password.xml
to webgate_install_dir
\access\oblix\config
- It is the user's responsibility to generate certificate request and get it signed by a third-party Certificate Authority and copy to webgate_install_dir
\access\oblix\config
Run the copyConfig
script for each source entity (for example, Oracle WebLogic Server domain, OHS instance, Node Manager, or Oracle BI Enterprise Edition) to create a copy of the source entity configuration files into an archive file.
This section covers the following topics:
J2EE domains reside in the Oracle WebLogic Server Domain configuration home, APPLICATIONS_CONFIG
/instance/domains
. CRMDomain
and FinancialDomain
are two examples of J2EE domains.
Running copyConfig
creates a copy of the source Oracle WebLogic Server Java EE component into a configuration archive file that contains the Oracle WebLogic Server domain configuration and all configurations stored in MDS. It also packs the other configuration information specific to components such as SOA composites, human workflow, Oracle B2B agreements, and Oracle Application Development Framework (Oracle ADF) connection settings for all connections.
Note: copyConfig handles only global data sources defined in each Oracle WebLogic Server domain. For application level data sources, you must manually configure them on the target domain. |
Use the following syntax to run the copyConfig
script for each Oracle WebLogic Server domain:
The following example copies the configuration of the Java EE FinancialDomain
:
USER_HOME
/jrockit_160_04/net/mount1/appbase
represents the top level applications base directory for binaries, while /net/mount2
represents the top level applications configuration directory for configuration files.
Table 16-5 describes the options for the copyConfig
script for Oracle WebLogic Server Java EE components.
Table 16-5 Options for the copyConfig Script for Oracle WebLogic Server Java EE Components
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute location of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute location of the archive. Use this option to specify the location of the archive file to be created by the | Mandatory |
|
| The absolute location of the source domain containing the Java EE component. | Mandatory |
|
| The absolute location of the source Middleware home. | Mandatory |
|
| The name of the host on which the source domain is configured. | Mandatory |
|
| The port number of the source domain. | Mandatory |
|
| The name of the administrative user for the source domain. | Mandatory |
|
| The password file location for the administrative user for the domain. For example, | Mandatory |
|
| The location of an existing log directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To continue, you must type To specify that it not prompt for confirmation, specify this option with the value of | Optional |
Running copyConfig
creates a copy of the source component instance for a system component, such as OHS, by copying the configuration files of that component instance into an archive file.
Use the following syntax to run the copyConfig
script for system components:
The following example shows how to create a copy of the OHS instance named ohs1
in the Oracle instance located in APPLICATIONS_CONFIG
/instance/CommonDomain_webtier
on UNIX:
USER_HOME
/jrockit_160_17_R28.0.0-679//net/mount2
represents the top level applications configuration directory for configuration files.
Table 16-6 describes the options for the copyConfig
script for system components.
Table 16-6 Options for the copyConfig Script for System Components
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute location of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute location of the archive. Use this option to specify the location of the archive file to be created by the | Mandatory |
|
| The location of an existing log directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To continue, you must type To specify that it not prompt for confirmation, specify this option with the value of | Optional |
|
| The name of the source component to be moved. For example, if your Oracle Internet Directory component is named | Mandatory |
|
| The absolute location of the Oracle instance for the source component. | Mandatory |
Node Manager is an Oracle WebLogic Server utility that enables you to start, shut down, and restart the Administration Server and Managed Server instances from a remote location. The Node Manager for each host resides in Oracle WebLogic Server home, in wlserver_
version
/common/nodemanager
/
host_name
.
Running copyConfig
creates a copy of the source Node Manager configuration into an archive file.
Use the following syntax to run the copyConfig
script for Node Manager on each machine within topology of the source environment:
source_Node_Manager_home_location
The following example shows how to create a copy of the source Node Manager configuration located in /net/abcdef03/scratch/work/mw2903/wlserver_10.3/common/nodemanager/abcdef04.us.example.com
(with a folder corresponding to each Node Manager) into an archive file:
Table 16-7 describes the options for the copyConfig
script for Node Manager.
Table 16-7 Options for the copyConfig Script for Node Manager
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute location of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute location of the archive. Use this option to specify the location of the archive file to be created by the | Mandatory |
|
| The absolute location of the source Node Manager Home. | Mandatory |
|
| The location of an existing log directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To continue, you must type To specify that it not prompt for confirmation, specify this option with the value of | Optional |
You copy the configuration of the following Oracle BI Enterprise Edition components:
Running copyConfig
creates a copy of the source Oracle BI Enterprise Edition configuration into an archive file. You do not need to use the copyconfig
script for each component. Use the copyconfig
script once for all the Oracle BI Enterprise Edition components.
Use the following syntax to run the copyConfig
script to run a complete Oracle BI Enterprise Edition instance copy:
The following example shows how to apply the copy of Oracle BI Enterprise Edition to the Oracle BI Enterprise Edition home located in BIDomain
:
Table 16-8 describes the options for the pasteConfig
script for Oracle BI Enterprise Edition.
Table 16-8 Options for the copyConfig Script for Oracle BI Enterprise Edition
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file created by the | Mandatory |
|
| The absolute path of the Oracle BI Enterprise Edition instance for the source component. | Mandatory |
|
| Specifies Oracle Essbase administrative user and password. | Mandatory |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To specify that it not prompt for confirmation, specify this option with the value of | Optional |
Run the extractMovePlan
script to extract the configuration settings from multiple configuration archives of the source environment into a single move plan (XML file). Extracting the move plan from multiple configuration archives consolidates and tries to remove duplicate configuration properties in the consolidated move plan. It also tries to remove the configuration properties that could be derived from other configuration properties. Running extractMovePlan
also extracts other application specific standard configuration plans such as the configuration plan for SOA composite, the deployment plan for J2EE App, and so on.
Note: Extract the move plan in a location that is shared by all systems in the configuration topology. You can then use the move plan and underlying configuration or deployment plans from the same location to recreate multiple domains or system component instances. |
Use the following syntax to run the extractMovePlan
script:
The following example extracts configuration information from two configuration archives into a single move plan:
USER_HOME
/jrockit_160_20_D1.0.1-1705A list of configuration archive locations, separated by comma, is specified to create a single move plan containing the configuration settings from the listed configuration archives.
Note: Make sure there is no space before or after the comma in the list of configuration archive locations.You can also extract the configuration settings from each individual configuration archive to create multiple move plans. However, this neither consolidates, nor optimizes the move plans. |
Table 16-9 describes the options for the extractMovePlan
script:
Table 16-9 Options for the extractMovePlan Script
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute location of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute location of one or more archives. Use this option to specify the locations of the archive files created by the If you specify more than one archive, separate the locations with a comma with no spacing in between. | Mandatory |
|
| The absolute path to a directory to which the move plan, along with any needed configuration plans, is to be extracted. The directory must not already exist. | Mandatory |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
|
| Specifies the configuration values to auto-populate based on the topology on the target environment. These values are omitted from the move plan. Use of the hints is recommended if they apply to your environment. The
| Optional |
After the move plan is extracted, you must modify it with a text editor to specify the properties (such as data source definitions, host names, port numbers, and end point addresses) for the target environment before you apply the copied configurations from the source environment to the target environment.
Note: If you extracted multiple move plans, you must modify each of those move plans. You must also modify other extracted plans, such as composite configuration plans, JEE application deployment plans, and adapter plans, if they contain any configuration that is environment specific. These plans are extracted under the domain directories, which are created at the same level as the move plan. |
For information about the Oracle Fusion Middleware component properties in the move plan, and which properties you can edit, see the "Move Plans for Components" section in the Oracle Fusion Middleware Administrator's Guide.
In addition to editing the Oracle Fusion Middleware component properties in the move plan, you must also edit the properties for:
You must manually update the custom identity keystore and custom trust keystore property values to specify the location values for the target domain. To update the custom identity keystore and custom trust keystore property values, edit the values of the properties in the SERVER_CONFIG
element of the move plan.
Table 16-10 describes the custom identity keystore and custom trust keystore properties.
Table 16-10 Custom Identity Keystore and Custom Trust Keystore Properties
Property | Description | Sample Value |
---|---|---|
| Absolute path of custom identity keystore file location |
|
| Absolute path to the secure file containing the custom identity keystore password |
|
| Absolute path of custom trust keystore file location |
|
| Absolute path to the secure file containing the custom trust keystore password |
|
| Alias of the private key |
|
| Absolute path to the secure file containing the custom identity private key password |
|
You must manually update the Oracle Fusion Applications patching framework configuration information to specify the properties for the target domain. To update the Oracle Fusion Applications patching framework configuration information, edit the values of the patching framework properties in the move plan.
Table 16-11 describes the patching framework properties.
Table 16-11 Move Plan Properties for Oracle Fusion Applications Patching Framework
Properties | Description | Example |
---|---|---|
Top directories for various components used by Patching Framework | The following properties are defined in | |
| Applications base directory, | /u01/APPTOP |
| Top directory for Oracle BI Presentation Catalog | /u01/APPTOP/instance/BIShared/OracleBIPresentationServicesComponent/coreapplication_obips1/catalog/OracleBIApps |
| Oracle WebLogic Server domain home where domain configuration files can be found | /u01/APPTOP/instance/domains/adc6170361.us.oracle.com/FinancialDomain |
Database-Related Properties | The following properties are in the | |
| Oracle Database database service as defined by the | prod |
| JDBC thin driver URL to connect to the database | jdbc:oracle:thin:@adcdah01.us.oracle.com:1576/fapatch7 |
Taxonomy Related Properties | ||
| URL to connect to the MBean to fetch taxonomy information. This URL is usually the same as the Administration Server URL. See Section 2.4 to find the URL for the Administration Server. | adc6170361.us.oracle.com:7001 |
LDAP-related properties | The following properties are defined in | |
| Host name for policy store | adc6260031.us.oracle.com |
| Port for policy store connection | 3060 |
| Host name for identity store | adc6260031.us.oracle.com |
| Port for identity store connection | 3060 |
You must modify the move plan to specify the Oracle Data Integrator properties for the target environment before you apply the copied configurations from the source environment to the target environment.
Table 16-12 describes the Node Manager properties. The following properties are present in the move plan only if the source environment is configured with Secure Sockets Layer (SSL):
Table 16-12 Node Manager Properties
Property | Description | Sample Value |
---|---|---|
| The following properties are defined in |
|
| Listen port of Node Manager |
|
| Absolute path of the custom identity keystore file location |
|
| Value of the identity keystore alias |
|
| Absolute path to the secure file containing the private key used when creating the certificate |
|
This section describes the move plan properties for Oracle BI Enterprise Edition, Oracle BI EE Data Warehouse Administration Console, Oracle Essbase, EPM Registry, and Oracle BI Action Framework.
Table 16-13 shows the move plan properties that you can change for Oracle BI Enterprise Edition.
Table 16-13 Move Plan Properties for Oracle BI EE
Properties | Description | Sample Value |
---|---|---|
Oracle BI Publisher Configuration | The following properties are in the XMLP-SERVER-CONFIG configuration group. | |
| The name of the host that is running the Oracle BI Presentation Services to which you must connect | example_host |
| The port number for connecting to Oracle BI Presentation Services | 10217 |
| The absolute path of a secure file that contains the password for Oracle BI Presentation Services | /scratch/oracle/bip_pass.txt |
| The user name for Oracle BI Presentation Services | user1 |
Data Sources Configuration | The following properties are in the XMLP-DATASOURCES configuration group. | |
The following properties are in the connection configProperty, a sub-property of Each data source can be either a Connection or | | |
| The URL of the connection | jdbc:oracle:thin:@host:port:sid |
| The driver to use for the connection | oracle.jdbc.OracleDriver |
| The user name for the connection | user1 |
| The absolute path of a secure file that contains the password for the connection | /scratch/oracle/ds_conn_pass.txt |
The following property is in the file configProperty, a sub-property of | ||
| The file system path that points to the relevant data source file | /scratch/APPTOP/instance/domains/example.com/BIDomain/config/bipublisher/repository/DemoFiles |
Oracle BI Publisher Client | The following properties are in the XDO-CLIENT_CONFIG configuration group: | |
| The absolute path to the Oracle BI Publisher client directory | /scratch/APPTOP/instance/domains/example.com/CommonDomain/config |
* (any name) | The Oracle BI Publisher configured endpoint connecting URL. The move plan may have more than one endpoint | http://example.com:10621/xmlpserver |
The following properties are in the XMLP-SCHEDULER-JMS-CONFIG configuration group: | ||
| The Oracle WebLogic Server JNDI URL for the Oracle BI EE Managed Server | cluster:t3://bi_cluster |
| The JMS shared temporary directory used in an Oracle BI EE cluster environment | /scratch/APPTOP/instance/BIShared/BIPublisher/biptemp |
Oracle BI Publisher Provider | The following properties are in the XMLP-PROVIDER-CONFIG configuration group: | |
The following properties are in the provider | ||
| The URI for the Oracle BI Publisher provider | http://example.com:10603/financialCommon |
| The non-SSO URI for the Oracle BI Publisher provider | http://example.com:7404/financialCommon |
Oracle BI Publisher Server | The following properties are in the XDO-SERVER_CONFIG configuration group: | |
| The absolute path to the Oracle BI Publisher server configuration directory | /scratch/APPTOP/instance/domains/example.com/BIDomain/config/bipublisher |
The following property is in the | ||
| The directory of the Oracle BI Publisher server configuration repository. (It can be located outside of the | /scratch/APPTOP/instance/BIShared/BIPublisher/repository |
The following property is in the | ||
| The path for the Oracle BI Publisher repository directory | /scratch/APPTOP/instance/domains/example.com/BIDomain/config/bipublisher/repository |
Oracle BI EE Domain Configuration | The following properties are in the OracleInstances configuration group: | |
| The path of the Oracle instance in which Oracle BI EE is deployed | /scratch/APPTOP/instance/BIInstance |
| The host where the Oracle BI EE instance is configured | example.com |
The following properties are in the | ||
| The listen address for the host. It can be set to a virtual IP address or a subset on a multi-homed computer. You can specify an asterisk to specify multiple network addresses for the host | example.com * |
| The start of the range of ports used by the Oracle BI EE system components | 10206 |
| The end of the range of ports used by the Oracle BI EE system components | 10214 |
The following properties are in the BIInstance configuration group: | ||
The following properties are in the | ||
| The host name of the SMTP server | example.com |
| The port number of the SMTP server | 25 |
| The sender's name that is used as the display name by the Oracle BI EE system when it sends email | Oracle Business Intelligence |
| The email address used by the Oracle BI EE system when it sends email | defaultuser@defaultmailserver.com |
The following properties are in the | ||
| The base URL used by the Oracle BI EE system when the emails have embedded URLs | http://example.com:7012/_dav/cs/idcplg |
The following properties are in the | ||
| The absolute path of the location of the Oracle BI Presentation Catalog | /scratch/APPTOP/instance/BIShared/OracleBIPresentationServicesComponent/coreapplication_obips1/catalog/OracleBIApps |
The following property is in the Scheduler | ||
| The connection details for the Oracle BI Scheduler data source | (DESCRIPTION=(ADDRESS_LIST=(ADDRESS=(PROTOCOL=TCP)(HOST=example.com)(PORT=1565)))(CONNECT_DATA=(SERVICE_NAME=d8b4lfc1)) |
The following properties are in the | ||
| The name of the data source for the Oracle BI repository | Star |
| The name of the Oracle BI repository file. | OracleBIApps_BI0002 |
| The shared location for the Oracle BI repository | /scratch/APPTOP/instance/BIShared/OracleBIServerComponent/coreapplication_obis1/repository |
The following property in the | ||
| The global location of the Oracle BI EE server cache | /scratch/APPTOP/instance/BIShared/OracleBIServerComponent/coreapplication_obis1/cache |
Oracle RTD Inline Services (BI_RTD_SPE_ILS_DEPLOY_CONFIG) | The following properties are in the DEPLOY_USER_CREDENTIALS configuration group: | |
| The user name used to deploy the RTD SPE inline service | weblogic |
| The absolute path of a secure file that contains the password for the connection | /scratch/oracle/rtd_pass.txt |
RPD_CONFIG | The following properties are in the CONNECTIONPOOLS configuration group: | |
| Connection pool user name (the database schema name). The name may be a variable, in the format | VALUEOF(ORACLE_INITBLOCK_USER) |
| Oracle BI repository connection pool data source name or definition. The name may be a variable, in the format | VALUEOF(ORACLE_INITBLOCK_DSN) |
| If this is an ADF connection, the Business Component URL | http://example.com:10603/fscmAnalytics/obieebroker |
| The absolute path of a secure file that contains the password for the connection to the Oracle BI repository data source | /scratch/oracle/rpd_ds_conn_pass.txt |
The following properties are in the VARIABLES configuration group: | ||
| The name of the variable that is used in the Oracle BI repository connection pool definitions. There can be multiple name/value pairs. | ORACLE_INITBLOCK_USER |
| The value of the variable that is used in the Oracle BI repository connection pool definitions. There are multiple name/value pairs. | 'ORA_INIT_USER' |
Table 16-14 describes the move plan properties that you can change for Oracle BI EE Data Warehouse Administration Console.
Table 16-14 Move Plan Properties for Oracle BI EE Data Warehouse Administration Console (DAC)
Properties | Description | Example |
---|---|---|
DAC Configuration | The following properties are in the DAC-SERVER-CONFIGURATION configuration group: | |
| The URL to connect to the DAC repository | jdbc:oracle:thin:@example.com:1521/example.com |
| The name of the JDBC driver | oracle.jdbc.driver.OracleDriver |
| The user name used to connect to the DAC repository | IMPORT_DAC |
| The absolute path of a secure file containing the password for the user to connect to the DAC repository. You must provide a password file, even if you are not changing the configuration. | /scratch/biplatform/cloning/password_DAC.txt |
The following properties are in the EMAIL-CONFIGURATION configuration group: | | |
| The host name of the email server | example |
| The protocol for the email server | smtp |
| The email address of the user | test@test.te |
| The flag indicating whether the corporate email server requires authentication. Valid values are | true |
| The flag indicating whether an SSL connection is required. Valid values are | false |
| The port where the email server listens | 5555 |
| User name for the email account | test |
| The absolute path of a secure file containing the password for the user of the email server. (Only required if you needs_authentication is | /scratch/biplatform/cloning/password_email.txt |
The following properties are in the DATAWAREHOUSE-CONFIGURATION configuration group: | | |
| ||
| The URL to connect to the Data Warehouse | jdbc:oracle:thin:@example.com:1521/example.com |
| The name of the JDBC driver | oracle.jdbc.driver.OracleDriver |
| The user name used to connect to the Data Warehouse | IMPORT_DW |
| The absolute path of a secure file containing the password for the user to connect to the Data Warehouse. You must provide a password file, even if you are not changing the configuration. | /scratch/biplatform/cloning/password_DW.txt |
The following properties are in the INFORMATICA-CONFIGURATION configuration group: | | |
| The Informatica server home | /scratch/infahome/ |
| The domain's infa file location | /scratch/infahome/domains.info |
| The directory where the Informatica parameter files are stored (or | DEFAULT |
The following properties are in the DATASOURCES-CONNECTION-DETAILS configuration group: | | |
| The physical data source type. Possible values are: | Source |
| The type of database connection. Possible values are: | Oracle (Thin) |
| The data source connection string. If you are using:
| orcl.example.com |
| The name of the table owner | DB_USER |
| The host name of the server where the database resides | example.com |
| The port where the database receives requests | 1521 |
| The JDBC driver for the data source connection. The value in this field must conform to the database specifications. | oracle.jdbc.driver.OracleDriver |
| The JDBC URL for the data source connection. The value in this field must conform to the database specifications. | jdbc:oracle:thin:@example.com:1521/orcl.example.com |
| The absolute path of a secure file containing the password for the user to connect to data source. You must provide a password file, even if you are not changing the configuration. | /scratch/biplatform/cloning/password_ds.txt |
| The connection pool name | FSCM_OLTP."Connection Pool" |
| Database type of the transactional data source | Oracle |
The following properties are in the EXTERNAL-EXECUTORS configuration group: | | |
| The execution type for the tasks that will be executed by the external executor | ODI 11g Embedded Agent |
| The name of the property that must be configured to integrate DAC with other Extract, Transform, and LoadExtract, Transform, and Load (ETL) tools. There are multiple properties for the external executors. Name is the name of the property. Value is the value that defines the property. | <name>ODIUser</name> <value>TestUser</value> |
Table 16-15 describes the move plan properties that you can change for Oracle Essbase.
Table 16-15 Move Plan Properties for Oracle Essbase
Properties | Description | Example |
---|---|---|
Oracle Essbase | The following properties are in the | |
| The absolute path for | /scratch/oracle/shared_essbase |
| The port range for Oracle Essbase | 9000-9499 |
| The port number of the Oracle Essbase agent | 9799 |
| The administration user name for Oracle Essbase | weblogic |
| The absolute path of a secure file containing the password for the Oracle Essbase administration password | /scratch/oracle/essbase_passwd.txt |
Aggregate Storage (ASO) Application | The following properties are in the | |
| The absolute path of the application file | /scratch/oracle/aso |
| The maximum size of the file, in bytes. | 1.34217727E8 |
| The maximum size of the disk, in bytes | 4.294967295E9 |
Block Storage (BSO) Application | The following properties are in the BSOAppsDiskVolumeCustomizations configuration group. Each Oracle Essbase block storage (BSO) application has a name and database name property, followed by the following properties: | |
| The location of the disk volume | /scratch/biplatform |
| The file type of the disk volume, such as | index_data |
| The size of the volume, in bytes | 2.147483648E9 |
| The size of the partition, in bytes | 9.007199254739968E15 |
Table 16-16 describes the move plan properties that you can change for the EPM Registry.
Table 16-16 Move Plan Properties for the EPM Registry
Properties | Description | Example |
---|---|---|
| The following properties are in the reg.properties configuration group: | |
| The URL to connect to the EPM Registry database | jdbc:oracle:thin:@example.com:1570/db20258 |
| The name of the JDBC driver | oracle.jdbc.OracleDriver |
| The user name used to connect to the EPM database | FUSION_BIPLATFORM |
| The absolute path of a secure file containing the password for the user to connect to the EPM database. You must provide a password file, even if you are not changing the configuration. | /scratch/biplatform/password_epm_jdbc.txt |
The following properties are in the EPM_COMPONENTS group. | | |
The following properties are in the | ||
| The database server host name | example.com |
| The database user name | FUSION_BIPLATFORM |
| The JDBC URL to connect to the database | jdbc:oracle:thin:@example.com:1570/db20258 |
| The database name. For Oracle Database, use the service name or SID | db20258 |
| The database port number | 1570 |
| The absolute path of a secure file containing the password for the user to connect to the database. You must provide a password file, even if you are not changing the configuration. | /scratch/biplatform/password_epm_db.txt |
The following properties are in the | ||
| The host name of the front-end web server or load balancer | example2.com |
| The port of the front-end web server or load balancer. This is a subentry to the | 10621 |
| The flag indicating whether the front end is in SSL mode. Valid values are | false |
| The SSL port of the front-end web server or load balancer | 10218 |
The following properties are in the | ||
| The host name of the server hosting the Workspace web application | example.com |
| The port where the Workspace web application is running | 10217 |
| The SSL port (if configured for SSL) where the Workspace web application is running | 10218 |
The following properties are in the | | |
| The host name of the web server that the web application is configured to use | example.com |
| The port where the web application is running | 10217 |
| The flag indicating whether the front end is in SSL mode. Valid values are | false |
The following properties are in the | | |
| The host name of the server hosting the Oracle Calculation Manager web application | example.com |
| The port where the Oracle Calculation Manager web application is running | 10217 |
| The SSL port (if configured for SSL) where the Oracle Calculation Manager web application is running | 10218 |
The following property contains the name of the Oracle Essbase cluster | | |
| The name of the Oracle Essbase cluster. There may be more than one cluster | EssbaseCluster-1 |
The following properties are in the | | |
| The host name of the Oracle Essbase server | example.com |
| The | /scratch/rmunugal/shared_essbase |
| The location of the Oracle Essbase application location | /scratch/biplatform/instances/instance1/Essbase/essbaseserver1 |
| The agent port number of the Oracle Essbase server | 9511 |
| The start of the range of ports used by agent for Oracle Essbase server | 9000 |
| The end of the range of ports used by agent for Oracle Essbase server | 9499 |
The following properties are in the | | |
| The host name of the server hosting the Oracle BI EE web application. | example.com |
| The port where the Oracle BI EE web application is running | 10217 |
| The SSL port (if configured for SSL) where the Oracle BI EE web application is running | 10218 |
The following properties are in the | | |
| The host name of the server hosting the Oracle Essbase APS web application | example.com |
| The port where the Oracle Essbase APS web application is running | 10217 |
| The SSL port (if configured for SSL) where the Oracle Essbase APS web application is running | 10218 |
The following properties are in the P | | |
| The host name of the server hosting the Financial Reporting web application. | example.com |
| The port where the Financial Reporting web application is running | 10217 |
| The SSL port (if configured for SSL) where the Financial Reporting web application is running | 10218 |
Table 16-16 describes the move plan properties that you can change for Oracle BI Action Framework
Table 16-17 Oracle BI Action Framework
Properties | Description | Sample Value |
---|---|---|
| The following property is in the location-alias group: | |
| The URL corresponding to the action name Note that there may be more than one name/value pair | http://adc10001.us.oracle.com:9704/analytics |
Configuration information for Oracle Topology Manager is moved from a source environment to a target environment using the configuration scripts. However, you must modify the move plan to specify the Oracle Topology Manager properties for the target environment before you apply the copied configurations from the source environment to the target environment.
Table 16-18 describes the Oracle Topology Manager properties. Edit the values of each property.
Table 16-18 Oracle Topology Manager Properties
Configuration Group | Property | Description | Sample Value |
---|---|---|---|
|
| Name of the environment |
|
|
| Database name |
|
| Database system identifier (SID) |
| |
| Database host name |
| |
| Database port number |
| |
|
| Name of the administrator server for this domain |
|
| Protocol used by the administrator server for this domain |
| |
| Administrator server host name for this domain |
| |
| Administrator server port number for this domain |
| |
| Protocol used by the internal server for this domain |
| |
| Host name of the internal server for this domain |
| |
| Port number of the internal server for this domain |
| |
| Protocol used by the external server for this domain |
| |
| Host name of the external server for this domain |
| |
| Port number of the external server for this domain |
| |
| Protocol used by the node manager for this domain |
| |
| Port number of the node manager for this domain |
| |
| JMX port number for this domain |
| |
| Full path of the location where Oracle Enterprise Manager is hosted for this domain |
| |
|
| Protocol used by the external server for this deployed application | http |
| Host name of the external server for this deployed application |
| |
| Port number of the external server for this deployed application |
|
The ECSF seed data (data in the ECSF tables) is moved from the source environment to the target environment using the configuration scripts. Running the copyConfig
script creates a configuration archive that contains the snapshot of the ECSF seed data. The extractMovePlan
script extracts the environment specific ECSF configuration properties from the source environment into the move plan. You must modify the move plan to specify the ECSF parameter values for the target environment before you execute the pasteConfig
script.
ECSF plug-in execution varies from domain to domain. In the CommonDomain
domain, it extracts all the data from ECSF tables from source database and imports the data into the target database. In the CRMDomain
, HCMDomain
, and FinancialDomain
domains, if the corresponding search service component is active, it updates certain records specified in the move plan. The plug-in does not do anything in other domains.
Table 16-19 describes the ECSF properties. Edit the values of the ECSF properties in the move plan.
Table 16-19 ECSF Properties
Property | Description | Sample Value |
---|---|---|
| URL to Oracle SES administrative web service end point |
|
| URL to Oracle SES Query web service end point |
|
| URL to ECSF servlets. This URL is used to construct config feeds for Oracle SES |
|
| URL to ECSF servlets. This URL is used to construct config feeds for Oracle SES. ECSF runtime URL and ECSF Security Service URL can be set to two different servers, which is also what Oracle SES supports |
|
| URL to ECSF feed servlets. This URL is used to redirect drilldowns or actionable results |
|
Note: Any properties that are internally derived do not appear in the move plan. |
You must modify entries in the move plan to change the writable attributes of configuration properties (configProperty
) such as server names, user names, passwords, and so on for the target environment before you apply the copied configurations from the source environment to the target environment.
Table 16-20 describes the Oracle SES properties. Edit the values of these properties in the move plan.
Note: Oracle SES is dependent on theSEARCH_TOP property of the ESS-EXT component. You must modify the value of the SEARCH_TOP property. For information, see Section 16.6.6. |
Table 16-20 Oracle SES Properties
Configuration Group | Property | Description | Sample Value |
---|---|---|---|
|
| The HTTP endpoint for authentication. This is the URL for the search application deployment endpoint for the Oracle Fusion customer. |
|
|
| The file or HTTP URL of the configuration file. For Oracle Fusion sources, the value is the URL for the search application deployment endpoint. For WebCenter sources, the value is the WebCenter RSS crawl servlet endpoint. | For Oracle Fusion sources:
For WebCenter sources:
For Oracle UCM sources:
|
| (Optional) The Oracle Single Sign-On login URL that protects all Oracle Single Sign-On applications. This parameter is relevant when the authentication type is |
| |
| (Optional) The Oracle Single Sign-On action URL that authenticates Oracle Single Sign-On user credentials. This is the URL to which the Oracle Single Sign-On login form is submitted. This parameter is relevant when the authentication type is |
| |
| (Optional) Local directory where status files can be temporarily written |
| |
| The JDBC connect string for the database |
| |
| The password to log in to the database | ||
| The prefix to the content of the URL column to form display URL. For Oracle WebCenter sources, use the Oracle WebCenter instance URL. |
| |
|
| The HTTP endpoint for Oracle Fusion authorization. For Oracle Fusion sources, the value is the URL for the search application deployment endpoint. | For Oracle Fusion sources:
For Oracle UCM sources:
|
| (Optional) The HTTP host to prefix the access URL to form the display URL. For Oracle Fusion sources, the value is the URL for the search application deployment endpoint. | For Oracle Fusion sources:
For Oracle UCM sources:
| |
| The URL servicing the lookup of authorization information. For WebCenter sources, the value is the WebCenter auth servlet endpoint. |
| |
| The JDBC connect string for the database |
| |
| The password to log in to the database. | ||
|
| The prefix to the content of the URL column to form the display URL. For WebCenter sources, use the WebCenter instance URL. |
|
Modify the move plan by editing the environment.properties
specific entries within the movableComponent
of type ESS-EXT
according to the target environment.
Table 16-21 describes the required ESS properties. Edit the values of these properties in the move plan.
Note: You do not need to change the value of the ID attribute inconfigProperty that corresponds to location of the environment.properties file. |
Table 16-21 ESS Properties
Property | Description | Sample Value |
---|---|---|
| The top level directory where the bin directory of C executables resides |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| The top level directory of the product |
|
| Colon separated set of library directories |
|
| The top level directory where Oracle products are installed for the database client |
|
| The full path of the spawned job. In Windows environments, |
|
| Oracle SES mid-tier installation home, which is one directory level below the Middleware home |
|
| The directory that stores files related to the database connection, such as |
|
| The TNS name identifying the database to which spawned jobs should connect. In Windows environments, the environment variable is |
|
| The CSF wallet location in the Oracle Fusion Applications Middleware home |
|
| The location of the |
|
You must modify the move plan to specify the Oracle Universal Content Management (Oracle UCM) properties for the target environment before you apply the copied configurations from the source environment to the target environment.
Table 16-22 describes the Oracle UCM properties. Edit the values of each property.
Table 16-22 Oracle UCM Properties
Configuration Group | Property | Description | Sample Value |
---|---|---|---|
| Name of the local mail server. The Oracle Content Server contacts this system to deliver email. |
| |
| The email address for the system administrator. This address is used in the |
| |
| Many generated HTML pages refer to the web server you are using. The address specified here is used when generating those pages. The address should include the host and domain name in most cases. If your web server is running on a port other than 80, append a colon and the port number. This defaults to the Oracle WebLogic Server host and port number if left blank. |
| |
| The actual host where the Oracle UCM is running and where the Intradoc server ports are available for Oracle Content Server and Oracle Inbound Refinery (Oracle IBR). |
| |
| The properties in this configuration group apply to the Oracle Content Server deployment. | ||
| The server socket port number that applications like Remote Intradoc Client (RIDC) use to communicate with the Oracle Content Server. |
| |
| A security filter for the Server Socket Port. Hosts that are allowed to communicate directly with the server port may access any resources managed by the server. Ensure that hosts that need access are included in the filter. |
| |
| The properties in this configuration group apply to the Inbound Refinery deployment. | ||
| The server socket port number that applications like RIDC use to communicate with the Inbound Refinery server. |
| |
| A security filter for the Server Socket Port. Hosts that are allowed to communicate directly with the server port may access any resources managed by the server. Ensure that hosts that need access are included in the filter. |
| |
| The path to the system font directory. Used by Outside-In filters when generating font images. Required to create thumbnails and direct conversions to PDF. In order for the path to resolve, you must use |
|
You must modify the move plan to specify the Oracle Imaging and Process Management (Oracle I/PM) properties for the target environment before you apply the copied configurations from the source environment to the target environment.
Table 16-23 describes the Oracle I/PM properties. Edit the values of each property.
Table 16-23 Oracle I/PM Properties
Configuration Group | Property | Description | Sample Value |
---|---|---|---|
| Administrative user ID used during the |
| |
|
| A comma separate list of directories where input sources look for work |
|
| Directory that holds the sample data for the input UI |
| |
| Location of the TrueType (TTF) font files used by the OIT rendering package |
| |
|
| Location of the repository. The value must be |
|
| Oracle UCM server port used when the local content server is used. If not using local content server connection, remove the configuration property. |
| |
| Specifies ( |
| |
|
| HTTP Front End Address used in the IPM SOA: Connection Settings UI |
|
| Credential alias used in the IPM SOA: Connection Settings UI |
|
You must modify the move plan to specify the Oracle Data Integrator properties for the target environment before you apply the copied configurations from the source environment to the target environment.
Table 16-24 describes the Oracle Data Integrator properties. Edit the values of each property.
Table 16-24 Oracle Data Integrator Properties
Configuration Group | Property | Description | Sample Value |
---|---|---|---|
|
| ODI Master Repository ID. It should be different than source repository ID |
|
| Password for the |
| |
|
| Directory location for the data source of "file" technology |
|
| Directory location for the data source of "file" technology |
| |
| Drive class for "Oracle" technology |
| |
| JDBC URL for connecting to the data server |
| |
| User name for the physical data servers connection |
| |
| Password file for the physical data servers connection |
| |
|
| Agent host name |
|
| Agent host port |
|
This section describes the move plan properties for Oracle Fusion Applications, startup configuration, Oracle Human Workflow configuration, and Oracle Database client configuration.
Note: The Oracle Database client configuration is reset to the initial out-of-box configuration set by provisioning. Any additional properties added to the source environment are not moved to the target environment. Therefore, you need to copy any additional properties to the target environment. |
Table 16-25 describes the Oracle Fusion Applications properties.
Table 16-25 Oracle Fusion Applications Properties
Configuration Group | Property | Description | Sample Value |
---|---|---|---|
|
| Oracle Global Order Promising home location present in the |
|
| Oracle Enterprise Content Management instance home location present in the |
| |
| Heap dump path location present in the |
| |
| Oracle Enterprise Scheduler instance home location present in the |
| |
| Oracle Database client home location present in the |
| |
|
| OHS or load balancer URL value for the SOA cluster configured in |
|
|
| Location of password file which contains password to create the database client wallet |
|
| Database service name of the |
| |
| Database host name of the |
| |
| Database port number of the |
| |
| Database schema name (user name) to login to database |
| |
| Location of password file which contains schema password to login to the database |
| |
|
| The external OHS URL for all the Oracle Fusion applications human workflow task flows |
|
| The external OHS URL for all the Oracle Fusion applications human workflow task flows ( |
|
Apply the copied configurations from the source environment to the target environment by running the pasteConfig
script for each source entity (for example, Oracle WebLogic Server domain, OHS instance, or Node Manager) separately, using the same modified move plan. You must run the pasteConfig
script on the target environment.
Run the pasteConfig
script for the source entities in the following order:
CommonDomain
CRMDomain
and FinancialDomain
For Oracle WebLogic Server domains, run the pasteConfig
script on the Administration Server host. For system components like OHS, run the script on the host where that component runs. For Node Manager, run the script on each host.
This section covers the following topics:
Note: If you extracted multiple move plans, you must use the move plan corresponding to each domain or system component instance. |
Running pasteConfig
applies the copy of the source Oracle WebLogic Server Java EE component to the target environment by unpacking and recreating the domain configuration, MDS, and component-specific configuration into the specified Middleware home.
Note: Make sure the Oracle WebLogic Server administrator user name is the same on both source and target environments. The password will be the same across the environments if the authenticator is on an embedded LDAP, but the password can be different if the authenticator is on an external LDAP. The hostname and listen port of any server can be different on the target environment, and you can modify those entries accordingly in the move plan.You can only invoke |
Use the following syntax to run pasteConfig
for Oracle WebLogic Server domains:
The following example shows how to apply the copy of the domain to the /fusionapps
Middleware home:
USER_HOME
/jrockit_160_20_D1.0.1-1705//net/mount1/appbase
represents the top level applications base directory for binaries, while /net/mount2
represents the top level applications configuration directory for configuration files.
Table 16-26 describes the options for the pasteConfig
script for Oracle WebLogic Server Java EE components.
Table 16-26 Options for the pasteConfig Script for Oracle WebLogic Server Java EE Components
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file created by the | Mandatory |
|
| The absolute path of the target domain. The domain location must not already exist for the specified Middleware home. The domain directory may be located outside of the directory structure of the Middleware home. | Mandatory |
|
| The absolute path of the target Middleware home in which the copy of the domain will be applied. | Mandatory |
|
| The absolute path of the file containing the domain Administration Server user password. | Mandatory |
|
| The absolute path of the modified move plan in the target environment. | Mandatory |
|
| The absolute path of the Oracle WebLogic Server application directory on the target. | Optional |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To specify that it not prompt for confirmation, specify this option with the value of | Optional |
Running pasteConfig
applies the copy of a system component, such as OHS, to the target environment by pasting the configuration files of the source component into the specified Oracle instance.
Note: You must use an Oracle home that contains the OHS binaries when you paste the OHS configuration files into the specified Oracle instance. |
Use the following syntax to run pasteConfig
for system components:
The following example shows how to apply the copy of the OHS instance to the Oracle instance CommonDomain_webtier
and how to name the moved OHS instance ohs1
:
USER_HOME
/jrockit_160_17_R28.0.0-679//net/mount1/appbase
represents the top level applications base directory for binaries, while /net/mount2
represents the top level applications configuration directory for configuration files.
Table 16-27 describes the options for the pasteConfig
script for system components.
Table 16-27 Options for the pasteConfig Script for System Components
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file created by the | Mandatory |
|
| The absolute path of the modified move plan in the target environment. | Mandatory |
|
| The name of the target component to be moved. The name must be unique in the instance. | Mandatory |
|
| The name of the target Oracle instance. The name must be unique in the domain. | Mandatory for OHS |
|
| The absolute path of the target Oracle instance. If the Oracle instance does not exist at that location, the command creates the instance. | Mandatory |
|
| The absolute path of the target Oracle home. The target Oracle home must exist and it must contain the binaries for the component you are moving. | Optional, if the targetInstanceHomeLoc exists. In this case, the operation retrieves the value from the configuration. |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To specify that it not prompt for confirmation, specify this option with the value of | Optional |
Domain-Detail Options | These parameters are optional. If you choose to use the domain parameters, you must use all four parameters. | ||
|
| The name of the host on which the domain is configured. Use this option if you want to register the component with the domain. | Optional, if you do not want to register the component with the domain. |
|
| The port number of the domain. Use this option if you want to register the component with the domain. The domain port number is listed in the following file as the ORACLE_INSTANCE/config/OPMN/opmn/instance.properties For example:
| Optional, if you do not want to register the component with the domain. |
|
| The name of the administrative user for the domain. For example, | Optional, if you do not want to register the component with the domain. |
|
| The password file for the administrative user for the domain. For example, Use this option if you want to register the component with the domain. | Optional, if you do not want to register the component with the domain. |
Running pasteConfig
applies the copy of Node Manager to the target environment by pasting the configuration files of the source Node Manager into the specified Node Manager home.
Note: All the domains that are to be managed by the Node Manager should be moved before applying the copy of Node Manager to the target environment, and the Administration Server must be in running state.After running Even if the source Node Manager connection between the Administration Server and the Node Manager is configured with SSL, they will both change to plain socket connection type after the copy of Node Manager is applied to the target environment. For more information, see Section 16.8.3. |
Use the following syntax to run pasteConfig
for Node Manager on each machine within the topology in the target environment:
The following example shows how to apply the copy of Node Manager to the Node Manager home located in CommonDomain_webtier
:
USER_HOME
/jrockit_160_17_R28.0.0-679/Table 16-28 describes the options for the pasteConfig
script for Node Manager.
Table 16-28 Options for the pasteConfig Script for Node Manager
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
| None | If the operating system is 64-bit UNIX, pass the To set the runtime property, you can specify the setenv T2P_JAVA_OPTIONS "-d64 -Djava.io.tmpdir=/home/t2p/temp" | Optional |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file created by the | Mandatory |
|
| The absolute path of the target Node Manager. | Mandatory |
|
| The absolute path of the target Middleware home in which the copy of Node Manager will be applied. | Mandatory |
|
| The absolute path of the modified move plan in the target environment. | Mandatory |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To specify that it not prompt for confirmation, specify this option with the value of | Optional |
You past the configuration of the following Oracle BI Enterprise Edition components:
Running pasteConfig
applies the copy of Oracle BI Enterprise Edition to the target environment by pasting the configuration files of the source Oracle BI Enterprise Edition into the specified Oracle BI Enterprise Edition home.
Use the following syntax to run pasteConfig
for Oracle BI Enterprise Edition on each machine within the topology in the target environment:
The following example shows how to apply the copy of Oracle BI Enterprise Edition to the Oracle BI Enterprise Edition home located in BIDomain
:
Table 16-29 describes the options for the pasteConfig
script for Oracle BI Enterprise Edition.
Table 16-29 Options for the pasteConfig Script for Oracle BI Enterprise Edition
Options | Shortcut | Description | Mandatory or Optional |
---|---|---|---|
| None | The absolute path of the Java Developer's Kit. | Mandatory |
|
| The absolute path of the archive location. Use this option to specify the location of the archive file created by the | Mandatory |
|
| The absolute path of the target Oracle instance. If the Oracle instance does not exist at that location, the command creates the instance | Mandatory |
|
| The name of the target Oracle instance. The name must be unique in the domain. | Mandatory for OHS |
|
| The absolute path of the target Oracle home. The target Oracle home must exist and it must contain the binaries for the component you are moving. | Mandatory |
|
| The port number of the source domain. | Mandatory |
|
| The name of the administrative user for the source domain. | Mandatory |
|
| The password file location for the administrative user for the domain. | Mandatory |
|
| The location of an existing directory. A new log file is created in the directory. | Optional |
| None | Specifies whether the operation operates silently. That is, it does not prompt for confirmation. The default is that the operation prompts for confirmation. To specify that it not prompt for confirmation, specify this option with the value of | Optional |
Moving the Oracle WebLogic Server domains from a source environment to a target environment also moves some Oracle Fusion Middleware components, but additional tasks are required for completing the move.
Update the following files in the domains to fix the Oracle Database client install location on the target environment:
In this scenario, you have installed Oracle WebCenter in a source environment as described in the section "Moving Oracle WebCenter to a Production Environment," of the Oracle Fusion Middleware Administrator's Guide, and you want to move it to a target environment, which does not yet exist. To move Oracle WebCenter to a new target environment, perform the following tasks:
To move Oracle WebCenter, follow the procedures in the following tasks:
To export Oracle WebCenter and data required for the applications from the source environment:
ORACLE_home
/bin
(UNIX) and the ORACLE_HOME
\bin
(Windows) directories, where ORACLE_HOME
is the Oracle home for the Oracle Database): ORACLE_home
/bin
(UNIX) and the ORACLE_HOME
\bin
(Windows) directories, where ORACLE_HOME
is the Oracle home for the Oracle Database): To import the Oracle WebCenter data to the target environment:
ORACLE_HOME
is the Oracle home for the Oracle Database): ORACLE_HOME
is the Oracle home for the Oracle Database): To copy Oracle Universal Content Management configuration from the source to the target for seeded Space Templates:
- appName
User
(and appName
AuthenUser
if it exists), for example: UCM_Spaces_adcges03_us_oracle_User
and UCM_Spaces_adcges03_us_oracle_AuthenUser
- PersonalSpacesRole
(and PersonalSpacesAuthenRole
if it exists)
- appName
, for example, UCM_Spaces_adcges03_us_oracle_
- PersonalSpaces
Managed Server WC_Spaces
. IdcToken
token: hostname
> spacetemplate. IsSoap=1
to the end of the URL produced from navigation done in the previous step. idcToken
and take note of its value. For example: For each template which requires provisioning and folder creation in Oracle Universal Content Management, a service call URL needs to be build to create the folders. For Oracle Fusion Applications, this step needs to be repeated for two Space Templates:
URL for Space Template Oracle_Fusion_Sales_GS_Template
:
URL for Space Template Project_Space_Template_for_Oracle_Fusion_Projects
:
In the above URLs, replace the values in <>
with the values for your environment, where:
<parentFolderPath>
is the path to the folder containing the template folders, for eample: <idcToken>
is thev alue obtained from sub-step 1a of this task, for example: For both URLs, perform the following steps:
IdcService
and including IdcService
. The folder for the template is created.
hostname
> spacetemplate. All the templates created should now be listed.
To complete the movement of Oracle BI EE, perform the following tasks:
To move Oracle BI EE, follow the procedures in the following tasks:
If the passwords for following App IDs are not properly provided in move plan, you must the update target environment with the new passwords:
FUSION_APPS_PROV_PATCH_APPID
FUSION_APPS_PRC_BI_APPID
FUSION_APPS_BI_APPID
To update the App ID passwords:
listCred
commands to retrieve passwords for FUSION_APPS_PROV_PATCH_APPID
, FUSION_APPS_PRC_BI_APPID
, and FUSION_APPS_BI_APPID
. fusionapps
Middleware subdirectory, start the WebLogic Scripting Tool (WLST): fusionapps
Middleware directory: FUSION_APPS_PROV_PATCH_APPID
and FUSION_APPS_PRC_BI_APPID
. In Oracle Fusion Applications, there are two data sources which are configured using APP IDs:
BIDomain
: BIAnalytics
data-source User: FUSION_APPS_PROV_PATCH_APPID
ProcurementDomain
: BIAnalyticsServer
data-source User: FUSION_APPS_PRC_BI_APPID
To change JDBC data for the source configuration through the Oracle WebLogic Server Administration Console for the BIDomain
and ProcurementDomain
domains:
The Summary of JDBC Data Sources page displays.
BIDomain
domain or BIAnalysticsServer data source for the ProcurementDoamin
domain. This opens the repository in offline mode. This mode enables you to view and modify a repository while it is not loaded into the Oracle BI Server. If you attempt to open a repository in offline mode while it is loaded into the Oracle BI Server, the repository opens in read-only mode. Only one Administration Tool session at a time can edit a repository in offline mode.
oracle.apps.crm*
, oracle.apps.fscrm*
, oracle.apps.hcm*
. For more information about the Oracle BI administration Tool, see the section "Before You Begin" in the Oracle Fusion Middleware Metadata Repository Builder's Guide for Oracle Business Intelligence Enterprise Edition (Oracle Fusion Applications Edition).
BIDomain
domain. See the section "Configuring Repositories" in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition. LDAP directories that contain the GUIDs should be fan-out replicas in both the source and the target environments.
Oracle BI EE source servers are configured against a source LDAP and the target servers against the corporate LDAP, but the source LDAP is not a fan-out copy of the corporate LDAP directory. A refresh of the LDAP GUIDs is needed.
After changing the directory server that is used as the data source for the authentication provider, it is best practice to update the user GUIDs. If the same user name exists in both directory servers (original and new), then the original user GUID might conflict with the user GUID that is contained in new directory server. A refresh forces the system to reference the user GUID that is contained in the new directory server. Authentication errors might result if the GUIDs are not refreshed and the system detects a mismatch for the user GUID.
The GUIDs that are stored in the Oracle BI Presentation Catalog or in the Oracle BI repository file can be resynchronized and refreshed as described in the following procedure. Before you begin this procedure, ensure that you are familiar with the information in "Manually Updating Oracle Business Intelligence Configuration Settings Not Normally Managed by Fusion Middleware Control" in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
This procedure requires that you manually edit the configuration files to instruct Oracle BI Server and Oracle BI Presentation Services to refresh the GUIDs on restart. Once completed, you edit these files to remove the modification. For information about where to locate Oracle Business Intelligence configuration files, see the section that describes where configuration files are located, in Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
Note: Refreshing the GUIDs requires that you stop and restart the system components from the command line and not Fusion Middleware Control. This includes the Administration Server and Managed Servers. After the Administration Server is stopped, you cannot start it from Fusion Middleware Control because it is not available during this time. |
To refresh the user GUIDs:
NQSConfig.INI
file for editing. For information, see "Where are Configuration Files Located?" in Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition. FMW_UPDATE_ROLE_AND_USER_REF_GUIDS = NO
and change its value to YES
. opmnctl
parameters stopall
and startall
. You can use the parameter status
to verify process status throughout. The following components are involved: Presentation Services, Oracle BI Server, Oracle BI Scheduler, Oracle BI Cluster Controller, and Oracle BI JavaHost.
For information about using opmnctl
commands, see "Using the OPMN command line to Start and Stop Oracle Business Intelligence System Components" in Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
NQSConfig.INI
file to reset the FMW_UPDATE_ROLE_AND_USER_REF_GUIDS = YES
to NO
and restart the Oracle BI Servers. none
, or comment out the last line added to the instanceconfig.xml file (that instructs Presentation Services to refresh GUIDs on restart, as specified in Step 3). For information, see "Starting and Stopping the Oracle Business Intelligence Components" in Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
If required, enable new agents. If new agents were created in the source environment, click each agent in the Oracle BI Presentation Services Catalog Manager (in the target environment) to enable it. For more information about enabling new agents, see the "Working with the Properties of Catalog Objects" section of the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
To complete the movement of Oracle Enterprise Scheduler Service (ESS) from a source environment to a target environment, you must move the custom PL/SQL procedures if you created them in the source environment.
Re-create the custom PLSQL procedures in the FUSION
schema by using the PL/SQL job logic text file that you created in the source environment.
Source types of portal, email, and mailing list are not moved from the source Oracle SES instance to the target Oracle SES instance. If you purchased an additional Oracle SES license and want to enable search non-Fusion sources, you must create these data sources in the target Oracle SES instance manually using the Oracle SES Administration GUI in the target Oracle SES instance. For information, see the Oracle Secure Enterprise Search Administrator's Guide.
The binary scripts move the Oracle home for Oracle Global Order Promising, used by Oracle Fusion Supply Chain Management, but they do not move the server instance from the source to the target environment. You must manually move the server instance.
Moving the server instance is based on the following assumptions:
fusionapps
Middleware directory (FA_MW_HOME
/gop
) for Oracle Global Order Promising is properly moved from the source to the target environment. SCMDomain
domain is properly moved from the source to the target environment. To move the server instance, follow the procedures in the following tasks:
Before you move the Oracle Global Order Promising server instance from the source to target environment, you must stop the following servers in the source environment:
You can stop the Managed Servers and the Administration Server with Oracle WebLogic Server Administration Console or with command line scripts:
You can stop Oracle Process Manager and Notification Server (OPMN) with:
For more information, see the "Starting and Stopping Oracle Fusion Middleware" chapter in the Oracle Fusion Middleware Administrator's Guide.
Move the Oracle Global Order Promising server instance directory (APPLICATIONS_CONFIG
/instance/gop_1
) from the source to the corresponding location in the target environment.
Update the settings in the Oracle Global Order Promising server instance in the target environment by editing the following files:
gop_1/bin/opmnctl
$OracleInstance
and $OracleHome
lines with the correct Middleware home path for the target environment. gop_1/config/OPMN/opmn/opmn.xml
wallet-file
path for the /opmn/notification-server/ssl
element with the correct path in the target environment. /opmn/notification-server/port
element. gop_1/config/OPMN/opmn/instance.properties
Update adminPort
, oracleHome
, adminHost
, and adminUsername
.
gop_1/config/OPMN/opmn/ports.prop
/opmn/remote_port
and /opmn/local_port
to reflect the values specified in opmn.xml
. /GlobalOrderPromisingServer1/ListenPort
to the Oracle Global Order Promising server port to be used on the target environment. gop_1/config/GOP/GlobalOrderPromisingServer1/gopServerConfig.xml
Update the propertyList/port
field with the Oracle Global Order Promising server port to be used on the target environment.
Start the OPMN server in the target environment by running the following command:
To reregister the Oracle Global Order Promising instance:
SCMDomain
domain is running. To start the Administration Server, see section "Start the Administration Servers" in Section 3.3.2.1.
If you have custom provisioned Oracle Governance, Risk and Compliance Controls, use an Oracle Fusion Functional Setup Manager task in the target environment to move the Oracle Governance, Risk and Compliance Controls client configuration to the target Oracle Identity Manager server.
To move the GRC configuration:
The Manage Application Access Controls task is included in the Define Governance, Risk and Performance Controls task list, which is visible under the Common Applications... task list only if the offering was configured to include the Governance, Risk and Compliance feature prior to the creation of the implementation project. You can also manually add the task to the implementation project.
The domain directory is local to each machine, and pasteConfig
is performed only on the Administration Server. Subsequently, if the domain has multiple machines, you must re-create the local domain by using the Oracle WebLogic Server pack
and unpack
commands. For more information, see Oracle Fusion Middleware Creating Templates and Domains Using the Pack and Unpack Commands.
Note: If the Administration Server is using the shared storage, and the other Managed Servers on the Administration Server machine are using the local storage, then you must run thepack and unpack commands once even on the Admin Server machine to create the domain directory on the local storage. |
Functional Setup Manager provides a single user interface for performing all tasks related to Oracle Fusion Applications setup after installation and helps a company's Application Implementation Consultant (or a user with this role) to easily move the setup data between instances to reduce implementation time.
Note: An Application Implementation Manager (or a user with this role) can create configuration packages, but cannot submit the export or import processes, or upload or download them. |
Rather than entering configuration data from scratch, customers can reuse and customize configuration packages and their associated setup data, which then can be exported from the source instance and imported into the target instance for any Oracle application delivered in Oracle Fusion Applications. For more information, see the "Importing and Exporting Setup Data" section in the Oracle Fusion Applications Information Technology Management, Implement Applications Guide.
Generic export and import comprises the following tasks:
Create the configuration package in the source environment by selecting an existing implementation project containing the setup data to be exported. The configuration package can contain only the setup task list, or it can contain both the setup task list and the setup data.
This process creates a configuration package and optionally selects only specific business objects or scope values to be exported. This process can be scheduled or run immediately.
To create a configuration package:
Each time a configuration package is submitted, a row is created for the process and the status is displayed. The Status links to a detailed display of the process results, including all the objects processed and their errors. The Setup Data Report icon links to a report containing details of the setup data exported to the configuration package.
Alternatively, you can click Save and Close to save the configuration package definition and resume at a later time with Task 2.
You can run Export Setup Data process immediately or schedule it to run on a specific date and time.
You can also export the setup data for a configuration package several times. Each time you export the setup data, you create a different version that can be used for multiple purposes, such as backing up the implementation at specific times.
To export a configuration package:
In order to import the setup data into a different instance from where the setup data was exported, you must first download the configuration package after a successful export. This configuration package is uploaded and imported into the instance where the import will be performed.
To download the package:
This action downloads the structure and setup data associated with the configuration package, depending on the selections made when the configuration package was selected. This is the file that can be imported to another instance to replicate the setup data.
In order to move the setup data for an implementation to a target instance, you must first upload the configuration package to that target instance.
To upload the configuration package:
During the upload process, an implementation project is created. You can use this implementation project to understand the list of tasks used as the source of the configuration package.
Once the configuration package is uploaded, you can review its details and reports before importing it. You can access these by clicking Download or View Setup Data Report in the Processes Detail table, or by selecting these options from the Actions dropdown list.
To import the configuration package:
Note: There may be multiple versions of a configuration package. Select the version with the typeUpload . |
Identification information about the uploaded configuration package displays. You can verify the information and select how to process it.
Note: Clicking Next also gives you the option to submit the process to the queue immediately. |
Once the import process is submitted, you can monitor its progress from the Manage Configuration Packages or Manage Export and Import Processes pages.
If the import-process status is "User Action Required," review the details, take the appropriate actions, and then resume the process.
Once the process completes, process results contains detailed information on the list of objects for which setup data was imported and any errors that may have occurred.
After you move the Oracle Fusion Applications components across environments, you must complete the following tasks:
Since GUIDs are not preserved during movement to a target environment, you must reconcile the GUIDs in the security policies. See Section 4.4.3.
After completing the movement process, you must complete the Oracle RAC configuration in the target environment for any of the following scenarios that apply:
For example, if the source environment contains three Oracle RAC instances, and the target environment contains four Oracle RAC instances, then you will have three generic data sources that are named mds-soa-rac1
, mds-soa-rac2
, and mds-soa-rac3
. You must add one additional generic data source to the target environment.
For example, if the source environment contains four Oracle RAC instances, and the target environment contains three Oracle RAC instances, then you will have four generic data sources that are named mds-soa-rac1
, mds-soa-rac2
, mds-soa-rac3
, and mds-soa-rac4
. The extra generic data source (mds-soa-rac4) points to the third Oracle RAC instance in the target environment (the third Oracle RAC instance will contain both mds-soa-rac3
and mds-soa-rac4
). You must remove mds-soa-rac4
from the last Oracle RAC instance in the target environment.
After completing the movement process, you must set up security, such as configuring SSL and hardening. For information, see Section 4.7.
You must also enable the SSL configuration for Node Manager:
SecureListener=true
in the NodeManager_Home
/nodemanager.properties
file. Plain
to SSL
. In Oracle WebLogic Server Administration Console, navigate to Environment, then Machines, then machine_mame, then Node Manager, then Type. Make sure that the Node Manager status is Reachable
.
It may be necessary to periodically bring production data into the test environment to conduct certain types of tests. For example, it might be useful to test Oracle Fusion Applications with realistic data in the following circumstances:
Before moving production data, consider the following:
Even when sensitive information is masked, you must use caution in granting access to this data in the test environment. In certain cases, you may not be able to mask out all sensitive data. For example, if you want to conduct heavy-duty payroll testing for validating new tax formulas, you may want to conduct the test with real payroll data.
To move components from a production environment to a test environment:
You may already have a test environment that is similar to production. However, if it does not exist or it is significantly different from production, you must create one from the production environment. You can use the procedure described in Section 16.2 to create any target environment from a given source environment. To create a test environment from production, follow this procedure and treat production as the source environment and test as the target environment.
When you bring production application data to the test environment, you must also bring the Oracle Identity Management objects to which they refer. These include such objects as the enterprise users and roles, and application policies.
To move Oracle Identity Management data for Oracle Fusion Applications from a production environment to a test environment, complete the following procedures:
Note: It is assumed that you have moved the Oracle Fusion Applications related artifacts for Oracle Identity Management from the source domain to the target domain. See Section 16.4. |
Move the identity store data by cloning the data using either the export and import operations or using replication.
Note: When moving from production to test, the Global Unique Identifiers (GUIDs) must be retained as is. By default GUIDs are copied in theldifwrite tool. |
Depending on the deployment requirement, you can move the identity store by using either the LDIF export and import or the replication procedure.
To clone the identity store data using export and import:
This command writes all entries under the node indicated by <dc=mycompany,dc=com>
to the file srcOid.ldif
.
If duplicated DistinguishedNames (DNs, which are common entries between the source and destination directories) are detected, review them to prevent unexpected results.
Tip: Back up the test database. If the next steps fails (and corrupts the database), the database must be restored. |
You can clone the identity store data using replication. For information, see the "Advanced Administration: Directory Replication" part in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory.
For security reasons, do not replicate the userpassword
attribute between test and production.
System identities in the test environment are not necessarily the same as that of production environment. The test environment should already have these defined, and they should be in a functioning state. However, if necessary, you can create additional system identities. For information, see Task 1, "Create the System Identities".
Note: Test users are required for managing the test environment. The test users can be created under a separate container under the same user search base, so that it becomes easier to track or clean up. |
The policy store in the test environment must have all the policies of the production environment. If the test environment is created from production, the test environment would have all the policies of the production environment. If the test environment was not created from production, then you must move the policy store data to the test environment.
Moving the policy store from a production environment to a test environment is based on the following assumptions:
Move the policy store from production to test using the same procedure for moving the policy store from test to production. See Section 16.4.2.
You must copy all the Oracle Fusion Applications data from production and mask the sensitive information before moving it to the test environment. For data model descriptions, see the product-specific documentation.
This section contains the following topics:
Note: The data masking tools operate on the Oracle Fusion Applications data in place and require the complete database. Since you would not mask the production database, you must make a copy of the production database.You cannot bring the entire production database to the test environment because it contains environment specific data, so you must create an intermediate copy of the production database, where you would run the masking tools and then selectively copy data to the test database. |
In this scenario, either the test environment does not exist or the production environment has deviated from the test in terms of patches, customizations, configuration changes, security changes, and so on.
FUSION
database at the test environment. FUSION
database using Oracle Fusion Applications Repository Creation Utility (Applications RCU). See the Oracle Fusion Applications Installation Guide. FUSION
schema at the test environment and copy it from the production environment. FUSION_DYNAMIC
schema at the test environment and copy it from the production environment. In this scenario, the test environment exists and it is an exact equivalent of the production environment in terms of patches, customizations, configuration changes, security settings, etc. The idea is to move only the required data and not go through the movement procedure in the reverse direction.
FUSION
schema FUSION_DYNAMIC
schema If necessary, create additional test users in the test environment.
If the test requires a test user to log in as a production user, then the user identity attributes must not be selected for masking. In addition, the password for the user must be reset to a known value in the test environment. In such a case, the copied data is not anonymous, even though the sensitive data could have been masked. Therefore, tight access control is required to make sure that confidentiality is protected.
This section provides a case study of moving Oracle Fusion Supply Chain Management components from a source environment to a target environment.
In this case study, the Oracle Fusion Supply Chain Management topology, shown in Table 16-30, represents a sample topology in the source environment. It does not include a comprehensive list of applications.
Table 16-30 Sample Oracle Fusion Supply Chain Management Topology
System Component/Tier/Domain | Host in the Domain | Applications, Managed Servers, and System Components Running on the Host |
---|---|---|
Web Tier |
| OHS |
Oracle Identity Management Tier |
| Oracle Identity Management components:
|
Mid Tier ( |
| Oracle BI EE applications:
Oracle BI EE components:
|
Mid Tier ( |
|
|
Mid Tier ( |
|
|
Mid Tier ( |
|
|
Mid Tier ( |
|
|
Mid Tier ( |
|
|
Mid Tier ( |
|
|
Mid Tier ( |
|
|
Oracle Database Tier |
|
This case study describes the following steps for moving the Oracle Fusion Supply Chain Management components from a source environment to a target environment:
Before performing the full-movement tasks, make sure that the necessary preparations are in place in the source environment. For information, see Section 16.3.1.
Before performing the full-movement tasks, complete the necessary preparations in the target environment. For information, see Section 16.3.2.
Move the Oracle Fusion Applications related artifacts for Oracle Identity Management for Oracle Identity Management from the source Oracle Identity Management domains to the target Oracle Identity Management domains. For information, see Section 16.4.
You must move the binary files of each Middleware home (fusionapps
and webtier_mwhome
) from the source environment to the target environment.
To move the binary files:
copyBinary
script, create a separate copy of each source Middleware home by copying the installed binaries and patches into an archive file. For more information, see Section 16.5.1. pasteBinary
script, apply the archive containing the binary files of the source Middleware home to the target environment. For more information, see Section 16.5.2. Before you move the configurations of the Oracle WebLogic Server domains and the OHS instances that are part of the source environment to the target environment, you must set system properties for Oracle SES and Oracle Enterprise Scheduler Service. For information, see Section 16.6.2.
After moving the OHS instance home, you must move the Webgate installation. For information, see Section 16.6.3.
Creating a configuration archive copies the source Oracle WebLogic Server domain home, OHS instance home, and Node Manager configuration files into an archive file. You must create a separate configuration archive for each Oracle WebLogic Server domain and each OHS instance in the source environment.
To create the configuration archives, run the copyConfig
script for the OHS instances, node managers, and Oracle BI EE components, and each of the following Oracle WebLogic Server domains:
CRMDomain
CommonDomain
BIDomain
HCMDomain
FinancialDomain
ProcurementDomain
ProjectsDomain
SCMDomain
For information about running copyConfig
for Oracle WebLogic Server domains, see Section 16.6.4.1.
For information about running copyConfig
for OHS instances, see Section 16.6.4.2.
You must also run copyConfig
for Node Manager on each machine within the topology of the source environment. For information, see Section 16.6.4.3.
Extracting the move plan consolidates into a single XML file the configuration settings of the source environment from the configuration archives, as well as from other configuration files specific to components such as SOA composite plans, adapter plans, and so on.
To extract the move plan, run the extractMovePlan
script on the list of configuration archive locations, separated by comma.
In this case study, a total of thirteen configuration archives were created; each of the Oracle WebLogic Server domains (six archives for six domains), each of Node Manager (six archived for six node managers) and OHS instances.You must extract the configuration information from all thirteen configuration archives into a single move plan:
In this case study, a total of eighteen configuration archives were created; each of the Oracle WebLogic Server domains (eight archives for eight domains), each of Node Manager (eight archived for eight node managers), Oracle BI EE, and OHS instances.You must extract the configuration information from all eighteen configuration archives into a single move plan:
USER_HOME
/jrockit_160_20_D1.0.1-1705The eighteen configuration archive locations, separated by comma, are specified to create a single move plan called moveplan.xml
or multiple archive move plans in /FSCM_T2P/move_plan
.
For more information about extracting move plans, see Section 16.6.5.
You must modify the move plan to specify properties (such as data source definitions, host names, port numbers, and end point addresses) for the target environment before you apply the copied configurations from the source environment to the target environment. For more information, see Section 16.6.6.
Apply the copied configurations from the source environment to the target environment by running the pasteConfig
script for each of the following Oracle WebLogic Server domains, OHS instances, and Oracle BI EE components separately, using the same move plan (moveplan.xml
):
CRMDomain
CommonDomain
BIDomain
HCMDomain
FinancialDomain
ProcurementDomain
ProjectsDomain
SCMDomain
You must also run pasteConfig
for Node Manager on each machine within the topology in the target environment. For more information, see Section 16.6.7.
You must move the component-specific configurations of the Oracle Fusion Middleware components.
For more information, see Section 16.6.8.
Moving the functional setup data applies the setup configuration data of the source environment to the target environment. Move the functional setup data for the all the offerings. For information, see Section 16.7.
After you move the Oracle Fusion Applications components across environments, you must complete various postmovement tasks. For information, see Section 16.8.
This part provides information about how to troubleshoot the Oracle Fusion Applications runtime environment.
Part V contains the following chapters:
In addition to this troubleshooting content, review the following documentation resources:
This chapter discusses how to use incidents, log settings, log files, QuickTrace, and diagnostic tests to help diagnose and resolve problems with Oracle Fusion Applications.
This chapter also discusses how incidents are related to log files, QuickTrace output, and diagnostic tests.
This chapter contains the following topics:
For information about using log settings, log files, and diagnostic tests to monitor normal operations for Oracle Fusion Applications, and for information about how log files and diagnostic tests are related to each other, see Chapter 13. For more information about the individual diagnostic tests that are provided with this release, see the Oracle Fusion Applications Common User Guide in Oracle Fusion Applications Help.
Incidents are collections of information about problematic system events. Incidents can be created automatically or manually. An automatically created incident normally contains information about the state of a particular Oracle WebLogic Server domain at the time when a specific problem occurred. Monitoring for and responding to incidents is a standard activity for help desk staff who support Oracle Fusion Applications in organizations that use Information Technology Infrastructure Library (ITIL) best practices.
This section contains the following topics:
You can use incidents to diagnose and resolve problems, or to supply your help desk personnel or Oracle Support personnel with information about more complex problems. Oracle developers set up error messages in such a way that incidents are created automatically when certain high-priority error conditions occur. You can also create incidents manually.
Automatically created Oracle Fusion Applications incidents normally include diagnostic dump files. Dump files are provided in order to assist you in resolving incidents for your organization and to assist Oracle representatives in providing you with effective support when needed. The types of dump files provided depend on the nature of the incident. Some incidents include Oracle Fusion Middleware dump files such as Oracle WebLogic Server diagnostic images, Java Virtual Machine thread dumps, and Dynamic Monitoring Service metric dumps. For more information about Oracle Fusion Middleware dumps, see the "Diagnosing Problems" chapter in the Oracle Fusion Middleware Administrator's Guide.
Note: Each Oracle Fusion Applications module is written in one of the following code languages: Java, SOA, PL/SQL, or C. The amount and type of information automatically included with an incident may vary depending on the coding language of the relevant application module.In general, you can administer Oracle Fusion Applications without knowing which programming language implements particular modules. However, in order to monitor and diagnose all types of incidents successfully, it is important to become familiar with all of the incident configuration settings and the types of diagnostic dump files that are automatically provided for different kinds of incidents. For more information about incident configuration settings for Oracle Fusion Applications, see Section 17.2.4. |
Oracle Fusion Applications incidents may also contain diagnostic log excerpts and diagnostic test results that are specific to Oracle Fusion Applications. Before you transmit incident information to Oracle Support personnel, you can add more information (such as screen shots or more log file information) to incidents that were created either automatically or manually.
Incidents are designed to work along with other diagnostic features in your Oracle Fusion applications:
INCIDENT_ERROR
level entry is recorded in the standard Oracle Fusion Applications log file and a copy of that log file is included with the incident. If the incident occurs in Oracle Fusion Middleware code two different kinds of log information are automatically included with the incident: a dump file containing all log entries for the relevant execution context ID (ECID) and either a complete log file or a log file excerpt starting five minutes prior to the incident. For some incidents, you may find all the information that you need to resolve the problem in the log or dump files automatically included with the incident. In other cases, you may need to configure your system to log more detailed information, attempt to reproduce the problem, and then use the more detailed information in the log to diagnose the problem. If you work with Oracle Support to resolve a problem, log file excerpts are among the kinds of information that you can add to incidents before sending them to Oracle.
By default, QuickTrace continuously records a specified level of log detail in an area of memory, generally at a more granular level of detail than is recorded in Oracle Fusion application log files. The memory that QuickTrace uses is recycled on an ongoing basis, with the oldest information being overwritten first. Because QuickTrace does not format information and because it writes to memory instead of to a log file, it can gather operational information continuously without significantly affecting system performance. The information that QuickTrace stores in memory is written to disk only when an incident occurs or when an administrator manually dumps the contents of a QuickTrace buffer.
Note: The same commands in Oracle Fusion Applications code cause messages to be logged both in Oracle Fusion application diagnostic log files and in QuickTrace dumps. However, your system may gather different amounts of detail for the two kinds of output. At default setting levels, QuickTrace stores much more detailed information than diagnostic log files do. |
About Applications
from the Help menu. Additional version information can be obtained from Remote Diagnostic Agent (RDA) reports. For more information about RDA, see the "Generating an RDA Report" section in the Oracle Fusion Middleware Administrator's Guide. You may also find it helpful to view the performance metrics provided by the Dynamic Monitoring Service (DMS). For more information, see the chapter about the Oracle Dynamic Monitoring Service in the Oracle Fusion Middleware Performance and Tuning Guide.
The Oracle Fusion Middleware Diagnostic Framework provides most of the technologies for creating and handling incidents for Oracle Fusion Applications. For information about the Oracle Fusion Middleware Diagnostic Framework, see the "Diagnosing Problems" chapter in the Oracle Fusion Middleware Administrator's Guide.
The following administrative tasks are part of administering incidents:
The standard tools that you use to complete these tasks include:
For more information about using adrci, see Section 17.4.2, the "ADCRI Command-Line Utility" section in the Oracle Fusion Middleware Administrator's Guide, and the "ADRCI: ADR Command Interpreter" chapter of Oracle Database Utilities.
For more information about these commands, see the "WLST Commands for Diagnostic Framework" section in the Oracle Fusion Middleware Administrator's Guide.
For more information about SQL Trace, see Section 12.2.4.6.
You may find it helpful to change log profile options or QuickTrace properties to gather more information during troubleshooting.
Ordinarily, the default configuration settings for incidents are appropriate for both normal operations and troubleshooting. It is possible to disable incident creation by using configuration settings, but it is recommended that you use the default incident configuration values unless Oracle Support specifically recommends changes to these settings.
This section contains the following topics:
Oracle Fusion Applications provides a Troubleshooting Options dialog box that you can display by choosing the Troubleshooting Options command in the Oracle Fusion Applications Help > Troubleshooting menu. The Troubleshooting Options dialog box provides ways to adjust the following kinds of settings for the current Oracle Fusion Applications user:
For more information about Database Trace, see the chapter about using application tracing tools in the Oracle Database Performance Tuning Guide.
For more information about PL/SQL profiler, see the chapter about the PL/SQL hierarchical profiler in the Oracle Database Advanced Application Developer's Guide.
However, the Help > Troubleshooting menu displays the Troubleshooting Options command only for end users who have a job role that is mapped to the following three duty roles:
(FND_SET_SUPPORTABILITY_LEVEL_DUTY_CRM)
(FND_SUPPORTABILITY_LEVEL_MANAGEMENT_DUTY_FSCM)
(FND_SUPPORTABILITY_LEVEL_MANAGEMENT_DUTY_HCM)
By default, only the following job roles are matched to the Supportability Level Management Duty duty roles:
(FND_APPLICATION_ADMINISTRATOR_JOB)
(FND_DIAG_ADMINISTRATOR_JOB)
These two job roles have broad administrative privileges, so it is recommended that you assign them only to administrative personnel. To give other users access to the Troubleshooting Options dialog box, it is recommended that you find or create a job role that is specifically intended for troubleshooting and that is mapped to the three Supportability Level Management Duty duty roles. Once the troubleshooting job role is available, you can assign users to that job role as needed.
To grant a user access to the Troubleshooting Options command and dialog box and assist the user to gather data for troubleshooting:
Use Oracle Identity Manager to find or create a job role (also called an external role) that you can assign to users who need access to the Troubleshooting Options command and dialog box.
For more information, see the "Creating Roles" section in the Oracle Fusion Middleware User's Guide for Oracle Identity Manager.
If you created a job role in Step 1, use Oracle Authorization Policy Manager to map the job role to the following three duty roles:
(FND_SET_SUPPORTABILITY_LEVEL_DUTY_CRM)
(FND_SUPPORTABILITY_LEVEL_MANAGEMENT_DUTY_FSCM)
(FND_SUPPORTABILITY_LEVEL_MANAGEMENT_DUTY_HCM)
Note: To make sure that the job role you create can be used for troubleshooting any Oracle Fusion application, be sure to map the job role to all three of the Supportability Level Management Duty duty roles. Each of these duty roles provides the needed functionality for a different application stripe, where an application stripe is a subset of policies in the policy store that is used by a particular application or group of applications. |
For more information about mapping job roles to duty roles, see the "Mapping External Roles to an Application Role" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition). A job role corresponds to an external role, and a duty role corresponds to an application role.
For more information, see the "Assigning Members to a Role" section in the Oracle Fusion Middleware User's Guide for Oracle Identity Manager.
Note: If the user does not see Troubleshooting Options in the Help > Troubleshooting menu and if you performed Step 2 of this procedure within the last few minutes, direct the user to wait a few more minutes and then log out and log in again. When you map a job role to one or more duty roles, the change may take effect a few minutes later, after Oracle Authorization Policy Manager refreshes the server cache. |
For more information about Database Trace, including the options of capturing bind variables or wait events, see the chapter about application tracing tools in the Oracle Database Performance Tuning Guide.
For more information, see the section about using the PL/SQL hierarchical profiler in the Oracle Database Advanced Application Developer's Guide.
This user action is equivalent to an administrator setting the value of the AFLOG_LEVEL
profile option for that user. For more information about the available logging severity levels, see Section 13.7.3.
The user can use the % wildcard character to represent part of a module name or to represent all module names.
Note: Users who change the Applications logging Severity Level may need to log out from their Oracle Fusion application and log in again in order to have the changes take effect. It is recommended that you direct the user to do so at this point in the process. |
As part of the infrastructure for creating and handling incidents, the Oracle Fusion Middleware Diagnostics Framework includes settings that you can configure to affect functionality areas such as the following:
For more information about these Oracle Fusion Middleware Diagnostic Framework settings, see the "Configuring the Diagnostic Framework" section in the Oracle Fusion Middleware Administrator's Guide. For information about flood control and disk space management for incidents that originate from PL/SQL code, see Table 17-1.
During troubleshooting in a production environment, you will normally use profile options to increase or decrease the amount of information gathered in standard Oracle Fusion Applications log files. Where feasible, you will change profile option values at the USER
level, rather than at the SITE
level. This allows you to log more detailed information for a specific user who attempts to reproduce a problem, without cluttering your log file with unnecessarily detailed information for other users.
For Oracle Fusion applications that are written in Java or SOA, it is also possible for the odlLevel
setting for the oracle.apps
logger in the logging.xml
configuration file to affect the level of detail that is logged. If both the odlLevel
setting and the AFLOG_LEVEL
profile option have defined values, then the minimum of those two values takes precedence.
Note: Unless Oracle Support advises you to change the value of the setting, it is strongly recommended that you keep yourodlLevel setting for the oracle.apps logger set to a value of All. |
The default profile option configuration settings for incident creation and QuickTrace profile options are shown in Table 17-1. For information about additional QuickTrace properties, see Section 17.2.7.
Table 17-1 Profile Options for Oracle Fusion Applications Incidents and QuickTrace
Profile Option Name (and Display Names) | Environment | Description | Possible Values or Example | Applicable Profile Hierarchy Levels | Default Value |
---|---|---|---|---|---|
(Incident Enabled) | Java, PL/SQL, C, and SOA | Enables or disables incident creation for Oracle Fusion Applications. (This profile option does not affect Oracle Fusion Middleware incident creation functionality.) A value of Y allows incident creation at runtime. A value of N prevents incident creation. This profile option is available for
|
|
|
|
(FND: Incident Flood Control Enabled) | PL/SQL | Determines whether to restrict the collection of diagnostics if multiple PL/SQL incidents occur within a set time period for the same problem. Specify |
|
|
|
(FND: Total number of incidents for problem key) | PL/SQL | When | Positive integers |
|
|
(FND: Flood control time period) | PL/SQL | When | Positive integers |
|
|
(FND: Total size of incident files) | PL/SQL | Sets the amount of disk space in megabytes that is allocated for PL/SQL incident data storage. When incidents use more than this amount of disk space, the oldest incident that is no longer needed is automatically purged. Whether or not an older incident is still needed is determined by checking the incident's status in the Automatic Diagnostic Repository (ADR). If the status of the incident is If the allocated disk space is full and if all stored incidents are still needed, a new, empty incident directory called | Positive integers |
| 500 (MB) |
(QuickTrace Enabled) | Java and SOA | Enables quick trace to occur at runtime. |
|
|
|
(QuickTrace Level) | Java and SOA | Specifies the minimum level for tracing. This setting is similar to the |
|
|
|
By default, incident creation functionality for Oracle Fusion Applications is enabled, and it should ordinarily remain enabled. However, if Oracle Support directs you to disable incident creation, you can use the AFLOG_INCIDENT_ENABLED
profile option to do so. You can use the Manage Administrator Profile Values task in the Setup and Maintenance work area to set the value of this profile option. For more information about this setting, see Section 17.2.4.
Incident creation functionality is also enabled by default for the Oracle Fusion Middleware Diagnostic framework. In addition, various Oracle Fusion Middleware profile options govern the details of how incidents are collected and stored. In general, troubleshooting will not require you to change these settings. For more information, see the "Configuring the Diagnostic Framework" section in the Oracle Fusion Middleware Administrator's Guide.
Changes to incident profile options ordinarily take effect as follows:
By default, QuickTrace functionality for Oracle Fusion Applications is enabled at the FINE logging level. QuickTrace should ordinarily remain enabled. However, if Oracle Support directs you to disable QuickTrace, or if you want to change the amount or organization of the information that QuickTrace collects, you can adjust the values of the following profile options either by using Fusion Applications Control or by using the Manage Administrator Profile Values task in the Setup and Maintenance work area:
AFLOG_QUICKTRACE_ENABLED
profile option): Governs whether or not QuickTrace gathers any information. AFLOG_QUICKTRACE_LEVEL
profile option): Specifies the level of detail at which QuickTrace gathers information. Note: Because the QuickTrace Enabled and QuickTrace Level profile options apply at the site level, either all of the site's Managed Servers capture QuickTrace information in memory buffers or none of the Managed Servers do so. Similarly, the QuickTrace Level value sets the level of detail that QuickTrace gathers for all of the site's Managed Servers. |
For more information about these settings, see Section 17.2.4.
In addition, Table 17-2 shows QuickTrace property settings that you can change using Fusion Applications Control.
Table 17-2 QuickTrace Properties
Property Name | Description | Server Restart Required | Default |
---|---|---|---|
Buffer Size
| Approximate size in bytes of each circular QuickTrace buffer. Each buffer's actual memory consumption may be less but not more than the specified value. By default, each WebLogic Server has a single If you want store particular users' log records in individual buffers (one buffer for each user you specify), then you can allocate additional buffers of the same size by setting | Yes |
|
Enable User Buffer
| When this property is set to When this property is set to To determine in which buffer to place a particular log message, QuickTrace examines the log message for an application User Name value. If the log message does not include a User Name value, QuickTrace examines it for a User ID value provided by the server. If the log message does not include either a User Name or a User ID, then QuickTrace caches the message in the | Yes |
|
User Names for Reserve Buffer
| Holds a list of application User Name or server User ID values separated by comma. When the Enable User Buffer When the Enable User Buffer | No |
|
You can also change the properties in Table 17-2 by using the Oracle Weblogic Scripting Tool (WLST) configureLogHandler
command. For more information, see the "configureLogHandler" section in the Oracle Fusion Middleware WebLogic Scripting Tool Command Reference.
To change QuickTrace profile option and property settings using Fusion Applications Control:
Note: If you increase the value of the Buffer Size setting, QuickTrace uses more memory, which may affect system performance. |
Note: The values in the User Names for Reserve Buffer field are used only if the Enable User Buffer checkbox is selected. |
Note: Changes to QuickTrace Enabled and QuickTrace Level settings take effect immediately for the user session in which the changes were made, but the changes do not affect other user sessions that are in progress when the changes are made. To use the changed settings for a different user session, log out from your Oracle Fusion application and log back in.For each particular Managed Server that runs an Oracle Fusion application, changes to the QuickTrace properties Buffer Size and Enable User Buffer do not take effect until the server is restarted. If a value of |
If you encounter a situation in which an incident does not provide enough information to allow you to resolve the problem, then you may need to increase the standard logging level for the relevant Oracle Fusion application and the application user who will attempt to reproduce the problem. For information about the available log levels, see Section 13.7.3. For information about setting the logging profile options, see Section 13.7.5.
The logging functionality for certain Oracle Fusion Incentive Compensation batch jobs is separate from the standard logging functionality for Oracle Fusion Applications. By default, the following kinds of Oracle Fusion Incentive Compensation batch jobs do not write log entries:
For optimum performance and log file sizes, it is recommended that you use the logging functionality for these areas only when troubleshooting an existing problem.
To configure Oracle Fusion Incentive Compensation batch jobs to write nonstandard log entries:
Manage Incentive Compensation Profile Options
row of the table and click the Go to Task icon. Incentive Compensation
from the Application dropdown list and click Search. CN_DEBUG
profile option. User
and Level Value is set to the user name of the specific user. Set Profile Value to Y.
Site
and Level Value is blank. Set Profile Value to Y.
For information about how to view the log entries, see Section 17.5.2.
In the Oracle Fusion Financials product family, some logging functionality for the Oracle Fusion General Ledger application is separate from the standard logging functionality for Oracle Fusion Applications. By default, the following kinds of Oracle Fusion General Ledger batch jobs do not write log entries:
For optimum performance and log file sizes, it is recommended that you use the logging functionality for these areas only when troubleshooting an existing problem.
To configure the Oracle Fusion General Ledger application to write nonstandard log entries:
%Debug%
and click Search. GL_DEBUG_MODE.
User
and Level Value is set to the user name of the specific user. Set Profile Value to Y.
Site
and Level Value is blank. Set Profile Value to Y.
If the value of the AFLOG_FILENAME
profile option is set, then the value of the AFLOG_FILENAME
profile option indicates the location of the log file.
If the value of the AFLOG_FILENAME
profile option is not set, then the information is logged to the location designated for Oracle Enterprise Scheduler log files. For information about viewing Oracle Fusion Middleware log files, including log files for Oracle Enterprise Scheduler, see the "Viewing and Searching Log Files" section in the Oracle Fusion Middleware Administrator's Guide.
GL_DEBUG_MODE
to N
or delete any row of the GL_DEBUG_MODE: Profile Values table that you no longer need. For more information about managing the amount of disk space used by Oracle Fusion General Ledger log entries, see Section 13.7.4.3.
In the Oracle Fusion Financials product family, logging functionality for the AutoInvoice portion of the Oracle Fusion Receivables application is separate from the standard logging functionality for Oracle Fusion Applications. The amount of information that is logged for AutoInvoice depends on the value of the Log File Message Level system option setting for each business unit. The information is placed in the standard log file for Oracle Enterprise Scheduler.
Note: For optimum performance and log file sizes, it is recommended that you keep the Log File Message Level system option set to the lowest value that meets your everyday needs, and increase the value of the setting only when troubleshooting an existing problem. |
The available values for the Log File Message Level setting are the integers 0 through 5. The value of 0 is recommended for day-to-day business needs. The value of 5 provides the maximum amount of information for troubleshooting.
Specifically, if you set Log File Message Level to a value of 0, the following kinds of information are logged:
If you set Log File Message Level to a value of 1, the following additional information is gathered:
If you set Log File Message Level to a value of 2, the following additional information is gathered:
If you set Log File Message Level to a value of 3, the following additional information is gathered:
If you set Log File Message Level to a value of 4, the following additional information is gathered:
If you set Log File Message Level to a value of 5, the following additional information is gathered:
To change the amount of information that the Oracle Fusion Receivables application logs for the AutoInvoice functionality area in the current business unit:
Manage Receivables System Options
in the Name field and click Search. Manage Receivables System Options
row of the Search Results table, click Go to Task. Business Unit
from the drop-down list, enter the name of the business unit for which you are troubleshooting, and then click Search. Alternately, you can click Search without specifying a business unit name to display a list of the business units you can choose from.
For example, to gather the maximum amount of information for troubleshooting, set the value to 5.
To gather the normal amount of information for day-to-day operations, set the value to 0.
Log entries for the AutoInvoice portion of Oracle Fusion Receivables are placed in the standard log file for Oracle Enterprise Scheduler. For information about viewing Oracle Fusion Middleware log files, including log files for Oracle Enterprise Scheduler, see the "Viewing and Searching Log Files" section in the Oracle Fusion Middleware Administrator's Guide.
Note: After you have gathered the detailed information that you need, remember to repeat this procedure and return the Log File Message Level setting to the value that meets your day-to-day information needs. |
You may occasionally encounter a situation in which one of your Oracle Fusion applications repeatedly logs the same error message. In this situation, it is best to discover and correct the cause of the error. However, on rare occasions, Oracle Support may recommend that you use the FND_MESSAGES.LOGGABLE_ALERTABLE
attribute to prevent the repeating message from being logged while efforts are underway to resolve the issue.
Caution: Do not change theFND_MESSAGES.LOGGABLE_ALERTABLE attribute unless Oracle specifically advises you to do so, as this involves permanent loss of data. Do not change the |
To disable logging for a particular message:
FND_MESSAGES.LOGGABLE_ALERTABLE
attribute to N
for the error message that you want to temporarily stop logging: If you contact Oracle Support for assistance in resolving a problem, the support representative may ask you to gather more detailed log information on the operations of one or more specific code modules in your Oracle Fusion applications. You can do this by setting the value of the AFLOG_MODULE
profile option to one or more module names that Oracle Support specifies.
Caution: Unless Oracle Support specifically advises you to change the value of theAFLOG_MODULE profile option at the Site level, be sure to adjust the value only for a particular user who will attempt to reproduce the problem you are investigating. Specifying one or more particular modules at the Site level prevents logging on any modules that are not specified. For more information about using administrative screens to set the value of this profile option either for a specific user or at the |
You may find it useful to adjust one or more of the following profile options during troubleshooting:
AFLOG_LEVEL
profile option for that user. For more information about setting this profile option, see Section 13.7.5. AFLOG_LEVEL
profile option for the site. For more information about setting this profile option, see Section 13.7.5. AFLOG_LEVEL
profile option for a particular user, you can set the AFLOG_MODULE
profile option for the same user. (To minimize the number of unrelated log entries that will be placed in the log file during troubleshooting, it is recommended that you specify a particular module whenever feasible.) For more information about setting the AFLOG_MODULE
profile option, see Section 13.7.5. CN_DEBUG
profile option to Y,
either for a single user or for an entire site. For more information about setting this profile option, see Section 17.2.9. When you investigate an Oracle Fusion Applications problem, you may want to assign job roles to some users, temporarily, that will allow those users to run diagnostic tests. For information about how to do this, see Section 13.9.1.
There is generally no need to change other configuration settings in order to use the Oracle Fusion Applications Diagnostic Testing Framework for troubleshooting. When Java or SOA error-handling code in an Oracle Fusion application creates an incident, the Diagnostic Testing Framework automatically runs any Oracle Fusion Applications diagnostic tests that are associated with the particular error message that is logged. There is no configuration setting in the Diagnostic Testing Framework for turning off this automatic execution of diagnostic tests.
Note: (Oracle Fusion Applications developers use theAPPS_MSG_ID diagnostic test tag to associate particular error messages with appropriate diagnostic tests. You cannot delete or modify the values of diagnostic test tags that are supplied by Oracle. |
From time to time, you may receive a user complaint or an automatically generated incident notification about a problem with a particular Oracle Fusion application. For any problem that does not have an immediate and obvious solution, you can diagnose and resolve the problem more effectively by becoming familiar with incident functionality and by using a systematic process for your troubleshooting process.
This section contains the following topics:
When you become aware of a problem with a particular Oracle Fusion application, you can use a systematic process to help diagnose and address the problem. While any problem may have unique features, the information that you gather systematically is likely to be useful during the troubleshooting process. The recommended process varies somewhat depending on whether or not your Oracle Fusion Applications environment includes Cloud Control.
This section contains the following topics:
If your Oracle Fusion Applications environment includes Cloud Control, you can use the Problem Analysis and Analyze Logs options in Cloud Control to help you focus your investigation on the log messages and metrics that are most likely to help you determine the cause of the problem. You can also use Problem Analysis to make quick assessments of the health of your system, when no problems have been reported. For more information about using Problem Analysis for general monitoring, see Chapter 10.
To help diagnose and address a problem in an Oracle Fusion Applications environment that includes Cloud Control, use the following steps:
For more information about using the Problem Analysis option, see Section 17.4.8.
Using incidents for all problems helps you organize the information that you gather during the troubleshooting process. For information about creating an incident manually, see Section 17.4.4.
If the cause of the problem is still uncertain, manually perform any relevant diagnostic dumps, assigning the dump results to the incident you created.
For more information about incident directory locations and how to work with QuickTrace dumps, see Section 17.4.2 and Section 17.4.5.
For more information about locating log files for Oracle Fusion Applications, see Section 13.6.3. For more information about locating log files for Oracle Fusion Middleware components, see the "Log File Location" table in the Oracle Fusion Middleware Administrator's Guide. For more information about locating log files for Oracle Enterprise Scheduler, see Section 5.15, Section 13.7.4.3, or Section 17.5.3.2.
For information about the individual diagnostic tests that are provided with this release, see the Oracle Fusion Applications Common User Guide in Oracle Fusion Applications Help. For information about using the Diagnostic Dashboard, see Section 13.9.2 and Section 13.10.
The steps for increasing the amount of information to be logged may vary depending on the application involved:
For more information, see the topic "Problem Details Page" in the Cloud Control online help.
To help diagnose and address a problem in an Oracle Fusion Applications environment that does not include Cloud Control, use the following steps:
Using incidents for all problems helps you organize the information that you gather during the troubleshooting process. For information about creating an incident manually, see Section 17.4.4.
For more information about incident directory locations and how to work with QuickTrace dumps, see Section 17.4.2 and Section 17.4.5.
For more information about locating log files for Oracle Fusion Applications, see Section 13.6.3. For more information about locating log files for Oracle Fusion Middleware components, see the "Log File Location" table in the Oracle Fusion Middleware Administrator's Guide. For more information about locating log files for Oracle Enterprise Scheduler, see Section 5.15, Section 13.7.4.3, or Section 17.5.3.2.
For information about starting and using the Diagnostic Dashboard, see Section 13.9.2 and Section 13.10. For information about the individual diagnostic tests that are provided with this release, see the Oracle Fusion Applications Common User Guide in Oracle Fusion Applications Help.
The steps for increasing the amount of information to be logged may vary depending on the application involved:
adrci
to package the problem or incident along with all related dump files and diagnostic reports and then send the package to Oracle Support as a Service Request. For more information about adding files to an incident and packaging the incident into a zip file, see the "Packaging an Incident" section in the Oracle Fusion Middleware Administrator's Guide..
You can use the Automatic Diagnostic Repository Command Interpreter (adrci)
to work with incidents. If your Oracle Fusion Applications environment includes Cloud Control, you may find it more convenient to use Support Workbench to work with incidents.
This section contains the following topics:
Regardless of which tool you use to work with incidents, for Oracle Fusion Applications, Oracle Fusion Middleware, and Oracle Database, incidents are stored in the incident
subdirectories of Automatic Diagnostic Repository (ADR) home directories. However, the location of the appropriate ADR home directory for a given incident depends on the environment from which the incident was created. In all cases, incidents are stored separately from log files.
Paths to directories that contain incident information begin with the path to the ADR base directory, where domain
is the full path to an Oracle Fusion Applications domain, including the name of the physical Oracle WebLogic Server domain:
The ADR base directory path is followed by the path to one of several possible incident
directories:
For an incident that involves Oracle Fusion Middleware code, the incident information is stored under the following location, where, domain_name
is the name of the Oracle Fusion Applications domain and server_name
is the name of the server where the incident occurred:
For an incident that involves Java code or a SOA composite in an Oracle Fusion application, the incident information is stored under the following location, where application_name
is the name of the Oracle Fusion application that was executing when the incident occurred:
For an incident that involves PL/SQL code in an Oracle Fusion application, the incident information is stored under the following location:
For an incident that involves Oracle Database code, the incident information is stored under the following location:
For an incident that involves C code in an Oracle Fusion application, the incident information is stored on the Java application server that runs C batch jobs using Oracle Enterprise Scheduler. On that server, the incidents are stored under the following location, where ess_hosted_app_name
is the name of the Oracle Fusion application that launches batch jobs:
The exact name of the application that launches batch jobs depends upon which product family is in use. Typical values include FinancialsEssApp, HcmEssApp, CrmEssApp, ProjectFinancialsEssApp, ProcurementEssApp, and ScmEssApp. You can determine the correct ess_hosted_app_name
name for your Oracle Fusion application by using Fusion Applications Control for the application. In the navigation pane, if you expand the folder that is labeled with the product family name and then expand the Fusion Applications folder, the ess_hosted_app_name
is the name under Fusion Applications that contains EssApp.
If your Oracle Fusion Applications environment includes Cloud Control, it is recommended that you use Support Workbench to work with incidents.
Note: To use Support Workbench with Oracle Fusion Applications, you must obtain and install Cloud Control. |
As part of viewing problem or incident details using Support Workbench, you must supply credentials both to connect to the Oracle WebLogic Server on which the relevant Oracle Fusion Application is running, and to connect to the host machine on which that Oracle WebLogic Server is running.
To view Oracle Fusion Applications incidents using Support Workbench:
Note: You can find cluster application and J2EE targets in navigation hierarchical trees under the product family name and the Fusion Applications folder. If the tree you are viewing includes Oracle Fusion Applications instance names, you must click a product family name to navigate to a screen that displays cluster application and J2EE targets in the navigation tree. |
If you selected a J2EE application as your target, the Login to Support Workbench screen appears. Skip to Step 6.
If you selected an instance, product family, or cluster application as your target, a summary screen for Support Workbench appears.
The Login to Support Workbench screen appears.
In the Host Credentials area of the screen, use one of the following methods to select credentials for connecting to the machine that hosts the Oracle WebLogic Server on which the Oracle Fusion application was running when the problem or incident occurred.
The Incident Details screen appears.
In the Dump Files table, inspect the list of dump files that are associated with this incident, click the View Contents link for any dump file that interests you, and use standard operating system steps to indicate whether to open the file or download it.
If you want to create an additional dump file, click the Additional Diagnostics tab, select the kind of dump you want to create, and click Run.
Click OK to dismiss the confirmation message that appears when the dump operation completes.
If your Oracle Fusion Applications environment does not include Cloud Control, then you must use theAutomatic Diagnostic Repository Command Interpreter (adrci)
to work with incidents.
To view incidents using the Automatic Diagnostic Repository Command Interpreter (adrci):
This may be a repository for either Oracle Database or Oracle Fusion Middleware. The notification may be either a message received by an Oracle Fusion Applications user or an alert email that Oracle Enterprise Manager sent to designated administrators.
(adrci)
that is associated with the ADR home for the incident. DB_ORACLE_HOME/
bin
(for UNIX) or DB_ORACLE_HOME\
bin
(for Windows). MW_HOME/
wlserver_
versionNumber
/server/adr
(for UNIX) or MW_HOME\
wlserver_
versionNumber
\server\adr
(for Windows). adrci.
adrci
prompt, enter show base
to display the path to the Automatic Diagnostic Repository (ADR) base directory. adrci
prompt, enter show homes
to display the path to the ADR home directory, under the ADR base directory. adrci
prompt, enter show incident.
This command lists all the incidents that have been created in the incident subdirectory of the ADR home directory.
Otherwise, inspect the appropriate diagnostic.log
file and make a note of either the incident_ID
value or the incidentCustomId
value in the relevant log message.
Note: Due to a technical limitation, incidents that are created from PL/SQL code logincidentCustomId values rather than incident_ID values. |
For more information about viewing diagnostic.log
files, see Section 13.6.
diagnostic.log
file supplies the relevant incident_ID
value, skip to Step 8. Otherwise, enter the following command at an adrci
prompt, substituting the appropriate incidentCustomId
value, and inspect the output for the incident_ID
value:
To view detailed information about the incident for which you now know the incident ID number, enter the following command at an adrci
prompt, substituting the appropriate incident ID number:
incident_id
"incident_ID
incident, enter the following command at an adrci
prompt: adrci
prompt: In some cases in which an incident is generated during an operation that involves a SOA composite, the application code may let you manually recover the operation and resume processing at the point where the incident occurred.
To determine whether you can recover or resume processing of an interrupted SOA composite operation:
For information about typical locations for incidents, see Section 17.4.2.
readme.txt
file in the incident directory and make a note of the composite_instance_id
and composite_name
values. For example, the readme.txt
file might include the following lines:
readme.txt
file for the incident. For example, you might expand the Farm_soa_domain_new listing, and then expand SOA, and then expand soa_infra (soa_server1) and then expand default and finally select FinApInvTransactionsInvoiceApprovalComposite.
composite_instance_id
value that you saw in the log. The Flow Trace screen appears.
For more information about troubleshooting SOA operations, see Chapter 22.
Inspect the Recovery column of the Faults table for a row that contains a Recoverable link.
In the list of faults for the instance in question, select the row that contains the word Recoverable in the Recovery column, and then click Recover in the screen area below the list.
In the Confirmation dialog box, click Yes.
If the recovery process succeeds, the following message is displayed:
Click OK to dismiss this message, which marks the completion of the recovery task.
If the recovery process does not succeed, the list of faults with the word Recoverable in the Recovery column remains visible. This indicates that you have not succeeded in addressing the underlying cause of the original problem. Double-check your fix for the problem or try another approach. When you believe that you have addressed the problem successfully, return to the Flow Trace screen and repeat Step 8 through Step 10.
If you discover an issue with your Oracle Fusion applications that you want to gather data about, and if the system has not created an incident for it automatically, then it is recommended that you create an incident for it, yourself. For more information, see the "Creating an Incident Manually" section in the Oracle Fusion Middleware Administrator's Guide.
After creating the incident, you can manually add files to it. For example, you might want to add Oracle Fusion Applications diagnostic test results, Oracle Fusion Middleware diagnostic dumps, excerpts from downloaded log files, and Remote Diagnostic Agent (RDA) reports to the incident. You might also want to add a Readme.txt
file containing information for Oracle Support. After you add files to an incident, you can package the incident into a zip file for transmission to Oracle Support. For more information about adding files to an incident and packaging the incident into a zip file, see the "Packaging an Incident" section in the Oracle Fusion Middleware Administrator's Guide.
As part of assisting you with resolving incidents, Oracle representatives often examine any dump files that were automatically created when the incident occurred, including QuickTrace dump files.
When a QuickTrace dump file is automatically created as part of an incident, the file is stored in the incident directory along with any other dump files that are related to that incident. QuickTrace dump file names begin with odl.quicktrace.
This section contains the following topics:
You can use the following standard Oracle Weblogic Scripting Tool commands to view information about automatically created QuickTrace dump files:
listIncidents
command to view a list of incidents. showIncident
command to view details about a particular incident, including a list of dump files associated with that incident. getIncidentFile
command to view a specified dump file such as a QuickTrace dump file. For more information about using these commands, see the "Viewing Problems and Incidents" section and the "Working with Diagnostic Dumps" section in the Oracle Fusion Middleware Administrator's Guide.
You can use the following standard Automatic Diagnostic Repository Command Interpreter (adrci) commands to view information about automatically created QuickTrace dump files:
show homes
command to view a list of Automatic Diagnostic Repository (ADR) home directories. Depending on the configuration of your system, QuickTrace dumps may be located under one or more of these ADR home directories. set home
directory_path
command to indicate which respository you want to work with, replacing directory_path
with one of the locations from the output of the show home
command. show incdir -i incdir_
incident_number
command to view a list of files associated with the incident that incident_number
identifies, including any QuickTrace dump files for that incident. QuickTrace dump file names start with odl_quicktrace
and end with .dmp.
show tracefile -i
incident_number
command to view a list of just the dump files associated with the incident that incident_number
identifies. show trace
filename
command to view the contents of the QuickTrace dump file that you specify. For more information about using adrci, see Section 17.4.2 and the chapter about the ADR Command Interpreter in Oracle Database Utilities.
If your Oracle Fusion Applications environment includes Cloud Control, then you can use Support Workbench to view Oracle Fusion Applications incident information, including automatically created QuickTrace dumps.
odl_quicktrace.
Oracle Support may occasionally ask you to perform a manual dump of QuickTrace buffers as part of work to resolve a problem that did not generate an incident automatically.
To create a QuickTrace dump manually:
Use the Oracle Weblogic Scripting Tool executeDump
command to perform an odl.quicktrace dump,
choosing appropriate syntax for your needs:
id
argument. This allows you to retrieve the dump file, later, using the getIncidentFile
argument outputFile
argument to specify an output file location at the time when you execute the dump. For more information about using the executeDump
command and its arguments, see the "Working with Diagnostic Dumps" section in the Oracle Fusion Middleware Administrator's Guide.
In some troubleshooting situations, you may find it useful to locate or obtain Oracle Fusion Middleware diagnostic dumps such as Oracle WebLogic Server diagnostic images, Java Virtual Machine thread dumps, and Dynamic Monitoring Service metric dumps.
Oracle Fusion Applications incidents that are generated from Java code automatically execute these kinds of dumps and include the results in the incident data. Oracle Fusion Middleware diagnostic dumps are not available for Oracle Fusion Applications incidents that are generated from PL/SQL or C code.
If you troubleshoot an Oracle Fusion Applications problem that did not generate an incident automatically, it is recommended that you create an incident manually, then execute diagnostic dumps manually, and examine the dump files for information that may help you to resolve the problem. If you need to work with Oracle Support to resolve the problem, it is recommended that you include manually executed dump results in the incident data package that you send to Oracle for review. For information about how to list available diagnostic dumps, view dump descriptions, and manually execute selected dumps for Oracle Fusion Middleware, see the "Working with Diagnostic Dumps" section in the Oracle Fusion Middleware Administrator's Guide.
If your Oracle Fusion Applications environment includes Cloud Control, you can use the Problem Analysis and Analyze Log options in Cloud Control to help you inspect metrics, target status information, and logs during troubleshooting.
To inspect metrics, status information, and logs using Cloud Control:
The name and location of the link that displays the Additional Information popup varies depending on the screen and metric chart you are viewing. For example, some typical link names are:
In the Problem Analysis page, the Source Metric chart displays the type of metric for which the incident was automatically created or the type of metric for which you clicked Request Processing Time.
If you find that request processing time increased due to a high number of requests per minute, you may need to increase the capacity of your system.
You can use log settings to increase the amount of information that a particular Oracle Fusion application gathers about its own operations. This is particularly useful with problems that are easily reproducible—you can change log settings, reproduce the problem, then return log settings to their normal levels so that you do not use disk space for unnecessarily detailed information that is not relevant to the problem.
This section contains the following topics:
When you are troubleshooting a problem in an Oracle Fusion Applications environment, you may also find it helpful to use the logging capabilities of Oracle Fusion Middleware. At times, Oracle Support may ask you to use certain of these capabilities when attempting to reproduce a problem, particularly if you have a nonproduction environment available for use in testing.
Most code modules in Oracle Fusion Applications use a standard diagnostic logging framework in which profile options determine how much information is logged for a particular site or a particular user. For information about adjusting site-level profile options or adjusting user-level profile options as an administrator, see Section 13.7.5. For information about allowing selected users to adjust the level of information that is logged for their own sessions, see Section 17.2.1.
For information about configuring the special logging functionality for certain Oracle Fusion Incentive Compensation batch jobs, see Section 17.2.9. After you have enabled this functionality and attempted to replicate the Oracle Fusion Incentive Compensation problem that you are troubleshooting, you must perform some database queries to view the resulting log entries. For these queries, you must specify the name of the Oracle Fusion Incentive Compensation process that you ran when attempting to replicate the reported problem. The process names that you can use in the query are as follows:
CALCULATION MAIN PROCESS
CLASSIFICATION
COLLECT_STATISTICS
Crediting
GEN_RULE_ENGINE
GET_WINNERS
PopulateSrpBatches
PopulateSrpTables
REVERT TRANSACTIONS
ROLLUP
Rollup within Crediting
Note: These process names are case-sensitive. For more information about how Oracle Fusion Incentive Compensation processes operate, see product-specific documentation in Oracle Fusion Applications Help. |
To view special log entries for Oracle Fusion Incentive Compensation batch jobs:
process_name
with the name of the Oracle Fusion Incentive Compensation process that you ran when attempting to replicate the reported problem: Make a note of the process audit ID that is returned in the first row of the output.
Execute the following SQL command, replacing selected_process_audit_ID
with the value that you noted in Step 3.
CN_DEBUG
profile option setting to N.
For information about setting the value of the CN_DEBUG
profile option, see Section 17.2.9.
Sometimes, as part of the process of troubleshooting Oracle Fusion Applications, you may need to find all of the log entries that result from a particular action. If the action involves multiple Oracle Fusion applications or multiple Oracle Fusion Middleware components, then the log entries are placed in multiple log files. You can use certain values related to the particular action to locate the relevant log messages in those log files.
This section contains the following topics:
You can use a particular action's Execution Context Identifier (ECID) and Relationship Identifier (RID) values to locate the log entries that result from that action.
A unique ECID value is assigned to each user request. However, depending on what is involved in the request, a log entry that is related to that request may have the original ECID of the request, or a different ECID of a child process spawned by the original request. For example, if you submit a job to Oracle Enterprise Scheduler, the request to schedule the job and the job, itself, always have different ECIDs.
For a particular ECID, if the request requires processing by multiple components, by multiple modules within a component, or using multiple threads, then a unique RID value may be assigned when the work passes to a new thread or process.
In log entries, the ECID and RID values are typically separated by a comma. ECID values can include alphanumeric characters, colons, periods, and hyphens. RID values can include numerals and colons. The RID value indicates the relationship of the current thread or process to its creator. The first RID created for a request is RID = 0. Each shift in generation is represented by a colon. For example, the RID value for the seventh child process of the third child process of the root context for a request is represented as 0:3:7.
When a job is submitted to Oracle Enterprise Scheduler, the request to schedule the job and the job, itself, always have different Execution Context Identifiers (ECIDs).
The ECID for the job-scheduling request is displayed in the requesting user session at the time when the job is submitted. However, the ECID of the Oracle Enterprise Scheduler job, itself, is not assigned until the job starts, and it is not displayed in the requesting user session. To locate log entries related to the Oracle Enterprise Scheduler job, itself, you must use the job Request ID value.
To correlate log messages for Oracle Enterprise Scheduler jobs using Fusion Applications Control:
Note: If you can select a cluster, that will allow you to search all servers in the cluster simultaneously. This is an advantage because each job request is logged only on the Oracle Enterprise Scheduler server where that request is actually processed. |
For information about searching Oracle Enterprise Scheduler job requests, see Section 5.7.2.
In the Request Details pane, select Request Log from the Action drop-down list.
The Log Messages screen displays all the log messages for the ECID associated with the selected job request.
At this point, you can inspect the log messages on your screen or download the log file and search it for all messages containing the relevant ECID.
Note: If the log level for a job request is set toFINER or FINEST when the job runs, then the diagnostic log entries for the job request are written to the log file specified by the AFLOG_FILENAME profile option, as well as to the request log file that is available to the user who submitted the job request. |
If you need to correlate log messages that are related to SOA services or BPEL processes, you obtain the Execution Context Identifier (ECID) by first locating the relevant SOA composite instance.
To correlate log messages for SOA Services or BPEL processes using Fusion Applications Control:
For example, in Firefox, choose Options > Content from the Tools menu and either make sure that the Block pop-up windows checkbox is cleared or add any relevant hosts to Exceptions.
Similarly, in Internet Explorer, fchoose Pop-up Blocker > Turn Off Pop-up Blocker from the Tools menu.
The ECID is displayed in the upper right corner of the window.
Note: You can leave any search fields blank; blank fields are not used as search criteria. |
Skip the remainder of this procedure.
In the Oracle Weblogic Scripting Tool (WLST), enter a command like the following example, but substitute the ECID value that you previously noted.
Many operations within Oracle Fusion applications do not use Oracle Enterprise Scheduler or SOA services or BPEL processes. For these operations, you can correlate log entries using the Execution Context Identifier (ECID).
To locate log entries that result from one particular Oracle Fusion application action that does not use Oracle Enterprise Scheduler or SOA services or BPEL processes:
Use Fusion Applications Control to search the log file that contains messages for the Oracle Fusion application in which the action was taken.
Use any search criteria that will allow you to locate a log entry that is associated with the particular action. The associated ECID and RID values are included in the detailed log entry information. For more information about searching for particular information in an Oracle Fusion Applications log file, see Section 13.6.2.
When you have the ECID and RID values for the action, use one of the following methods to view all of the log entries associated with the action.
For more information about using ECIDs and RIDs to correlate log entries, see the "Correlating Messages Across Log Files and Components" section in the Oracle Fusion Middleware Administrator's Guide.
As part of the process of troubleshooting Oracle Fusion Applications problems, an Oracle Support representative may occasionally request a copy of a particular log file. You can add downloaded log files to incidents in order to package those log files with incident information that you send to Oracle Support. For more information about adding files to an incident and packaging the incident into a zip file, see the "Packaging an Incident" section in the Oracle Fusion Middleware Administrator's Guide.
To download an Oracle Fusion Applications log file using Fusion Applications Control:
Click Download and specify where you want the log file to be saved.
Some Oracle Fusion Applications diagnostic tests are designed to help you to monitor the health of your system. Other diagnostic tests are designed to help you troubleshoot problems or to gather data that Oracle Support may need when helping you to resolve a problem. For basic information about using Diagnostic Testing Framework features that are useful for both troubleshooting and monitoring system health, see Chapter 13. For information about the individual diagnostic tests that are provided with this release, see the Oracle Fusion Applications Common User Guide in Oracle Fusion Applications Help.
This section contains the following topics:
Note: The user name that you use to sign in to an Oracle Fusion application affects which diagnostic operations are available to you. Be sure that you sign in using an account that is assigned to the job roles for the diagnostic operations that you need. For more information, see Section 13.9.1. |
To make sure that certain diagnostic tests run automatically when certain error conditions occur, Oracle developers set the value of each test's APPS_MSG_ID
tag to match the identifier of any error message that should trigger the automatic execution of that test. There is no configuration setting for disabling this automatic execution of diagnostic tests.
If an error has resulted in the automatic creation of an incident, then the results of any automatically run diagnostic tests are automatically associated with the incident. The identity of the user who received the error message is also recorded.
Oracle supplies you with a number of diagnostic tests for Oracle Fusion Applications in seed data. Diagnostic tests that are supplied in seed data do not require you to register them.
However, if you report an Oracle Fusion application issue to Oracle Support, you may receive additional diagnostic tests to help resolve the issue. Depending on the exact circumstances, those diagnostic tests may or may not require registration. If registration is required for the additional diagnostic tests, Oracle will provide you with detailed registration instructions to follow.
From time to time, you may run a diagnostic test and then want to send the results of the test to Oracle Support. To accomplish this, you attach the results of the test to the relevant incident.
Note: You can also attach other types of files to incidents, such as log file excerpts orReadme.txt files containing information for Oracle Support. For more information about adding files other than diagnostic test results to incidents, see the "Packaging an Incident" section in the Oracle Fusion Middleware Administrator's Guide. |
To attach diagnostic test results to an incident:
Diagnostic Advanced User
duty role or the Diagnostic Administrator
duty role. If you wish, you can use any of the following techniques to locate the row that describes your ADR_HOME
and server:
ADR_HOME
name and then click Search. Note: In the Search and Select: ADR Home dialog box, search operations are case-sensitive. |
The test report results are added to the incident and a confirmation message is displayed.
From time to time, you may want to remove diagnostic test run results from your database, to keep the Run Status table from becoming too large. For information about deleting diagnostic test results, see Section 13.10.11.
This chapter describes common problems that you might encounter when using Oracle Business Intelligence and explains how to solve them.
This chapter includes the following topics:
In addition to this chapter, review the Oracle Fusion Middleware Error Messages Reference for information about the error messages you may encounter.
This section provides guidelines and a process for using the information in this chapter. Using the following guidelines and process will focus and minimize the time you spend resolving problems.
Guidelines
When using the information in this chapter, Oracle recommends:
If you cannot resolve the problem using the information in this chapter and you must log a service request, the notes you make will expedite the process of solving the problem.
Process
Follow the process outlined in Table 18-1 when using the information in this chapter. If the information in a particular section does not resolve your problem, proceed to the next step in this process.
Table 18-1 Process for Using the Information in this Chapter
Step | Section to Use | Purpose |
---|---|---|
1 | | Perform problem-specific troubleshooting procedures for Oracle Business Intelligence Enterprise Edition and Oracle Business Intelligence Publisher. This section describes:
|
2 | | Use this section to diagnose Oracle Transactional Business Intelligence query issues. |
3 | | Use this section to diagnose Oracle Enterprise Management issues. |
3 | | Use My Oracle Support to get additional troubleshooting information about Oracle Fusion Applications or Oracle BI. My Oracle Support provides access to several useful troubleshooting resources, including Knowledge Base articles and Community Forums and Discussions. |
4 | | Log a service request if the information in this chapter and My Oracle Support does not resolve your problem. You can log a service request using My Oracle Support at |
Use the following information to determine where to begin troubleshooting your Oracle BI issue.
Oracle BI Technologies
To properly troubleshoot an Oracle BI issue, you must identify in the Oracle Fusion application user interface which underlying Oracle BI technologies are being used. When identifying these technologies, consider the following:
Oracle BI Query Log
A useful tool to determine the underlying technology for troubleshooting purposes is the Oracle BI query log: nqquery.log
. From this log you can identify the datasource and connectivity set-up (for example, transactional database, warehouse database, Financial Reporting datasource, or Essbase datasource) and the datasource objects such as table names and column names.
Warehouse Enablement Setting
When troubleshooting, you should also note whether during the Oracle Fusion Applications setup, the Warehouse Enablement was set to Yes, No, or NA. Use Table 18-2 to determine whether the warehouse source or Oracle Transactional Business Intelligence source services the subject area.
Table 18-2 Warehouse Enablement Settings
Setting | Means that ... |
---|---|
Yes | Real-Time Subject Area is serviced by OTBI source. Common Subject Area is services by Warehouse source. |
No | Real-Time Subject Area is serviced by OTBI source. Common Subject Area is serviced by OTBI source. Some measures are not available. Some measured return zero. |
NA | NA |
This section describes common problems and solutions. It contains the following topics:
In most cases, Presentation Services fails because the BI Server is not running.
Problem
The BI Server may not be running.
Solution
To determine if the BI Server is running:
For additional information about this issue, see the "Managing Oracle Business Intelligence" and "Diagnosing and Resolving Issues in Oracle Business Intelligence" chapters in Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition.
Problem
The Cluster Controller might not be communicating with the BI Server and the BI Server log might contain information describing why it cannot communicate.
Solution
To check the Cluster Controller log files in Fusion Applications Control:
Note that if this entry does not exist, then the Cluster Controller is not communicating correctly with the BI Server. If the Cluster Controller is not communicating with the BI Server, then go to the following "To check the BI Server log file in Fusion Applications Control" procedure.
To check the BI Server log file in Fusion Applications Control:
When logging into Oracle Business Intelligence as a user with the BISystem
role, a message displays stating that you have entered an invalid user name or password.
Problem 1
A user ID with the BISystem
role may be locked. The system can lock this user ID if an administrator makes multiple attempts to log in with the incorrect password.
Solution 1
Ask the Oracle Internet Directory administrator to go to the Oracle Internet Directory and check the user ID. If this user ID is locked, you must unlock it.
Problem 2
The password of the user ID with the BISystem
role may not be synchronized with the credential store.
Solution 2
To confirm that the password is correct:
BISystem
role assigned to it. The settings page displays. Problem 3
The problem may be that the Oracle Internet Directory password is incorrect.
Solution 3
To check and correct the Oracle Internet Directory password:
In the Global Header of Presentation Services, the My Account option is missing. Normally the user can select the Signed In As list and the My Account option displays.
Problem
The problem may be a global user ID (GUID) refresh issue that requires you to recover the catalog.
Note: For more information, see "Regenerating User GUIDs" in Oracle Fusion Middleware Security Guide for Oracle Business Intelligence Enterprise Edition. |
Solution
To recover the catalog:
instanceconfig.xml
file. Note: Before you modify theinstanceconfig.xml , it is critical that you understand how to properly modify this file. For more information, see the "Configuring the Oracle Business Intelligence System" chapter in the Oracle Fusion Middleware System Administrator's Guide for Oracle Business Intelligence Enterprise Edition. |
<catalog>
element and add the following: instanceconfig.xml
. instanceconfig.xml
. Note: You must perform this step to ensure that your system is secure. |
instanceconfig.xml
. When users log into Presentation Services and access the Oracle BI Presentation Catalog to browse the shared folders for their reports, the shared folders do not contain any reports.
Problem
The reports might not exist on the file system.
Solution
To confirm that the items exist on the file system:
To refresh the GUIDs:
Note: For more information, see "Regenerating User GUIDs" in Oracle Fusion Middleware Security Guide for Oracle Business Intelligence Enterprise Edition. |
FMW_UPDATE_ROLE_AND_USER_REF_GUIDS
parameter in NQSConfig.INI
back to NO. Note: You must perform this step to ensure that your system is secure. |
When users log into Oracle BI Publisher and access the shared folders containing their reports, they see no reports. This problem can occur even though users can locate their reports in the Presentation Services Catalog's shared folders.
Problem 1
The user may not have the proper privileges to view the report.
Solution 1
To access Presentation Services and check the privileges required to access reports:
For more information, see the "Setting Oracle BI Presentation Catalog Privileges for an Application Role" section in Oracle Fusion Middleware Security Guide for Oracle Business Intelligence Enterprise Edition.
Problem 2
An error may have occurred when Oracle BI Publisher connected to Presentation Services.
Solution 2
To override the BISystemUser
account:
By default Oracle BI Publisher connects to Presentation Services using the BISystemUser
account that is stored in the credential store. However, it is possible for users to override this.
xmlp-server-config.xml
file in the following directories: SAW_USERNAME
and SAW_PASSWORD
properties are not set. Note that if these properties have been set, it will cause an error. Before you change these properties, ask your administrator why they have been set. Problem 3
The catalog may be corrupted.
Solution 3
To check if the catalog is corrupted:
To fix the corrupted catalog:
Name
column and select Properties
. Problem
Oracle Fusion Applications pages that integrate Oracle Business Intelligence charts, reports, and dashboards need to be authenticated by Oracle Business Intelligence Presentation Services. If the authentication takes time, these Oracle Fusion Applications pages may stop responding. The SyncLogonTimeoutSecs
timeout parameter helps in timing out the Oracle Business Intelligence request so that the Oracle Fusion Applications page can return quickly.
Problem
To locate the Oracle Business Intelligence Presentation Services server properties to modify in Fusion Applications Control:
BIDomain
farm > WebLogic Domain. This section describes how you to use the NQQuery.log
file and the AdminServer-diagnostic.log
file to diagnose Oracle Transactional Business Intelligence query issues such as ODBC errors, ORA-errors, other database errors, and query performance issues.
The NQQuery.log
file is useful for any analysis that uses the BI Server to query the datasource (for example, OTBI or OBIA). The NQQuery.log
records the logical SQL sent by the Oracle BI Presentation layer to the BI Server layer and the physical or ANSI SQL sent by the BI Server to the datasource.
This section contains the following topics:
You can enable the NQQuery.log
file to diagnose issues that you encounter in Oracle Transactional Business Intelligence queries. Use one of the following methods to enable the NQQuery.log
file.
LogLevel
system session variable for the repository by accessing the repository and setting the LogLevel
system variable to 7. For information and procedures about setting this variable, see "About System Session Variables" section in the Oracle Fusion Middleware Metadata Repository Builder's Guide for Oracle Business Intelligence Enterprise Edition (Oracle Fusion Applications Edition). If you use this method to enable the NQQuery.log
file, look for the following:
NQQuery.log
file, which contains additional logging. Note that the NQQuery.log
file is not searchable in the Fusion Applications Control Log Viewer.
After enabling query logging, if the BI Server caching is enabled, you must clear the cache before re-executing the analysis so that the NQQuery.log
file will contain the correct information. Use the following procedure to perform this task.
To clear the BI Server cache:
The request query executed from Presentation Services will be shown in the NQQuery.log
file as follows:
This query trace explains how a measure is calculated. It also shows the logical table source used to render the data. The query should use the logical table sources having priority 5 for the requests executed from the Oracle Transactional Business Intelligence Real Time Subject Areas.
The query trace shows the view object, its view criteria, and its view links that are used to execute the request. See the following:
This chapter describes common problems that you might encounter when using Oracle Enterprise Crawl and Search Framework (ECSF) and explains how to solve them.
This chapter includes the following topics:
In addition to this chapter, review the Oracle Fusion Middleware Error Messages Reference for information about the error messages you may encounter.
This section describes common problems and solutions. It contains the following topics:
You do not see any parameters for the search engine instance you created.
Problem
Seed data is not set up on your Oracle Fusion Applications database.
Solution
Execute the ECSF_SEED_DATA.sql
script against your Oracle Fusion Applications database.
You are unable to create a search engine instance record.
Problem
An existing search engine instance record is present.
Solution
select * from ECSF_ENGINE_INSTANCE
Your searchable object is not listed in the table of the Add a Searchable Object to Selected Engine Instance dialog.
Following are two possible causes and solutions for this issue:
Problem
The searchable object is not in the Oracle Fusion Applications database. You can check by executing the following SQL statement against your Oracle Fusion Applications database:
select * from ECSF_SEARCH_INDEX_OBJECT
Solution
Register the searchable object in the Oracle Fusion Applications database. For information, see Task 2, "Register the Searchable Objects".
Problem
The searchable object has already been associated with an engine instance. This is evident when a value exists in the SEI_ID
column.
Solution
Disassociate the searchable object from the current engine instance. For information, see Task 3, "Disassociate the Searchable Objects from Search Engine Instances".
You can identify the engine instance with which the searchable object is associated by executing the following SQL statement:
select * from ECSF_ENGINE_INSTANCE where ID = sei_id_value_of_your_searchable_object_record
Alternatively, you can browse through the engine instances in Fusion Applications Control for ECSF.
Your attempt to deploy a searchable object using Fusion Applications Control for ECSF fails.
Following are two possible causes and solutions for this issue:
Problem
The ECSF application, which is deployed to Oracle WebLogic Server, does not contain the search metadata file.
Solution
Make sure the ECSF application contains the search metadata file, and redeploy it to Oracle WebLogic Server. For information, see the "Deploying and Crawling Searchable Objects" chapter in Oracle Fusion Applications Developer's Guide.
Problem
The ECSF_RUNTIME_URL
search engine instance parameter is not set, or is set incorrectly.
Solution
Make sure the ECSF_RUNTIME_URL
parameter is set correctly.
Your attempt to undeploy a searchable object from an engine instance fails.
Problem
The searchable object you are trying to undeploy does not exist in the Oracle SES data sources.
Solution
Make sure the searchable object you are trying to undeploy is deployed to an engine instance, as indicated when the DEPLOYED
flag is set to TRUE
, or the Deployed column is checked in Fusion Applications Control for ECSF.
Your attempt to deploy the search category to the engine instance fails.
Problem
There are no deployed searchable objects associated with the search category.
Solution
Make sure you associate searchable objects with the search category before you attempt to deploy the search category. For information, see Task 3, "Associate Searchable Objects with the Search Categories".
You cannot start, undeploy, or delete the index schedule.
Problem
The index schedule is in ERROR_MANUAL_RECOVERY
state, which results from restarting the database.
Solution
You must recover the stuck ESS request. For information, see the "Stuck Scheduling Requests" section in Oracle Secure Enterprise Search Administrator's Guide.
You can view the data in feeds, but you receive an error when you attempt to crawl the data into the search engine.
Problem
You did not specify a search plug-in for your searchable object, so the default security plug-in is being used. The default security plug-in requires you to select a secure attribute.
Solution
Select a secure attribute when you define searchable attributes. For information, see the "Creating Searchable Objects" chapter in Oracle Fusion Applications Developer's Guide.
You receive the following error during a scheduled crawl:
Problem
When the crawl was scheduled to start, the crawl state of the searchable object was CRAWLING
. ECSF allows a searchable object to be crawled by only one process at a time. If you are certain that the searchable object is not being crawled, then the last crawl was abnormally terminated, and the ECSF metadata was not properly updated to indicate that the crawl had concluded.
Solution
Manually start the crawl to reset the state of the crawl and enable the searchable object to be crawled. For information, see Task 5, "Start the Index Schedules".
You receive the following error when you click on a facet value:
facet_attribute
' cannot be used for this query because it has not beenProblem
You deployed the searchable object to the Oracle SES instance, so it became available for search and the facet tree was rendered with its facet values. However, the crawl had either failed or no documents were indexed, so Oracle SES does not contain the searchable attribute.
Solution
Determine why the crawl failed, undeploy the searchable object, and then redeploy it to the Oracle SES instance to generate a new index.
You receive the FND-6603 error that halts search functionality.
Problem
The search categories could not be fetched, or results could not be obtained from all the selected search categories. There may be other causes for the error.
Solution
You can change the server startup parameters to increase the web service timeout value to 5 minutes (500,000 milliseconds). For information, see the "How to Set the System Parameter for Web Service" section in Oracle Fusion Applications Developer's Guide.
You can also undeploy the categories that are failing to load. For information, see Task 1, "Undeploy the Search Categories".
This section describes general approaches for diagnosing ECSF problems. It contains the following topics:
To diagnose issues related to ECSF Command Line Administration Utility, you can check the log file (ecsfCmdLineAdminLog.txt
) located in the log subdirectory where runCmdLineAdmin.sh
or runCmdLineAdmin.bat
file is executed.
To diagnose issues related to Fusion Applications Control for ECSF, you can also check for error messages in the log files located in DOMAIN_HOME
/sysman/log
.
If the parameters for the selected search engine instance are not configured correctly, a window with error messages appears. The error message contains three entries: a summary of the error, the specific error message from the runtime server, and the detailed stack trace information. The messages in the first and the second entries are internationalized (that is, they are translated to the language of the selected locale).
If you experience failures while deploying or undeploying search categories, check for the following:
You can use My Oracle Support (formerly MetaLink) to help resolve Oracle Fusion Applications problems. My Oracle Support contains several useful troubleshooting resources, such as:
You can access My Oracle Support at https://support.oracle.com
.
This chapter describes common problems that you might encounter when using Oracle Enterprise Scheduler and explains how to solve them.
This chapter contains the following topics:
To gain insight into the log details generated by Oracle Fusion applications, see Chapter 17. Also, review the Oracle Fusion Middleware Error Messages Reference for information about the error messages you may encounter.
This section provides guidelines and a process for using the information in this chapter. Using the following guidelines and process will focus and minimize the time you spend resolving problems.
Guidelines
When using the information in this chapter, Oracle recommends:
Process
Follow the process outlined in Table 20-1 when using the information in this chapter. If the information in a particular section does not resolve your problem, proceed to the next step in this process.
Table 20-1 Process for Using the Information in this Chapter
Step | Section to Use | Purpose |
---|---|---|
1 | Get started troubleshooting Oracle Enterprise Scheduler jobs. | |
2 | Get started troubleshooting an Oracle Enterprise Scheduler clustered environment. | |
3 | Perform problem-specific troubleshooting procedures. This section describes:
| |
4 | Use My Oracle Support to get additional troubleshooting information about Oracle Fusion Applications or Oracle Enterprise Scheduler. My Oracle Support provides access to several useful troubleshooting resources, including Knowledge Base articles and Community Forums and Discussions. | |
5 | Log a service request if the information in this chapter and My Oracle Support does not resolve your problem. You can log a service request using My Oracle Support at |
You may want to troubleshoot the following typical issues that can arise when running Oracle Enterprise Scheduler jobs.
For troubleshooting Oracle Enterprise Scheduler, use the standard Oracle WebLogic Server system log. For information about viewing job request logs, see Section 5.15
This section contains the following topics:
Asynchronous jobs run on separate JVMS, including asynchronous Oracle BI Reporting and Publishing, PL/SQL and Java jobs that invoke asynchronous SOA or ADF Business Components services. When handling asynchronous scheduled jobs, Oracle Enterprise Scheduler depends on the remote job sending a completion status defining the job outcome after running. However, the completion status may not be generated, or it may get lost for any of the following reasons:
In any of these cases, an asynchronous job stays in running state indefinitely. As a result, subsequent steps in a job set may not execute, or an incompatible job may be blocked indefinitely.
Oracle Enterprise Scheduler displays information in Fusion Applications Control that enables you to locate the job on the remote system, including an external identifier.
You can take any of the following actions to troubleshoot an asynchronous job that is stuck in running state:
When configuring timeouts for jobs, you can use Fusion Applications Control to display all jobs that have timed out. However, a job that has timed out is still in running state. You must manually change the state of jobs that have timed out. Status callbacks are still accepted for timed out jobs and the job transitions to completion.
You can change the status of asynchronous jobs that have not timed out. This might happen if a timeout has not been configured, the completion status was lost and you notice that the job has been running for a long time.
In the case of asynchronous Java jobs (including jobs that invoke remote Oracle SOA Suite or Oracle ADF Business Components services), the log records are tagged with the ECID. You can view logs across the domain by ECID to troubleshoot the job execution. Oracle ADF Business Components, SOA composites, the web services stack and Oracle Fusion application log records with the ECID.
For asynchronous SOA jobs, the audit trail for the instance in Fusion Applications Control can be used to troubleshoot composite execution, as described in Section 20.4.4.
Example 20-1 shows a sample log message file the JRF web services stack in server-name
-diagnostic.log
, with inline comments for each log. This log is stored in the following directories:
Example 20-1 Asynchronous job logging messages in the ADF Business Components log
Sending message to JMS queue "oracle.j2ee.ws.server.async.DefaultRequestQueue" for asynchronous
processing of service b99d80e5-42aa-423a-9e98-f6f88b8b79dfRequest.
An asynchronous request message is received and successfully recorded for the service
EmployeeModuleService with the replyTo address
http://adc2180314:7001/ADFBCAsyncCallback/EmployeeModuleServiceCallbackResponseImplService.
Started asynchronous request processing for the service EmployeeModuleService with the message
selector "b99d80e5-42aa-423a-9e98-f6f88b8b79dfRequest". Transaction enabled: "true".
Completed asynchronous request processing. A response is sent to the client.
Started asynchronous response processing for the service EmployeeModuleService with the message
selector "b99d80e5-42aa-423a-9e98-f6f88b8b79dfResponse".
Completed asynchronous response processing successfully. The client should have received the
response at this point.
Completed asynchronous response processing with exceptions. The client does not receive any
response.
The response will not be sent again as the callback service has replied with a SOAP fault. The HTTP
response code is 500.
For more information about configuring parameters for a job, see Section 5.7.1. For more information about viewing the server-name
-diagnostic.log
file, see "Managing Log Files and Diagnostic Data" chapter in the Oracle Fusion Middleware Administrator's Guide.
PL/SQL jobs can be identified in the Oracle Database by their job names. You can find the database job names associated with the request on the Job Details page in Fusion Applications Control. For more information about viewing job request details, see Section 5.7.3.
When viewed in Fusion Applications Control, a given Oracle Business Intelligence Publisher job includes a direct URL pointing to the Oracle Business Intelligence Publisher server on the Job Details page. Once the Oracle Business Intelligence Publisher job starts running on the Oracle Business Intelligence Publisher server, the scheduled job request attains the property value bip.status_url
. This property value holds the URL of the Oracle Business Intelligence Publisher server which is used to diagnose Oracle Business Intelligence Publisher report execution. For more information about viewing job request details, see Section 5.7.3.
Spawned job processes can be identified by a combination of host name, process ID and process group ID. The Job Details page in Fusion Applications Control shows this and additional information. For more information about viewing job request details, see Section 5.7.3.
Job requests may require manual error recovery for a number of reasons. For example, in the case of an asynchronous job request, the job implementation cannot know whether the job request launched successfully and an error manual recovery exception is thrown. When a job request is placed in manual error recovery, the job request must be manually completed. If the job request actually was successfully launched and returns a completion status on completion, this status is ignored.
A job request may be placed in manual error recovery for the following reasons:
ExecutionManualRecoveryException
, which indicates to Oracle Enterprise Scheduler that manual recovery is necessary. The job request is placed in ERROR_MANUAL_RECOVERY
state. The cause is set to Cause.PROCESS_MANUAL_RECOVER_ERROR (209)
.Cause.PROCESS_MANUAL_RECOVER_ERROR (209)
.ERROR_MANUAL_RECOVERY
, which holds onto incompatibility locks. The cause is set to Cause.PROCESS_RECOVER (210)
.Cause.PROCESS_RECOVER(210)
.If a Java job times out or runs for too long, you can either let it run to completion as usual, or attempt to terminate it.
To recover synchronous Java jobs:
ERROR_MANUAL_RECOVERY
state, cancel the job. See Section 5.7.5. If the job remains in CANCELLING
state for an unreasonable amount of time, continue to the next step.CANCELLING
state, then determine the Oracle Enterprise Scheduler server on which the request is running by finding the server and cluster names.Determine the cluster name from the Oracle Enterprise Scheduler process group. Process group information is shown in search results only when the scope for the job request search is All Scheduling Services sharing the ESS repository. See Section 5.7.2 for information on performing searches.
When an asynchronous job request requires manual recovery, follow these basic steps. Additional steps will depend on the job type.
If a request is stuck (marked for manual recovery or taking too long or timed out) and it is an asynchronous remote job, you first check to see if the remote job is still running.
To handle asynchronous jobs:
- For PL/SQL jobs, navigate to the Request Details page and click the Execution Type icon. The database session information displays, correlating the scheduled job request with the database scheduler job. This indicates whether the job is still executing.
- For spawned jobs, navigate to the Request Details page, click the Execution Type icon to display the spawned process information. This correlates the scheduled job request with the non-Oracle Enterprise Scheduler job, in this case the operating system process. This correlation indicates whether the job is still executing.
- If the remote job was not successfully created on the remote system, set the status of the job request to ERROR
.
- If the remote job was created and has finished executing, determine its status and set the status of the job request accordingly.
- If the remote job instance has not finished executing, wait until it completes and set the job request status accordingly.
ERROR_MANUAL_RECOVERY
), select Asynchronous requests that need manual recovery. Requests will be in RUNNING
state. For asynchronous jobs not in the ERROR_MANUAL_RECOVERY
state, rather than search with the Asynchronous requests that need manual recovery option, search for the known requests that need to be updated.If you set the status to ERROR
, the description you add displays in the Request Details page.
A scheduled job may not execute for a number of reasons, or it may fail. Either way, Fusion Applications Control provides built-in diagnostics in the Job Details page. For jobs that fail with an error, the Job Details page displays the reason and provides access to the job request log.
Fusion Applications Control provides the following:
For more information about viewing job request details, see Section 5.7.3.
Table 20-2 shows the associated diagnostic codes for each state along with a description and additional information that is provided. If a request is in a state that does not appear in the table, its diagnosis will contain only the request state.
Table 20-2 Job Request States and Associated Diagnostic Codes
State | Diagnostic Code | Description | Related Documentation |
---|---|---|---|
|
| Blocked due to incompatible job request or requests. Includes the request ID of the blocking request. | For information about cancelling a job request, see Section 5.7.5. |
|
| The job request is delayed by the post-processor. Includes the time at which the delay ends. | |
|
| The job request is the parent of one or more subrequests and has been paused. Includes the request ID of a subrequest in a non-terminal state, if there is one. | For information about resuming a paused job request, see Section 5.7.4. |
|
| No server is active in the process group. Includes the name of the process and isolation groups. | For information about activating an Oracle Enterprise Scheduler, see Section 5.6. |
|
| The server specified by the job request | |
|
| The application is either not deployed or not active. Includes the name of the application, process group and isolation group. | |
|
| The request cannot be processed because there is no server with the application deployed with an active processor. | For information about starting a request processor, see Section 5.6.2. |
|
| The request cannot be processed because the processor has failed on all servers to which the application is deployed. | |
|
| The job request is waiting for an available processor thread. Includes the name of a work assignment that could process the job request. | |
|
| Waiting for a work assignment to become active. Includes the name of an inactive work assignment that could process the job request if it were active. | |
|
| There is a bound work assignment that could process the request, but the binding is not loaded. The server may be down. Includes the name of a work assignment that could process the request but is not loaded. | For information about activating an Oracle Enterprise Scheduler, see Section 5.6. |
|
| You must bind a specialized work assignment to the job request. | For information about binding a work assignment, see Section 5.4.2. |
|
| The job request is asynchronous and the number of active asynchronous jobs of the same type is at the allowed limit. Includes the work assignment, workshift, the asynchronous job type and the asynchronous limit. | Change the number of threads allocated to jobs, or the asynchronous job limits for the work shift. For more information about editing a work shift, see Section 5.11.1.1. |
|
| There is a bound work assignment that could process the request, but the work assignment is disabled. Includes the name of the disabled work assignment. | Enable the work assignment. For more information about editing a work assignment, see Section 5.11.1.1. |
|
| The request is delayed by the pre-processor. Includes the time at which the delay ends. | |
|
| The job request has timed out. Typically, this code displays for timed out asynchronous Java job requests. | |
|
| The job request processing cannot continue because no server is active in the process group. Includes the name of the process and isolation groups. | Verify that the Oracle Enterprise Scheduler server is running (see Section 5.8). If necessary, restart one of the Oracle Enterprise Scheduler components, as described in Section 5.6. |
|
| Job request processing cannot continue because the server specified by the job request | Verify that the Oracle Enterprise Scheduler server is running (see Section 5.8). If necessary, restart one of the Oracle Enterprise Scheduler components, as described in Section 5.6. |
|
| Job request processing cannot continue because the application is either not deployed or not active. Includes the name of the application, process group and isolation group. | |
|
| Job request processing cannot continue because there is no server with the application deployed with an active processor. | Verify that the Oracle Enterprise Scheduler server is running (see Section 5.8). Start a request processor, as described in Section 5.6.2. |
|
| Job request processing cannot continue because the processor has failed on all servers to which the application is deployed. | Verify that the Oracle Enterprise Scheduler server is running (see Section 5.8). Restart the request processor, as described in Section 5.6.2. |
|
| Waiting for an available processor thread to handle the update event for an asynchronous Java job request. Includes the name of a work assignment that could process the request; indicates whether the job request has disabled update events. | |
|
| Waiting for a work assignment to become active to handle the update event for an asynchronous Java request. Includes the name of an inactive work assignment that could process the request if it were active; indicates whether the job request has disabled update events. | Activate the inactive work assignment so that the job request can be processed. For more information, see Section 5.11.1.1. |
|
| Processing of an asynchronous Java job request may be delayed. There is a bound work assignment that could process the update event, but the binding is not loaded. The server may be down. Includes the name of a work assignment that could process the job request but is not loaded; indicates whether the job request has disabled update events. | Verify that the Oracle Enterprise Scheduler server is running (see Section 5.8). If necessary, restart one of the Oracle Enterprise Scheduler components, as described in Section 5.6. |
|
| Processing of an asynchronous Java job request may be delayed. There is no bound work assignment that can handle the update event for the asynchronous Java job request; indicates whether the request has disabled update events. | Bind a work assignment to the request processor. For more information, see Section 5.4.2. |
|
| Processing of an asynchronous Java job request may be delayed. There is a bound work assignment that could process the update event for the job request, but the work assignment is disabled. Includes the name of the disabled work assignment; indicates whether the job request has disabled update events. | Enable the work assignment. For more information about editing a work assignment, see Section 5.11.1.1. |
|
| The job request has a scheduled time in the future. Includes the scheduled time for the job request. | |
|
| An error occurred in the job request, and the job request has been delayed before being retried. Includes the scheduled retry time. | |
|
| The job request scheduled time has been reached, but the job request cannot be dispatched because the application is not available (is either not deployed or not active). Includes the name of the application, process group and isolation group. | |
|
| The job request is a subrequest whose parent has not paused. The subrequest remains in | For information about pausing a paused job request, see Section 5.7.4. |
|
| The job request is an instance of a recurrence for which the previous recurrence instance is still running. Oracle Enterprise Scheduler prevents concurrent execution of recurrent instances, and the next recurrence remains in | |
|
| The job request cannot be dispatched because there is no server with the application deployed with a running dispatcher. | Restart the request dispatcher. For more information, see Section 5.6.2 |
|
| The job request cannot be dispatched because the dispatcher has failed on all servers to which the application is deployed. | Restart the request dispatcher or other Oracle Enterprise Scheduler components. For more information, see Section 5.6.2 and Section 5.6.1. |
terminal state |
| The job request is in a terminal state ( |
Note: For more information about job states, see Oracle Fusion Applications Java API Reference for Oracle Enterprise Scheduler Service. |
Troubleshooting an Oracle Enterprise Scheduler clustered environment involves the following.
It is possible to detect any issues with performance and scalability problems by viewing performance metrics in Fusion Applications Control. Metrics include Oracle WebLogic Server, JVM-level metrics and plots, as well as Oracle Enterprise Scheduler level metrics.
The system-level tools specific to the operating system running on the server can be used as an additional diagnostic tool. System level tools indicate how machine resources are utilized at various times, such as network, memory, CPU, I/O, and so on. Such system tools are especially useful for tuning job implementations. Database tools enable identifying problems in the database. For remote jobs, such as ADF Business Components or SOA Java jobs running on a remote system, you can use the corresponding Fusion Applications Control and system level tools on those servers.
Fusion Applications Control provides the following types of Oracle Enterprise Scheduler metrics to help identify problems:
For more information about metrics, see Section 9.10.
A common database can be used across multiple Fusion Applications domains. In this case, the database may be loaded from multiple sources. To help with this, Oracle Enterprise Manager allows you to see running and waiting jobs, as well as metrics across the database from multiple Oracle Enterprise Scheduler systems.
The following potential performance and scalability issues may occur in the context of job requests or Oracle Enterprise Scheduler runtime.
Tuning involves changing job implementations or changing schedules, Oracle Enterprise Scheduler cluster size, processor bindings for work assignments, throttling and thread limits.
Clusters are the basic mechanism for enabling scalability and high availability. When a job runs, it is equally likely to run on any processor on which it is eligible to run at that time. By carefully controlling the size of the Oracle Enterprise Scheduler cluster, it is possible to better distribute job executions across the cluster so that servers do not become overloaded. In the case of remote jobs, the jobs actually execute on a remote system and consume very few resources in the cluster (except for a blocked thread for synchronous jobs). If jobs running locally are overloading the system, the first step is to revisit the cluster size configuration.
Some jobs can physically execute only on a given server; these jobs have been bound to run only on that server. If too many jobs are bound to a particular processor, the benefits of a clustered environment are effectively moot. For the purposes of high availability, avoid tying a job to just one server while enabling the job to run on at least two servers. Otherwise, the job will not run if the bound processor is down.
Rather than relying on clusters to randomly distribute work, you may have a set of long, resource intensive jobs to be run locally within a given scheduling window. In this case, you can bind jobs to specific processors and explicitly control the distribution of these jobs.
A processor is an Oracle Enterprise Scheduler instance. One Oracle Enterprise Scheduler instance runs on one cluster node. As one cluster node typically runs on a single computer, a processor normally equates to a computer.
At times, a clustered environment runs well until the scheduled periods during which a number of resource intensive jobs run. In order to maintain performance, you can configure the cluster with extra idle nodes that are activated during busy periods so as to handle the extra job load. You use standard Oracle WebLogic Server cluster methodologies to enable this clustering. For more information about Oracle WebLogic Server clustering, see the "High Availability for WebLogic Server" chapter in the Oracle Fusion Middleware High Availability Guide.
Job performance can vary depending on whether executing jobs are synchronous or asynchronous. Synchronous jobs consume a single thread throughout their execution, and are normally short lived. (An exception might be a process or spawned job that loads a database.) Asynchronous jobs consume a thread at the beginning and end of execution for a very short time, but they otherwise run independently. Asynchronous jobs are typically long running and continue execution across server restarts. Typical examples of asynchronous jobs are PL/SQL jobs, Oracle BI Publisher jobs that generate reports, Java jobs that invoke remote asynchronous ADF Business Components services, and Java jobs that invoke remote asynchronous SOA services.
Throttling limits the maximum number of jobs that may execute concurrently. This is important to avoid flooding the system with too many concurrently running jobs. For synchronous jobs, this limit is imposed by limiting the number of threads available for execution. For PL/SQL jobs and other asynchronous jobs, this limit is imposed by defining a maximum concurrency limit for PL/SQL and asynchronous jobs respectively. Asynchronous throttling limits are set on the work assignment to which the jobs are assigned. For more information about setting asynchronous job limits, see Section 5.11.2.1
It is possible that all threads configured are used up for synchronous jobs thereby blocking asynchronous jobs from starting. This can be avoided if asynchronous and synchronous jobs are not combined in a single work assignment.
You can configure a job incompatibility not only to prevent two incompatible jobs from running, but in order to prevent both intensive jobs from heavily loading the same resource. In order to maintain good performance, you can define an incompatibility for such jobs so that they never run at the same time. For more information about defining a job incompatibility, see Section 5.10.3.2.
You can tune the following Oracle Enterprise Scheduler components:
Tuning the Dispatcher
The dispatcher tuning parameters apply to the Oracle Enterprise Scheduler request dispatcher. The request dispatcher manages requests that are awaiting their scheduled execution. The request processor handles the job requests once they have executed.
Parameters are as follows.
Tuning the Processor
The processor tuning parameters apply to the Oracle Enterprise Scheduler request processor. The request processor manages job requests whose scheduled execution time has arrived, and are ready to execute.
Parameters are as follows.
If enabled (meaning the parameter value is greater than zero), a starvation worker thread is created for each active work assignment for the Oracle Enterprise Scheduler server. The Maximum Processor Threads parameter does not apply to starvation workers. By default, the value of this parameter is set to zero, such that no starvation worker is created.
Tuning the Connection Pool Size for the Oracle Enterprise Scheduler Internal Data Source
The connection pool size for the Oracle Enterprise Scheduler internal JDBC data source should be based on the request processor tuning values configured for the Maximum Processor Threads and Starvation Threshold parameters.
The recommended pool size if the Starvation Threshold parameter is disabled (its value is equal to zero) is the number of maximum processor threads plus twenty.
The recommended pool size if the Starvation Threshold parameter is enabled (its value is greater than 0) is the number of maximum processor threads, along with the number of bound work assignments plus twenty.
Tuning the RDBMS Scheduler
The RDBMS scheduler is capable of auto-turning. To enable auto-tuning, set job_queue_processes
to 0. Leave JOB_QUEUE_PROCESSES
to the default value at 1000. For more information about the JOB_QUEUE_PROCESSES
parameter, see the Oracle Database Reference.
Oracle Enterprise Scheduler spawned jobs connect to the database using SQL*Net. If the spawned jobs are canceled, Oracle Enterprise Scheduler kills these processes at the operating system level. It is possible, however, that the database connections used by these processes still exist in the database.
To reduce dead connections in the database, use the SQLNET.EXPIRE_TIME
configuration option by setting this value to the desired value. For more information about the SQLNET.EXPIRE_TIME
parameter, see the "Parameters for the sqlnet.ora File" chapter in Oracle Database Net Services Reference.
This section describes common problems and solutions for Oracle Enterprise Scheduler. It contains the following topics:
In addition to the recommended solutions, consider reviewing Section 20.3.3 for tuning tips.
Problem
When a user submits a job, the job can remain in the WAIT
state for too long without progressing to the RUNNING
state.
Solution
To resolve this problem, verify the current status of Oracle Enterprise Scheduler from Fusion Applications Control:
If it is not running, start it. See Section 5.6.2.
If it is not running, start it Section 5.6.2.
ESSAPP
application is running:ESSAPP
applications is running.If it is not running, start it. See Section 5.6.1.
Problem
When the user submits a job, it remains in the RUNNING
state for too long.
Solution
The job may be in RUNNING
state because the Oracle Enterprise Scheduler server has crashed and recovery has not taken place.
To resolve this problem, determine the current status of Oracle Enterprise Scheduler from Fusion Applications Control:
If it is not running, start it. See Section 5.6.2.
When an Oracle Enterprise Scheduler server is restarted, synchronous jobs running on that server are transitioned to the ERROR
state.
Problem
Oracle BI Reporting and Publishing, PLSQL, and Java jobs that invoke asynchronous SOA services and Java jobs that invoke asynchronous Oracle Application Development Framework (Oracle ADF) Business Component services run on separate Java Virtual Machines (JVMs) or machines. In these cases, Oracle Enterprise Scheduler depends on the remote job sending a completion status at end of processing that defines the job outcome. However this message may never get generated or lost, resulting in the job staying in the RUNNING
state. In addition, subsequent steps in a job set may not execute, or an incompatible job may be blocked indefinitely.
Solution
To resolve this issue, follow the actions described in Section 20.2.1.
Problem
Jobs that invoke asynchronous SOA services run on separate Java Virtual Machines (JVMs) or machines. In these cases, Oracle Enterprise Scheduler depends on the remote job sending a completion status at end of processing that defines the job outcome. However this message may never get generated due to various reasons.
Solution
To resolve this issue, you must troubleshoot the native job.
To resolve this problem for asynchronous SOA jobs:
The Log Message page displays. By default when user navigates to view the logs for a request, only messages that are logged in Oracle Enterprise Scheduler cluster scope are shown. (If the ESSAPP
application is not deployed to a cluster the messages that are logged in the Managed Server scope are shown). However, Oracle Enterprise Scheduler propagates the ECID associated with the request across subsystems, such as Oracle SOA Suite and Oracle ADF.
The Flow Trace page displays.
Problem
Jobs that invoke asynchronous Oracle ADF Business Components services run on separate JVMs or computers. In these cases, Oracle Enterprise Scheduler depends on the remote job sending a completion status at end of processing that defines the job outcome. However this message may never get generated due to various reasons.
Solution
To resolve this issue, you must troubleshoot the native job.
To resolve this problem for synchronous Oracle ADF Business Components jobs:
The Log Message page displays. By default when user navigates to view the logs for a request, only messages that are logged in Oracle Enterprise Scheduler cluster scope are shown. (If the ESSAPP
application is not deployed to a cluster the messages that are logged in the Managed Server scope are shown). However, Oracle Enterprise Scheduler propagates the ECID associated with the request across subsystems, such as Oracle SOA Suite and Oracle ADF.
Problem 1
PL/SQL jobs run on separate machines. In these cases, Oracle Enterprise Scheduler depends on the remote job sending a completion status at end of processing that defines the job outcome. However this message may never get generated due to various reasons.
Solution 1
PL/SQL jobs can be identified in the Oracle Enterprise Scheduler by their job names. Job definition names are available from the Request Details page in the Fusion Applications Control associated with the request. See Section 5.7.3.
To resolve this issue, troubleshoot the native job. For more information, see Section 20.2.1.2.
Problem 2
Oracle Enterprise Scheduler internally uses the Database Management System (DBMS) scheduler to schedule PL/SQL jobs. In some cases, the DBMS scheduler has not scheduled the job request, even though Oracle Enterprise Scheduler has submitted the job to the DBMS scheduler and set its state to RUNNING
.
Solution 2
To resolve this issue:
Problem
Oracle Business Intelligence Publisher jobs run on separate computers. In these cases, Oracle Enterprise Scheduler depends on the remote job sending a completion status at end of processing that defines the job outcome. However this message may never get generated due to various reasons. It is required to troubleshoot the native job implementation to resolve.
Solution
To resolve this issue, you must troubleshoot the native job. See Section 20.4.8 and Section 20.2.1.3.
Problem
Under normal circumstances, the BI Publisher server state should match the Oracle Enterprise Scheduler job state. However, in case of any BI Publisher job errors, server issues or other network issues, the BI Publisher server state may not match the Oracle Enterprise Scheduler job state.
Solution
It is important to understand that the Oracle Enterprise Scheduler runtime invokes the Oracle BI Publisher web service asynchronously and then needs to wait for it to successfully complete to update the Oracle Enterprise Scheduler job status. Therefore, between the initial web service invocation, there could be various things that could go wrong. The table below lists the typical job life cycle, the potential failure points, and the Oracle Enterprise Scheduler and BI Publisher state values seen at each of those states. Use the table below to debug any state mismatch between the Oracle Enterprise Scheduler job and the BI Publisher server:
Processing Step/Error | Server | Expected ESS Request State | Expected BI Publisher State | Description |
---|---|---|---|---|
1. Oracle Enterprise Scheduler request is in the RUNNING state, calls BI Publisher job | Oracle Enterprise Scheduler | RUNNING | None | |
2. BI Publisher Oracle Enterprise Scheduler job begins to execute. | Oracle Enterprise Scheduler | RUNNING | None | |
3. BI Publisher Oracle Enterprise Scheduler job invokes BI Publisher web service. | RUNNING | None | ||
3a. Error calling the web service, for example, the BI Publisherserver is down or crashes while processing the web service. | Oracle Enterprise Scheduler | ERROR_MANUAL_RECOVERY | Could be None or RUNNING , depending on where the crash occurs | An error message is seen in the Oracle Enterprise Scheduler server log and with Oracle Enterprise Scheduler request in Fusion Applications Control. BI Publisher job state depends on why the web service failed. This requires manual recovery. |
4. BI Publisher web service creates "BIP Job ID" with RUNNING status, enqueues to JMS, and commits. | BI Publisher | RUNNING | RUNNING | |
5. BI Publisher Oracle Enterprise Scheduler job finishes after web service processing. | Oracle Enterprise Scheduler | RUNNING | RUNNING | |
5a. Error in the BI Publisher Oracle Enterprise Scheduler job before returning. | ERROR_MANUAL_RECOVERY | RUNNING | Error message seen in the Oracle Enterprise Scheduler server log and with Oracle Enterprise Scheduler request in Fusion Applications Control. BI Publisher job is running, but Oracle Enterprise Scheduler job that invoked it has failed. This needs manual recovery because the Oracle Enterprise Scheduler job cannot be in a terminal SUCCESS or ERROR state while the BI Publisher job is RUNNING . | |
5b. Oracle Enterprise Scheduler server crash anywhere during BI Publisher Oracle Enterprise Scheduler job execution (crash during BI Publisher Oracle Enterprise Scheduler job executable call between Steps 2-5). | ERROR_MANUAL_RECOVERY | Could be None or RUNNING , depending on where the crash occurs | Error message seen in the Oracle Enterprise Scheduler server log and with Oracle Enterprise Scheduler request in Fusion Applications Control. It is not known if the web service has been invoked or not, so manual intervention is required. | |
6. BI Publisher server begins processing the BI Publisher job | BI Publisher | RUNNING | RUNNING | |
6a. BI Publisher server crashes during processing and restarts | RUNNING to ERROR (See steps 11 through 13) | RUNNING (before restart) to ERROR (after restart) | ||
6b. Job is taking a long time to run | RUNNING | RUNNING | BI Publisher "request job history" UI should show which stage of processing the job is in. When BI Publisher server restarts, it will mark the BI Publisher state as ERROR and then notify Oracle Enterprise Scheduler that the job had an error. | |
BI Publisher report is successful | ||||
7. BI Publisher job completes successfully, BI Publisher sets the BI Publisher job to SUCCESS and commits | BI Publisher | RUNNING | SUCCESS | |
8. BI Publisher invokes Oracle Enterprise Scheduler web service to notify Oracle Enterprise Schedulerof job completion. | BI Publisher | RUNNING | SUCCESS | |
8a. Oracle Enterprise Scheduler server is down while BI Publisher makes web service call to notify Oracle Enterprise Scheduler of job completion, other Oracle Enterprise Scheduler servers in the cluster are running. | BI Publisher | See Steps 9 through 10. | SUCCESS | Fusion Applications Control should show that the Oracle Enterprise Scheduler server is down. Service invocation should be routed successfully to another Oracle Enterprise Scheduler server in the cluster. |
8b. All Oracle Enterprise Scheduler servers are down while BI Publisher makes web service call to notify Oracle Enterprise Scheduler of job completion. | BI Publisher | RUNNING | SUCCESS | Can detect this case after the Oracle Enterprise Scheduler servers are restarted and the BI Publisher request is SUCCESS while the Oracle Enterprise Scheduler request is RUNNING (or timed out). Job will remain RUNNING and administrator has to cancel and recover request in Fusion Applications Control. |
9. Oracle Enterprise Scheduler calls job post-processor. | Oracle Enterprise Scheduler | COMPLETED | SUCCESS | |
9a. Oracle Enterprise Scheduler job post-processor has an error. | Oracle Enterprise Scheduler | WARNING | SUCCESS | Error message seen in the Oracle Enterprise Scheduler server log and with ESS request in Fusion Applications Control. |
10. Oracle Enterprise Scheduler completes the request after post-processing finishes successfully | Oracle Enterprise Scheduler | SUCCESS | SUCCESS | |
BI Publisher report has error. | Error message seen in the Oracle Enterprise Scheduler server log and with Oracle Enterprise Scheduler request in Fusion Applications Control as well as in BI Publisher console for the job. | |||
11. BI Publisher job completes with error, BI Publisher sets the BI Publisher job to ERROR and commits | BI Publisher | RUNNING | ERROR | |
12. BI Publisher invokes Oracle Enterprise Scheduler web service to notify Oracle Enterprise Scheduler of job completion | BI Publisher | RUNNING | ERROR | |
12a. Oracle Enterprise Scheduler server is down while BI Publisher makes web service call to notify Oracle Enterprise Scheduler of job completion, other Oracle Enterprise Scheduler servers in the cluster are running. | BI Publisher | RUNNING | ERROR | See Steps 8a and 8b. BI Publisher retries delivery of the status update in all cases if Oracle Enterprise Scheduler web service invocation fails |
13. Oracle Enterprise Scheduler updates request status in the Oracle Database to ERROR | Oracle Enterprise Scheduler | ERROR | ERROR | |
Request is cancelled. | Note: The timing refers to when the AsyncCancellable method is invoked, not when cancel is initiated. The states in this section assume that if the BI Publisher runs, it runs successfully unless canceled. For more details on Oracle Enterprise Scheduler cancellation, see Section 5.7.5. | |||
14. Request in RUNNING state canceled prior to BI Publisher Oracle Enterprise Scheduler job execution. | CANCELLING to CANCELLED | None | Process phase prior to ExecuteInitiate . Should automatically transition from CANCELLING to CANCELLED . | |
15. Request canceled during BI Publisher Oracle Enterprise Scheduler job execution before BI Publisher job begins. | CANCELLING to CANCELLED | None | BI Publisher Oracle Enterprise Scheduler job should prevent BI Publisher job from being initiated by having checkpoints in the execute method. On return, request should transition to CANCELLED . | |
16. Request canceled during BI Publisher Oracle Enterprise Scheduler job execution after BI Publisher job initiated. | CANCELLING to CANCELLED | RUNNING to CANCELLED | BI Publisher Oracle Enterprise Scheduler job execute method can ignore cancel. Cancel() method should attempt to cancel BI Publisher job. BI Publisher job returns status (CANCELLED or other). Request ends up in CANCELLED state. | |
17. Request canceled while BI Publisher job is running. | CANCELLING to CANCELLED | RUNNING to CANCELLED | Cancel() method should attempt to cancel BI Publisher job. BI Publisher job returns status (CANCELLED or other). Request ends up in CANCELLED state. | |
18. Request canceled after BI Publisher job, before callback received (when is BI Publisher state set to SUCCESS .) | CANCELLING to CANCELLED | SUCCESS | Cancel() method should attempt to cancel BI Publisher job. BI Publisher job returns status (CANCELLED or other). Request ends up in CANCELLED state. | |
19. Request canceled after callback received, before post-processor | CANCELLING to CANCELLED | SUCCESS | ||
20. Request canceled while post-processor is running | SUCCESS | SUCCESS | Once post-processing is begun, the cancel operation has no effect. | |
21. Request canceled after post-processing | SUCCESS | SUCCESS |
Problem
When a job's scheduled time arrives, it does not execute.
Solution
To resolve this problem, view the Request Details page in the Fusion Applications Control. This page provides built in diagnostics to show what the issue is. For jobs that fails with an error, the Request Details page shows the reason and provides access to the job request log from the Action menu. See Section 5.7.3.
For more information job diagnostics, see Section 20.2.4.
Problem
When the user submits a spawn job, it goes into ERROR
state immediately.
Solution
To resolve this problem, verify that the RequestFileDirectory
directory is created and set up on the server. This directory can be located anywhere. The Oracle WebLogic Server writes and reads from it, so the Oracle Fusion Middleware administration account server can access this directory. If this directory does not exist, all jobs will move to ERROR
state. The directory is a shared file system shared across the Oracle Enterprise Scheduler cluster.
To find the RequestFileDirectory
value in the Fusion Applications Control:
RequestFileDirectory
directory is created:Problem
A job gets placed in the ERROR_MANUAL_RECOVERY
state. There are a number of reasons why a job may end up in error manual recovery. For example for an asynchronous job, the job implementation may not know if the job was successfully launched due to an error and throws the error manual recovery exception. For more reasons on why a job can end up in error manual recovery, see Section 20.2.3.
Solution
To resolve this issue, manually update the job status to complete it. See Section 20.2.3.1 and Section 20.2.3.2.
Problem
A spawned process type job gets placed in the ERROR_MANUAL_RECOVERY
state.
Solution
To solve this issue, transition the request to a terminal state:
A request in the CANCELLED
state is put to CANCELLED
state and a request in ERROR_MANUAL_RECOVER_STATE
is put to ERROR
state, specifying an appropriate error message. The error message specified by the user will be shown on Request Details page.
For more information on manually recovering a job, see Section 20.2.3
Problem
Sometimes when a job is cancelled, it stays in CANCELLING
state and does not get cancelled. Results of a cancellation request depends on the stage of processing for the request when the cancel happens and the results of that stage. Many jobs in Oracle Fusion Applications are implemented as asynchronous ADF service invocations. The Oracle Fusion Applications infrastructure does not support cancellation of in-flight service requests, and as a result, the job does not cancel as expected. In addition, there are additional reasons why a job may get stuck in CANCELLING
state.
CANCELLED
state. If the job completes before it can be killed, the state to which the request will transition depends on the result of the job execution. For these type of jobs, this issue should not occur.AsyncCancellable
interface was not implemented or the remote cancel operation did not succeed. It could also happen if the remote system is unable to respond.Cancellable()
interface was not implemented or the job's Executable.execute()
method still did not return after Cancellable.cancel
was invoked. For more information about the Executable
interface, see the chapter "Use Case Oracle Enterprise Scheduler Sample Application" in Oracle Fusion Applications Developer's Guide for Oracle Enterprise Scheduler. For more information about the Cancellable interface, see the section "How to Cancel a Scheduled Java Job" in the chapter "Working with Extensions to Oracle Enterprise Scheduler" in Oracle Fusion Applications Developer's Guide for Oracle Enterprise Scheduler.CANCELLING
state.server-name
-diagnostic.log
file in the following directories to see what happened:For more information about viewing log files, see the "Viewing and Searching Log Filess" section in the Oracle Fusion Middleware Administrator's Guide.
Solution
Manually intervene in the Fusion Applications Control to complete the job stuck in CANCELLING
state.
To recover asynchronous requests that are stuck, determine whether the remote job is still executing. If it is, nothing should be done on the Oracle Enterprise Scheduler side. If the remote job is no longer executing, then perform the following from Fusion Applications Control to complete the request:
For information about debugging any state mismatch between the Oracle Enterprise Scheduler job and the BI Publisher server, see Section 20.4.8.
For synchronous Java jobs, wait for the job to complete. If the job is irrevocably hung, then the server on which it is executing must be restarted.
Problem
Oracle Enterprise Scheduler tries to upload log/output files to Oracle Universal Content Management. If upload fails, the request will be marked to WARNING
state.
Solution
To resolve this problem, use Fusion Applications Control:
Oracle Universal Content Management is located in the CommonDomain
domain in the Oracle Fusion Setup product family.
If it is not running, start it. See Section 5.6.2.
The Application Deployment page displays.
The WebCenter Service Configuration page displays.
Problem
Performance and scalability goes down when two very database intensive jobs run at the same time.
To determine job performance issues:
Solution
To solve this problem, perform one of two solutions:
Problem
A newly added Managed Server does not run jobs as expected or is not being utilized at all.
You will see in the job history over time that no jobs are running on this server or you notice in the job history that a particular job is running on this server that should not run.
To view the job history:
Solution
After a new server is added, Oracle Enterprise Scheduler determines if the default work assignment can be used based on how other processors are bound. If it cannot use the default work assignment, it configures the new server to only run the health check service (internal work assignment ESSInternalWA
). Revisit this default configuration to configure the work assignment binding to this server as desired and removing the internal work assignment after the health check is complete. For more details, see Section 5.4.1.
Problem
Oracle Enterprise Scheduler runtime system is not behaving properly and is throwing errors or encountering problems when processing a job.
Solution
To identify and solve this problem, review the Oracle Enterprise Scheduler system logs to troubleshoot this issue. From Fusion Applications Control, perform the following:
The WebLogic Server home page displays.
You can configure the Oracle Enterprise Scheduler server loggers for an Oracle WebLogic Server by modifying the logging.xml
file of that Oracle WebLogic Server. By default, there is no explicit logger entry for the Oracle Enterprise Scheduler and it will inherit the logging level and log handlers configured for the parent logger, typically the "oracle"
logger or the (""
) root logger.
By default, the log messages for the Oracle Enterprise Scheduler server logger can be found in the Oracle WebLogic Server diagnostic log file for that Oracle WebLogic Server. For more information on logging and log levels, see Section 5.15.4.
Note: The logger only shows logs written by Oracle Enterprise Scheduler job running in Oracle WebLogic Server. Once Oracle Enterprise Scheduler transfers control of running PL/SQL and C jobs to the PL/SQL or C process, respectively, PL/SQL and C job logging data is not written to the Oracle Enterprise Scheduler logs as they run in a separate process. |
Problem
When accessing job metadata, users receive a metadata access denied error in the Standard Report Submission, when there is an attempt to submit a job.
Solution
To resolve this problem,
The Application Policies page displays.
If you do not find the user, add the user to the group, as described in Step 4.
- To locate a group in a large list, type the first few characters of the name.
- To select multiple groups, Ctrl-click each group.
- To add a user to a group, click the right arrow to move the selection to the Chosen list box.
- To remove a user from a group, select the group in the Chosen list box and click the left arrow.
Problem
If Oracle Enterprise Scheduler is running out of database connections, there could be a problem with connection leaks in Oracle Enterprise Scheduler.
Description
See the "Running out of Data Source Connections" section in the Oracle Fusion Middleware Administrator's Guide.
Problem
The following error is reported:
Solution
To resolve this problem,
ESS_REQUEST_HISTORY
database resource.Problem
When an application user logs into an Oracle Fusion application to schedule a new Oracle Enterprise Scheduler job by using the following procedure and finding no value for the process:
This issue is usually the result of a permissions problem.
Solution
To resolve this problem,
ESS_REQUEST_HISTORY
database resource.Problem
When an application user logs into an Oracle Fusion application to schedule a new Oracle Enterprise Scheduler job by using the following procedure and finding slow performance in the list of values.
Solution
To resolve this issue, update the MDS table statistics for the query optimizer to use optimal query plans:
Problem
At times, some jobs may not behave as expected. The job queue may become large due to some job spinning or hanging or if a job has memory leaks.
Solution
Here are some typical scenarios:
To resolve this problem, perform the following with Fusion Applications Control:
If the Thread Count field is set to 25 synchronous Java jobs, only 25 Java jobs are permitted to be in the RUNNING
state, and all other Java jobs are in the queue have to wait to be processed.
If some jobs are performing heavy processing or seem to hang, you can isolate such jobs by defining dedicated work assignments to process them on a specific Oracle Enterprise Scheduler server, leaving the other servers to process the rest of the jobs. See Section 5.11.1.1.
After restarting the server, the Oracle Enterprise Scheduler moves RUNNING
jobs to the ERROR
state and starts processing the next batch of jobs in the queue.
Cancel the PLSQL job to move the job to CANCELLED
state. See Section 5.7.5.
For example, consider a PL/SQL procedure that performs 1 million inserts, updates, and deletes on a table. Such as PL/SQL procedure can take about 20 minute to two hours to complete, depending on the DBMS load. If a work Assignment named wa1
has been created with a PLSQL concurrency limit setting of 25. There are many PL/SQL jobs and each job runs this PL/SQL procedure.
In this case, the Oracle Enterprise Scheduler server will process only 25 PL/SQL jobs concurrently. Since each PL/SQL job is taking one to two hours to complete, the remaining PL/SQL jobs will be in the WAIT
state. After the completion of a RUNNING
job, the first job from the WAIT
queue is picked and is scheduled to run.
You can use My Oracle Support (formerly MetaLink) to help resolve Oracle Fusion Applications problems. My Oracle Support contains several useful troubleshooting resources, such as:
You can access My Oracle Support at https://support.oracle.com
.
Use this chapter to troubleshoot runtime Oracle Fusion Applications problems that may have originated in the Oracle Identity Management and security integration layer.
This chapter contains the following topics:
In addition to this chapter, review the Oracle Fusion Middleware Error Messages Reference for information about the error messages you may encounter.
This section provides guidelines and a process for using the information in this chapter. Using the following guidelines and process will focus and minimize the time you spend resolving problems.
Guidelines
When using the information in this chapter, Oracle recommends:
Process
Follow the process outlined in Table 21-1 when using the information in this chapter. If the information in a particular section does not resolve your problem, proceed to the next step in this process.
Table 21-1 Process for Using the Information in this Chapter
Step | Section to Use | Purpose |
---|---|---|
1 | Get started troubleshooting Oracle Identity Management. The procedures in this section quickly address a wide variety of problems. | |
2 | Perform problem-specific troubleshooting procedures. This section describes:
| |
3 | Get Oracle Identity Management component-specific troubleshooting information. Use this section if you have isolated your problem to a specific Oracle Identity Management component or want to learn more about a component. | |
4 | Use My Oracle Support to get additional troubleshooting information about Oracle Fusion Applications or Oracle Identity Management. My Oracle Support provides access to several useful troubleshooting resources, including Knowledge Base articles and Community Forums and Discussions. | |
5 | Log a service request if the information in this chapter and My Oracle Support does not resolve your problem. You can log a service request using My Oracle Support at |
Start troubleshooting by performing the procedures in this section, as they quickly address a wide variety of problems. If the procedures in this section do not resolve your problem, proceed to Section 21.3.
This section contains the following topics:
When using Oracle Internet Directory as the identity store, it must be configured to index the displayName
attribute. If Oracle Internet Directory is not configured to index the displayName
attribute, operations that require looking up users and roles in the identity store will fail.
To verify an Oracle Internet Directory identity store is configured to index the displayName
attribute:
displayName
in the search field, and click the Go (>) button to search for the displayName
attribute.displayName
attribute appear in the main screen.If the Indexed option is not selected, click the attribute will be cataloged/decataloged button below the search field in the navigation tree.
Refer to the "Adding an Index to an Existing Attribute by Using Oracle Directory Services Manager" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory for more information.
Small configuration errors in the security providers for the Oracle WebLogic Server domain, such as in the Identity Asserters and Authenticators, frequently are the cause of runtime problems. Use the information in this section to quickly verify a few key security provider settings, including:
To verify configuration settings for the security providers in the Oracle WebLogic Server domain:
Verifying the Order of Providers
The security providers must be configured in the following order, where number 1 in the following list is at the top of the Authentication Providers table:
If needed, you can reorder the security providers by performing the following steps from the Settings for REALM_NAME screen:
Verifying JAAS Control Flags
The JAAS Control Flags for the security providers must be set as shown in Table 21-2. Perform the following steps to view, and if needed, edit the JAAS Control Flags.
From the Settings for REALM_NAME screen:
Table 21-2 Required JAAS Control Flags for Security Providers
Security Provider | Required JAAS Control Flag |
---|---|
Oracle Access Manager Identity Asserter | Required |
LDAP Authenticator for the identity store:
| Sufficient |
Default Authenticator | Sufficient |
Verifying Settings for the Identity Store's LDAP Authenticator
Table 21-3 lists settings for the identity store's LDAP Authenticator that you should verify. Perform the following steps on either the Oracle Internet Directory Authenticator or the Oracle Virtual Directory Authenticator, depending on the LDAP server you are using for the identity store.
From the Settings for REALM_NAME screen:
Note: You can get more information about each of the settings listed in table Table 21-3 by clicking More Info... next to each setting in the Oracle WebLogic Server Administration Console. |
Table 21-3 Settings to Verify in the Identity Store's LDAP Authenticator
Setting | Verification to Perform |
---|---|
Connection settings | Double-check all to ensure accuracy. Pay particular attention to the Host value, which can contain misspelled strings. |
User Name Attribute | Regardless of which attribute is set, the same attribute must be used to specify the user name in the All Users Filter and User From Name Filter settings. |
All Users Filter and User From Name Filter | The user name attribute used in both of these settings must be the attribute configured for the User Name Attribute setting. |
Use Retrieved User Name as Principal | Must be enabled (checked). |
Static Group Name Attribute | Regardless of which attribute is set, the same attribute must be used to specify the group name in the All Groups Filter and Group From Name Filter settings. |
All Groups Filter and Group From Name Filter | The attribute used to specify the group name in these two settings must be the same attribute configured for the Static Group Name Attribute setting. |
Cache Enabled | If enabled, examine the value of the Cache TTL setting. |
Cache TTL | Examine to ensure an appropriate value is set. If you perform an operation that fails, wait for the amount of time specified by the Cache TTL to elapse and then retry the failed operation. This will ensure the authenticator's cache has been refreshed and any recent configuration changes have been activated. |
When Oracle Fusion Applications users cannot access a particular functionality, for example, they attempt to log in to an application and are denied access or see an unexpected view of the application, often it is because they are not authorized to access that functionality. In these situations, you can use Fusion Middleware Control's Selective Tracing feature to collect data specific to the user and request, then collaborate with the Security Administrator to compare it against the configured authorizations.
To use Selective Tracing to troubleshoot inaccessible functionality:
On Linux/UNIX systems, add the text shown in Example 21-1 to the bottom of the DOMAIN_HOME
/bin/setDomainEnv.sh
file:
Example 21-1 Updating the Domain's Environment Setup Script on Linux/UNIX Systems
On Windows systems, add the text shown in Example 21-2 to the bottom of the DOMAIN_HOME
\bin\setDomainEnv.cmd
file:
Example 21-2 Updating the Domain's Environment Setup Script on Windows Systems
Note: While this procedure describes troubleshooting inaccessible functionality by selective tracing on a user name, you can also use the other options in the Option Names list for troubleshooting purposes. |
USER_NAME
cannot access functionality
.Note: To quickly locate a specific logger, enter the logger name or a string in the logger name in the field above the list of loggers and press return. |
Note: Refer to the "Debugging the Authorization Process" section in the Oracle Fusion Middleware Application Security Guide for information about system properties you can enable for extremely fine grained authorization debugging. |
Note: Typically, the Security Administrator performs the remaining steps in this procedure. |
Failed ProtectionDomain
string and its corresponding resourceName=
, resourceType=
, and Principal=
strings in the trace results. These strings will provide information about the user and the inaccessible resource. As shown in Example 21-3, the user named user1
was denied access to the resource named ResourceNameX
:Example 21-3 Failed ProtectionDomain String in Sample Selective Tracing Results
Use Oracle Authorization Policy Manager to search for configured security policies that contain the resource and resource type listed in the trace results (look for resourceName=
and resourceType=
). In Example 21-3, you would search for configured security polices that contain the resource named ResourceNameX
that is of the type TaskFlowResourceType
.
Refer to the "Finding Application Policies that Match Entitlements or Resources" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition) for more information on how to use Oracle Authorization Policy Manager to search for policies based on resources.
Note: After identifying the relevant security policies using the "Finding Application Policies that Match Entitlements or Resources" procedure, you will be able to identify the principals and actions granted in each of those configured security policies. |
Failed ProtectionDomain
strings in the trace results. Specifically, for each of the security policies, compare the granted actions and principals as follows:Failed ProtectionDomain
string in the trace results. In Example 21-3, you would ensure the security policy is granting the read action (identified by Action:[read]
in the trace).If the action for the Failed ProtectionDomain
string is granted in the configured security policy, proceed to Step b.
If the action for the Failed ProtectionDomain
string is not granted in the security policy, compare the action against all security policies identified by the search in Step 9.
Ensure the principals granted in the security policies are the same principals listed for the Failed ProtectionDomain
string (identified by Principals=
).
If the principals configured in the security policy are application roles or external roles and they are not listed in the Failed ProtectionDomain
string, use Oracle Authorization Policy Manager to determine if the roles are mapped to the relevant user.
Note: Be sure to consult your organization's security policies and the Oracle Fusion Applications security reference manuals before altering any aspect of the configured security policies, as it is possible the user is intentionally unauthorized to access the particular functionality. You can access the Oracle Fusion Applications security reference manuals in the Oracle Fusion Applications Technology Documentation Library. |
If both the actions and principals granted in the security polices are consistent with the authorization request (as identified in the trace), examine Oracle Platform Security Services' cache refresh setting by referring to the problem and solution described in Section 21.3.2.1 of this chapter.
Use the information in this section if the solution procedures in Section 21.2 did not resolve your problem. This section describes symptoms of specific Oracle Fusion Applications runtime problems that may have originated in the Oracle Identity Management and security integration layer, possible causes of the problems, and solution procedures corresponding to each of the possible causes.
For problems that contain multiple possible causes, the most probable cause and its corresponding solution are listed first. If multiple possible causes are listed, perform the first solution procedure and then retry the failed task. If the problem persists after retrying the failed task, perform the second solution procedure in the topic and then try the failed task again. Repeat this process while proceeding down the list of solution procedures until the problem is resolved.
This section contains the following topics:
Notes: When looking in this section for the problem you encountered, be sure to examine all topics, as many problems fit into multiple topics. For example, while the problem of not being able to see application role hierarchies resides in the topic about managing roles, it could also reside in the topic about missing or incorrect data. |
This section describes problems and solutions related to missing or incorrect data. This section contains the following topics:
Bulk changes to an Oracle Internet Directory identity store are not getting reconciled into Oracle Identity Manager.
Problem
The problem may be the Oracle Internet Directory identity store is not configured to generate change logs.
Solution
To verify change log generation is enabled for an Oracle Internet Directory identity store:
Note: If you have multiple Oracle Internet Directory identity store instances, perform this procedure on all of them. |
After migrating or patching the Oracle Platform Security Services policy store, data that was once available is now missing. This issue may be encountered after the policy store is:
Problem
The problem may be the application role GUIDs in the Oracle Fusion Data Security repository and their corresponding application role GUIDs in the Oracle Platform Security Services policy store do not match.
Solution
Run the oracle.apps.fnd.applcore.dataSecurity.util.DSDataMigrator
java program to reconcile the application role GUIDs between the Oracle Fusion Data Security repository and the Oracle Platform Security Services policy store.
Backing Up the fnd_grants Table in the Oracle Fusion Data Security Repository
The DSDataMigrator
program modifies only the fnd_grants table, which is Virtual Private Database (VPD) enabled. Before running the program, as sys user, back up the existing fnd_grants table in the Oracle Fusion Data Security repository. For example:
Running the DSDataMigrator Program
To run the oracle.apps.fnd.applcore.dataSecurity.util.DSDataMigrator
java program, the following JAR files must be added to the classpath:
Note: If the classpath is set in the shell, you can run the program from the command line using only the necessary arguments. |
The syntax to run the DSDataMigrator
java program is:
Note: To see usage instructions, execute the following command: java oracle.apps.fnd.applcore.dataSecurity.util.DSDataMigrator |
Parameters
The DSDataMigrator
program supports the following parameters:
oracle.security.jps.config
: Identifies the path to the jps-config-jse.xml
file that the DSDataMigrator
program will use. For example:COMMON_DOMAIN
/config/fmwconfig/jps-config-jse.xml
Note: The jps-config-jse.xml file must have credentials for both the identity store and policy store—not just the policy store. |
FND_DS_GUID_RECON_LOG_DIR
: Identifies the output directory for the program's log. For example: -DFND_DS_GUID_RECON_LOG_DIR=/tmp
Arguments
The DSDataMigrator
program supports the following arguments:
silentMode
: Set to true if you do not want exceptions to be raised when an entry is not found in the Oracle Platform Security Services policy store.forceProcessAllRows
: Set to true if you want to process all the rows in the policies table. By default, only rows where compile_flag=Y
are processed.policyStripe
: Identifies the policy stripe to process. Valid values are: crm, fscm and hcm. If the policyStripe
argument is not specified, all policy stripes and identity store data security role policies are processed.idStoreOnly
: Set to true if you want to process only data security policies made to enterprise roles. If idStoreOnly
is set to true, the policyStripe
argument is ignored.A user with administrator privileges uses Oracle Authorization Policy Manager to search for database resources, but the search does not find any.
Problem
The problem may be data security policies that govern data security administration do not exist in the Oracle Fusion Data Security repository.
Solution
To troubleshoot this issue:
APM_CRM_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
APM_HCM_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
APM_FSCM_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
APM_FND_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
Note:
|
Determine whether data security policies that govern data security administration exist in the Oracle Fusion Data Security repository. Log in to Oracle Authorization Policy Manager as a user with the Application Developer external role and search for the following roles. Ensure that data security policies for the roles exist on the FND_OBJECTS
object and that the policies have not expired.
APM_CRM_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
APM_HCM_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
APM_FSCM_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
APM_FND_APPLICATION_OBJECTS_DATA_ADMINISTRATION_DUTY
If the policies do not exist in the Oracle Fusion Data Security repository, use Oracle Fusion Functional Setup Manager to upload the Applications Core data security seed data to the Oracle Fusion Data Security repository. Refer to Section 2.8 for more information about using Oracle Fusion Functional Setup Manager.
After logging in to an Oracle Fusion Applications portlet, the data the user expects to see is missing or incorrect.
Problem
The problem may be:
Solution
To troubleshoot this situation:
This section describes problems and solutions related to accessing functionality. This section contains the following topics:
After removing an enterprise role's membership to an application role using Oracle Authorization Policy Manager, access to the application is still being granted.
Problem
Oracle Platform Security Services optimizes the authorization process by caching security artifacts. When an application policy (or some other security artifact) is modified, the change becomes effective depending on where the application and the tool used to modified the artifact (Oracle Authorization Policy Manager in this case) are running.
If the application and the tool (Oracle Authorization Policy Manager) are running on different hosts or in different domains, the change becomes effective after the policy store cache is refreshed. The frequency of the cache refresh is determined by the value of the Refresh Polling Time (secs) parameter in Fusion Middleware Control.
Depending on the configuration, access to the application may have been granted (despite the removal of the enterprise role membership to the application role) because the Oracle Platform Security Services cache was not refreshed before the application was accessed.
Refer to the "Caching and Refreshing the Cache" and "An Example" sections in the Oracle Fusion Middleware Application Security Guide for more information about authorization behavior relating to the Oracle Platform Security Services cache.
Solution
To examine the refresh interval for Oracle Platform Security Services' cache:
After creating a new user and external role using Oracle Fusion Human Capital Management, then granting duty roles to that user using Oracle Authorization Policy Manager, the user cannot log in and perform its granted duties.
Problem
The problem may be:
Solution 1
To verify the user exists in the identity store, use Oracle Directory Services Manager to examine the container in the identity store where users are stored, such as cn=users,dc=us,dc=oracle,dc=com
.
Refer to the following for more information about examining identity store containers.
If Oracle Internet Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory using this sequence:
If Oracle Virtual Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory using this sequence:
Solution 2
To verify the user to external role membership exists in the identity store:
cn=users,dc=us,dc=oracle,dc=com
.cn=groups
.uniqueMember
is an attribute of the external role.Solution 3
To troubleshoot the Oracle Internet Directory Authenticator's cache and Oracle Platform Security Services' cache:
Note: Wait for the caches to be refreshed before retrying any failed task or operation. |
Solution 4
To verify Oracle Identity Manager and Oracle Authorization Policy Manager are configured to use the same identity store and their connection settings to identity store are correct:
Directory Server
in the IT Resource Name field or select Directory Server from the IT Resource Type list and click Search. The search results appear at the bottom of the screen.After logging out of a resource secured by Oracle Access Manager and then attempting to access a different secured resource, access is granted without a login page appearing.
Note: Oracle Platform Security Services manages logouts for Oracle Fusion Applications by providing the configured logout URL (typically the Oracle Access Manager logout URL) to Oracle Application Development Framework for redirection. Oracle Access Manager then sets the session status to logged out. |
Problem
The problem may be:
Solution 1
Perform either of the following steps to determine whether Oracle Access Manager's user session was removed during logout:
OAM_ID
session cookie should not be present, as it gets deleted from the browser upon logout.Refer to the "Logging In to the Oracle Access Manager 11g Administration Console" and "Managing Active User Sessions" sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Access Manager with Oracle Security Token Service.
Solution 2
To verify Oracle Platform Security Services is configured with the correct Oracle Access Manager logout URL:
After successfully logging in to and working on a resource secured by Oracle Access Manager and then attempting to access a different secured resource, an unexpected page, such as Not Authorized
, blank (empty), corrupted, or 500 error
, appears.
Problem
The problem may be Oracle Access Manager's ObSSOCookie
and OAM_ID
cookies are not in the user's browser. The ObSSOCookie
and OAM_ID
cookies are encrypted, single sign-on, session-based cookies generated by the Oracle Access Manager Access Server when a user authenticates successfully.
Solution
To verify Oracle Access Manager's ObSSOCookie
and OAM_ID
cookies are in the user's browser:
ObSSOCookie
and OAM_ID
session cookies.If the ObSSOCookie
and OAM_ID
cookies are not in the user's browser:
A Support (Help Desk) representative attempts to log in to a resource secured by Oracle Access Manager and impersonate an Oracle Fusion Applications user, but cannot do so.
Problem
The problem may be the user that the Support representative is attempting to impersonate has not granted the privilege to be impersonated or the privilege has expired.
Solution
To verify that the user has granted the privilege to be impersonated and that the privilege is active:
cn=users,dc=us,dc=oracle,dc=com
.Refer to the following for more information about examining identity store containers.
If Oracle Internet Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory using this sequence:
If Oracle Virtual Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory using this sequence:
orclimpersonationgrants
attribute.orclimpersonationgrants
attribute, the user has not granted the privilege to be impersonated.orclimpersonationgrants
attribute, ensure the privilege has not expired. The orclimpersonationgrants
attribute will be in a format such as:EEA958988E344BF49740CF00DF9B0421
is the GUID of the impersonator.20110124170000Z
is the date on which impersonation can begin20110124180000Z
is the expiration date for the impersonation privilegeNote: The date strings in the orclimpersonationgrants attribute use the Coordinated Universal Time (UTC) standard and are of the form: yyyyMMddHHmmss'Z' |
While attempting to access a resource secured by Oracle Access Manager, an unauthenticated user gets an error page instead of the login page.
Problem
The problem may be:
Solution 1
To verify the Oracle HTTP Server Web servers front-ending the Oracle Fusion application are running:
If Oracle Identity Manager is not front-ended by Oracle HTTP Server or a load balancer, use the following URL:
If you cannot access a page in an Oracle HTTP Server front-ending configuration, use Fusion Middleware Control to examine the WebLogic Host and WebLogic Port settings for the Oracle HTTP Server's mod_wl_ohs
module. Refer to the "Configuring the mod_wl_ohs Module" section in the Oracle Fusion Middleware Administrator's Guide for Oracle HTTP Server for more information.
Solution 2
To verify the Managed Servers where Oracle Access Manager is deployed and the requisite Oracle Access Manager services are running:
If Oracle Access Manager is not front-ended, enter the following URL into a web browser:
This section describes problems and solutions related to managing users. This section contains the following topics:
Oracle Fusion Human Capital Management makes a request to assign a role to a user, but the role assignment fails.
Problem
The problem may be the user exists in Oracle Identity Manager, but does not exist in the Oracle Internet Directory identity store.
Solution
To troubleshoot this situation:
cn=users,dc=us,dc=oracle,dc=com
.Refer to the "Displaying Entries by Using Oracle Directory Services Manager" or "Searching for Entries by Using Oracle Directory Services Manager" sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory for more information.
Note:
|
Refer to the "Managing Scheduled Tasks" chapter in the Oracle Fusion Middleware Administrator's Guide for Oracle Identity Manager for information about the LDAP User Create and Update Reconciliation scheduled job and how to execute it.
An Oracle Fusion application invokes an event that initiates an SPML call, for example, Oracle Fusion Human Capital Management sends an SPML request to add a user, but the call fails.
Problem
The problem may be the Oracle Fusion application's composite that invokes the SPML service is using incompatible Oracle Web Services Manager (Oracle WSM) client and server security policies. The client and server security policies must be compatible for calls to succeed.
Solution
To verify Oracle Identity Manager is using the correct Oracle WSM server and client security policies:
oracle/wss_saml_or_username_token_service_policy
oracle/wss_username_token_client_policy
To collect information about SPML requests between Oracle Fusion Human Capital Management and Oracle Identity Manager:
Refer to the "Searching and Tracking Requests" section in the Oracle Fusion Middleware User's Guide for Oracle Identity Manager for more information.
Note: To see more detailed information about the request, proceed to the next step in this procedure. |
Refer to the "Working with the Diagnostic Dashboard" section in the Oracle Fusion Middleware Administrator's Guide for Oracle Identity Manager for more information.
Note: To see the most information available about the request, proceed to the next step in this procedure. |
This section describes problems and solutions related to managing roles. This section contains the following topics:
The function security polices for a particular external role cannot be seen using Oracle Authorization Policy Manager.
Problem
The problem may be:
displayName
attribute. If Oracle Internet Directory is not indexing the displayName
attribute, Oracle Authorization Policy Manager cannot retrieve the role during a search.Solution 1
To verify an Oracle Internet Directory identity store is configured to index the displayName
attribute, refer to Section 21.2.1.
Solution 2
To verify the Oracle Internet Directory Authenticator in the Oracle WebLogic Server domain is configured with the correct connection settings to the Oracle Internet Directory instance, refer to Section 21.2.2.
Solution 3
To verify the external role was provisioned into the identity store, use Oracle Directory Services Manager to examine the container in the identity store where external roles are stored, such as: cn=groups,dc=
mycompany
,dc=
com
.
Note:
|
Refer to the following for more information about examining identity store containers.
If Oracle Internet Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory using this sequence:
If Oracle Virtual Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory using this sequence:
Solution 4
If the administrator attempting to identify the function security polices is configured as a Delegated Administrator, verify the Delegated Administrator role has access to the appropriate application stripe by referring to the "Delegated Administration" chapter in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
Solution 5
To verify the policy store has the correct application stripes:
Identify the application stripes that were loaded into the policy store after the Oracle Fusion Applications environment was provisioned by referring to the Oracle Fusion Applications security reference manuals. You can access the Oracle Fusion Applications security reference manuals in the Oracle Fusion Applications Technology Documentation Library.
APMAdmin
application role, which will allow you to see all application stripes in the policy store.APMAdmin
application role).Refer to the "The Navigation Panel" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition) for more information about viewing application stripes in the policy store using the Navigation Panel.
Solution 6
To verify the external role is mapped to the correct application roles:
Determine which application stripe the application role is expected to be in by referring to the Oracle Fusion Applications security reference manuals. You can access the Oracle Fusion Applications security reference manuals in the Oracle Fusion Applications Technology Documentation Library.
APMAdmin
application role, which will allow you to see all application stripes in the policy store.APMAdmin
application role). Verify the application stripe identified in Step a exists in the policy store.Refer to the "The Navigation Panel" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition) for more information about viewing application stripes in the policy store using the Navigation Panel.
Use Oracle Authorization Policy Manager to identify the application roles currently mapped to the external role.
Refer to the "Mapping Application Roles to an External Role" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition) for more information.
If any application roles listed in the Oracle Fusion Applications security reference manuals are not mapped to the external role, use Oracle Authorization Policy Manager to see if they exist in the policy store. Refer to the "Searching Application Roles" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition) for more information.
If the application roles exist in the policy store, use Oracle Authorization Policy Manager to map them to the external role by referring to the "Mapping Application Roles to an External Role" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
If the application roles do not exist in the policy store, use Oracle Authorization Policy Manager to create them by referring to the "Creating a Role" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition). After creating the application roles, map them to the external role.
Solution 7
To verify the external role is mapped to an application role that has policy attached to it, refer to the "Finding Application Policies that Match Principals" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
Data security polices for a particular data role cannot be seen in Oracle Authorization Policy Manager.
Problem
The problem may be:
displayName
attribute. If Oracle Internet Directory is not indexing the displayName
attribute, Oracle Authorization Policy Manager cannot retrieve the role during a search.Solution 1
To verify the Oracle Internet Directory Authenticator in the Oracle WebLogic Server domain is configured with the correct connection settings to the Oracle Internet Directory instance, refer to Section 21.2.2.
Solution 2
To verify an Oracle Internet Directory identity store is configured to index the displayName
attribute, refer to Section 21.2.1.
Solution 3
To verify the user searching for the data security policies has the privileges to do so, perform the solution described in Section 21.3.1.3.
Solution 4
To verify the data role exists in the identity store, use Oracle Directory Services Manager to examine the container in the identity store where data roles are stored, such as cn=groups,dc=
mycompany
,dc=
com
. If the role does not exist in the identity store, an administrator should add it.
Refer to the following for more information about examining identity store containers.
If Oracle Internet Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory using this sequence:
If Oracle Virtual Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory using this sequence:
Solution 5
To verify data role templates created data security policies for the data role:
Solution 6
To reconcile the data security role GUIDs in the Oracle Fusion Data Security repository and the Oracle Platform Security Services policy store, run the oracle.apps.fnd.applcore.dataSecurity.util.DSDataMigrator
java program to reconcile the GUIDs. Refer to the solution in Section 21.3.1.2 for information about using this program.
While attempting to map an application role to an external role using Oracle Authorization Policy Manager, issues such as the following are encountered:
Problem
The problem may be:
displayName
attribute. If Oracle Internet Directory is not indexing the displayName
attribute, Oracle Authorization Policy Manager cannot retrieve the roles during a search.Solution 1
To verify an Oracle Internet Directory identity store is configured to index the displayName
attribute, refer to Section 21.2.1.
Solution 2
To troubleshoot the configuration of the security providers for the Oracle WebLogic Server domain, perform the steps in Section 21.2.2 and examine the:
Solution 3
If the mapping is activated after a delay, to troubleshoot the cache refresh settings for the Oracle Internet Directory Authenticator and for Oracle Platform Security Services:
Examine Oracle Platform Security Services' cache refresh setting by referring to the problem and solution described in Section 21.3.2.1 of this chapter.
Note: Wait for the caches to be refreshed before reattempting a failed task or operation. |
Attempts to view application role hierarchies using Oracle Authorization Policy Manager fail.
Problem
The problem may be:
Solution 1
To verify the identity store's LDAP Authenticator in the Oracle WebLogic Server domain is configured to use the correct identity store, refer to Section 21.2.2 and examine the connection settings configured for the identity store's LDAP Authenticator.
Solution 2
To verify the correct application role is being used to display the application role hierarchy, in the Oracle Authorization Policy Manager interface, ensure attempts to display the role hierarchy are based on the correct application role. Application roles frequently have similar names, such as roles that are qualified by region. Double-check that the intended application role is being used to display the role hierarchy.
Solution 3
To verify role hierarchies are defined, perform the procedures in the "Managing the Application Role Hierarchy" section in the Oracle Fusion Middleware Oracle Authorization Policy Manager Administrator's Guide (Oracle Fusion Applications Edition).
After using Oracle Authorization Policy Manager to add an application role to a hierarchy, no changes can be seen in the hierarchy.
Problem
The problem may be:
Solution
To verify the application role hierarchy:
Refer to the "Permission Inheritance and the Role Hierarchy" section in the Oracle Fusion Middleware Application Security Guide for information about rules for application role hierarchies.
While attempting to create a data role using a data role template in Oracle Authorization Policy Manager, issues such as the following are encountered:
Problem
The problem may be:
Solution 1
To troubleshoot the SQL query used in the Dimension tab of the template:
Solution 2
To troubleshoot the privileges of the Oracle Authorization Policy Manager application ID used by the data role template, perform the following steps on the identity store:
cn=fusion_apps_apm_rgx_appid
user exists in the cn=appidusers container
.Refer to the following for more information about examining identity store containers.
If Oracle Internet Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Internet Directory using this sequence:
If Oracle Virtual Directory is the identity store, refer to the following sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory using this sequence:
cn=fusion_apps_apm_rgx_appid
group exists in the cn=appidgroups
container.fusion_apps_apm_rgx_appid
group is a member of, and then verify those groups have write permission to the container where enterprise roles are stored, such as cn=groups
.Note: If using Oracle Virtual Directory as the identity store, you must verify the groups' permissions in both Oracle Virtual Directory and the back-end (source) repositories. |
To focus the ACL verification, perform the following steps:
Refer to the "Configuring Oracle Virtual Directory Server Properties Using Fusion Middleware Control" section in Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory for more information.
To isolate the error in the Oracle Virtual Directory ACLs, re-enable access control checking in Oracle Virtual Directory, set its logging to TRACE message type at level 32, try creating the data role using a data role template, and then examine Oracle Virtual Directory's log, which will now contain the result of each ACL test.
Refer to the "Setting the Level of Information Written to Log Files" section and the "Managing Log Files and Diagnostic Data" chapter in the Oracle Fusion Middleware Administrator's Guide for more information about Oracle Virtual Directory logging.
Solution 3
To troubleshoot the identity store:
You can view the status of Oracle Internet Directory using Fusion Middleware Control. After logging in to Fusion Middleware Control, navigate to the Farm home page and examine the Identity and Access components within the Fusion Middleware section of the content pane.
Refer to the "Displaying Fusion Middleware Control" section in the Oracle Fusion Middleware Administrator's Guide for more information.
displayName
attribute by referring to Section 21.2.1.You can view the status of Oracle Virtual Directory using Fusion Middleware Control. After logging in to Fusion Middleware Control, navigate to the Farm home page and view the Identity and Access components within the Fusion Middleware section of the content pane.
Refer to the "Displaying Fusion Middleware Control" section in the Oracle Fusion Middleware Administrator's Guide for more information.
Refer to the following sections (in the listed sequence) in the Oracle Fusion Middleware Administrator's Guide for Oracle Virtual Directory for more information about using Oracle Directory Services Manager's Client View Data Browser:
This section describes problems and solutions for managing keystores and certificates. This section contains the following topics:
After an Oracle Fusion application invokes a web service, a key store or credential store error such as the following appears:
WSM-00056: The key orakey is not retrieved
WSM-00256: The property "Keystore Sign Alias" is not set
Problem
The problem may be:
Solution 1
To verify the alias for the signature key and encryption key in the Oracle WSM keystore configuration exist in the Oracle WSM keystore file:
Use Fusion Middleware Control to identify the alias for the signature key and encryption key in the Oracle WSM keystore configuration. Perform the procedure in the "Configuring Keystores for Message Protection" section in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services.
keytool -list
command on the Oracle WSM keystore file to view its aliases. Refer to the keytool - Key and Certificate Management Tool document on the Java SE Technical Documentation Web site for more information about using keytool
. You can access this document by searching for it on the Search Java SE Technical Documentation Web page at:http://download.oracle.com/javase/search.html
keytool -changealias
command.Note: Before you edit an alias, be sure that doing so will not affect any other web service. |
Note: If you make any changes to the Oracle WSM keystore file using keytool , you must restart all Managed Servers where Oracle WSM is deployed to activate the changes. |
Solution 2
To ensure that the signature key, encryption key, and Oracle WSM keystore file passwords are each synchronized in the keystore file and the keystore configuration for Oracle WSM:
Use keytool
to reset the passwords in the Oracle WSM keystore file. Because the passwords are not visible, resetting them is the only method to ensure that they have identical respective values in both locations.
keytool -storepasswd
command to reset the Oracle WSM keystore file password.keytool -keypasswd
command to reset the signature key password and encryption key password.Note: After resetting passwords in the Oracle WSM keystore file using keytool , you must restart all Managed Servers where Oracle WSM is deployed to activate the changes. |
After an Oracle Fusion application invokes a web service, a trust certificate error such as the following appears:
WSM-00138: The path to the certificate is invalid due to exception
Problem
The problem may be, if the web service is advertising its certificate in the Web Services Description Language (WSDL), the client is not configured correctly to trust that certificate or its issuer.
Solution
To verify the client is configured to trust the web service's certificate advertised in the WSDL or its issuer:
keytool –list
command to identify the certificates in the client keystore. If either of the public certificates are missing from the client keystore, use the keytool –importcert
command to add them.Refer to the keytool - Key and Certificate Management Tool document on the Java SE Technical Documentation Web site for more information about using keytool
. You can access this document by searching for it on the Search Java SE Technical Documentation Web page at:
http://download.oracle.com/javase/search.html
After an Oracle Fusion application attempts to propagate a user's identity by calling a different Oracle Fusion application using Oracle SOA, InvalidSecurityToken
-, FailedAuthentication
-, or SAML assertion issuer
-related errors appear.
Problem
The problem may be:
WSM-00263: Failed to create SAML token as 'anonymous' user principal found in Subject
Solution 1
To troubleshoot the SAML issuer name configuration, verify the SAML Issuer Name the client is using is among the issuers configured on the Oracle WebLogic Server domain by performing the steps in the "Adding an Additional SAML Assertion Issuer Name" section of the Oracle Fusion Middleware Security and Administrator's Guide for Web Services.
If the SAML Issuer Name that the client is using is not configured as an issuer in the Oracle WebLogic Server domain, Oracle recommends changing the issuer name on the client by updating its saml.issuer.name override to one of the issuers configured on the Oracle WebLogic Server domain.
If you cannot change the issuer name on the client, you can add its issuer name to the Oracle WebLogic Server domain by performing the steps in the "Adding an Additional SAML Assertion Issuer Name" section of the Oracle Fusion Middleware Security and Administrator's Guide for Web Services.
Note: If you make any changes to the issuers configured in the Oracle WebLogic Server domain, you must restart the Managed Server where Oracle WSM is deployed. |
Solution 2
To troubleshoot the subject.precendence configuration override:
Solution 3
If you encountered the WSM-00263: Failed to create SAML token as 'anonymous' user principal found in Subject
error, ensure the client has been authenticated before invoking the web service. You can ensure portlet and Oracle Application Development Framework application clients have been authenticated by logging out of them and logging back in.
This section describes problems and solutions for logging in to secured resources. This section contains the following topics:
While attempting to access a resource secured by Oracle Access Manager, a user changes the language preference on the login page. After logging in successfully, the secured resource appears in a language different from what the user selected on the login page.
Problem
The problem may be Oracle Access Manager's ORA_FUSION_PREFS
cookie is not in the user's browser. The ORA_FUSION_PREFS
cookie determines which language the secured resource appears in. After the user chooses a language preference on the login page and gets authenticated, Oracle Access Manager sends the ORA_FUSION_PREFS
cookie to the user's browser.
Solution
Examine the cookies in the user's browser and try to locate the ORA_FUSION_PREFS
cookie. If the ORA_FUSION_PREFS
cookie is not in the user's browser:
After successfully logging in to a resource secured by Oracle Access Manager, a login page unexpectedly reappears. Regardless if the reappearing login page is for Oracle Access Manager or Oracle Fusion Applications, a user may not expect to see it in a single sign-on environment.
Problem
The problem may be:
ObSSOCookie
and OAM_ID
cookies are not in the user's browser. The ObSSOCookie
and OAM_ID
cookies are encrypted, single sign-on, session-based cookies generated by the Oracle Access Manager Access Server when a user authenticates successfully.Solution 1
To examine the authentication levels of the authentication schemes securing the resources:
Refer to the "Searching for an Authentication Policy" and "Viewing or Editing an Authentication Policy" sections in the Oracle Fusion Middleware Administrator's Guide for Oracle Access Manager with Oracle Security Token Service for more information.
Note: If the authentication level for the subsequently accessed resource is greater than that of the first accessed resource, the reappearing login page is the expected behavior. |
Solution 2
To verify the settings for the Idle Timeout and Session Lifetime configuration parameters:
Solution 3
To verify Oracle Access Manager's ObSSOCookie
and OAM_ID
cookies are in the user's browser:
ObSSOCookie
and OAM_ID
session cookies.If the ObSSOCookie
and OAM_ID
cookies are not in the user's browser:
While attempting to access a resource secured by Oracle Access Manager, the Forgotten Password feature is inaccessible from the login page.
Problem
The problem may be:
Solution 1
To test connectivity to Oracle Identity Manager, from the system hosting the Administration Server where Oracle Access Manager is deployed, ping
the system hosting the Managed Server where Oracle Identity Manager is deployed.
Solution 2
To verify Oracle Access Manager's configuration to Oracle Identity Manager's lost password functionality:
<Setting Name="IdentityManagement" Type="htf:map">
entry.Examine the ServerConfiguration
settings similar to those shown in Example 21-4 and verify the following values:
Example 21-4 ServerConfiguration Settings Within IdentityManagement Entry
OIM-SERVER-1
: Must be identical value of the same setting in the IdentityServiceProviderConfiguration
entry described in Step 4.OIM_HOST
: Fully-qualified host name of Oracle HTTP Server or load balancer.OIM_PORT
: The port for the Oracle HTTP Server or load balancer.SecureMode
: Set to true for connecting to Oracle Identity Manager over HTTPS, set to false for connecting over HTTP.OIM_HOST
: Fully-qualified host name of the Managed Server where Oracle Identity Manager is deployed.OIM_PORT
: The port for the Managed Server where Oracle Identity Manager is deployed.SecureMode
: Set to true for connecting to Oracle Identity Manager over HTTPS, set to false for connecting over HTTP.Examine the IdentityServiceProviderConfiguration
settings similar to those shown in Example 21-5 and verify the following values:
Example 21-5 IdentityServiceProviderConfiguration Settings Within IdentityManagement Entry
OIM-SERVER-1
: Must be identical value of the same setting in the ServerConfiguration
entry described in Step 3.The following is a list of Oracle Identity Management documents that provide additional information and will help you troubleshoot. Use these documents if you have isolated your problem to a specific Oracle Identity Management component or to learn more about a specific component.
Note: A few of the documents in the following list do not contain explicit troubleshooting information, but are a source of information that will help you during troubleshooting. |
You can use My Oracle Support (formerly MetaLink) to help resolve Oracle Fusion Applications problems. My Oracle Support contains several useful troubleshooting resources, such as:
Note: You can also use My Oracle Support to log a service request. |
You can access My Oracle Support at https://support.oracle.com
.
This chapter describes common problems that you might encounter when using Oracle SOA Suite and explains how to solve them. It describes the guidelines to follow for troubleshooting and viewing log files. It also describes common problems and solutions for runtime diagnostics, Oracle WSM Policy Manager, human workflow, patching and deployment, performance, maintenance, and extensibility.
This chapter contains the following topics:
To gain insight into the log details generated by Oracle Fusion applications, see Chapter 17. Also, review the Oracle Fusion Middleware Error Messages Reference for information about the error messages you may encounter.
Note: Some sections of this chapter describe how to set properties in the System MBean Browser of Fusion Applications Control. Some MBean properties are applicable to Oracle WebLogic Server and others are applicable to the SOA Infrastructure. Oracle WebLogic Server Mbeans are properties that impact the JVM server level process that runs on the operating system. Example properties include the port on which the server is listening, and so on. These properties are agnostic to the type of application running on that server. SOA Infrastructure level Mbeans are properties that impact the SOA Infrastructure application running on the same Oracle WebLogic Server. Example properties include audit levels, transaction retries, and so on. |
This section provides guidelines and a process for using the information in this chapter. Using the following guidelines and process will focus and minimize the time you spend resolving problems.
Guidelines
When using the information in this chapter, Oracle recommends:
Process
Follow the process outlined in Table 22-1 when using the information in this chapter. If the information in a particular section does not resolve your problem, proceed to the next step in this process.
Table 22-1 Process for Using the Information in this Chapter
Step | Section to Use | Purpose |
---|---|---|
1 | Get started troubleshooting Oracle SOA Suite. The procedure in this section quickly addresses a wide variety of problems. | |
2 | Section 22.3 through Section 22.9 | Perform problem-specific troubleshooting procedures. These sections describe:
|
3 | Use My Oracle Support to get additional troubleshooting information about Oracle Fusion Applications or Oracle SOA Suite. My Oracle Support provides access to several useful troubleshooting resources, including Knowledge Base articles and Community Forums and Discussions. | |
4 | Log a service request if the information in this chapter and My Oracle Support does not resolve your problem. You can log a service request using My Oracle Support at |
SOA troubleshooting must be performed in the following scenarios:
The recommended approach to troubleshooting SOA issues is as follows:
For information about Oracle Fusion application incident processing, see Section 17.4.1.
This requires the oracle.integration.platform.blocks.event logger to be set to TRACE:32 (FINEST). There are potentially many types of exceptions that can appear in the log messages on the client side that raised the event. For example:
ClassNotFoundException
may appear.NamingException
or FabricException
may appear.FabricException
indicating that enqueueing of the event fails at the PL/SQL API with invalid characters, and so on.For information about enabling this log and troubleshooting business events, see Section 22.3.2.
See Section 22.3.1 for primary key mapping to the composite instance ID.
If the problem still cannot be solved, increase the log level of the system to debug the transactions. See the list of loggers and log levels in the "Troubleshooting Oracle SOA Suite" appendix of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite. To simplify troubleshooting, it is recommended that you enable the following parent loggers at the TRACE32 (FINEST) level in Fusion Applications Control:
The oracle.wsm logger can remain set to the ERROR level where it logs the required error messages. The oracle.apps logger should be set to ALL. To change logger levels, perform the following steps:
Note that in a production system, setting the trace at a fine-grained level can result in a large amount of output that must be diagnosed. You can alternately use selective tracing that provides a way to get a detailed, on-disk trace selectively (for example, by user name, thereby eliminating trace output for other users).
Note that Selecting Tracing does not display as an option when you right-click an Administration Server or Managed Server and choose Logs.
For more information on selective tracing, see the "Configuring and Using Selective Tracing" section of Oracle Fusion Middleware Administrator's Guide.
Cross layer, server, and family functionality can be correlated through the execution context ID (ECID) (for example, you can look up the composite instance for a given expense report by correlating all the log entries with the ECID associated with that expense report transaction). For more information, see the "Correlating Messages Across Log Files and Components" section of Oracle Fusion Middleware Administrator's Guide.
For more details, see the Oracle Fusion Middleware Enterprise Deployment Guide for Oracle SOA Suite.
For more details, see the "Customizing SOA Composite Applications for the Target Environment" section of Oracle Fusion Middleware Developer's Guide for Oracle SOA Suite.
If the error still cannot be resolved, file a ticket with Oracle Support Services and provide the logs and information shown in Table 22-2.
Table 22-2 SOA Log Information for Oracle Support Services
Log | Description |
---|---|
Application diagnostic log | View the following log: $DOMAIN_HOME/servers/domain_name/logs/apps/server_name-diagnostic.log |
Server diagnostic log | View the following log: $DOMAIN_HOME/servers/server_name/logs/server_name-diagnostic.log For example, This is where the log output is available. By default, only the last 100 MB of the diagnostic logs are retained. |
Server log | View the following log: server_name.log For example, |
Server console output |
|
Server thread dump | Enter the following at the operating system command prompt: kill -3 managed_server_process_ID You can also use Oracle WebLogic Server Administration Console.
The output is in the console logs. |
OPatch thread dump | kill -3 opatch_client_process_ID |
OWSM message log | The following log captures all SOAP messages on the wire. $DOMAIN_HOME/servers/server_name/logs/owsm/msglogging/diagnostic.log This log is not enabled by default. To enable this log:
|
For more information about setting logging levels for SOA components, see the "Setting Logging Levels for Troubleshooting" section in the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For information about how to investigate, report, and, in some cases, resolve a problem, see the "Investigating, Reporting, and Solving a Problem" section of Oracle Fusion Middleware Administrator's Guide.
This section contains the following topics that describe common problems and solutions for Oracle SOA Suite runtime:
Problem
How does an administrator translate an issue faced in the application to a composite instance in Fusion Applications Control for debugging purposes? For example, a purchase order transaction is stuck in processing for days and the administrator wants to see what the composite instance is doing. How does the administrator map the purchase order ID to the composite instance ID?
Solution
Oracle Fusion Applications modules write context-specific and business user-identifiable keys to the log files. This includes primary keys for any of the logical entities processed by the composite. Once the primary key and other context information is included in the log messages, the administrator can search for that context (for example, purchase order ID) in the log file and derive the composite instance ID and ECID. From there, they can diagnose the issue in Fusion Applications Control. Usually, the primary key information is written to the logs in case of any error/incident/message level.
Cross layer, server, and family functionality are all designed to be correlated through the ECID. For example, you can look up the composite instance for a given expense report by correlating all the log entries with the ECID associated with that expense report transaction.
During a specific time interval, you may create several hundred instances., This is a fairly common use case. If there is no error, or if the application has not implemented a BPEL process with sensor logging (should not be common), then instead of searching for the primary key, perform one of the following tasks:
Any extensions/customizations are also expected to log the same context specific keys. You can set AF_LOG
and AF_LOG_MODULE
properly (such as setting log channel levels) to specify finer-grained logging from a particular family/logical business area (LBA)/composite.
Problem
When a business event is published, the business event subscription defined in the composite does not fire and a composite instance is not created.
This can occur, for example, with an ADF application invoking a SOA composite.
Solution
To resolve this problem.
Enable EDN logging in Fusion Applications Control. The following server loggers specific to EDN are available for selection:
Note that oracle.integration.platform.blocks.event.jms only appears if EDN is running in EDN-JMS mode instead of the default EDN-DB mode.
You can set the server loggers to one of the following levels:
You can alternately use selective tracing to get detailed, on-disk trace selectively (for example, by user name, thereby eliminating trace output for other users). See Section 22.2 for details.
Detailed logging goes into SOA server's diagnostic.log
file configured in Fusion Applications Control. To set the log level for the loggers:
The following sample shows a portion of a server log file:
For more information about setting logging levels for Oracle SOA Suite, see the "Setting Logging Levels for Troubleshooting" section of the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
One way to do this is to use the log messages in Fusion Applications Control. The log messages include information about the incoming events and the event subject and payload. Before you can view the event information in the log messages, you must first set the oracle.integration.platform.blocks.event logger to TRACE:32 (FINEST), as described in step 1, and then raise the event again. To search for the event-related messages:
Dequeued event
as the search criteria, and click Search.The subject associated with the event is displayed in the Message field and the business event namespace and local name, payload, ECID, and message details are displayed in the Supplemental Detail field.
The log message is generally a good way to determine whether the issue is with the publisher or subscriber. For example, if the subject is missing or the fmw-context
is missing, it typically means there is an issue with the publisher. If the information reported in the log message is correct, then it typically means there is a problem with the subscriber.
If you see the Dequeued
event
log message for your business event, then go to step 9.
If you do not see the Dequeued
event
log message, there may be issues with the following:
For This Issue... | See... |
---|---|
EDN is in paused mode and temporarily stopped delivering events to its subscribers. | Step 3 |
Events are stuck in the advanced queue. | Step 4 |
More than one SOA cluster is pointing to the same advanced queue. | Step 5 |
There are internal SOA issues in the database layer. | Step 6 |
The data source is configured to point to the wrong SOAINFRA schema. | Step 7 |
There are issues with the Java, SOA, or PL/SQL code raising the event. | Step 8 |
When patches are applied to the SOA cluster, EDN is automatically placed in paused mode to prevent delivery of events during patching. Once patching is complete, EDN exits paused mode and resumes event processing. When a patch fails, EDN may remain in paused mode to prevent event subscriptions from firing after the failure. Follow these steps to determine if EDN is in paused mode and restart it:
At times, the message may be stuck in the advanced queue in different stages of delivery. Check the count of (potentially stuck) events currently in the following queue tables:
EDN_EVENT_QUEUE_TABLE
: Every event published is temporarily enqueued into this table (for edn_event_queue
).EDN_OAOO_DELIVERY_TABLE
: Only events with a one-and-only-one (OAOO) delivery target(s) are temporarily enqueued into this table (for edn_oaoo_queue
).You can also check the count in the edn-db-log
. The total number of messages in the EDN_EVENT_QUEUE_TABLE
and EDN_OAOO_DELIVERY_TABLE
are displayed at the top of the page.
You do not need to enable the edn-db-log
to view these messages.
There may be more than one SOA cluster pointing to the same SOAINFRA
schema. This is highly unlikely in a provisioned environment, but for environments that are created by developers, it may be an issue. In this case, the expected SOA runtime environment may not be receiving the events properly. It is expected that only one SOA runtime environment listens for business events on a SOAINFRA
schema. Use the following query to identify the list of SOA runtime environments subscribing to business events from a SOAINFRA
schema. Have only the required SOA runtime environment up, which points to the SOAINFRA
schema, and shut down the others.
edn-db-log
to see log messages that display each SOA cluster that is connecting to the EDN advanced queue:You do not need to enable the edn-db-log
to view these messages. The messages continue to be displayed in the edn-db-log
until the next time you click the Clear link. Here is a sample message that you see in the edn-db-log
:
select
statement against the SOAINFRA
schema. For example, use FIN_FUSION_SOAINFRA
for the SOA cluster in the Financials domain.Verify that the event is properly being enqueued and dequeued by the underlying EDN PL/SQL procedures. You can do this using the edn-db-log
that displays all events, including their namespace, names, payload, and subject, which are enqueued and dequeued by the PL/SQL EDN procedures.
Note:
|
The EDNSource
and EDNLocalTxSource
data sources may be pointing to a different database than the EDNDataSource
and EDNLocalTxDataSource
data source connections of the SOA server. Ensure that these four data source connections on ADF and the SOA server are pointing to the same database schema.
Check or set the data sources in the Oracle WebLogic Server Administration Console:
The connection pool and driver name are only available for generic data sources, and not for multidata sources.
For more information, see the "Configuring the SOA Infrastructure" chapter in the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
Check the log files in Fusion Applications Control for the code that raises the event to see if there were failures in raising the event or failures in the code that prevented the event from being raised.
For ADF, check the log files. Look for the ECID corresponding to the business key (for example, purchase order).
To enable event-related log messages in the server running the ADF application that raises the event, set the log level for the oracle.integration.platform.blocks.event logger to TRACE (32) on that server.
By the time you reach this step, you have confirmed that the business event is properly delivered to the SOA cluster. To determine whether any composite instances were created, perform the following steps:
Dequeued
event
log message.Dequeued OAOO event
as criteria and use the ECID from that message.If you see composite instances, then continue to step 12.
If you do not see any composite instances, this may be due to the following issues:
If a filter is being used, there may be an issue with the filter logic. Use Fusion Applications Control to review the event subscriptions and filters defined for the composite and the payload content.
Alternatively, you can also check the SOA server diagnostic.log
file for filter-related logging. You must set the log level to at least TRACE:1 (FINE) for the oracle.integration.platform.blocks.event.saq logger. The following is an example log message that has the following statement pattern: Filter
[XPath Filter: ….]
for
subscriber
"…"
returned
true/false
.
Check the SOA diagnostic log for stack traces related to the issue. For example, the SOA instance may have been rolled back due to an error.
By the time you reach this step, you have confirmed that the business event has been delivered to the SOA cluster and a composite instance has been created. However, you may be encountering issues with the composite components:
There may be an issue with an incorrect driver type for the data sources. Note that the driver XA configuration should already be created by the SOA/provisioning template. If the driver type is changed or is not set properly, routing from Oracle Mediator does not occur. Instead, it tries to route and fails several times. This can be confirmed by instances in Fusion Applications Control. As per Oracle Fusion Applications standards, the SOADataSource
and EDNDataSource
data sources should use the XA driver type; that is:
EDNDataSource
: oracle.jdbc.xa.client.OracleXADataSource
SOADataSource
: oracle.jdbc.xa.client.OracleXADataSource
Problem
Events are consumed by multiple revisions of the same composites.
Solution
By design, different composites can subscribe to the same event. However, it is an error if multiple revisions of the same composite subscribe to the same event. This occurs when you have multiple active versions of the composite that may be a result of a patch failure.
Perform the following steps to determine whether there are multiple, active revisions of the same composite and to retire the composite revision that should not be active:
In the Deployed Composites section of the Dashboard tab, you see a list of deployed composite names, revisions, and modes (for example, active).
Problem
If the Java debug level is set to TRACE:16 (FINER) or a lower value, you may see log messages such as the following:
Solution
These are normal messages of OAOO event delivery when there are no events waiting to be delivered. These are not error conditions. You can turn off these messages by setting the Java logging level to TRACE:1 (FINE) or a higher value.
Problem
An application transaction is not completing. For example, a purchase order status may remain processing. Checking the composite instance shows that the composite is stuck in the running state. In this case, the component is probably not running. Instead, it has likely faulted and may need recovery.
Faults may occur for various reasons:
Solution
The Flow Trace page appears.
If the instance is not visible (and the Audit Level is not set to Off in the SOA Infrastructure Common Properties page), this implies that the message is stuck outside of SOA. Check the ADF log (if invoked through an ADF service) to find out if it is stuck in the AQ/JMS queue.
If the message has reached Oracle Mediator, but not instantiated the BPEL flow, the BPEL instance may have been rolled back from the start due to an error.
If the BPEL flow exists, the Faults section of the Flow Trace page typically shows the faulted service that can trace the root cause.
This information is also available in the Faults tab of the BPEL flow trace. It also indicates whether the fault can be recovered.
The same information is also available through this link, where you can see the error. For example:
Since the instance was rolled back to its previous dehydration point, the status remains as Running.
In the Audit Trail and Faults tabs, make a note of the following:
This is all used in the recovery of the instance, if it is recoverable. Note that the Audit Trail window may mark the error as a nonrecoverable business fault, but the recoverability of the message can be found in the Recovery tab of the BPEL process service engine.
Note: You can also search for recoverable messages from the Faults and Rejected Messages tab of the SOA Infrastructure by clicking the message and selecting the appropriate action from the Recovery Actions list. |
server
.log
and server
-diagnostic.log
files to see the logging of the message metadata logged by the JRF web services infrastructure.In addition, the ADF diagnostic logs are also available to debug, if needed.
Use the ECID field to correlate and track ADF service logging corresponding with the SOA composite that invoked it.
For a specific ECID, you find several root instances (top level clients). You must drill down to the appropriate instance to find a specific fault.
For more details on diagnosing ADF-BC asynchronous web service calls, see Section 22.3.6.
See the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite for the various ways to recover transactions and messages:
Problem
A BPEL activity has invoked an asynchronous ADF service and not received a response. The message may be stuck in the request or response queues.
Solution
server-name
_diagnostic.log
file and check for all status messages of the request.For more information about the different types of loggers to set, see the "Setting Logging Levels for Troubleshooting" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
Note that every log contains the message ID and other details, such as ECID, that can help isolate it from other messages. Once you find the message ID (that is, MessageID: urn:uuid:ac1a4a81-39df-45b1-a741-e16e752d5d33
), search for the same in the log file. You should see messages such as the following for each successful asynchronous operation.
If the following log is not available, this means the asynchronous operation was never called on this server:
If the following log is not available, this means the asynchronous operation was never called on this server:
To monitor the traffic to the asynchronous ADF web services, monitor the Oracle AQ queues that are used for each family. The queue names for each family are shown in the following table:
Family AQ | Name |
---|---|
Oracle Fusion Customer Relationship Management Product | CRM_AsyncWS_Request and CRM_AsyncWS_Response |
Oracle Fusion Human Capital Management Product | HCM_AsyncWS_Request and HCM_AsyncWS_Response |
Oracle Fusion Financials Product | FIN_AsyncWS_Request and Fin_AsyncWS_Response |
Oracle Fusion Procurement Product | PRC_AsyncWS_Request and PRC_AsyncWS_Response |
Oracle Fusion Project Product | PRJ_AsyncWS_Request and PRJ_AsyncWS_Response |
Oracle Fusion Supply Chain Management Product | SCM_AsyncWS_Request and SCM_AsyncWS_Response |
Oracle Fusion Setup Product | COMMON_AsyncWS_Request and COMMON_AsyncWS_Response |
IC | IC_AsyncWS_Request and IC_AsyncWS_Response |
Problem
Business events are raised from Fusion J2EE applications and are picked up more than once. Expected behavior is that they should be picked up only once.
Solution
If a patch fails, it may be possible for two versions of a given composite to be active (that is, the older version has not been retired). When multiple versions of a composite are active, they all become subscribers and the event is picked up more than once. This should not happen under normal scenarios. Reapply the patch and ensure that the deployed composite only has one active version.
Problem
Long running synchronous calls to remote web services end with JTA Transaction rolled-back errors. When executing a transaction making an asynchronous call (for example, to the SOA server), the application returns with an error. Server logs show JTA transaction timeouts, which can cause this behavior.
Solution
Check the JTA transaction timeout in Oracle WebLogic Administration Console.
If the transaction is always timing out beyond 30 seconds and is a custom composite synchronous client invocation, then you may need to revisit the design approach. It may be best for the external web service to be invoked as an asynchronous transaction.
Increasing the JTA for supporting long running synchronous transactions is simply an interim mechanism.
For information on changing the JTA transaction timeout setting, see the "Resolving Connection Timeouts" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For information on viewing and changing the syncMaxWaitTime property, see the "Configuring BPEL Process Service Engine Properties" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
- BPELActivityManagerBean
- BPELDeliveryBean
- BPELDispatcherBean
- BPELEngineBean
- BPELFinderBean
- BPELInstanceManagerBean
- BPELProcessManagerBean
- BPELSensorValuesBean
- BPELServerManagerBean
Problem
Messages primarily get lost for the following reasons:
Solution
This issue typically requires you to identify where the messages are supposed to be and to diagnose the path.
Oracle BPEL Process Manager uses the dehydration store database to maintain long-running, asynchronous processes and their current state information in a database while they wait for asynchronous callbacks. Storing the process in a database preserves the process and prevents any loss of state or reliability if a system shuts down or a network problem occurs. There are two types of processes in Oracle BPEL Process Manager. These processes impact the dehydration store database in different ways.
Instances of durable processes can be saved in-flight (whether they complete normally or abnormally). These processes are typically long-living and initiated through a one-way invocation. Because of out-of-memory and system downtime issues, durable processes cannot be memory-optimized.
The Dashboard page for the composite is displayed.
The contents of composite.xml
for that composite are displayed.
If this is set to async.cache, you may lose messages. Set it to async.persist for reliable messages. This is typically specified in the BPEL process service component section of the composite.xml
file, so this can be set for custom composites. If the value is not set in composite.xml
, the value for oneWayDeliveryPolicy in the System MBean Browser in Fusion Applications Control is used. The following values are possible:
For more information about these settings, see the "Deployment Descriptor Properties" appendix and the "Transaction and Fault Propagation Semantics in BPEL Processes" chapter of the Oracle Fusion Middleware Developer's Guide for Oracle SOA Suite.
For information about setting the oneWayDeliveryPolicy property in the System MBean Browser, see the "Configuring BPEL Process Service Engine Properties" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
It is also possible that the transaction has invoked a target asynchronous service that has not responded back. In this case, the composite instance flow shows the call to the target asynchronous service.
This may occur if any external references receiving the message are not reachable (for example, an external web service, enterprise applications such as Siebel, and so on).
Problem
When a BPEL process flow errors out, it is retried with all its invocations. This is undesirable in some cases.
Solution
The property GlobalTxMaxRetry (default value is 3
) specifies how many retries are performed if an error is identified as a retriable one. For example, after several web service invocations, if dehydration fails due to a data source error, then this is identified as a retriable error and all activities from the prior dehydration state are retried. If the activities being retried are not idempotent (that is, their state can change with each retry and is not guaranteed to give the same behavior), then multiple retries can be problematic.
To rectify this, customize the composite by specifically marking the nonidempotent activities with idempotentset
set to false
in the partner link settings section of the composite.xml
file to prevent retries.
You cannot set the idempotentset
property in Fusion Applications Control.
For more information about Oracle SOA Suite customizations in JDeveloper, see the "Customizing and Extending SOA Components" chapter of the Oracle Fusion Applications Extensibility Guide.
You can also set GlobalTxMaxRetry to 0
in the Systems MBean Browser.
For information about the idempotent
property, see the "BPEL Properties Set Inside a Composite" section of Oracle Fusion Middleware Performance and Tuning Guide.
Problem
Fusion Applications Control is missing features needed for diagnostics and recovery. For example, the Recovery tab for the BPEL process service engine shows a BPEL instance as recoverable along with instructions to click the Recover button. However, there is no Recover button available. In addition, the ability to export a composite is not available.
Solution
Check that you are logged in as a user with administrator privileges and are not logged in as a read-only user. Read-only users do not see administrative features such as the Recover button or the ability to export composites.
See the "Oracle Enterprise Manager Roles" appendix of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
Problem
BPEL processes have an automatic recovery feature that attempts to automatically recover activities that are recoverable such as unresolved invoke/callback messages, activities not completed over a provided threshold time, and so on. However, the automatic recovery feature only tries to recover a few instances and only retries a fixed number of times. If some instances are not being automatically recovered, they are likely not being picked up because of the configuration of the automatic recovery parameters.
Solution
By default, the automatic recovery feature of Oracle BPEL Process Manager processes fifty messages to submit for each recovery attempt. This is controlled by the maxMessageRaiseSize property.
The default value is 50
for each. A negative value causes all messages selected from the database to be submitted for recovery. A value of 0
causes no messages to be selected from the database (effectively disabling recovery). To recover more than fifty messages, set the property value to that value. Use this property to limit the impact of recovery on the server.
You can also configure the number of automatic recovery attempts to submit in the same recoverable instance. The value you provide specifies the maximum number of times that invoke and callback messages are recovered. If the value is 0
(the default value), it recovers all messages. Once the number of recovery attempts on a message exceeds the specified value, a message is marked as nonrecoverable.
Follow these steps to configure automatic recovery attempts for invoke and callback messages in Fusion Applications Control.
It may not be desirable in all cases to use automatic recovery. If services are not idempotent, then corruption can occur. Moreover, the automatic recovery restores the composite to the last save point that can be immediately after an asynchronous invoke, wait, and so on. Therefore, it is important to understand the process behavior and what it does next before performing mass recoveries. Attempt mass automatic recovery only after the root cause of the composite failures has been fixed (for example, a service that was unavailable is now available, a database running out of space was fixed, and so on). Automatic recovery can also trigger an unexpected load during failure scenarios. This causes more threads to block on a remote server that can induce hangs in the SOA server in a cascading fashion.
For more information, see Section 22.3.10 and the "Configuring Automatic Recovery for Oracle BPEL Process Manager" section in the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
Problem
The following error is displayed if either the endpoint is not available for a reference or a composite is deployed with an incorrect deployment plan file.
Solution
The WSDL or endpoint is stated in the error. The service can then be looked up from Fusion Applications Control to check if it is active. Once the service is active and the endpoint is reachable, search for the SOA instance and retry through the Recovery tab for the BPEL process service engine in Fusion Applications Control.
For information about deployment plans, including examples of using sca_extractPlan
to extract plans, see the "Customizing Your Application for the Target Environment Prior to Deployment" section of Oracle Fusion Middleware Developer's Guide for Oracle SOA Suite and the "Customizing SOA Composites with JDeveloper" section of Oracle Fusion Applications Extensibility Guide.
Problem
Oracle Support Services has requested you to upload your composite to review the flow and associated configuration files.
Solution
Problem
Oracle Support Services has requested you to confirm configuration properties of various SOA components.
Solution
For information about troubleshooting Oracle WSM Policy Manager, see the "Diagnosing Problems" chapter in the Oracle Fusion Middleware Security and Administrator's Guide for Web Services.
This section contains the following topics that describe common problems and solutions for human workflow:
Problem
When you click the human task in Oracle BPM Worklist, the following message is displayed:
Solution
This problem typically occurs during the deployment of the ADF J2EE application containing the task details page definition. As a result, the URI for the detail page is not registered with the SOA cluster.
To confirm whether the task details page was registered in Fusion Applications Control:
If there is no URI displayed, then check the log files for any errors during deployment.
A possible problem may be incorrect entries in the wf_client_config.xml
file. The wf_client_config.xml
file resides in the exploded EAR file's APP-INF/classes
directory. For example:
The file contains the cluster URL information for the local SOA runtime of that particular Oracle WebLogic Server domain. If the cluster name is wrong or that cluster does not exist in the domain, then a problem exists with the deployment and configuration of the environment.
As a workaround, you can directly enter the task detail page URI in Fusion Applications Control. See the "Managing the URI of the Human Task Service Component Task Details Application" section of the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite. For the values, enter the following:
Field | Value |
---|---|
Application Name | worklist |
Host Name | Your server host name for SOA |
HTTP Port | Your HTTP server port used for SOA if SSL is disabled. |
HTTPS Port | Your HTTPS server used for SOA if SSL is enabled. |
URI | For example, for financials: /payables/faces/adf.task-flow?_id=FinApInvoiceApprovalTaskFlow&_ document=WEB-INF/oracle/apps/financials/payables/invoices/transact ions/ui/invoiceApprovalTask/flow/FinApInvoiceApprovalTaskFlow.xml |
Problem
At runtime, when a human workflow task tries to fetch the list of users, it errors with the following message:
This can be seen in the Task Detail Comments field. Alternately, it may select a user or approver, which may not seem to be the correct or expected one. This is primarily caused by having overlapping rules with different list builders. When participants of a task are specified using business rules, it is expected that business rules return list builders of the same type.
Moreover, only one rule from a ruleset should be applicable for a transaction. In case a number of rules are true, the actions associated with the applicable rule with the highest priority get executed. If multiple applicable rules have the same priority, then the first rule in the list is picked and its actions executed.
Solution
To resolve this issue, avoid writing overlapping rules. Constraints from different list builders are different and cannot be mixed. If more than one rule gets triggered with a different list builder, this error occurs. Moreover, only one set of constraints is honored.
Check that all rules in the ruleset have priorities defined so that multiple rules with the same priority are not applicable for the same transaction. For more details, see the "Using Approval Management" chapter in the Oracle Fusion Middleware Modeling and Implementation Guide for Oracle Business Process Management.
Problem
The document is stuck pending approval and the logs show the following error:
This occurs when the hierarchy for the given user has not been set up correctly. For example, assume you have approval rules set up so that the rule getting fired uses the supervisory hierarchy and you expect it to route to USER01 > USER02 > USER03 > . . . > USER10 (ten level hierarchy). If the supervisory/management hierarchy of USER01 has not been set up, then the approval task throws an error stating the inability to go through the hierarchy for USER01.
Solution
Since the user level hierarchy does not exist for the user_name
, verify the Human Capital Management (HCM) setup by manually running the HCM service to which workflow-identity-config.xml
is pointing. If it does not return any result, then configure the correct hierarchy for the user in HCM.
Run the HCM service, select the fetchManager
(s) API (for supervisory), and provide the following payload, where <ns2:Id>DD7A1614BBFAA0F0A4511ACD96D2C88D</ns2:Id>
is the GUID of the user whose manager you are trying to find. The supervisory hierarchy and position hierarchy services can be found under HcmCore
. The name is HierarchyProviderService
. The corresponding WSDLs are as follows:
The following example shows the workflow-identity-config.xml
file used in a development environment:
The workflow-identity-config.xml
file is in the MDS repository. For information about how to export the workflow-identity-config.xml
file from MDS, see Section 22.5.5.
Problem
You cannot remove or move a participant that was added through future participant editing. This is because the participant was anchored to you and you are the current assignee.
Solution
This feature is not supported.
Problem
Hierarchy list builders (for example, supervisory, job-level, and position) used in rules are not working as expected and are throwing security configuration-related errors. For example:
Hierarchy services are protected services using Oracle Web Services Manager policies (for example, supervisory, job-level, and position services). Elevated privileges are used for authentication. These privileges must be configured in Fusion Applications Control and in configuration files.
Solution
To resolve this problem:
workflow-identity-config.xml
and workflow-config.xml
are set up with the correct information (pointing to HCM services and the JAZN name).WLST
shell on Linux operating systems. There is no equivalent script on Windows operating systems.connect()
. This takes you to the prompt as shown in the following example:The file is stored in the soa/configuration/default
directory in the location given in the toLocation
attribute. After verifying, you can upload the file with the following command.
csf-keys
are specified as initialization parameters.csf-key-name
value is FUSION_APPS_AMX_APPID
-KEY
in workflow-identity-config.xml
, as described in Section 22.5.3.WLST
shell:Output similar to the following is displayed:
Problem
Hierarchy services sometimes get overloaded and do not respond (for example, supervisory, job-level, and position services).
Solution
Check that the workflow-identity-config.xml
file for the problematic service has correct timeout settings defined as initialization parameters. The timeout parameter is http-read-timeout
. For an example of the configuration file, see Section 22.5.3. Note that increasing the timeout may cause errors, such as other timeouts and only puts more load on an already overloaded server.
Problem
Not all LDAP users are defined as people within Oracle Fusion Human Capital Management. For example, users may be defined in LDAP for Oracle Fusion Supply Chain Management that are not defined as people with positions in Oracle Fusion Human Capital Management. Therefore, the position lookup can generate a message that the user does not have positions.
Solution
This is a tolerated condition and the warning can be ignored if the user name specified in the warning is not an HCM user. If this is an HCM user, the problem is on the HCM side. Add a position to these users in the HCM application.
Problem
This issue may be noticed by organizations using position hierarchy such as governments and universities. After users log in, they do not see any approvals in their inbox. This is caused by a failure to look up the position. This can be caused by network issues when accessing the HCM services. Sometimes due to load balancing or network setup, HCM services may not be accessible and Oracle BPM Worklist has errors such as the following:
or
Solution
ping
and traceroute
can also diagnose the problem.Problem
This feature is not supported. Escalation does not follow the job level, supervisory, or position hierarchies.
Solution
Build your own custom plug-in. For more details, see Oracle Fusion Middleware Developer's Guide for Oracle SOA Suite.
For troubleshooting information about this issue, see the "Task Action Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Notification Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For additional details about configuring email driver properties, see the "Configuring Email Notifications for Oracle Fusion Applications" section of the Oracle Fusion Applications Postinstallation Guide.
For troubleshooting information about this issue, see the "Notification Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite. This section describes how to make the task actionable in the Human Task Editor during design time.
In addition, if notifications are sent, but are not actionable, the administrator may have configured the notification to be nonactionable through Oracle BPM Worklist. To make notifications actionable, select the Make notification actionable checkbox under the Event Driven subtab of the Task Configuration tab.
For additional details, see the "Configuring Email Notifications for Oracle Fusion Applications" section of the Oracle Fusion Applications Postinstallation Guide.
For troubleshooting information about this issue, see the "Notification Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Identity Service Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Identity Service Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Identity Service Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Task History Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Design Time at Runtime Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Human Workflow Service/System MBean Browser Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Human Workflow Service/System MBean Browser Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Human Workflow Service/System MBean Browser Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Human Workflow Service/System MBean Browser Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Human Workflow Service/System MBean Browser Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Test-to-Production Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Test-to-Production Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Test-to-Production Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "Test-to-Production Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about this issue, see the "AMX Extension Issues" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For troubleshooting information about patching and deployment issues, see the "Troubleshooting Patching Sessions for Service Oriented Architecture (SOA) Composites" in the Oracle Fusion Applications Patching Guide.
This section contains the following topics that describe common problems and solutions for Oracle SOA Suite performance:
Problem
SOA transactions are failing and logs indicate that the database is running out of space. The problem may occur with the SOA dehydration store or MDS store running out of space due to a high volume of transactions. In the latter example, you see errors such as the following:
This indicates that the tablespace is full and the database cannot extend it.
Solution
The purge should be followed by commands to coalesce the space. For the purging strategy to work, it is important to understand how long to retain the data in the database. Factors that drive the retention policy include the following:
The longer the retention policy, the greater the volume of data that must be stored and, correspondingly, the higher the disk capacity requirements.
For details on creating a purging strategy, see the "Managing Database Growth" chapter of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
For the SOA dehydration store, database partitioning using range partitioning and hash partitioning is an optimal solution. Partitioning by definition means storing data in multiple tables to reduce bigger data sets into smaller, more manageable data sets. Partitioning strategies play a large role in easing maintenance overheads (dropping and pruning the partition) and improving performance. Partitioning should at least be done for tables having high activity. This plays a large role in balancing disk I/O and preventing hot disks. One important requirement that you must meet prior to configuring your tables for partitioning is to ensure that the database hardware has sufficient resources to handle the demands of Oracle Database partitioning. If preproduction testing has indicated that the installation is large, Oracle expects that you have sized your environment (CPU, memory, and disk space) correctly to take advantage of the partitioning features.
For more details, see the "Resolving Message Failure Caused by Too Many Open Files" section of Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
Problem
You observe slow application performance and/or memory trashing. For example, it may take longer to load and serve pages or to complete composite transactions. Response time may seem slower compared to normal behavior.
There are various reasons for slow performance. It may be due to a large number of servers running on the same host, or there may be a large number of records/sessions/locking at the database. Thread contention can also be a reason for poor performance.
Note: All configuration changes in Fusion Applications Control may be unavailable due to this problem. |
Solution
If CPU utilization is at 100% during normal load hours (the target should be 70-80%), you have no capacity to handle a peak load and the hardware resources are insufficient. Add scale-out servers to handle the additional load.
For debugging purposes, you must set the logging level to the FINEST level. However once issues are resolved, reset the logging level to the default level for best performance. It is also recommended that you set Audit Level to Production in the SOA Infrastructure Common Properties page. This can be set in Fusion Applications Control as follows:
To identify the tables where data growth may lead to performance issues, see the "Tables Impacted By Instance Data Growth" section in the Oracle Fusion Middleware Performance and Tuning Guide.
For information about the use of the purge scripts, see the "Managing Database Growth" chapter in the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
Frequent garbage collection can be either due to higher memory usage or memory leaks.
Here are some common tuning recommendations. For more information, see the "Tune Database Parameters" section in the Oracle Fusion Middleware Performance and Tuning Guide.
Specifically, the AQs to be aware of are as follows:
Family AQ | Queue Name |
---|---|
EDN | EDN_EVENT_QUEUE_TABLE and EDN_OAOO_DELIVERY_TABLE |
CRM | CRM_AsyncWS_Request and CRM_AsyncWS_Response |
HCM | HCM_AsyncWS_Request and HCM_AsyncWS_Response |
FIN | FIN_AsyncWS_Request and Fin_AsyncWS_Response |
PRC | PRC_AsyncWS_Request and PRC_AsyncWS_Response |
PRJ | PRJ_AsyncWS_Request and PRJ_AsyncWS_Response |
SCM | SCM_AsyncWS_Request and SCM_AsyncWS_Response |
COMMON | COMMON_AsyncWS_Request and COMMON_AsyncWS_Response |
IC | IC_AsyncWS_Request and IC_AsyncWS_Response |
Cross Family Business Event Subscriptions | ACR_XFAMILY_EVENT_Q and ACR_XFAMILY_EVENT_QT |
For more information about performance tuning the various components, see the "Top Performance Areas" chapter and the "SOA Suite Components" part in the Oracle Fusion Middleware Performance and Tuning Guide.
Problem
Fusion Applications Control pages are loading very slowly.
Solution
To improve Fusion Applications Control page load times on pages with instance and fault metrics, set the SOA Infrastructure Display Data Counts properties.
For more information, see the "Optimizing the Loading of Pages with Instance and Fault Metrics" section in the Oracle Fusion Middleware Administrator's Guide for Oracle SOA Suite and Oracle Business Process Management Suite.
This section contains the following topics that describe common problems and solutions for Oracle SOA Suite maintenance:
Problem
JRockit writes log information (called flight recorder files) under /tmp
when using JRockit Mission Control. When it rotates to a new flight recorder file, the JVM is suspended until it completes. If the old directories in use under /tmp
are deleted (for example, a cleanup or custom maintenance script to run to clear /tmp
when it is close to full to avoid server downtime), the domain may go into a suspended state because the JVM may wait for a directory that no longer exists.
Solution
/tmp
.To recover existing, suspended JVMs without restarting them, you must recreate the directories that the JVM was trying to use.
Problem
Scale-out servers, created after provisioning, cannot be started using back-end commands. The script start_fusion_Allservers.sh
only starts servers that are created during provisioning time.
Solution
To start scale-out servers, use Fusion Applications Control. See Section 3.3.5.3.
Problem
The SOA server (soa_infra
) does not start.
Solution
There can be various reasons for server startup issues. A discovery-based approach to find the root cause is required. Check the server and diagnostic logs as a first attempt to diagnose the issue. In addition, check the following:
This issue only applies after provisioning is complete. Clustering of SOA servers may fail if there are port conflicts (used by Coherence). For example, one SOA server may be picking up the deployment, but the other server is not. In some cases, this may only present the following error:
In this example, Coherence timeouts are prominently available. However, sometimes it presents itself with an unrelated error, such as the following:
The root cause of this is still primarily related to Coherence configuration.
The Managed Server may report that policies for the application System MBeans Browser already exist or do not exist.
For more information, see the "Setting the Frontend URL for the Administration Console and Setting Redirection Preferences" section and the "Setting the Frontend HTTP Host and Port" section of Oracle Fusion Middleware Enterprise Deployment Guide for Oracle SOA Suite.
Problem
The SOA server (soa_infra
) is not responding to administrative commands. This problem can be due to your environment using a load balancer, and the default listener address or channel is local-only. Therefore, the connection cannot be made from the external client or server.
Solution
To resolve this problem, perform the following steps from the Oracle WebLogic Server Administration Console:
For more information, see the "Setting the Frontend URL for the Administration Console and Setting Redirection Preferences" section and the "Setting the Frontend HTTP Host and Port" section of Oracle Fusion Middleware Enterprise Deployment Guide for Oracle SOA Suite.
For troubleshooting information about this issue, see the "Troubleshooting SOA Composite Deployment Failures" section of the Oracle Fusion Applications Patching Guide.
Problem
An increased load is seen on Oracle Real Application Clusters (Oracle RAC) instances when using multiple Oracle RAC servers.
Solution
Use a multidata source against Oracle RAC instances using load balancing rather than failover. This ensures that the load is evenly distributed rather than all load staying on one node until it fails over, at which point all the connections are failed over to the other node.
Ensure that you set the Connection Test Frequency Seconds property at the multidata source level to a nonzero value. A value that is too low means more load on the listeners/RAC instances when multiple servers attempt to reconnect at the same time.
For more information about configuring JDBC multidata sources, see Oracle Fusion Middleware Configuring and Managing JDBC Data Sources for Oracle WebLogic Server.
Note: The Oracle Fusion Applications default configuration for the these settings has been tuned for best performance. Only change these settings when the configuration has not been set out-of-the-box by Oracle Fusion Applications. |
Problem
Get a list of all composite state values from the *_SOAINFRA.COMPOSITE_INSTANCE
state table (for diagnosis).
Solution
Table 22-3 shows the composite state values.
Table 22-3 Composite State Values
State | Description |
---|---|
| Running |
| Completed |
| Running with faults |
| Completed with faults |
| Running with recovery required |
| Completed with recovery required |
| Running with faults and recovery required |
| Completed with faults and recovery required |
| Running with suspended |
| Completed with suspended |
| Running with faults and suspended |
| Completed with faults and suspended |
| Running with recovery required and suspended |
| Completed with recovery required and suspended |
| Running with faults, recovery required, and suspended |
| Completed with faults, recovery required, and suspended |
| Running with terminated |
| Completed with terminated |
| Running with faults and terminated |
| Completed with faults and terminated |
| Running with recovery required and terminated |
| Completed with recovery required and terminated |
| Running with faults, recovery required, and terminated |
| Completed with faults, recovery required, and terminated |
| Running with suspended and terminated |
| Completed with suspended and terminated |
| Running with faulted, suspended, and terminated |
| Completed with faulted, suspended, and terminated |
| Running with recovery required, suspended, and terminated |
| Completed with recovery required, suspended, and terminated |
| Running with faulted, recovery required, suspended, and terminated |
| Completed with faulted, recovery required, suspended, and terminated |
| Unknown |
| State |
Problem
The SOA log files are getting deleted. This is typically due to the retention policy set in Fusion Applications Control.
Solution
Change the retention policy for the odl-handler
to the appropriate value in Fusion Applications Control:
This section contains the following topics that describe common problems and solutions for Oracle SOA Suite runtime:
Problem
Only certain artifacts allow layered customization in Oracle JDeveloper because it requires editors that use XMLEF to make delta changes to the underlying DOM. XMLEF is the XML Editing Framework. XMLEF is an Oracle JDeveloper framework that supports flexible editing of XML documents and is used extensively in layered customizations.
Solution
The following SOA artifact types are customizable:
composite.xml
).bpel
).mplan
)The following SOA artifact types are not customizable:
.xsl
).task
).decs
).rules
).edl
).dvm
)The following common artifact types are not customizable because Oracle XDK/WSDL APIs do not support customization (although their editors do use XMLEF to make delta changes to the underlying DOM):
.xsd
).wsdl
)Noncustomizable artifacts are not sensitive to a customization context. Any changes to those artifacts from any customization context are visible to other customization contexts.
For more information about customizations in Oracle JDeveloper and runtime tools (such as Oracle SOA Composer and Oracle BPM Worklist), see the "Customizing and Extending SOA Components" chapter of Oracle Fusion Applications Extensibility Guide.
Problem
Because MDS customization does not capture artifact creations or deletions as deltas in the customization role, artifact creations and deletions in one customization context are visible to other customization contexts.
Solution
Artifact creations and deletions are not customization context sensitive. Therefore, only existing artifact customizations are supported in layers. Because new artifacts cannot be added as part of a layer, the artifacts are added to the project like any other base artifact. Any component artifacts that are added to the project are not incorporated into the runtime composite model unless the composite.xml
file has explicitly referred to it. Therefore, if a customization did not alter composite.xml
to include the newly added component, the new artifacts have no impact. Of course, the new artifacts are saved along with the base artifacts.
Additions of any new artifact introduced in the composite definition as a customization (for example, XSLT artifacts) must be named appropriately to prevent collisions with base XSLT artifacts. References to the new XSLT files must be made within the Oracle BPEL Process Manager/Oracle Mediator artifacts (through a layer).
Problem
When building or deploying the customized composite, you may get warnings similar to this because the xml:id
element is not supported:
Solution
This warning can be ignored and should not prevent you from deploying the composite successfully.
Problem
In a clustered environment, a queue topic is being retrieved multiple times by the subscribers. SOA clusters are typically homogenous (that is, each node has the same services running). Therefore, if a queue topic has multiple subscribers (for example, an error queue is subscribed to by a fallout notification service and a trouble ticketing service), then in a clustered environment, each service is running on every node. If it is a four-node cluster, then there are four instances of the fallout notification service and four instances of the trouble ticketing service, each of which retrieve the topic message. This is not desirable.
Solution
Set the consuming service singleton property to ensure that in a multinode environment, only one of the subscriber instances can consume the topic message. In the example in the "Problem" section, the fallout notification service and the trouble ticketing service each should set their singleton property so that each of them consumes the message only once by any one of the four instances.
Problem
An internal key is displayed instead of a translated string in the human task title, human task outcome, email subject and body, and human task mapped attributes displayed in Oracle BPM Worklist.
Solution
To resolve this problem:
server
-diagnostic.log
for errors for each server in the cluster. If a resource bundle or the key is not found, you see a similar error stack that contains the composite name and resource bundle name./apps/resource
. Follow these steps to export the metadata contents from Fusion Applications Control:If the resource bundle is properly defined in SOA MDS and the string that is not translated is a mapped attribute that appears in the column heading of the worklist, then perform the followings steps to:
"oramds:///apps/resource/"
.oramds:///apps/resource/
in the Value column of the WorkflowCustomClasspathURL attribute.If the resource bundle is properly defined in SOA MDS and the string that is not translated is not a mapped attribute that appears in the column heading of the worklist, then stop and restart the composite that references the resource bundle by following these steps:
Problem
If entity variables are used in Oracle BPEL Process Manager, this error may be thrown at runtime:
Solution
When the entity variable tries to bind the key provided to it at runtime in Oracle BPEL Process Manager and if it cannot find the key in the database, it throws this error. This may be due to human error. Either the developer has passed a wrong primary key value to bind to the entity variable or the composite has been deployed to the wrong business component (BC) URL in the deployment plan. To resolve, ensure that the primary key value that gets bound to the entity variable at runtime exists in the database used by the BC service.
Problem
If the payload node used in an activity such as an assign activity in BPEL is empty/null, then it throws this error.
Solution
This error is thrown when a selection operation performed either in a function or in an assignment encounters an error. If there is a possibility of getting a null/empty value for a payload element at runtime, then you can get around this error by enclosing this element in a switch case with a condition check of (string-length(
payload_element
) > 0
) or a bpelx:assert
element to test for null conditions in their code. If these errors are encountered at runtime, there is information in the log and the BPEL audit trail flow.
Problem
When a BPEL process has partner links targeted to external servers, during start up of the SOA server or the activation of the BPEL composite, the BPEL service engine recognizes that the target server is down and marks the BPEL composite as unavailable. Even after the target server becomes available, there is no way to make the BPEL process available without restarting the complete SOA server or redeploying the BPEL process. Until then, the BPEL composite is not listed in the navigation pane of Fusion Applications Control and is only visible through the Deployed Composites tab. Even though the composite is displayed here (sometimes as active), if you click the process, you receive this error:
Solution
The issue is caused by using a concrete WSDL file in the BPEL definition. Using an abstract WSDL prevents the BPEL composite/process from becoming inactive or its state from becoming retired when the target server or service is down.
Oracle Fusion Applications develop composites with oramds://
references to WSDL files at design time for both the binding and the WSDL location. At deployment, the binding's concrete location (which is only used at runtime) is fixed.
Follow these steps to use an abstract WSDL by making a local copy of the target WSDL file in your BPEL project.
Problem
When the volume of data in the XREF Oracle SOA schemas grows very large, maintaining the database can become difficult. It may have an impact on performance and may be identified in Automatic Workload Repository (AWR) snapshots.
Solution
To address this maintenance challenge, Oracle SOA 11g has been instrumented with partition keys that enable database administrators (DBAs) to take advantage of the Oracle RDBMS partitioning features and capabilities. Even thought multiple types of partitioning are possible, the list partitioning strategy is the preferred one for partitioning the cross reference data table.
List partitioning allows greater flexibility in the mapping of rows to partitions than range or hash partitioning. Because the cross reference data (XREF_DATA
) is distributed based on discrete column values, unordered and unrelated sets of data can be grouped together with no relationship between the partitions. For this table, the list partitioning is based on the column XREF_TABLE_NAME
. Because you know the list of entities that have cross reference data, this strategy is ideal. The only caveat is that you must repeat this activity if a new entity gets added to the system.
Better understanding of data distribution can lead to further refinement and space management by employment of composite partitioning strategies such as list - list and list - range schemes. For information about partitioning, see the Oracle Database Performance Tuning Guide.
In addition to this partitioning strategy, you can also use Oracle Mediator's feature by which custom database tables can be created to store cross reference data for certain high volume entities. For more information, see Oracle Fusion Middleware Developer's Guide for Oracle SOA Suite.
Problem
A common case in Oracle Fusion Applications is Oracle Application Development Framework (Oracle ADF) Business Component (BC) service invocations from various SOA components. If the user context attached with the SOA composite instance or identity switching used in a SOA reference does not have proper permission to access the Oracle ADF BC service, then an access
denied
error is displayed.
Solution
Common causes for this error are as follows. These must be resolved.
jazn-data.xml
.jazn-data.xml
are not properly reflected in system-jazn-data.xml
.ejb-jar.xml
does not have the <interceptors>
tag added or it has an incorrect application name. An example of ejb-jar.xml
with the correct tags is as follows:Problem
At runtime, when you click the Manage Approvals page (for both requisition and purchase order), you may get a SOA
server
may
be
down
error among other errors. The page may also show a No
data
to
display
error.
Solution
Check to see if you have wf_client_config.xml
pointing to the correct SOA server. Oracle Fusion Applications environments are all multidomain and applications that must query their local SOA runtime must do so through the wf_client_config.xml
configuration.
For more information about the wf_client_config.xml file, see Section 22.5.1.
Problem
When integrating with external web services, you may have issues related to the WS-Addressing headers in the request and response XML documents used in synchronous request-response scenarios. This may even occur if there is a dynamic endpoint that resolves to an external web service that does not support WS-Addressing.
wsa:InvalidAddressingHeader
error when SOAPAction
is defined in the WSDL <binding>
element of the service provider interface.Solution
The WS binding component of Oracle Fusion Middleware 11g generates WS-Addressing headers by default, which is as per the specification, but may be incompatible with some web services. This behavior can be overwritten using properties that allow you to control the generation of WS-Addressing header information for interoperability purposes.
When your Oracle SOA Suite components act as service clients (consumers) and invoke synchronous operations of external web services, the invocation fails. The invocation failure is due to the WS-Addressing headers included in the request message when invoking the service provider.
The stack trace displays the following information:
In Oracle SOA Suite 11g, the WS-Binding component includes the following WS-Addressing headers:
wsa:to
wsa:replyTo
wsa:action
These headers are included by default regardless of interacting with synchronous or asynchronous web service operations. Although the SOAP message generated by 11g is fully specification compliant, there are service provider implementations that do not understand these WS-Addressing headers when included in the request message for synchronous operations. This is why the invocation fails.
Oracle Fusion Middleware 11g uses new standards, WS-Addressing (wsa
) and WS-I Basic profile, which demand that WS-Addressing headers be added by default to the request message.
To increase interoperability, the property oracle.soa.ws.outbound.omitWSA
has been introduced for the <binding.ws>
element in the composite.xml
file. This property enables you to optionally suppress generation of WS-Addressing headers in the request message when set to true
. The default value is false
.
<binding.ws>
element in the composite.xml
file.When external services invoke the endpoints of Oracle SOA Suite composites, which expose synchronous operation(s) acting as a server (service provider), the external web service fails with invocation errors. This is commonly due to the WS-Addressing headers included in the response message, which are not supported by some web service implementations.
In SOA Suite 11g, the WS-Binding component includes the WS-Addressing headers by default in the response messages. Although the SOAP message generated by 11g is fully specification compliant, there are service consumer implementations that do not understand the WS-Addressing headers when included in the response message in synchronous request-response scenarios. This is why the invocation fails.
To increase interoperability with clients (consumers) that do not support WS-Addressing headers, a property named oracle.soa.addressing.response.enabled
has been introduced. This property can be used within the <binding.ws>
element in the composite.xml
file. This property enables you to optionally suppress generation of WS-Addressing headers in the response message when set to true
. The default value is false
.This means that in a synchronous request-response scenario, in which the Oracle SOA Suite composite acts as a service provider, WS-Addressing headers are included in the response message by default. If the property is set to false
, no WS-Addressing-related headers are returned in the response message.
composite.xml
file as follows:wsa:InvalidAddressingHeader
error when SOAPAction
is defined in the WSDL <binding>
element of the service provider interface.When invoking a web service provider with a synchronous interface from a composite deployed on 11.1.1.1, a wsa:InvalidAddressingHeader
message is returned. This happens when both of the following conditions are met:
wsa:Action
element in the WSDL input message for the port operationsand
soapAction
attribute in the WSDL binding section of the service provider interface is specified.The difference with the first scenario is that the service provider interface may accept WS-Addressing headers for synchronous endpoint operations by using the WS-Addressing extensibility attribute wsa:UsingAddressing
in the WSDL binding section. A WSDL binding section sample is shown as follows:
As the following code sample shows, neither the input message nor the output message (as defined in the service provider WSDL) contain a <wsa:Action>
element:
The problem has been observed when integrating with synchronous web services deployed on the IBM WebSphere 6.1 Application Server.
The stack trace looks similar to the following code example:
If you use HTTP Analyzer or Apache TCP Monitor to trace the message exchange, you observe that the issue is related to the <wsa:action>
element in the request SOAP header, which is not the same as SOAPAction
in the HTTP header. The response message looks like the following code sample:
This chapter describes common problems that you might encounter when using Oracle WebCenter portlets and explains how to solve them.
This chapter contains the following topics:
This chapter focuses on troubleshooting Oracle WebCenter portlets. For information about troubleshooting general Oracle WebCenter configuration issues, see the "Troubleshooting WebCenter Application Configuration Issues" section in the Oracle Fusion Middleware Administrator's Guide for Oracle WebCenter. Also, review the Oracle Fusion Middleware Error Messages Reference for information about the error messages you may encounter.
Oracle Fusion Applications utilizes portlet technology in various places, typically to remotely invoke a business view that is implemented as an Oracle Application Development Framework (ADF) task flow. This enables functionality that is implemented on one Oracle Fusion application, for example, HCM, to be incorporated into another Oracle Fusion application, for example, CRM, as if it was embedded in the same application. The CRM application is in fact embedding a portlet that obtains its markup from the remote HCM application, which is running on another server. The task flow that is implemented on the HCM server is made available as a portlet through a component called the Oracle JSF Portlet Bridge. This wrapper makes the task flow available as a portlet producer that can be consumed by another application.
Useful Terminology
The following list defines some common terms for Oracle WebCenter portlets:
A portlet is a region of the screen that is displayed from a remote source. In Oracle Fusion Applications, portlets conform to the Web Services for Remote Portlets (WSRP) standard, and implement the JSR 286 portlet specification.
The Oracle JSF Portlet Bridge is a component that enables an ADF application to be exposed as a WSRP portlet producer application. Oracle Fusion applications are all implemented as ADF applications.
A producer application is an ADF application with pages or task flows that have been enabled to run as portlets. This type of application can run in dual modes: as a servlet (like a regular web application), or as a portlet (when consumed by a consumer application through the Oracle JSF Portlet Bridge).
A consumer application is an application that consumes the portlets exposed by a producer application. Before consuming a portlet (by dropping it onto a page), application developers must first register the portlet producer application with the consumer application.
Useful Resources
The following list provides some useful resources to use when diagnosing problems with Oracle WebCenter portlets:
A page that provides diagnostic information about the consumer application. You can access the Portlet Consumer Test Page using the following URL:
where:
host
is the server to which the consumer application is deployedport
is the port to which the server is listening for HTTP requestscontext-root
is the consumer web application's context rootFor example:
For more information, see Section 23.3.1.2.
A page that provides diagnostic information about the portlet producer application. You can access the Producer Test Page using the following URL:
where:
host
is the server to which the portlet producer is deployedport
is the port to which the server is listening for HTTP requestscontext-root
is the producer web application's context rootFor example:
The Producer Test Page includes a link to the Web Service Definition Language (WSDL) document to use for registration, for example:
For more information, see Section 23.3.1.3.
This is also known as running the application as a servlet. Before an application can act as a portlet provider, it must be able to run correctly through standard HTTP requests.
To run an application as a servlet, use the following URL:
where:
host
is the server to which the portlet producer is deployedport
is the port to which the server is listening for HTTP requestscontext-root
is the producer web application's context rootpath-to-page
is the path to the page you want to runpage
is the name of the page you want to runFor example:
The Producer Test Page provides links to run such pages or task flows as servlets. For more information, see Task 2, "Run the JSF Portlet as a Servlet".
The logging configuration file, logging.xml
, is located in:
The default location of the diagnostic log file is:
Process
Follow the process outlined in Table 23-1 when using the information in this chapter. If the information in a particular section does not resolve your problem, proceed to the next step in this process.
Table 23-1 Process for Using the Information in this Chapter
Step | Section to Use | Purpose |
---|---|---|
1 | Perform problem-specific troubleshooting procedures. These section describes:
| |
1 | Perform general diagnostics steps with when you encounter problems with Oracle WebCenter portlets. | |
2 | Use My Oracle Support to get additional troubleshooting information about Oracle Fusion Applications or Oracle WebCenter portlets. My Oracle Support provides access to several useful troubleshooting resources, including Knowledge Base articles and Community Forums and Discussions. When you encounter problems with Oracle WebCenter portlets, there are some general diagnostics steps that you can follow. | |
3 | Log a service request if the information in this chapter and My Oracle Support does not resolve your problem. You can log a service request using My Oracle Support at |
When running Oracle Fusion Applications, it may not be readily apparent which portions of the user interface are implemented as portlets. The only time this may actually be evident is when there is a problem.
This section describes common problems and solutions. It contains the following topics:
The message Portlet Consumer Error (shown in Figure 23-1) typically indicates that an error occurred within the operation of the portlet parts of the portlet consumer application. Occasionally, the error may indicate that the remote portlet producer is refusing connection.
Problem 1
An error has occurred within the operation of the portlet parts of the portlet consumer application. In other words, the error is unrelated to the remote portlet producer application.
Solution 1
Consult the diagnostic log file to determine the cause of the exception.
If the DebugErrorRenderer
is enabled, the cause exception is displayed in the portlet along with links to the log file. If running in production mode, then consult the consumer-side logs.
The exception that caused the error message to be displayed is logged. Wherever possible, a message is included in the log at the start of the exception stack to indicate for which portlet binding the exception occurred. Example 23-1 shows a message logged for a portlet error.
Example 23-1 Example Message Logged for a Portlet Error
Pay particular attention to the cause exceptions in the stack as this is likely to indicate what the real underlying problem is.
The cause is likely to be an internal error and the appropriate course of action is to contact Oracle Support.
Problem 2
The remote portlet producer application server is refusing connections completely. This usually occurs when the server is not running. This situation is characterized by the an exception stack on the consumer-side logs similar to that shown in Example 23-2.
Example 23-2 Exception Stack When Portlet Producer Refuses Connection
Solution 2
If the cause exception indicates that the remote producer is down, then the resolution is to bring the producer up. You need an understanding of which Oracle Fusion applications are associated with which portlet producers in order to determine which applications need to be started up.
If a Portlet Timeout is displayed in the area of the page that you would expect to contain a portlet (as shown in Figure 23-2), this means that the consumer waited for a configured period of time for the producer to respond and did not get a response during that time, or the response did not complete during that time. There are a number of possible causes.
Problem 1
The producer machine is overloaded.
Solution 1
Check the load on the producer managed server (the tools used to do this vary depending on the operating system that is running on the producer). If the load is high, check whether a particular process is causing this high load, and whether such a process could be run on another machine, or at a less busy time. If no single process is causing the high load, or if the Oracle WebLogic Server is causing the high load, and if the load is consistently high, consider whether the producer hardware is adequate, or whether it is necessary to upgrade it (or add further nodes to the cluster). Also consider adjusting the Oracle WebLogic Server configuration to increase the size of the request thread pool. For more information, see the Oracle WebLogic Server documentation.
Problem 2
The network is overloaded, or there are problems with the network affecting communication between the consumer and producer.
Solution 2
Check that you can ping the producer machine from the consumer machine. Check that you can access the producer's WSRP Producer Test Page in your local browser. If this works, check that you can access this same page from a browser running on the consumer machine. If any of these steps cause problems, and the machine is not overloaded, this could be a network problem, which should be investigated by a system administrator.
Problem 3
There is a deadlock (or a stuck thread) on the producer machine causing the request thread to hang.
Solution 3
This should not happen during normal operation. If it does occur, there will generally be an error in the producer's log files indicating the point at which the deadlock occurred. This may help diagnose the problem. In some cases, it may be possible to alleviate this by modifying the configuration of Oracle WebLogic Server. For more information, see the Oracle WebLogic Server documentation.
Problem 4
The producer application is running slowly (for example, due to processing large quantities of data).
Solution 4
In this case, the producer application may be processing large quantities of data, causing it to spend too long building the response. If the application will regularly deal with large quantities of information, it may be necessary to either add or improve producer hardware, or to increase the portlet timeout duration. The portlet timeout can be configured on the producer connection in the consumer application using Enterprise Manager or the WLST setWSRPProducerConnection
command. Additionally, minimum and maximum timeouts for all producer connections within the application can be configured within the portlet section of the adf-config.xml
file.
Problem 5
The producer application is waiting for a response from another resource, such as a database, that is taking too long (for example, if the database is overloaded).
Solution 5
Check that the resource in question is functioning correctly. If it is, the solution the same as Solution 4.
Problem 6
The producer application is being debugged and has hit a breakpoint.
Solution 6
This only happens if the producer application Oracle WebLogic Server is running in debug mode, and a debugger has been connected. In this case, if an incoming request causes a breakpoint to be triggered, the execution of the producer application stops and the consumer times out when the portlet timeout interval is reached. This scenario is unlikely to occur in a production environment.
Problem 7
The portlet timeout values in adf-config.xml
have been misconfigured such that the timeout period is too short.
Solution 7
The portlet section of the adf-config.xml
file allows minimum, maximum, and default values for portlet timeouts to be configured across the whole application. The maximum timeout imposes an upper limit on timeouts specified by portlet producers, so if the maximum timeout is too short, this could cause unwanted portlet timeout errors even if the timeout specified on the producer connection is longer.
When a section of the screen shows the Remote Portlet Communication Error message (as shown in Figure 23-3), and there is an otherwise blank region surrounding it, this area is expected to be filled with a portlet, which the application is not able to contact.
Problem 1
The producer is down.
Solution 1
It could be that the producer application is not running, or the managed server on which it is deployed is not started. In this case, it will need to be started. Identify the application that needs to be started based on the task being attempted at the time of the portlet failure.
Problem 2
The web services security is incorrectly configured.
Solution 2
In Oracle Fusion Applications deployments, web services security (WS-Security) is managed with global web services security policies.
Troubleshooting steps for web services security depend on the type of security profile being used, for example AuthN, SSL, or Message Security.
For more information about troubleshooting web service security, see:
For information about the different types of security profile, see the "Locking Down Web Services: Points to Consider" section in the "Hardening Backchannel Network and Services" chapter of the Oracle Fusion Applications Security Hardening Guide.
The security policies set on the portlet producer's WSRP_v2_Service
web service ports are as follows:
WSRP_v2_ServiceDescription_Service
port: oracle/no_authentication_service_policy
WSRP_v2_PortletManagement_Service
port: oracle/no_authentication_service_policy
WSRP_v2_Markup_Service
port: no policy specified, so that it picks up the globally attached policyWSRP_v2_Registration_Service
port: oracle/no_authentication_service_policy
If the producer ports are configured in any other way, then it may be the cause of the problem. In particular, if a local policy is applied to the WSRP_v2_Markup_Service
port, and the policy does not match the corresponding policy on the producer connection, then the port or the connection will need to be updated to specify matching policies, or be removed, so that the globally attached policies can take effect.
Problem 3
The producer managed server cannot be reached.
Solution 3
The producer may be in a location that cannot be reached by the consumer application, due to intervening firewalls or incorrect routing rules. In an environment that is installed by Oracle's provisioning software, this should not be the case, but it is worth checking that you are able to access the WSDL endpoint for the producer from the machine hosting the consumer, by going to:
Where:
host
is the server to which the portlet producer is deployedport
is the port to which the server is listening for HTTP requestscontext-root
is the producer web application's context rootFor example:
If the portlet displays a Remote Portlet Error (as shown in Figure 23-4), this indicates that the producer responded with an error message. The error message is returned in the form of a SOAP fault message inside the response document. There are a number of reasons the producer might return an error. The best strategy to diagnose these errors is to first find the corresponding exception stack trace in the consumer diagnostic logs. This stack trace shows what kind of fault was returned by the producer, plus any further information required in the response. Some faults you may encounter are listed in the following sections.
Problem 1
OperationFailedException
. This is the most common type of Remote Portlet Error and it is a catch-all for most unhandled exceptions raised in the producer application.
Solution 1
To resolve an OperationFailedException
, examine the exception in the consumer diagnostic logs. This generally shows any exception that was raised in the producer application to trigger the fault response as the final Caused by
exception.
If required, you can then examine the diagnostic logs on the producer application for more detail, or for any related exceptions that occurred prior to the fault being triggered. In some cases, the exception in the producer log indicates a problem that can be simply resolved, such as a database connection failure or configuration problem. In other cases, the exception might indicate a product bug.
Problem 2
InvalidRegistrationException
. This error indicates that the producer has not been properly registered with the consumer before the consumer attempted to communicate with it. This could also occur if the producer's preference store has been moved or deleted since the consumer registered it.
Solution 2
This error should not occur in the Oracle Fusion Applications environment. If it is observed, the most likely cause is a problem during provisioning. It is also worth checking the producer application's web.xml
file setting to ensure that the entry shown in Example 23-3 is present.
Example 23-3 Persistent Store Setting in web.xml
Problem 3
InvalidHandleException
. This indicates that the consumer has asked the producer to render, or otherwise interact with, a portlet instance that the producer does not know about. This could occur if the producer's preference store has been corrupted in some way since the portlet was added to the page.
Solution 3
This error should not occur in the Oracle Fusion Applications environment. It is most likely caused by a problem during provisioning, or a missing persistentStore
setting in the web.xml
file, as described in Solution 2.
Problem 4
AccessDeniedException
. This indicates that the producer application decided that the current user did not have access to the portlet or task flow in question.
Solution 4
This error should not occur in the Oracle Fusion Applications environment. This could either be a legitimate error message or an indication of a configuration problem. In most cases, Oracle Fusion Applications should deal with authorization errors gracefully, without a Portlet Remote Error being displayed.
If the portlet displays a dialog containing the message "A connection to the server has failed" (as shown in Figure 23-5), this indicates that the producer responded to a portlet resource proxy request with an error message.
Portlet resource proxy requests are made from the browser for any partial page render (PPR) request from the portlet. There are a number of reasons the producer might return an error.
The best strategy to diagnose these errors is first to find the corresponding exception stack trace in the consumer diagnostic logs. You can use the ECID in the error dialog to find the relevant exceptions in the log files. The stack trace shows what kind of fault was returned by the producer, plus any further information. You may also use other tools, such as Firebug, to look at the response of the request.
Problem
PortletTimeoutException
. This exception means that the consumer has waited longer than the configured time out period for a response from the producer. This may happen if the system is under excessive load, or it may indicate problems in the producer application, for example, a slow database connection. Note that you will typically not see any errors logged in the producer application in this scenario, this is an indication that the producer is slow, not that anything is causing errors.
Solution
To resolve a PortletTimeoutException
, use the Oracle Enterprise Manager Fusion Middleware Control Console or the Oracle WebLogic Server Administration Console console to look at the health of the producer server. If possible, render the same task flow on the producer server as a servlet, rather than as a portlet. If it is slow to respond check whether there are slow running database queries in the application.
When you encounter problems with Oracle WebCenter portlets, there are some general diagnostics steps that you can follow.
This section contains the following topics:
There is a set of tools available for both the consumer and producer to help identify and resolve issues when running Oracle JSF Portlet Bridge portlets.
If you encounter a portlet error message when a portlet is rendered, or if the portlet displays but you cannot interact correctly with it, there are some general steps using these tools that you should follow to diagnose the issue.
This section contains the following topics:
The first step when you encounter a portlet error, is to identify which portlet producer and portlet instance is being invoked. Execute the portletDebugShow()
JavaScript from your browser to display this information in the main portlet content area.
To identify the portlet instance:
The ECIDs are unique IDs used to identify a portlet request. Use the ECIDs to correlate the messages across different consumer and producer log files using Fusion Middleware Control. The same ECID is propagated from the consumer to the producer. For more information, see the "Correlating Messages Across Log Files and Components" section in the Oracle Fusion Middleware Administrator's Guide.
Note: Broken portlets show two ECIDs: one for the request in which the error occurred and one for request in which the error was reported. For inline portlets (that is, portlets that are not displayed in an IFRAME), these two ECIDs are the same. For IFRAME portlets, for example Oracle JSF Portlet Bridge portlets, the ECIDs are different. This is because the error is reported in a later request than the one in which the original exception occurred. When checking the logs, you should look for both ECIDs, as either may contain relevant information. |
You can use this information in the subsequent diagnostic steps to help locate the issue.
Note: The ECIDs shown in the portlet diagnostic information do not reflect partial page rendering requests that have been made to the portlet producer (using the portlet consumer resource proxy). These requests may update the portlet, but the ECIDs are not recorded in the portlet diagnostic information. Errors that occur during these requests are logged on the producer and by the portlet resource proxy on the consumer but you cannot use the ECID information reported in the portlet diagnostic information to help you determine the ECIDs for the relevant log entries. |
The next step in diagnosing a portlet error is to access the Portlet Consumer Test Page (shown in Figure 23-6) to locate the portlet producer and, if necessary, test the portlet in isolation.
The Portlet Consumer Test Page contains three tabs:
After accessing the Portlet Consumer Test Page, you can perform further diagnostic steps.
This section contains the following topics for using the Portlet Consumer Test Page to diagnose portlet issues:
The Portlet Consumer Test Page provides diagnostic information about the portlet consumer.
To access the Portlet Consumer Test Page:
Note: If the consumer application is secured, the Portlet Consumer Test Page can be accessed only by users granted permission to view those pages. |
The Producers tab of the Portlet Consumer Test Page lists all the producers that have been registered with the consumer application. If a portlet instance in your application displays an error message, you can view information about the producer that owns the portlet by selecting it on this tab.
To locate the portlet producer:
You noted this information in Section 23.3.1.1.
You can use this information to identify potential issues with the producer.
If you have still not been able to identify the cause of the portlet error, the issue may lie with the portlet instance itself.
To locate and run the portlet instance:
You noted this information in Section 23.3.1.1.
You noted this information in Section 23.3.1.1.
The Sanity Checks tab of the Portlet Consumer Test Page (shown in Figure 23-7) provides a quick overview of the state of portlet communication in your application across all producers.
The Sanity Checks tab references portlet instances used within the consumer application. This list is configured by the application developer who chose the portlets to include and the parameters to pass to these portlets.
The checks on this page do not render the output in the UI, but simply create a runnable instance of the portlet under the covers and report any failures if any exception is returned by the portlet.
To perform sanity checks:
The results of the sanity tests are displayed in the Status column.
The Configuration tab of the Portlet Consumer Test Page (shown in Figure 23-8) enables you to identify the consumer configuration entries for portlet consumption. This tab displays settings defined in the adf-config.xml
file, for example, the minimum and maximum timeout values and the consumer version number. You cannot change these values as they are stored within the application; they are displayed for reference information only.
If you cannot identify the cause of the error in the consumer application, the next step is to use the Producer Test Page (shown in Figure 23-9) to identify potential issues with the portlet producer application.
Access to the main Producer Test Page is public, but links to the test pages for each portlet are accessible only to users granted permission on the underlying pages and task flows.
The Producer Test Page contains five sections:
A list of all the portlets within the producer. For Oracle JSF Portlet Bridge portlets, each portlet also provides a separate link to run the portlet as a servlet (this is a prerequisite to running them as portlets: if a portlet does not run as a servlet, it cannot run as a portlet).
Information on where the consumer preference information is stored.
The version number of the Portlet Producer Container.
Links to the Web Service Definition Language (WSDL) documents to use for registration.
A link to the WSRP SOAP monitor where users with the Monitors
or Administrators
role can track the SOAP messages between the consumer and producer.
After accessing the Producer Test Page, you can perform further diagnostic steps.
This section contains the following topics:
The Producer Test Page provides diagnostic information about the portlet producer.
To access the Producer Test Page:
To verify that an Oracle JSF Portlet Bridge portlet producer is running correctly, you must first verify that the producer application runs correctly through standard HTTP requests. If the artifacts the producer exposes as portlets do not run as servlets, they will not run as portlets.
To run a JSF portlet as a servlet:
If the resulting page or task flow does not render correctly, then there is a problem with the producer application that must be resolved before you can run the page or task flow as a portlet.
Oracle Fusion Applications has adopted a standard to use a consumer preference store as the persistent store. Therefore, for Oracle Fusion applications producers, the Persistent Store Type displayed on the Producer Test Page should always be set to Consumer.
Although other configurations are acceptable for applications that are built to assume such a configuration, having a non-consumer setting in Oracle Fusion applications indicates an issue in the producer. For Oracle Fusion applications to work correctly, they require a consumer preference store.
The SOAP monitor provides access to the SOAP requests between the consumer and producer when rendering a portlet. This is very useful in diagnosing problems at the communication level.
To examine the SOAP monitor:
Note: To access the SOAP monitor you must be a member of the Monitors or Administrators role in the Identity Management System. |
Note: If, after rerunning the portlet and refreshing the SOAP monitor, you see no messages displayed, this indicates that there may be a security issue between the producer and the consumer. You must verify that the correct WS-Security settings are set up for the producer and consumer to communicate. |
To troubleshoot portlet issues, it is useful to add portlet log-handlers and loggers to the logging configuration file, logging.xml
.
Example 23-4 shows how to add the portlet log-handlers and loggers. The example assumes that you are running the consumer and producer applications on the same WebLogic Server instance. If you are running the consumer and producer applications on different instances, you must split them up appropriately.
Note: Add the log entries at the end of the file to ensure that they override any seeded settings. |
Example 23-4 Configuring Log Files for Troubleshooting Portlet Issues
The logging configuration file is located in:
The log file name is also defined in logging.xml
. By default the log file name is:
You can use My Oracle Support (formerly MetaLink) to help resolve Oracle Fusion Applications problems. My Oracle Support contains several useful troubleshooting resources, such as:
You can access My Oracle Support at https://support.oracle.com
.
This chapter describes common problems that you might encounter when moving Oracle Fusion Applications components across environments and explains how to solve them.
This chapter includes the following topics:
To avoid movement failures, check the following:
One of the most common reasons for a failed movement session is due to the use of an incorrect or invalid Oracle Inventory (oraInventory
) when running the copy or paste commands.
To ensure your environment has the correct Oracle Inventory:
On UNIX systems, verify that the inventory location referenced in the default inventory location (/etc/oraInst.loc
on Linux systems) refers to the actual inventory your source Oracle Fusion Applications install is registered into. If it does not, you will need to use the -invPtrLoc
(-ipl)
argument on all copy and paste operations. This argument should contain the path to the oraInst.loc
file that matches the inventory your Oracle Fusion Applications install is registered into.
On Windows systems, the Oracle Inventory location is stored in the Windows registry under the HKEY_LOCAL_MACHINE\Software\Oracle
location, in the inst_loc
key. This value is global across the machine. On the Windows platform, the -invPtrLoc
(-ipl)
argument is not supported. You must use the inventory specified in the registry.
HKEY_LOCAL_MACHINE\Software\Oracle
location, in the inst_loc
key. This value is global across the machine. On the Windows platform, the -invPtrLoc
(-ipl
) argument is not supported. You must use the inventory specified in the registry.fusionapps
Middleware directory are using the same oraInventory
location. Failure to do so will result in some Oracle homes not being present in the archive.Failure to adhere to the requirements listed above can manifest itself in failures such as:
paste*
commands.NullPointerException
during copyBinary
operation.To avoid Java issues:
On Windows systems, failure to ensure this can result in T2P getting confused regarding the Oracle Inventory on 64 bit boxes. On 64 bit Windows machines, both the Program Files
and Program Files (x86)
directories can contain inventories: Program Files
is used for 64-bit installations.
On the target machine, after running the pasteBinary
operation, be sure to execute the related commands, pasteConfig
, extractMovePlan
, and so on) from the following extracted locations:
If Oracle Web Services Manager policy migration fails when using the pasteConfig
script, the issue can occur if you do not use the proper Oracle Identity Management database service name. The SID value should not be used.
Oracle Platform Security Services JPS root fusionappspolicies
not created during an Oracle Identity Management delta movement.
Ensure that the instructions given in Section 16.4.1 have been followed and that the resultant data is properly populated.
During pasteConfig
operations, invalid editing of the move plans can result in validation errors. Please ensure the following:
READ_ONLY
elements have been edited and modified.READ_WRITE
elements have been added.When performing the pasteConfig
operation for Oracle Internet Directory, the operations fails with an invalid database error.
During a pasteConfig
operation, if the target database is the same as the source database, then the Oracle Internet Directory component name should be different.
If the target database is different from the source database, then the Oracle Internet Directory component name needs to be the same.
Note: Target database also needs to be a clone of source database. |
The pasteBinary
operation may incorrectly calculate the free disk space. This can be due to the target location being on a Network File System (NFS) share or a different type of file system (such as data ONTAP).
If you are sure that there is enough free disk space for the archive to be extracted and configured, use the -ignoreDiskWarning
(-idw
) argument to ignore the disk space check error
Ensure that the copyConfig
and pasteConfig
operations for Node Manager operations are performed. The copyConfig
and pasteConfig
operations for the domains do not configure the Node Manager properties. Failure to do so can result in defaulted Node Manager configuration rather than the properties from the source environment.
See Section 16.6.4.3 and Section 16.6.7.3 command line usage for more information.
This section describes common problems and solutions. It includes the following topics:
For information about the error messages you may encounter when moving Oracle Fusion Applications components across environments, see Oracle Fusion Middleware Error Messages Reference.
An exception is raised when you run the Fusion Applications Role Category Seeding task in Oracle Identity Manager.
Problem
Oracle Virtual Directory was not configured properly for the change log adapter.
Solution
Set the Remote Base value to an empty value.
While troubleshooting binary movement issues, you may run across some permission-related messages. These messages are expected due to the nature of transient files between the source and target machines. In most cases, you can safely ignore these message if there are no other movement failures. Some examples of permission errors are:
The pasteBinary
script returns an error when you apply the Middleware home directory to the target environment.
Problem
Incorrect information was entered.
Solution
Take the following actions to recover:
You encounter the deriveNewWLSProperties
error when you run the pasteBinary
script.
Problem
The target Middleware home location is inside another Middleware home.
Solution
Specify a target Middleware home location that is not inside another Middleware home when you run the pasteBinary
script.
The copyConfig
script fails when it checks Oracle homes.
Problem
The inventory configuration is invalid.
Solution
Make sure that inventory.xml
is valid. Do not update the inventory manually.
The copyConfig
script takes an unusually long time to complete.
Problem
The metadata export is requiring a lot of time.
Solution
Check the logs to make sure it is taking time to export. Clean up the database cache or purge the database. You can also collect the database statistics.
The copyConfig
script fails with the error CLONE-20408
.
Problem
The machine is specified as unix-machineType
in the config.xml
file.
Solution
Edit the machine type in DOMAIN_HOME
/config/config.xml
to remove xsi:type="unix-machineType"
in:
For example:
Restart the servers after you update the config.xml
file.
You cannot run the pasteConfig
script for Node Manager after running it failed the first time.
Problem
The pasteConfig
script for Node Manager creates the nodemanager.properties
file and other files, which are left out when there is a failure.
Solution
Clean up all the files in the target Node Manager home location before re-running the pasteConfig
script.
The pasteConfig
script returns exceptions for Oracle SES when you apply system components to the target environment.
Problem
pasteConfig
was invoked a second time on the same Oracle SES instance.
Solution
Clean up the Oracle SES instance in the target environment using the searchadmin command-line interface before invoking pasteConfig
again.
For more information about the searchadmin commands, see Oracle Secure Enterprise Search Administration API Guide.
To clean up the Oracle SES instance:
SES_ORACLE_HOME
/bin/searchadmin -p adminPwd
-c adminWebServiceUrl
For example:
The prompt changes to SES>
.
Note: The thesaurus may not exist. You can ignore the error message EQA-11000: The object with key "[name=DEFAULT]" and type "thesaurus" was not found. |
The idPluginState.xml
file is generated in SES_ORACLE_HOME
/bin/idPluginState.xml
.
idPluginState.xml
file and search for the phrase <search:value>ACTIVE</search:value>
.<search:value>ACTIVE</search:value>
does not exist, then there is no active identity plug-in. Skip to Step 8.If <search:value>ACTIVE</search:value>
exists, continue to Step 6.
Note: There will be at most only one active identity plug-in at a time. |
jarFilePath
and managerClassName
of this active identity plug-in.jarFilePath
--MANAGER_CLASS=managerClassName
partitionConfig
is active:The partitionConfigState.xml
file is generated in SES_ORACLE_HOME
/bin/partitionConfigState.xml
.
partitionConfigState.xml
file and search for the phrase <search:value>ACTIVE</search:value>
.<search:value>ACTIVE</search:value>
does not exist, then there is no active partitionConfig
. Skip to Step 10.If <search:value>ACTIVE</search:value>
exists, continue to Step 9.
The SOA server fails to start after you have completed the procedures for moving the Oracle Fusion Applications components.
Problem
An incorrect configuration of the Oracle Coherence framework that is used for deployment is preventing the SOA system from starting. The deployment framework must be properly customized for the network environment on which the SOA system runs.
Solution
Modify the Oracle Coherence cluster configuration by editing the values for the following startup parameters:
tangosol.coherence.wka1
tangosol.coherence.localhost
tangosol.coherence.localport
tangosol.coherence.wka1.port
For information, see the "Configuring Oracle Coherence for Deploying Composites" section in Oracle Fusion Middleware Enterprise Deployment Guide for Oracle SOA Suite.
After moving the Oracle WebLogic Server domain configuration, the Oracle Fusion Middleware targets display in Oracle Enterprise Manager, but Oracle Fusion Applications targets (such as product families, products, J2EE applications) do not.
Problem
The ASK
tables in the database (such as ASK_DEPLOYED_APPLICATIONS
and ASK_DEPLOYED_DOMAINS
) are not populated.
Solution
Check to make sure that Topology Manager functions properly when you run the copyConfig
and pasteConfig
scripts. Also check to make sure that the move plan values are properly modified.
The pasteConfig
script hangs, then displays an OutOfMemory
error.
Problem
There is insufficient memory to process the large files (either spurious soft links to directories with many large files or large log files) of the Oracle WebLogic Server domain.
Solution
Remove the large, unnecessary files, and run the copyConfig
and pasteConfig
scripts again. You can also increase the JVM heap size by using the -Xmx
option for maximum heap size, and the -Xms
option for initial heap size. For example:
After moving your Oracle Fusion Applications environment from one host to another, the wf_client_config.xml
files still refers to the files in source environment.
Problem
The wf_client_config.xml
files were not edited to change the value of the <rootEndPointURL>
element.
Solution
Edit the wf-client-config.xml
file for each application to change the value of the <rootEndPointURL>
element.
To locate each wf_client_config.xml
file and edit the <rootEndPointURL>
element:
fusionapps
Middleware directory (for example, /net/mount1/appbase/fusionapps
):wf_client_config.xml
file (one for each application), change the value of <rootEndPointURL>
to point to the internal virtual host port for the SOA cluster on the target environment. For example:PolicyManagerValidator
fails to preload on startup in the /wsm-pm
web application.
Problem
An MDSConfiguration
exception was encountered in parseADFConfiguration
at oracle.adf.share.config.ADFMDSConfig.parseADFConfiguration
.
Solution
Manually make the following targeting changes:
admin
, ess
, and spaces
.wsm-pm
target: admin
.You encounter issues while running the pasteConfig
script.
Problem
The custom scripts in the ORACLE_HOME
/COMMON/WLST
directory are invalid.
Solution
Validate the custom scripts in the ORACLE_HOME
/COMMON/WLST
directory.
You receive a setClusterAddress() failed
error while configuring the machine in the target environment.
Problem
The cluster member host address contains an illegal character in the domain or host name or address.
Solution
Replace the domain or host name or address with a valid value.
After you move Node Manager from the source environment to the target environment, you encounter a javax.net.ssl.SSLKey
exception because the connection between the Administration Server and Node Manager is of connection type plain socket, instead of SSL.
Problem
The keystores were not created properly.
Solution
Complete the following tasks to properly create the keystores:
After moving the Oracle Fusion Applications components, you cannot retrieve documents from the Oracle Imaging and Process Management Viewer.
Problem
The ixTransformer
no longer has execute rights when bundled with copyConfig.sh
and extracted with pasteConfig.sh
. The server must be able to execute this file in order to transform documents into TIF format for viewing.
Solution
Set the permissions to 750
(on UNIX systems) for files in the unpacked domain with the extension .sh
. For information, see "Task 3 Modify Oracle Information Rights Management Settings" in Oracle Fusion Middleware Administrator's Guide.
Upon completion of the pasteConfig
script for an OHS component, the script automatically attempts to start the new component, but it will not start.
Problem
SSL was previously configured on the source environment, but upon being cloned to the target, ssl.conf
still points to the old wallet location, which no longer exists. The OHS cannot find the wallet, which results in startup failure.
Solution
If the non-default wallet was used at the source environment, then export the wallet from the source environment and import it to the target environment. Then, update the wallet location (if changed) in the ssl.conf
file in the target environment.
After moving the Oracle Fusion Applications components, all Oracle ADF applications that use the application scope data sources fail to start.
Problem
The copyConfig
script handles only global data sources defined in each Oracle WebLogic Server domain.
Solution
For application level data sources, you must deploy the Oracle ADF application configured with the application level data sources to a server in the target domain, and manually configure the data sources on the target domain.
When performing cloning operations as a part of the paste operations, the Java Runtime Environment was not found when runInstaller / setup.exe
is executed from the cloned Oracle Home.
Problem
While invoking runInstaller / setup.exe
from cloned Oracle Home, the following message is displayed:
The error occurs because the JRE was not found at /tmp/OraInstall
time_stamp
/jre/bin/java
. Therefore, the Oracle Universal Installer cannot be run.
Solution
To resolve this issue:
http://www.javasoft.com
and install JRE version 1.3.1 or higher and try again.JRE_LOCATION
setting in ORACLE_HOME
/oui/oraparam.ini
points to a valid JRE location.This section describes general approaches for diagnosing ECSF problems. It contains the following topics:
The copyConfig
process tries to export the MDS data of all applications. Some applications may have MDS data, while some may not have any data—or in some cases, the Managed Server may be down or the application may not be in active state.
To diagnose issues related to MDS export, check the copyConfig
logs after the copyConfig
process is complete to make sure that all the applications with MDS data are exported successfully.
In the section of the copyConfig
log, shown in Example 24-1, the listed applications do not have any MDS data, which causes the failure.
Example 24-1 Sample copyConfig Log
You can check the reason for failure for each of these applications from the copyConfig
log.
Similarly, the pasteConfig
process tries to import the MDS data that was exported during copyConfig
. To diagnose issues related to MDS import, check the pasteConfig
logs to make sure that the MDS import is successful.
Import failed for ProductManagementApp
, ProductManagementCommonApp
, and CostManagementApp
in the pasteConfig
log, shown in Example 24-2.
Example 24-2 Sample pasteConfig Log
Resolve any import failures after the pasteConfig
is complete. You can use the importMetadata
command to import the MDS after pasteConfig
is complete. For information, see Oracle Fusion Middleware WebLogic Scripting Tool Command Reference.
If you receive an error while running pasteConfig
, take the following actions to recover:
For Metadata Services (MDS), you can overwrite the schemas without dropping the domain node.
When you execute the pasteBinary
or pasteConfig
scripts and enter incorrect information in the move plan, the scripts return an error. In some cases, the scripts may have partially completed the paste operation. If the pasteConfig
script returns an error when applying system components to the target:
This part contains the following appendixes:
This appendix describes high availability considerations for Oracle Fusion Middleware Extensions for Applications (Applications Core). For more information about Oracle Fusion Applications high availability, see Chapter 15. For more information on Oracle Fusion Middleware Extensions for Applications, see "Oracle Fusion Middleware Extensions for Applications" in Oracle Fusion Applications Concepts Guide.
High availability refers to the ability of users to access a system without loss of service. Oracle Fusion Middleware has an extensive set of high availability features, which protect its components and applications from unplanned down time and minimize planned downtime. For more information about Oracle Fusion Middleware high availability, see Oracle Fusion Middleware High Availability Guide.
This appendix includes the topic, Section A.1, "How Oracle Fusion Middleware Extensions Components Use Fusion Middleware Components for High Availability and Failover."
With the approach of only building with use of other existing or lower level components, Applications Core obtains complete high availability without the need to implement any high availability features itself. However, it is then important to know what the base features each component is built upon, to understand how it behaves for high availability.
Applications Core relies almost entirely on MDS for storage of metadata used by Customization, Flexfields, and Menus. It is very important that MDS is configured for high availability. MDS for these operations should be based on a database rather than file based MDS architecture.
The MDS database-based repository can be configured for high availability Oracle database access. With this configuration, failure detection, recovery, and retry by MDS, as well as by the WebLogic infrastructure, result in the application's read-only MDS operations being protected from Oracle RAC database planned and unplanned downtimes. For more information about configuring multi data sources for MDS repositories, see "Configuring Multi Data Sources for MDS Repositories" in the Oracle Fusion Middleware High Availability Guide.
Most runtime state information of an application is held in ADF. Applications Core does not create its own components, so it can achieve failover support by following the ADF rules for high availability development. When you are designing an application to run in a clustered environment, you must:
For more information about configuring high availability for ADF, see the "Configuring High Availability for Oracle ADF and WebCenter Applications" in the Oracle Fusion Middleware High Availability Guide.
Applications Core Session Management does cache the ApplSession
using the HttpSession
, but it is marked as non-serializable so that it does not get persisted in the event of failover/replication. The ApplSession
will be re-established from the session cookie from the client that is set when the session is first created.
This chapter describes how to configure and manage a highly available Oracle Enterprise Scheduler environment.
This appendix includes the following topics:
A highly available cluster of Oracle Enterprise Scheduler servers is recommended for optimal job performance. This is especially useful for running asynchronous jobs remotely, which may require returning a status message upon completion.
For example, suppose an asynchronous ADF Business Components job runs remotely. Oracle Enterprise Scheduler expects the job to send a status upon completion using a web services callback. If Oracle Enterprise Scheduler runs on only one node, if that node is down, the callback message does not arrive and the status of the job is unknown. The job would then require manual intervention to mark its status as complete.
A two node cluster, however, allows all callbacks to process and arrive at their destination even if one server is down. A clustered Oracle Enterprise Scheduler environment allows callbacks to be delivered as required, and jobs to complete with the correct status automatically assigned by the system.
The main steps required for configuring a highly available Oracle Enterprise Scheduler environment are as follows:
When a cluster node is added, the new node's processor configuration might have to be adjusted to assign appropriate work assignments.
For more information, see the Oracle WebLogic Server documentation.
In order to configure an Oracle Enterprise Scheduler environment, it helps to understand concepts such as the architecture of Oracle Enterprise Scheduler, its components and life cycle.
This section includes the following topics:
Oracle Enterprise Scheduler is installed to an Oracle WebLogic Server instance, on which it runs. The Oracle Enterprise Scheduler service component sits on top of Oracle JRF and is secured by Oracle Web Services Manager. Oracle Enterprise Scheduler manages scheduled job submissions and job definitions.
Figure B-1 shows the Oracle Enterprise Scheduler runtime architecture in the context of Oracle Fusion Middleware components.
The components of the Oracle Enterprise Scheduler runtime architecture are as follows:
Client applications accessing EJBs connect to Oracle Enterprise Scheduler over RMI, whereas client applications using Oracle Enterprise Scheduler web services use HTTP. Connections from client applications to the server are persistent, short-lived asynchronous interactions that sometimes use callback functions.
Oracle Enterprise Scheduler components are as follows:
RuntimeServiceEJB
and MetadataServiceEJB
are deployed as shared libraries. These libraries are imported in the ADF client applications (ears).ESSEndpointMDB
, RuntimeServiceEJB
and MetadataServiceEJB
shared libraries. An Oracle Enterprise Scheduler hosting application submits job requests using the Oracle Enterprise Scheduler libraries or an integrated job request submission interface.Oracle Enterprise Scheduler relies on the following data sources:
An XA transaction, in the most general terms, is a global transaction that may span multiple resources. A non-XA transaction always involves just one resource, and generally cannot participate in a global transaction.
External dependencies include a runtime database, an MDS repository, as well as Oracle SOA Suite, Oracle ADF Business Components, Oracle BI Presentation Services, Oracle Universal Content Management and so on, depending on the components involved in implementing a given job.
The Oracle Enterprise Scheduler engine starts up as part of the standard J2EE application initialization by Oracle WebLogic Server. The Oracle Enterprise Scheduler JCA adapter connects to the runtime schema and polls for scheduled work items.
The following is the sequence of the execution of a client request in Oracle Enterprise Scheduler.
Figure B-2 shows the changes in job state during the life cycle of an executed job request.
Figure B-3 displays the changes in state for an executable job request for which the executing user has cancelled the request.
Figure B-4 displays state transitions for a job request submitted with a schedule.
As Oracle Enterprise Scheduler runs on an Oracle WebLogic Server instance, you can manage Oracle Enterprise Scheduler using Oracle Fusion Middleware Node Manager for SOA.
Oracle Enterprise Scheduler jobs can be hosted on the same Oracle WebLogic Server instance (or a remote Oracle WebLogic Server instance), database and binary processes. Oracle Enterprise Scheduler controls the life cycle of Oracle Enterprise Scheduler jobs. Use Oracle Enterprise Manager to monitor and manage Oracle Enterprise Scheduler jobs. For more information about managing Oracle Enterprise Scheduler jobs, see Chapter 5.
For more information about Oracle Fusion Middleware Node Manager, see the chapter "Using Node Manager" in Oracle Fusion Middleware Node Manager Administrator's Guide for Oracle WebLogic Server.
In order to enable a highly available environment, it is recommended to run Oracle Enterprise Scheduler in a cluster of at least two nodes.
This section includes the following topics:
Configuration files are as follows:
ess.xml
: This file is part of the Oracle Enterprise Scheduler EAR file deployed to the Oracle Enterprise Scheduler cluster.connections.xml
: This file is part of the Oracle Enterprise Scheduler EAR file deployed to the Oracle Enterprise Scheduler cluster.Deployment artifacts are as follows:
The Oracle WebLogic Server deployment is non-staged.
Use standard Oracle WebLogic Server logging for an Oracle Enterprise Scheduler cluster. Use logs in Oracle Universal Content Management to examine Oracle Enterprise Scheduler behavior. Oracle Enterprise Scheduler logging is configured by default in Oracle WebLogic Server.
The default location for log files for Oracle Enterprise Scheduler spawned jobs on UNIX servers is /tmp/ess/requestFileDirectory
. Oracle Enterprise Scheduler operational log files can be found under <DOMAIN_HOME>
/servers/
<SERVER_HOME>
/logs/
<server name>
-diagnostic.log
, and <MW_HOME>
\user_projects\domains\
<DOMAIN_HOME>
\servers\
<SERVER_HOME>
\logs\
<server name>
-diagnostic.log
on Windows.
Figure B-5 is an architectural diagram of a two node Oracle Enterprise Scheduler cluster.
This configuration includes the following components:
For more information regarding high availability architectures, see "Configuring High Availability for Oracle Fusion Middleware SOA Suite" in the Oracle Fusion Middleware High Availability Guide.
An HTTP load balancer provides load balancing so as to re-route requests in the event of node failure. There are no time out requirements for the load balancer or firewalls, as long as components use persistent connections. Likewise, session state replication and failover are not required.
Load balancing is used for actions such as submitting a job and querying its status using the Oracle Enterprise Scheduler web service interface. This load balancing occurs independently of where the job is scheduled to execute.
As Oracle Enterprise Scheduler does not use JMS, no JMS failover is needed. However, JTA failover is not required in the default Fusion Applications context. Oracle Enterprise Scheduler uses stateless session beans and JCA RAR files rather than stateful session beans. Therefore, no EJB state failover is required.
This section contains the following topics:
Oracle Enterprise Scheduler includes a request processor component, which represents a single Managed Server in the Oracle Enterprise Scheduler cluster. Request processors process job requests, such that job execution is connected to one or more request processors.
If all jobs are targeted at a number of request processors, jobs are not dependent on a particular request processor. If a job is targeted at a particular request processor, any jobs tied to that request processor execute only when the Managed Server is available and an active workshift exists for the job.
Oracle Enterprise Scheduler interacts with Oracle Fusion Middleware and other components such as Oracle SOA Suite, Oracle ADF Business Components, and so on. If one of these external components fail, it is possible that any running jobs may fail.
You can prevent external component failure from affecting jobs using proper configuration. Table B-1 lists the external components that may fail, along with the steps to take to prevent failed Oracle Enterprise Scheduler jobs.
Table B-1 Oracle Enterprise Scheduler External Component Failover
External Component | Steps to Prevent Failure |
---|---|
Oracle WebCenter | Integrate with a cluster of Oracle WebCenter service through a load balancer. |
RAC Database | Use multi-DS for Oracle RAC database integration. |
Oracle SOA Suite, Oracle ADF, and so on | Configure retries for jobs that depend on these components. |
Horizontal scalability—adding Managed Servers on different machines—tends to enable better performance than vertical scalability—(adding Managed Servers on the same machine.
Use standard Oracle WebLogic Server cluster scaling methodologies for horizontal scaling. For more information about Oracle WebLogic Server clustering, see the "High Availability for WebLogic Server" chapter in the Oracle Fusion Middleware High Availability Guide. You can increase the concurrent processing of jobs within a work assignment by increasing the thread allocation of the request processor (by editing the workshift for the request processor) or by binding the work assignment to more than one request processor. For more information, see Section 5.11.2.1 and Section 5.11.1.1.
Following are the backup and recovery guidelines for various components:
There is no consistency requirement between the artifacts stored on the file system and those in database. The file system stores EAR files and temporarily stores scheduled job output and log files. Job output and log files are saved to Oracle Universal Content Management upon job completion. Only one database is used, and two phase commit is not used.
Per Oracle best practice, use any hardware load balancer to load balance two or more Oracle HTTP servers, which, in turn, load balance the Oracle WebLogic Server Managed Servers in the cluster.
Managing an Oracle Enterprise Scheduler cluster involves starting the cluster, propagating configuration changes throughout the cluster, deploying applications and handling unexpected behavior.
This section contains the following topics:
Oracle Enterprise Scheduler uses standard J2EE components. As such, Oracle WebLogic Server determines the startup sequence. Oracle Enterprise Scheduler also allows implementing throttling to prevent surges in load.
When stopping a cluster, Oracle Enterprise Scheduler and all local Java jobs terminate. Oracle Enterprise Scheduler also attempts to stop all local binary jobs. However, asynchronous jobs such as SOA or PL/SQL jobs will continue. The asynchronous callback from SOA or Oracle ADF Business Component services cannot be delivered if the entire Oracle Enterprise Scheduler cluster is down.
In the case of an abrupt shutdown, the server attempts to recover any on-going transactions.
There are two types of configuration: container or server, and job metadata configuration. Job metadata is stored in Oracle Metadata Repository. The process of configuring the server is the same as that of configuring a standard Oracle WebLogic Server, as part of platform configuration maintained by the Oracle WebLogic Server Configuration Framework. Job metadata configuration changes are deployed from Oracle JDeveloper.
At the cluster level, any configuration changes are propagated by deploying EAR files or metadata. Configuration data is stored either in the database or an EAR file. You can modify the configuration files in the EAR file, such as connections.xml
, using the MBean browser in Fusion Applications Control.
Cluster members are independent, sharing only the database. There is no communication among members of a cluster.
Applications are deployed to the cluster using standard Oracle WebLogic Server EAR files, using standard J2EE defined Oracle WebLogic Server mechanisms. EAR files can be deployed without restarting the server.
An application deployment includes an EAR file, which contains a JAZN and MAR file. The JAZN file, which contains access privileges for the scheduled jobs, is stored in LDAP under the control of Oracle Authorization Policy Manager. The MAR file contains metadata, and is stored in MDS. Oracle WebLogic Server deploys the application EAR file to all Managed Servers in the cluster.
In the event of failure, the main way to ensure the continuation of job processing is to configure a cluster of Oracle Enterprise Schedulers. If a server fails, another node in the cluster transitions all jobs running on the failed server to the relevant state. Synchronous jobs for example, end in an error state and may be retried depending upon whether retries are configured.
In order to enable high availability for the data tier, use Oracle RAC.
This section contains the following topics:
You can configure retries for jobs and job time outs for asynchronous jobs. For more information about configuring retries and time-outs for a job, see Section 5.7.1.1.
In order to enable death detection and recovery, each Oracle Enterprise Scheduler cluster node updates its record in the database every minute. This is called a heartbeat. Other nodes monitor the heartbeat, and when the record does not change for a period of time, the server is assumed to be dead. When a server death is detected, each job running on that server is handled. Synchronous jobs are marked as completed with errors, whereas asynchronous jobs continue to run remotely. If retry has been configured, the job marked as completed with errors restarts. Death detection tends to take about ten minutes.
On death detection, the output and log files of a node must be accessible from another node. As such, the file directory containing the job output and log files must be located on a shared file system. This directory is listed in the file connections.xml
.
Oracle JTA migration is unnecessary. When a node fails, there is no need to failover the node on another machine. Oracle Fusion Applications uses Oracle Enterprise Scheduler in a way does not require JTA recovery.
Oracle Enterprise Scheduler does not use Oracle Java Message Service (JMS) such that JMS recovery is not needed.
This appendix provides information about the searchable objects, search categories, index schedules, and facets that are available in Oracle Fusion Applications. These searchable objects, search categories, index schedules, and facets are available for Oracle Fusion Applications Search.
This appendix includes the following topics:
The Searchable View Objects (SVOs) are stored in the JAR files in the following fusionapps
Middleware subdirectories:
Searchable objects are sets of data that make view objects available for text search. They are used in an abstract way for exposing business data to search engines.
Table C-1 provides a list of searchable objects available for Oracle Fusion Applications Search. The list is organized by product family and indicates the scope (global, focused, or both) of the search.
Note: While Oracle Fusion Financials searchable objects are seeded, they are not available for search. Do not use Oracle Fusion Financials searchable objects to enable search. |
Table C-1 Searchable Objects by Product Family
Product Family | Searchable Object Name | Scope | Notes |
---|---|---|---|
Oracle Fusion Applications Help | TopicSearchPVO | Global | Do not modify this searchable object. |
Oracle Fusion Customer Relationship Management | Billing Accounts - oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerAccountPVO | Both | |
Campaigns - oracle.apps.marketing.coreMarketing.campaigns.publicViewEcsf.CampaignsPVO | Global | ||
Competitors - oracle.apps.sales.baseSales.competitors.publicViewEcsf.CompetitorPVO | Global | ||
Contacts - oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerContactPVO | Both | ||
Contract Documents - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.ContractDocumentSearchVO | Focused | ||
Customer Assessments - oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerAssessmentPVO | Both | ||
Customer Contracts - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.Customer360ContractPVO | Focused | ||
Customer Interactions - oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerInteractionPVO | Both | ||
Customer Leads - oracle.apps.marketing.leadMgmt.leads.publicViewEcsf.MklCustomer360LeadPVO | Focused | ||
Customer Notes - oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerNotePVO | Both | ||
Customer Opportunities - oracle.apps.sales.opptyMgmt.opportunities.publicViewEcsf.Customer360OpportunityPVO | Focused | ||
Customer Profiles - oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerPVO | Both | ||
Customer References - oracle.apps.sales.baseSales.references.publicViewEcsf.Customer360ReferencePVO | Focused | ||
Enterprise Contracts - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.ContractHeaderSearchVO | Both | ||
Leads - oracle.apps.marketing.leadMgmt.leads.publicViewEcsf.MklLeadPVO | Both | ||
Opportunities - oracle.apps.sales.opptyMgmt.opportunities.publicViewEcsf.OpportunityPVO | Both | ||
Partner Profiles - oracle.apps.partnerFinder.publicViewEcsf.view.PartnerProfilePVO | Focused | ||
Partners - oracle.apps.partnerMgmt.partnerCenter.publicViewEcsf.view.PartnerPVO | Global | ||
Purchasing Contract Documents - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.PoDocumentSearchVO | Focused | ||
Purchasing Contracts - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.PoHeaderSearchVO | Focused | ||
References - oracle.apps.sales.baseSales.references.publicViewEcsf.ReferencePVO | Global | ||
Sourcing Contract Documents - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.AuctionDocumentSearchVO | Focused | ||
Sourcing Contracts - oracle.apps.contracts.dashBoard.textSearch.publicModel.view.AuctionHeaderSearchVO | Focused | ||
Oracle Fusion Financials | Payables Credit Memo | Global | This searchable object is not available for search. |
Payables Payment | Global | This searchable object is not available for search. | |
Payables Prepayment | Global | This searchable object is not available for search. | |
Payables Refund | Global | This searchable object is not available for search. | |
Payables Standard Invoice | Global | This searchable object is not available for search. | |
Receivables Adjustment | Global | This searchable object is not available for search. | |
Receivables ChargeBack | Global | This searchable object is not available for search. | |
Receivables Credit Memo | Global | This searchable object is not available for search. | |
Receivables Debit Memo | Global | This searchable object is not available for search. | |
Receivables Invoice | Global | This searchable object is not available for search. | |
Receivables Miscellaneous Receipt | Global | This searchable object is not available for search. | |
Receivables Standard Receipt | Global | This searchable object is not available for search. | |
Collections Delinquency | Global | This searchable object is not available for search. | |
Expense | Global | This searchable object is not available for search. | |
Expense Report | Global | This searchable object is not available for search. | |
Fixed Asset | Global | This searchable object is not available for search. | |
Intercompany Transaction | Global | This searchable object is not available for search. | |
Journal | Global | This searchable object is not available for search. | |
Miscellaneous Receipt | Global | This searchable object is not available for search. | |
Oracle Fusion Human Capital Management | Worker | Global | Like Aria. |
Worker | Global | Secure. | |
Oracle Fusion Procurement | Purchase Requisitions - oracle.apps.prc.por.publicViewEcsf.RequisitionHeaderPVO | Global | |
Purchase Orders - oracle.apps.prc.po.publicViewEcsf.PurchaseOrderHeaderPVO | Global | ||
Purchase Agreements - oracle.apps.prc.po.publicViewEcsf.PurchaseAgreementHeaderPVO | Global | ||
Negotiations - oracle.apps.prc.pon.publicViewEcsf.NegotiationHeaderPVO | Global | ||
Suppliers - oracle.apps.prc.poz.publicViewEcsf.SupplierPVO | Global | ||
Oracle Fusion Project | ProjectSearchPVO | Global | |
ProjectBudgetSearchPVO | Global | ||
ProjectAssetPVO | Global | ||
ProjectContractInvoicePVO | Global | ||
ProjectEventPVO | Global | ||
ProjectExpenditureItemPVO | Global | ||
ProjectForecastSearchPVO | Global | ||
ProjectTaskPVO | Global | ||
Oracle Fusion Supply Chain Management | Orchestration Orders - oracle.apps.scm.doo.workbench.publicViewEcsf.view.OrchestrationOrderPVO | Global | |
Items - oracle.apps.scm.productModel.publicViewEcsf.ItemPVO | Global | ||
Cost Adjustments - oracle.apps.scm.costing.distProcessors.reviewDistributions.publicViewEcsf.CostAdjustmentsPVO | Global | ||
Material Transactions - oracle.apps.scm.costing.distProcessors.reviewDistributions.publicViewEcsf.MaterialTransactionsPVO | Global | ||
Item Costs - oracle.apps.scm.costing.itemCosts.publicViewEcsf.ItemCostsPVO | Global | ||
COGS Transactions - oracle.apps.scm.costing.distProcessors.reviewDistributions.publicViewEcsf.CogsTransactionPVO | Global | ||
Receiving Transactions - oracle.apps.scm.receiptAccounting.receiptAccounting.reviewAccounting.publicViewEcsf.RecptAcctgPVO | Global | ||
Accrual Adjustments - oracle.apps.scm.receiptAccounting.accrualClearing.adjustAccruals.publicViewEcsf.AdjustAccrualsPVO | Global | ||
Receipts - oracle.apps.scm.receiving.publicViewEcsf.ReceiptPVO | Global | ||
Inbound Shipments - oracle.apps.scm.receiving.publicViewEcsf.InboundShipmentPVO | Global | ||
Outbound Shipments - oracle.apps.scm.shipping.shipConfirm.deliveries.publicViewEcsf.ShipmentPVO | Global |
Search categories are logical collections of searchable objects that facilitate group search on related items.
Table C-2 provides a list of search categories available for Oracle Fusion Applications Search. The list is organized by product family and includes the business objects for each search category.
Note: While Oracle Fusion Financials search categories are seeded, they are not available for search. Do not use Oracle Fusion Financials search categories to enable search. |
Table C-2 Search Categories by Product Family
Product Family | Search Category Name | Business Object | Scope |
---|---|---|---|
Oracle Fusion Applications Help | Help | TopicSVO | GLOBAL |
Oracle Fusion Customer Relationship Management | All Contracts | Enterprise Contracts | LOCAL |
Purchasing Contracts | |||
Sourcing Contracts | |||
Campaigns | Campaigns | GLOBAL | |
Competitors | Competitors | GLOBAL | |
Contacts | Contacts | GLOBAL | |
Contract Documents | Sourcing Contract Documents | LOCAL | |
Purchasing Contract Documents | |||
Contract Documents | |||
Customer | Customer Interactions | LOCAL | |
Contacts | |||
Billing Accounts | |||
Customer Assessments | |||
Customer Contracts | |||
Customer Profiles | |||
Customer References | |||
Customer Opportunities | |||
Customer Notes | |||
Customer Leads | |||
Customers | Customer Profiles | GLOBAL | |
Contacts | |||
Customer Assessments | |||
Customer Notes | |||
Billing Accounts | |||
Customer Interactions | |||
ECM Contracts | Enterprise Contracts | GLOBAL | |
Lead | Leads | LOCAL | |
Leads | Leads | GLOBAL | |
Opportunities | Opportunities | GLOBAL | |
Opportunity | Opportunities | LOCAL | |
Partners | Partners | GLOBAL | |
Public Partners | Public Partners | LOCAL | |
References | References | GLOBAL | |
Oracle Fusion Financials | Payables | Payables Standard Invoice | GLOBAL |
Payables Payment | |||
Payables Credit Memo | |||
Payables Prepayment | |||
Payables Refund | |||
Expenses | Expense Report | GLOBAL | |
Expense | GLOBAL | ||
Fixed Assets | Fixed Asset | GLOBAL | |
General Accounting | Journal | GLOBAL | |
InterCompany Transaction | GLOBAL | ||
Account Receivables | Receivables Invoice | GLOBAL | |
Receivables Miscellaneous Receipt | GLOBAL | ||
Receivables Receipt | GLOBAL | ||
Receivables Credit Memo | GLOBAL | ||
Receivables Debit Memo | GLOBAL | ||
Receivables Adjustments | GLOBAL | ||
Receivables ChargeBack | GLOBAL | ||
Collections | Collections Delinquency | GLOBAL | |
Oracle Fusion Human Capital Management | Worker | Worker | GLOBAL |
Global Worker | GLOBAL | ||
Oracle Fusion Partner Relationship Management | Partners | PartnerProfileSVO | |
Oracle Fusion Procurement | Procurement | Purchase Requisitions | GLOBAL |
Purchase Agreements | GLOBAL | ||
Purchase Orders | GLOBAL | ||
Negotiations | GLOBAL | ||
Suppliers | GLOBAL | ||
Oracle Fusion Project | Projects | Project | GLOBAL |
Project Task | GLOBAL | ||
Project Asset | GLOBAL | ||
Project Contract Invoice | GLOBAL | ||
Project Budget Version | GLOBAL | ||
Project Forecast Version | GLOBAL | ||
Project Event | GLOBAL | ||
Project Expenditure Item | GLOBAL | ||
Oracle Fusion Supply Chain Management | Cost Accounting | Cost Adjustments | GLOBAL |
Material Transactions | GLOBAL | ||
COGS Transactions | GLOBAL | ||
Item Costs | GLOBAL | ||
Receipt Accounting | Receiving Transactions | GLOBAL | |
Accrual Adjustments | GLOBAL | ||
Orchestration Order | Orchestration Orders | GLOBAL | |
Receiving | Receipts | GLOBAL | |
Inbound Shipments | GLOBAL | ||
Shipping | Outbound Shipments | GLOBAL | |
Items | Items | GLOBAL |
Index schedules define the frequency at which the Oracle Secure Enterprise Search search engine crawls the searchable objects in Oracle Fusion Applications and indexes them as documents.
The following tables provide a list of index schedules available for Oracle Fusion Applications Search. The tables are organized by product family.
Note: While Oracle Fusion Financials index schedules are seeded, they are not available for search. Do not use Oracle Fusion Financials index schedules to enable search. |
Table C-3 Index Schedules for Oracle Fusion Customer Relationship Management
Schedule Name | Searchable Object | Business Object | Repeat Interval |
---|---|---|---|
Campaigns | Campaigns | oracle.apps.marketing.coreMarketing.campaigns.publicViewEcsf.CampaignsPVO | Manual |
Competitors | Competitors | oracle.apps.sales.baseSales.competitors.publicViewEcsf.CompetitorPVO | Manual |
Contacts | Contacts | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerContactPVO | Manual |
Contract Documents | Contract Documents | oracle.apps.contracts.dashBoard.textSearch.publicModel.view.ContractDocumentSearchVO | Manual |
Customer Assessments | Customer Assessments | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerAssessmentPVO | Manual |
Billing Accounts | Billing Accounts | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerAccountPVO | Manual |
Customer Contracts | Customer Contracts | oracle.apps.contracts.dashBoard.textSearch.publicModel.view.Customer360ContractPVO | Manual |
Customer Interactions | Customer Interactions | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerInteractionPVO | Manual |
Customer Leads | Customer Leads | oracle.apps.marketing.leadMgmt.leads.publicViewEcsf.MklCustomer360LeadPVO | Manual |
Customer Notes | Customer Notes | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerNotePVO | Manual |
Customer Opportunities | Customer Opportunities | oracle.apps.sales.opptyMgmt.opportunities.publicViewEcsf.Customer360OpportunityPVO | Manual |
Customer References | Customer References | oracle.apps.sales.baseSales.references.publicViewEcsf.Customer360ReferencePVO | Manual |
Customer Profiles | Customer Profiles | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerPVO | Manual |
Enterprise Contracts | Enterprise Contracts | oracle.apps.contracts.dashBoard.textSearch.publicModel.view.ContractHeaderSearchVO | Manual |
Leads | Leads | oracle.apps.marketing.leadMgmt.leads.publicViewEcsf.MklLeadPVO | Manual |
Opportunities | Opportunities | oracle.apps.sales.opptyMgmt.opportunities.publicViewEcsf.OpportunityPVO | Manual |
Partner Profiles | Partner Profiles | oracle.apps.partnerFinder.publicViewEcsf.view.PartnerProfilePVO | Manual |
Partners | Partners | oracle.apps.partnerMgmt.partnerCenter.publicViewEcsf.view.PartnerPVO | Manual |
Purchasing Contracts | Purchasing Contracts | oracle.apps.contracts.dashBoard.textSearch.publicModel.view.PoHeaderSearchVO | Manual |
References | References | oracle.apps.sales.baseSales.references.publicViewEcsf.ReferencePVO | Manual |
Sourcing Contracts | Sourcing Contracts | oracle.apps.contracts.dashBoard.textSearch.publicModel.view.AuctionHeaderSearchVO | Manual |
Table C-4 Index Schedules for Oracle Fusion Applications Help
Schedule Name | Searchable Object | Business Object | Repeat Interval |
---|---|---|---|
Help Schedule | TopicSearch | oracle.apps.atk.helpPortal.publicView.TopicSearchPVO | Manual |
Table C-5 Index Schedules for Oracle Fusion Human Capital Management
Schedule Name | Searchable Object | Business Object | Repeat Interval |
---|---|---|---|
All Workers Schedule | GlobalWorker | GlobalWorkerPVO | Manual |
My Reports Schedule | Worker | WorkderPVO | Manual |
Table C-6 Index Schedules for Personal Information Manager (PIM)
Product | Schedule Name | Search Category | Business Object | Repeat Interval |
---|---|---|---|---|
Product Management | Items Schedule | Items | oracle.apps.scm.productModel.publicViewEcsf.ItemPVO | Manual |
Table C-7 Index Schedules for Oracle Fusion Procurement
Schedule Name | Searchable Object | Business Object | Repeat Interval |
---|---|---|---|
Negotiations Schedule | Negotiations | NegotiationsPVO | Manual |
Purchase Agreement Schedule | Purchase Agreements | PurchaseAgreementPVO | Manual |
Purchase Order Schedule | Purchase Orders | PurchaseOrderPVO | Manual |
Purchase Requisition Schedule | Purchase Requisitions | PurchaseRequisitionPVO | Manual |
Suppliers Schedule | Suppliers | SuppliersPVO | Manual |
Table C-8 Index Schedules for Oracle Fusion Project
Schedule Name | Searchable Object | Business Object | Repeat Interval | Repeat Interval Unit | Schedule Launch Interval | Schedule Launch Time |
---|---|---|---|---|---|---|
Projects | ProjectSearch | ProjectSearchPVO | 1 | Daily | 12:00 AM | |
Project Assets | ProjectAsset | ProjectAssetPVO | 1 | Weekly | Saturday | 12:00 PM |
Project Budgets | ProjectBudgetSearch | ProjectBudgetSearchPVO | 1 | Daily | 12:00 AM | |
Project Contract Invoices | ProjectContractInvoice | ProjectContractInvoicePVO | 2 | Weekly | Saturday | 12:00 PM |
Project Events | ProjectEvent | ProjectEventPVO | 2 | Weekly | Saturday | 12:00 PM |
Project Expenditure Items | ProjectExpenditureItem | ProjectExpenditureItemPVO | 1 | Daily | 12:00 AM | |
Project Forecasts | ProjectForecastSearch | ProjectForecastSearchPVO | 1 | Daily | 12:00 AM | |
Project Tasks | ProjectTask | ProjectTaskPVO | 1 | Daily | 12:00 AM |
Table C-9 Index Schedule for Oracle Fusion Supply Chain Management
Schedule Name | Product | Search Category | Business Object | Repeat Interval |
---|---|---|---|---|
Inbound Schedule | Receiving | Receiving | oracle.apps.scm.receiving.publicViewEcsf.InboundShipmentPVO | Manual |
Receipt Schedule | Receiving | Receiving | oracle.apps.scm.receiving.publicViewEcsf.ReceiptPVO | Manual |
Shipping Schedule | Shipping | Shipping | oracle.apps.scm.shipping.shipConfirm.deliveries.publicViewEcsf.ShipmentPVO | Manual |
Orchestration Orders Schedule | DOO | Orchestration Orders | oracle.apps.scm.doo.workbench.publicViewEcsf.view.OrchestrationOrderPVO | Manual |
Cost Adjustments Schedule | Cost Management | Cost Accounting | oracle.apps.scm.costing.distProcessors.reviewDistributions.publicViewEcsf.CostAdjustmentsPVO | Manual |
Cogs Transactions Schedule | Cost Management | Cost Accounting | oracle.apps.scm.costing.distProcessors.reviewDistributions.publicViewEcsf.CogsTransactionPVO | Manual |
Material Transactions Schedule | Cost Management | Cost Accounting | oracle.apps.scm.costing.distProcessors.reviewDistributions.publicViewEcsf.MaterialTransactionsPVO | Manual |
Item Costs Schedule | Cost Management | Cost Accounting | oracle.apps.scm.costing.itemCosts.publicViewEcsf.ItemCostsPVO | Manual |
Accrual Adjustments Schedule | Cost Management | Receipt Accounting | oracle.apps.scm.receiptAccounting.accrualClearing.adjustAccruals.publicViewEcsf.AdjustAccrualsPVO | Manual |
Receiving Transactions Schedule | Cost Management | Receipt Accounting | oracle.apps.scm.receiptAccounting.receiptAccounting.reviewAccounting.publicViewEcsf.RecptAcctgPVO | Manual |
Facets are predefined aspects, or dimensions, of a searchable object. Facet-based navigation of the search results, or Faceted Navigation, allows end users to narrow down their search by navigating through structured search results.
Table C-10 provides a list of facets available for Oracle Fusion Applications Search. The list is organized by product family and includes the facets for each search category.
Note: While Oracle Fusion Financials facets are predefined, they are not available for search. Do not use Oracle Fusion Financials facets to enable search. |
Table C-10 Facets by Product Family
Product Family | Search Category | Facet |
---|---|---|
Oracle Fusion Customer Relationship Management | oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerInteractionPVO | |
oracle.apps.customerCenter.infrastructure360.publicViewEcsf.CustomerNotePVO | ||
oracle.apps.sales.opptyMgmt.opportunities.publicViewEcsf.OpportunityPVO | ||
Oracle Fusion Supply Chain Management | Shipping | oracle.apps.scm.shipping.shipConfirm.deliveries.publicViewEcsf.ShipmentPVO |
Receiving | oracle.apps.scm.receiving.publicViewEcsf.ReceiptPVO | |
oracle.apps.scm.receiving.publicViewEcsf.InboundShipmentPVO | ||
Projects | oracle.apps.projects.foundation.publicView.ecsf.ProjectAssetPVO | |
oracle.apps.projects.foundation.publicView.ecsf.ProjectBudgetSearchPVO | ||
oracle.apps.projects.foundation.publicView.ecsf.ProjectContractInvoicePVO | ||
oracle.apps.projects.foundation.publicView.ecsf.ProjectEventPVO | ||
oracle.apps.projects.foundation.publicView.ecsf.ProjectExpenditureItemPVO | ||
oracle.apps.projects.foundation.publicView.ecsf.ProjectForecastSearchPVO |
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