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1
Getting started with SQL for Oracle NoSQL
Database

Welcome to SQL for Oracle NoSQL Database. This language provides a SQL-like interface to
Oracle NoSQL Database. The SQL for Oracle NoSQL Database data model supports flat
relational data, hierarchical typed (schema-full) data, and schema-less JSON data. SQL for
Oracle NoSQL Database is designed to handle all such data seamlessly without any
impedance mismatch among the different sub-models. Impedance mismatch is the problem
that occurs due to differences between the database model and the programming language
model.

Pre-requisites: You already have an installation of the Oracle NoSQL Database. You could
also use KVLite which is a simplified version of the Oracle NoSQL Database.

• Schemas used in the examples

• Starting the SQL shell

• Tables used in the examples

• Describe tables

• Sample data to run queries

• Table Hierarchies

Schemas used in the examples
You have two different schemas ( with real-time scenarios) for learning various SQL
concepts. These two schemas will include various data types that can be used in the Oracle
NoSQL database.

Schema 1: BaggageInfo schema

Using this schema you can handle a use case wherein passengers traveling on a flight can
track the progress of their checked-in bags or luggage along the route to the final destination.
This functionality can be made available as part of the airline's mobile application. Once the
passenger logs into the mobile application, the ticket number or reservation code of the
current flight is displayed on the screen. Passengers can use this information to search for
their baggage information. The mobile application is using NoSQL Database to store all the
data related to the baggage. In the backend, the mobile application logic performs SQL
queries to retrieve the required data.

Schema 2: Streaming Media Service - Persistent User Profile Store

Consider a TV streaming application. It streams various shows that are watched by
customers across the globe. Every show has a number of seasons and every season has
multiple episodes. You need a persistent meta-data store that keeps track of the current
activity of the customers using the TV streaming application. Using this schema you can
provide useful information to the customer such as episodes they watched, the watch time
per episode, the total number of seasons of the show they watched, etc. The data is stored in
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the NoSQL Database and the application performs SQL queries to retrieve the
required data and make it available to the user.

Starting the SQL shell
You can run SQL queries and run DDL statements directly from the SQL shell. Here is
the general usage to start the shell:

java -jar KVHOME/lib/sql.jar
       -helper-hosts <host:port[,host:port]*> 
       -store <storeName>
       [-username <user>] 
       [-security <security-file-path>]
       [-timeout <timeout ms>]
       [-consistency <NONE_REQUIRED(default) | ABSOLUTE | 
NONE_REQUIRED_NO_MASTER>]
       [-durability <COMMIT_SYNC(default) | COMMIT_NO_SYNC | 
COMMIT_WRITE_NO_SYNC>]
       [single command and arguments] 

where:

-consistency Configures the read consistency used for this session.

-durability Configures the write durability used for this session.

-helper-hosts Specifies a comma-separated list of hosts and ports.

-store Specifies the name of the store.

-timeout Configures the request timeout used for this session.

-username Specifies the username to login as.

For example, you can start the shell like this:

java -jar KVHOME/lib/sql.jar -helper-hosts node01:5000 -store kvstore
sql->

This command assumes that a store kvstore is running at port 5000. After the SQL
starts successfully, you run queries.

Tables used in the examples
The table is the basic structure to hold user data.

Schema 1: BaggageInfo schema

The table used in this schema is BaggageInfo. This schema has a combination of fixed
data types like LONG, STRING. It also has a schema-less JSON (bagInfo) as one of
its columns. The schema-less JSON does not have a fixed data type. The bag
information of the passengers is a schema-less JSON. In contrast, the passenger's
information like ticket number, full name, gender, contact details is all part of a fixed
schema. You can add any number of fields to this non-fixed schemaless JSON field. .

Chapter 1
Starting the SQL shell
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The following code creates the table.

CREATE TABLE BaggageInfo (
ticketNo LONG,
fullName STRING,
gender STRING,
contactPhone STRING,
confNo STRING,
bagInfo JSON,
PRIMARY KEY (ticketNo)
)

Schema 2: Streaming Media Service - Persistent User Profile Store

The table used in this schema is stream_acct. This schema has a composite primary key
column comprised of acct_id and user_id.The schema also includes a JSON column
(acct_data), which is schema-less. The schema-less JSON does not have a fixed data type.
You can add any number of fields to this non-fixed schemaless JSON field.

The following code creates the table.

CREATE TABLE stream_acct(
acct_id INTEGER,
user_id STRING,
acct_data JSON, 
PRIMARY KEY(acct_id, user_id)
)

Describe tables
You use DESCRIBE or DESC command to view the description of a table.

(DESCRIBE | DESC) [AS JSON] TABLE table_name [ "(" field_name")"]

AS JSON can be specified if you want the output to be in JSON format. You could get
information about a specific field in any table by providing the field name.

Example 1: Describe a table

DESCRIBE TABLE stream_acct  

Output:

=== Information ===
 +-------------+-----+-------+----------+--------+----------+---------
+---------+-------------+
 |    name     | ttl | owner | sysTable | parent | children | regions | 
indexes | description |
 +-------------+-----+-------+----------+--------+----------+---------
+---------+-------------+
 | stream_acct |     |       | N        |        |          |         
|         |             |

Chapter 1
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 +-------------+-----+-------+----------+--------+----------+---------
+---------+-------------+
 === Fields ===
 +----+-----------+---------+----------+---------+----------
+------------+----------+
 | id |   name    |  type   | nullable | default | shardKey | 
primaryKey | identity |
 +----+-----------+---------+----------+---------+----------
+------------+----------+
 |  1 | acct_id   | Integer | N        | NULL    | Y        | 
Y          |          |
 +----+-----------+---------+----------+---------+----------
+------------+----------+
 |  2 | user_id   | String  | N        | NULL    | Y        | 
Y          |          |
 +----+-----------+---------+----------+---------+----------
+------------+----------+
 |  3 | acct_data | Json    | Y        | NULL    |          
|            |          |
 +----+-----------+---------+----------+---------+----------
+------------+----------+

Example 2: Describe a table and display the output as JSON

DESC AS JSON TABLE BaggageInfo

Output:

{
  "json_version" : 1,
  "type" : "table",
  "name" : "BaggageInfo",
  "fields" : [{
    "name" : "ticketNo",
    "type" : "LONG",
    "nullable" : false
  }, {
    "name" : "fullName",
    "type" : "STRING",
    "nullable" : true
  }, {
    "name" : "gender",
    "type" : "STRING",
    "nullable" : true
  }, {
    "name" : "contactPhone",
    "type" : "STRING",
    "nullable" : true
  }, {
    "name" : "confNo",
    "type" : "STRING",
    "nullable" : true
  }, {
    "name" : "bagInfo",

Chapter 1
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    "type" : "JSON",
    "nullable" : true
  }],
  "primaryKey" : ["ticketNo"],
  "shardKey" : ["ticketNo"]
}

Example 3: Describe one particular field of a table

DESCRIBE TABLE BaggageInfo (ticketNo)

Output:

 +----+----------+------+----------+---------+----------+------------
+----------+
 | id |   name   | type | nullable | default | shardKey | primaryKey | 
identity |
 +----+----------+------+----------+---------+----------+------------
+----------+
 |  1 | ticketNo | Long | N        | NULL    | Y        | Y          
|          |
 +----+----------+------+----------+---------+----------+------------
+----------+

Sample data to run queries
Schema 1: BaggageInfo schema

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and run it as shown below. This script creates the table used
in the example and loads data into the table. One sample row is shown below.

"ticketNo" : 1762344493810,
"fullName" : "Adam Phillips",
"gender" : "M",
"contactPhone" : "893-324-1064",
"confNo" : "LE6J4Z",
 [ {
    "id" : "79039899165297",
    "tagNum" : "17657806255240",
    "routing" : "MIA/LAX/MEL",
    "lastActionCode" : "OFFLOAD",
    "lastActionDesc" : "OFFLOAD",
    "lastSeenStation" : "MEL",
    "flightLegs" : [ {
      "flightNo" : "BM604",
      "flightDate" : "2019-02-01T01:00:00",
      "fltRouteSrc" : "MIA",
      "fltRouteDest" : "LAX",
      "estimatedArrival" : "2019-02-01T03:00:00",
      "actions" : [ {
        "actionAt" : "MIA",

Chapter 1
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        "actionCode" : "ONLOAD to LAX",
        "actionTime" : "2019-02-01T01:13:00"
      }, {
        "actionAt" : "MIA",
        "actionCode" : "BagTag Scan at MIA",
        "actionTime" : "2019-02-01T00:47:00"
      }, {
        "actionAt" : "MIA",
        "actionCode" : "Checkin at MIA",
        "actionTime" : "2019-02-01T23:38:00"
      } ]
    }, {
      "flightNo" : "BM667",
      "flightDate" : "2019-01-31T22:13:00",
      "fltRouteSrc" : "LAX",
      "fltRouteDest" : "MEL",
      "estimatedArrival" : "2019-02-02T03:15:00",
      "actions" : [ {
        "actionAt" : "MEL",
        "actionCode" : "Offload to Carousel at MEL",
        "actionTime" : "2019-02-02T03:15:00"
      }, {
        "actionAt" : "LAX",
        "actionCode" : "ONLOAD to MEL",
        "actionTime" : "2019-02-01T07:35:00"
      }, {
        "actionAt" : "LAX",
        "actionCode" : "OFFLOAD from LAX",
        "actionTime" : "2019-02-01T07:18:00"
      } ]
    } ],
    "lastSeenTimeGmt" : "2019-02-02T03:13:00",
    "bagArrivalDate" : "2019.02.02T03:13:00"
  } ]

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, run the script.

load -file baggageschema_loaddata.sql

Schema 2: Streaming Media Service - Persistent User Profile Store

Download the script acctstream_loaddata.sql and run it as shown below. This script
creates the table used in the example and loads data into the table. One sample row is
shown below.

1,
"user01",
{

Chapter 1
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   "firstName" : "John",
   "lastName" : "Sanders",
   "country" : "USA",
   "contentStreamed": [
      {
         "showName": "Call My Agent",
         "showId": 12,
         "showType": "tvseries",
         "numSeasons" : 2,
         "seriesInfo": [
            {
               "seasonNum" : 1,
               "numEpisodes" : 2,
               "episodes": [
                  { "episodeID" : 20, "lengthMin" : 40, "minWatched" : 40 },
                  { "episodeID" : 30, "lengthMin" : 42, "minWatched" : 42 }
               ]
            },
            {
               "seasonNum": 2,
               "numEpisodes" : 2,
               "episodes": [
                  { "episodeID" : 20, "lengthMin" : 50, "minWatched" : 50 },
                  { "episodeID" : 30, "lengthMin" : 46, "minWatched" : 46 }
               ]
            }
        ]
     },
     {
         "showName": "Rita",
         "showId": 16,
         "showType": "tvseries",
         "numSeasons" : 1,
         "seriesInfo": [
            {
               "seasonNum" : 1,
               "numEpisodes" : 2,
               "episodes": [
                   { "episodeID" : 20, "lengthMin" : 65, "minWatched" : 65 },
                   { "episodeID" : 30, "lengthMin" : 60, "minWatched" : 60 }
                ]
            }
         ]
      }
    ]
  }

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Chapter 1
Sample data to run queries
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Using the load command, run the script.

load -file acctstream_loaddata.sql

Table Hierarchies
The Oracle NoSQL Database enables tables to exist in a parent-child relationship.
This is known as table hierarchies.

The create table statement allows for a table to be created as a child of another table,
which then becomes the parent of the new table. This is done by using a composite
name (name_path) for the child table. A composite name consists of a number N (N >
1) of identifiers separated by dots. The last identifier is the local name of the child table
and the first N-1 identifiers point to the name of the parent.

Characteristics of parent-child tables:

• A child table inherits the primary key columns of its parent table.

• All tables in the hierarchy have the same shard key columns, which are specified
in the create table statement of the root table.

• A parent table cannot be dropped before its children are dropped.

• A referential integrity constraint is not enforced in a parent-child table.

You should consider using child tables when some form of data normalization is
required. Child tables can also be a good choice when modeling 1 to N relationships
and also provide ACID transaction semantics when writing multiple records in a
parent-child hierarchy.

Chapter 1
Table Hierarchies
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2
Create Database objects

A database object is any defined object in a database that is used to store or reference data.
You use a CREATE command to create a Database object. You can use a database object to
hold and manipulate the data.

• Creating a namespace

• Creating a table

• Creating a region

Creating a namespace
A namespace defines a group of tables, within which all of the table names must be uniquely
identified. Namespaces permit you to do table privilege management as a group operation.
You can grant authorization permissions to a namespace to determine who can access both
the namespace and the tables within it. Namespaces permit tables with the same name to
exist in your database store. To access such tables, you can use a fully qualified table name.
A fully qualified table name is a table name preceded by its namespaces, followed with a
colon (:), such as ns1:table1.

All tables are part of some namespace. There is a default Oracle NoSQL Database
namespace, called sysdefault. All tables are assigned to the default sysdefault
namespace, until or unless you create other namespaces, and create new tables within them.
You can't change an existing table's namespace. Tables in sysdefault namespace do not
require a fully qualified name and can work with just the table name.

You can add a new namespace by using the CREATE NAMESPACE statement.

CREATE NAMESPACE [IF NOT EXISTS] namespace_name

Note:

Namespace names starting with sys are reserved. You cannot use the prefix sys for
any namespaces.

The following statement defines a namespace named ns1.

CREATE NAMESPACE IF NOT EXISTS ns1

Creating a table
The table is the basic structure to hold user data. You use the CREATE TABLE statement to
create a new table in the Oracle NoSQL Database.

Guidelines for creating a table:
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• The table definition must include at least one field definition, and exactly one
primary key definition.

• The field definition specifies the name of the column, its data type, whether the
column is nullable or not, an optional default value, whether or not the column is
an IDENTITY column , and an optional comment. All fields ( other than the
PRIMARY KEY) are nullable by default.

• The syntax for the primary key specification (key_definition) specifies the primary
key columns of the table as an ordered list of field names.

• The Time-To-Live (TTL) value is used in computing the expiration time of a row.
Expired rows are not included in query results and are eventually removed from
the table automatically by Oracle NoSQL Database. If you specify a TTL value
while creating the table, it applies as the default TTL for every row inserted into
this table.

• You specify the REGIONS clause if the table being created is a Multi-Region table.
The REGIONS clause lists all the regions that the table should span.

Example 1: The following CREATE TABLE statement defines a BaggageInfo table
that holds baggage information of passengers in an airline system.

CREATE TABLE BaggageInfo (
ticketNo LONG,
fullName STRING,
gender STRING,
contactPhone STRING,
confNo STRING,
bagInfo JSON,
PRIMARY KEY (ticketNo)
)

Example 2: The following CREATE TABLE statement defines a stream_acct table
that holds data from a TV streaming application.

CREATE TABLE stream_acct(
acct_id INTEGER,
acct_data JSON, 
PRIMARY KEY(acct_id)
)

Example 3: The following CREATE TABLE statement defines a stream_acct_new
table that holds data from a TV streaming application. The rows of the table expire in 2
days.

CREATE TABLE stream_acct_new(
acct_id INTEGER,
acct_data JSON, 
PRIMARY KEY(acct_id)) USING TTL 2 days

Chapter 2
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Creating a region
Oracle NoSQL Database supports Multi-Region Architecture in which you can create tables
in multiple KVStores and Oracle NoSQL Database will automatically replicate inserts,
updates, and deletes in a multi-directional fashion across all regions for which the table
spans. Each KVStore cluster in a Multi-Region NoSQL Database setup is called a Region.

Example 1: The following CREATE REGION statement creates a remote region named
my_region1.

CREATE REGION my_region1

In a Multi-Region Oracle NoSQL Database setup, you must define all the remote regions for
each local region. For example, if there are three regions in a Multi-Region setup, you must
define the other two regions from each participating region. You use the CREATE REGION
statement to define remote regions in the Multi-Region Oracle NoSQL Database.

Example 2: Create a table in a region.

CREATE TABLE stream_acct_region(acct_id INTEGER,
acct_data JSON,
PRIMARY KEY(acct_id)) IN REGIONS my_region1

Note:

The region my_region1 should be set as the local region before creating the table.

Chapter 2
Creating a region
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3
Namespace Management

A namespace defines a group of tables, within which all of the table names must be uniquely
identified. Namespaces permit you to do table privilege management as a group operation.

• Namespace Resolution

• Manage Namespaces

• Namespace scoped privileges

Namespace Resolution
You can grant authorization permissions to a namespace to determine who can access both
the namespace and the tables within it.

To resolve a table from a table_name that appears in an SQL statement, the following rules
apply:

• – If the table_name contains a namespace name, no resolution is needed, because a
qualified table name uniquely identifies a table.

– If you don't specify a namespace name explicitly, the namespace used is the one
contained in the ExecuteOptions instance that is given as input to the
executeSync(), execute(), or prepare() methods of TableAPI.

– If ExecuteOptions doesn't specify a namespace, the default sysdefault namespace is
used.

Using different namespaces in ExecuteOptions allows executing the same queries on
separate but similar tables.

Manage Namespaces
SHOW NAMESPACES

The SHOW NAMESPACES statement provides the list of namespaces in the system. You
can specify AS JSON if you want the output to be in JSON format.

Example 1: The following statement lists the namespaces present in the system.

SHOW NAMESPACES

Output:

namespaces
  sysdefault
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Example 2: The following statement lists the namespaces present in the system in
JSON format.

SHOW AS JSON NAMESPACES

Output:

{"namespaces" : ["sysdefault"]}

DROP NAMESPACE

You can remove a namespace by using the DROP NAMESPACE statement.

IF EXISTS is an optional clause. If you specify this clause, and if a namespace with
the same name does not exist, no error is generated. If you don't specify this clause,
and if a namespace with the same name does not exist, an error is generated
indicating that the namespace does not exist.

CASCADE is an optional clause that enables you to specify whether to drop the tables
and their indexes in this namespace. If you specify this clause, and if the namespace
contains any tables, then the namespace together with all the tables in this
namespace will be deleted. If you don't specify this clause, and if the namespace
contains any tables, then an error is generated indicating that the namespace is not
empty.

The following statement removes the namespace named ns1.

DROP NAMESPACE IF EXISTS ns1 CASCADE

Namespace scoped privileges
You can add one or more namespaces to your store, create tables within them, and
grant permission for users to access namespaces and tables. You can grant the
following permissions to users.

System-scoped Privileges:

• CREATE_ANY_NAMESPACE

• DROP_ANY_NAMESPACE

Namespace-scoped privileges:

• CREATE_TABLE_IN_NAMESPACE

• DROP_TABLE_IN_NAMESPACE

• EVOLVE_TABLE_IN_NAMESPACE

• CREATE_INDEX_IN_NAMESPACE

• DROP_INDEX_IN_NAMESPACE

Chapter 3
Namespace scoped privileges
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The following example creates a namespace, creates a table in the namespace, adds data to
the table, and drops the namespace,. You also see the various privilege on the namespace
being assigned to a role/user and revoked later.

CREATE NAMESPACE IF NOT EXISTS ns; 
GRANT MODIFY_IN_NAMESPACE ON NAMESPACE ns TO usersRole; 
CREATE TABLE ns:t (id INTEGER, name STRING, primary key (id));
INSERT INTO ns:t VALUES (1, 'Smith'); 
SELECT * FROM ns:t; 
REVOKE CREATE_TABLE_IN_NAMESPACE ON NAMESPACE ns FROM usersRole; 
DROP NAMESPACE ns CASCADE;

Note:

You can save all of the above commands as a sql script and execute it in a single
command. If you want to execute any of the above commands outside of a SQL
prompt, remove the semi colon at then end.

Chapter 3
Namespace scoped privileges
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4
Simple SELECT queries

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and run it as shown below. This script creates the table used
in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, run the script.

load -file baggageschema_loaddata.sql

• Fetch column data

• Substituting column names in a query

• Filtering results in a query

Fetch column data
You can choose columns from a table. To do so, list the names of the desired table columns
after SELECT in the statement. You give the name of the table after the FROM clause. To
retrieve data from a child table, use dot notation, such as parent.child. To choose all table
columns, use the asterisk (*) wildcard character. The SELECT statement can also contain
computational expressions based on the values of existing columns.

Example 1: Choose all data from the table BaggageInfo.

SELECT * FROM BaggageInfo

Explanation: The BaggageInfo schema has some fixed static fields and a JSON column.
The static fields are ticket number, full name, gender, contact phone, and confirmation
number. The bag information is stored as JSON and is populated with an array of documents.

Output (displaying only a row of the result for brevity):

{"ticketNo":1762330498104,"fullName":"Michelle 
Payne","gender":"F","contactPhone":"575-781-6240","confNo":"RL3J4Q",
"bagInfo":[{
   "bagArrivalDate":"2019-02-02T23:59:00Z",   
   "flightLegs":[
      {"actions":[
           {"actionAt":"SFO","actionCode":"ONLOAD to 
IST","actionTime":"2019-02-02T12:10:00Z"},          
           {"actionAt":"SFO","actionCode":"BagTag Scan at 
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SFO","actionTime":"2019-02-02T11:47:00Z"},
           {"actionAt":"SFO","actionCode":"Checkin at 
SFO","actionTime":"2019-02-02T10:01:00Z"}],
           "estimatedArrival":"2019-02-03T01:00:00Z", 
           "flightDate":"2019-02-02T12:00:00Z",
           "flightNo":"BM318",
           "fltRouteDest":"IST",
           "fltRouteSrc":"SFO"}, 
      {"actions":[
           {"actionAt":"IST","actionCode":"ONLOAD to 
ATH","actionTime":"2019-02-03T13:06:00Z"},
           {"actionAt":"IST","actionCode":"BagTag Scan at 
IST","actionTime":"2019-02-03T12:48:00Z"},
           {"actionAt":"IST","actionCode":"OFFLOAD from 
IST","actionTime":"2019-02-03T13:00:00Z"}],
           "estimatedArrival":"2019-02-03T12:12:00Z",
           "flightDate":"2019-02-02T13:10:00Z",
           "flightNo":"BM696",
           "fltRouteDest":"ATH",
           "fltRouteSrc":"IST"},
      {"actions":[
           {"actionAt":"JTR","actionCode":"Offload to Carousel at 
JTR","actionTime":"2019-02-03T00:06:00Z"}, 
           {"actionAt":"ATH","actionCode":"ONLOAD to 
JTR","actionTime":"2019-02-03T00:13:00Z"},
           {"actionAt":"ATH","actionCode":"OFFLOAD from 
ATH","actionTime":"2019-02-03T00:10:00Z"}],
           "estimatedArrival":"2019-02-03T00:12:00Z",
           "flightDate":"2019-2-2T12:10:00Z",
           "flightNo":"BM665",
           "fltRouteDest":"JTR",
           "fltRouteSrc":"ATH"}],  
     "id":"79039899186259",
     "lastActionCode":"OFFLOAD",
     "lastActionDesc":"OFFLOAD",
     "lastSeenStation":"JTR",
     "lastSeenTimeGmt":"2019-02-02T23:59:00Z",
     "routing":"SFO/IST/ATH/JTR",
     "tagNum":"17657806247861"}
]}

Example 2: To choose specific column(s) from the table BaggageInfo, include the
column names as a comma-separated list in the SELECT statement.

SELECT fullName, contactPhone, gender FROM BaggageInfo

Explanation: You want to display the values of three static fields - full name, phone
number, and gender.

Output:

{"fullName":"Lucinda 
Beckman","contactPhone":"364-610-4444","gender":"M"}
{"fullName":"Adelaide 
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Willard","contactPhone":"421-272-8082","gender":"M"}
{"fullName":"Raymond Griffin","contactPhone":"567-710-9972","gender":"F"}
{"fullName":"Elane Lemons","contactPhone":"600-918-8404","gender":"F"}
{"fullName":"Zina Christenson","contactPhone":"987-210-3029","gender":"M"}
{"fullName":"Zulema Martindale","contactPhone":"666-302-0028","gender":"F"}
{"fullName":"Dierdre Amador","contactPhone":"165-742-5715","gender":"M"}
{"fullName":"Henry Jenkins","contactPhone":"960-428-3843","gender":"F"}
{"fullName":"Rosalia Triplett","contactPhone":"368-769-5636","gender":"F"}
{"fullName":"Lorenzo Phil","contactPhone":"364-610-4444","gender":"M"}
{"fullName":"Gerard Greene","contactPhone":"395-837-3772","gender":"M"}
{"fullName":"Adam Phillips","contactPhone":"893-324-1064","gender":"M"}
{"fullName":"Doris Martin","contactPhone":"289-564-3497","gender":"F"}
{"fullName":"Joanne Diaz","contactPhone":"334-679-5105","gender":"F"}
{"fullName":"Omar Harvey","contactPhone":"978-191-8550","gender":"F"}
{"fullName":"Fallon Clements","contactPhone":"849-731-1334","gender":"M"}
{"fullName":"Lisbeth Wampler","contactPhone":"796-709-9501","gender":"M"}
{"fullName":"Teena Colley","contactPhone":"539-097-5220","gender":"M"}
{"fullName":"Michelle Payne","contactPhone":"575-781-6240","gender":"F"}
{"fullName":"Mary Watson","contactPhone":"131-183-0560","gender":"F"}
{"fullName":"Kendal Biddle","contactPhone":"619-956-8760","gender":"F"}

Substituting column names in a query
You can use a different name for a column during a SELECT statement. Substituting a name
in a query does not change the column name, but uses the substitute in the data returned.

Example: The following query returns the phone number as CONTACTAT in the result.

SELECT contactPhone AS CONTACTAT FROM BaggageInfo

Explanation: Here you want to fetch the contact phone of the passengers and display it as
CONTACTAT.

Output:

{"CONTACTAT":"960-428-3843"}
{"CONTACTAT":"368-769-5636"}
{"CONTACTAT":"364-610-4444"}
{"CONTACTAT":"395-837-3772"}
{"CONTACTAT":"893-324-1064"}
{"CONTACTAT":"289-564-3497"}
{"CONTACTAT":"334-679-5105"}
{"CONTACTAT":"978-191-8550"}
{"CONTACTAT":"849-731-1334"}
{"CONTACTAT":"796-709-9501"}
{"CONTACTAT":"539-097-5220"}
{"CONTACTAT":"575-781-6240"}
{"CONTACTAT":"131-183-0560"}
{"CONTACTAT":"619-956-8760"}
{"CONTACTAT":"364-610-4444"}
{"CONTACTAT":"421-272-8082"}
{"CONTACTAT":"567-710-9972"}
{"CONTACTAT":"600-918-8404"}
{"CONTACTAT":"987-210-3029"}
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{"CONTACTAT":"666-302-0028"}
{"CONTACTAT":"165-742-5715"}

You can combine columns using the concatenation operator "||" as shown below.

Example: For all customers, fetch the last place where the bag was seen and the time
when it was seen.

Approach 1: Use the concatenation operator and fetch column names and static text
as output of the SELECT command.

SELECT "The bag was last seen at " || 
bag.bagInfo[].lastSeenStation || " on " ||
bag.bagInfo[].bagArrivalDate AS Bag_Details FROM BaggageInfo bag

Output:

{"Bag_Details":"The bag was last seen at BZN on 2019-03-15T10:13:00Z"}
{"Bag_Details":"The bag was last seen at MEL on 2019-02-04T10:08:00Z"}
{"Bag_Details":"The bag was last seen at MEL on 2019-02-25T20:15:00Z"}
{"Bag_Details":"The bag was last seen at MAD on 2019-03-07T13:51:00Z"}
{"Bag_Details":"The bag was last seen at FRA on 2019-03-02T13:18:00Z"}
{"Bag_Details":"The bag was last seen at VIE on 2019-02-12T07:04:00Z"}
{"Bag_Details":"The bag was last seen at JTRJTR on 
2019-03-12T15:05:00Z2019-03-12T16:25:00Z"}
{"Bag_Details":"The bag was last seen at JTR on 2019-03-07T16:01:00Z"}
{"Bag_Details":"The bag was last seen at MEL on 2019-02-01T16:13:00Z"}
{"Bag_Details":"The bag was last seen at MXP on 2019-03-22T10:17:00Z"}
{"Bag_Details":"The bag was last seen at MEL on 2019-02-16T16:13:00Z"}
{"Bag_Details":"The bag was last seen at MIA on 2019-03-02T16:09:00Z"}
{"Bag_Details":"The bag was last seen at BZN on 2019-02-21T14:08:00Z"}
{"Bag_Details":"The bag was last seen at SGN on 2019-02-10T10:01:00Z"}
{"Bag_Details":"The bag was last seen at JTR on 2019-02-02T23:59:00Z"}
{"Bag_Details":"The bag was last seen at BLR on 2019-03-14T06:22:00Z"}
{"Bag_Details":"The bag was last seen at VIE on 2019-03-05T12:00:00Z"}
{"Bag_Details":"The bag was last seen at JTR on 2019-03-12T15:05:00Z"}
{"Bag_Details":"The bag was last seen at SEA on 2019-02-15T21:21:00Z"}
{"Bag_Details":"The bag was last seen at HKG on 2019-02-03T08:09:00Z"}
{"Bag_Details":"The bag was last seen at HKG on 2019-02-13T11:15:00Z"}

The result is cluttered if there is more than one bag per customer/reservation number
as shown above.

Approach 2: You can overcome this issue by printing as the value of elements of the
bagInfo array as shown below.

SELECT "The bag was last seen at " || [bag.bagInfo[].lastSeenStation] 
|| " on " ||
[bag.bagInfo[].bagArrivalDate] AS Bag_Details FROM BaggageInfo bag
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Note:

Column names and static text can also be concatenated using the "||" operator.

Explanation: You are concatenating a part of the document in the bagInfo JSON with
various static text and displaying it as elements of an array.

Output:

{"Bag_Details":"The bag was last seen at [\"MIA\"] on 
[\"2019-03-02T16:09:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"BZN\"] on 
[\"2019-02-21T14:08:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"SGN\"] on 
[\"2019-02-10T10:01:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"HKG\"] on 
[\"2019-02-13T11:15:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"JTR\"] on 
[\"2019-02-02T23:59:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"BLR\"] on 
[\"2019-03-14T06:22:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"VIE\"] on 
[\"2019-03-05T12:00:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"JTR\"] on 
[\"2019-03-12T15:05:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"SEA\"] on 
[\"2019-02-15T21:21:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"HKG\"] on 
[\"2019-02-03T08:09:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"BZN\"] on 
[\"2019-03-15T10:13:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"MEL\"] on 
[\"2019-02-04T10:08:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"MEL\"] on 
[\"2019-02-25T20:15:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"MAD\"] on 
[\"2019-03-07T13:51:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"FRA\"] on 
[\"2019-03-02T13:18:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"VIE\"] on 
[\"2019-02-12T07:04:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"JTR\",\"JTR\"] on 
[\"2019-03-12T15:05:00Z\",
\"2019-03-12T16:25:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"JTR\"] on 
[\"2019-03-07T16:01:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"MEL\"] on 
[\"2019-02-01T16:13:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"MXP\"] on 
[\"2019-03-22T10:17:00Z\"]"}
{"Bag_Details":"The bag was last seen at [\"MEL\"] on 
[\"2019-02-16T16:13:00Z\"]"}
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Filtering results in a query
You can filter query results by specifying a filter condition in the WHERE clause.
Typically, a filter condition consists of one or more comparison expressions connected
through logical operators AND or OR. The following comparison operators are also
supported: =, !=, >, >=, <, and <= .

Example 1: Find the tag number of a passenger's baggage along with the passenger's
full name for a given reservation number FH7G1W.

SELECT bag.fullName, bag.bagInfo[].tagNum FROM BaggageInfo bag
WHERE bag.confNo="FH7G1W"

Explanation: You fetch the tag number corresponding to a given reservation number.

Output:

{"fullName":"Rosalia Triplett","tagNum":"17657806215913"}
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Note:

For better understanding, the row of data with all the static fields and the bagInfo
JSON is shown below.

"ticketNo" : 1762344493810,
"fullName" : "Adam Phillips",
"gender" : "M",
"contactPhone" : "893-324-1064",
"confNo" : "LE6J4Z",
 [ {
    "id" : "79039899165297",
    "tagNum" : "17657806255240",
    "routing" : "MIA/LAX/MEL",
    "lastActionCode" : "OFFLOAD",
    "lastActionDesc" : "OFFLOAD",
    "lastSeenStation" : "MEL",
    "flightLegs" : [ {
      "flightNo" : "BM604",
      "flightDate" : "2019-02-01T01:00:00",
      "fltRouteSrc" : "MIA",
      "fltRouteDest" : "LAX",
      "estimatedArrival" : "2019-02-01T03:00:00",
      "actions" : [ {
        "actionAt" : "MIA",
        "actionCode" : "ONLOAD to LAX",
        "actionTime" : "2019-02-01T01:13:00"
      }, {
        "actionAt" : "MIA",
        "actionCode" : "BagTag Scan at MIA",
        "actionTime" : "2019-02-01T00:47:00"
      }, {
        "actionAt" : "MIA",
        "actionCode" : "Checkin at MIA",
        "actionTime" : "2019-02-01T23:38:00"
      } ]
    }, {
      "flightNo" : "BM667",
      "flightDate" : "2019-01-31T22:13:00",
      "fltRouteSrc" : "LAX",
      "fltRouteDest" : "MEL",
      "estimatedArrival" : "2019-02-02T03:15:00",
      "actions" : [ {
        "actionAt" : "MEL",
        "actionCode" : "Offload to Carousel at MEL",
        "actionTime" : "2019-02-02T03:15:00"
      }, {
        "actionAt" : "LAX",
        "actionCode" : "ONLOAD to MEL",
        "actionTime" : "2019-02-01T07:35:00"
      }, {
        "actionAt" : "LAX",
        "actionCode" : "OFFLOAD from LAX",
        "actionTime" : "2019-02-01T07:18:00"
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      } ]
    } ],
    "lastSeenTimeGmt" : "2019-02-02T03:13:00",
    "bagArrivalDate" : "2019.02.02T03:13:00"
  } ]

Example 2: Where was the baggage with a given reservation number FH7G1W last
seen? Also, fetch the tag number of the baggage.

SELECT bag.fullName, bag.bagInfo[].tagNum,bag.bagInfo[].lastSeenStation
FROM BaggageInfo bag WHERE bag.confNo="FH7G1W"

Explanation: The bagInfo is JSON and is populated with an array of documents. The
full name and the last seen station can be fetched for a particular reservation number.

Output:

{"fullName":"Rosalia Triplett","tagNum":"17657806215913",
"lastSeenStation":"VIE"}

Example 3: Select details of the bags( tag and last seen time) for a passenger with
ticket number 1762340579411.

SELECT bag.ticketNo, bag.fullName, 
bag.bagInfo[].tagNum,bag.bagInfo[].lastSeenStation
FROM BaggageInfo bag where bag.ticketNo=1762320369957

Explanation: The bagInfo is JSON and is populated with an array of documents. The
full name, tag number, and last seen station can be fetched for a particular ticket
number.

Output:

{"fullName":"Lorenzo Phil","tagNum":
["17657806240001","17657806340001"],
"lastSeenStation":["JTR","JTR"]}
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5
Using Path expressions

Path expressions are used to navigate inside hierarchically structured data. Oracle NoSQL
Database supports different complex data types like arrays and records. You will learn how to
work with different complex data types using path expressions.

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and execute it as shown below. This script creates the table
used in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, run the script.

load -file baggageschema_loaddata.sql

• Using Internal variables and aliases

• Working with Arrays

• Working with nested data type

• Finding the size of a complex data type

Using Internal variables and aliases
Oracle NoSQL Database allows implicit declaration of internal variables. Internal variables
are bound to their values during the execution of the expressions that declare them.

The table name in a query may be followed by a table alias. Table aliases are essentially
variables ranging over the rows of the specified table. If no alias is specified, one is created
internally, using the name of the table as it is spelled in the query.

Example 1: Find the ticket number and passenger details for a given reservation code:

SELECT bagDet.ticketNo, bagDet.fullName, bagDet.contactPhone FROM 
BaggageInfo bagDet
WHERE confNo="QB1O0J"

Explanation: In this query, you fetch the values of static fields like fullname, ticket number,
and contact phone for a particular reservation code. You use a table alias for the BaggageInfo
table.

5-1



Output:

{"ticketNo":1762390789239,"fullName":"Zina
      Christenson","contactPhone":"987-210-3029"}

If the table alias starts with a dollar sign ($), then it actually serves as a variable
declaration for a variable whose name is the alias. This variable is bound to the
context row.

Example 2: Fetch the full name and tag number for all customer baggage shipped
after 2019.

SELECT fullName, bag.ticketNo FROM BaggageInfo bag WHERE
exists bag.bagInfo[$element.bagArrivalDate >="2019-01-01T00:00:00"]

Explanation: The bag arrival date value for every bag should be greater than the year
2019. Here the "$element" is bound to the context row ( every baggage of the
customer). The EXISTS operator checks whether the sequence returned by its input
expression is empty or not. The sequence returned by the comparison operator ">=" is
non-empty for all bags which arrived after 2019.

Output:

{"fullName":"Lucinda Beckman","ticketNo":1762320569757}
{"fullName":"Adelaide Willard","ticketNo":1762392135540}
{"fullName":"Raymond Griffin","ticketNo":1762399766476}
{"fullName":"Elane Lemons","ticketNo":1762324912391}
{"fullName":"Zina Christenson","ticketNo":1762390789239}
{"fullName":"Zulema Martindale","ticketNo":1762340579411}
{"fullName":"Dierdre Amador","ticketNo":1762376407826}
{"fullName":"Henry Jenkins","ticketNo":176234463813}
{"fullName":"Rosalia Triplett","ticketNo":1762311547917}
{"fullName":"Lorenzo Phil","ticketNo":1762320369957}
{"fullName":"Gerard Greene","ticketNo":1762341772625}
{"fullName":"Adam Phillips","ticketNo":1762344493810}
{"fullName":"Doris Martin","ticketNo":1762355527825}
{"fullName":"Joanne Diaz","ticketNo":1762383911861}
{"fullName":"Omar Harvey","ticketNo":1762348904343}
{"fullName":"Fallon Clements","ticketNo":1762350390409}
{"fullName":"Lisbeth Wampler","ticketNo":1762355854464}
{"fullName":"Teena Colley","ticketNo":1762357254392}
{"fullName":"Michelle Payne","ticketNo":1762330498104}
{"fullName":"Mary Watson","ticketNo":1762340683564}
{"fullName":"Kendal Biddle","ticketNo":1762377974281}

Working with Arrays
An array is an ordered collection of zero or more items. The items of an array are
called elements. Arrays cannot contain any NULL values.

Chapter 5
Working with Arrays

5-2



The BaggageInfo schema has many arrays. A simple array from the schema is the actions
array in every flightLeg. You can use path expressions to navigate a simple array or a
nested array.

"actions" : [ {
"actionAt" : "SYD",
"actionCode" : "ONLOAD to SIN",
"actionTime" : "2019.02.28 at 22:09:00 AEDT"
}, {
"actionAt" : "SYD",
"actionCode" : "BagTag Scan at SYD",
"actionTime" : "2019.02.28 at 21:51:00 AEDT"
}, {
"actionAt" : "SYD",
"actionCode" : "Checkin at SYD",
"actionTime" : "2019.02.28 at 20:06:00 AEDT"
} ]

Example 1: Fetch the details of the first leg of every bag (including all the actions taken at
the leg) for the passenger with ticket number 1762357254392.

SELECT bagDet.fullName, bagDet.bagInfo[].flightLegs[0]
AS Details FROM BaggageInfo bagDet WHERE ticketNo=1762357254392

In the above query, flightLegs is an array. The slice step [0] is applied to the flightLegs
array. Since array elements start with 0, this gives you the first record in the array. You get the
first leg information of every bag for each passenger. You apply an additional filter with the
ticketNo and so only one passenger information is fetched.

Output:

{"fullName":"Teena Colley",
"Details":[[
{"actionAt":"MSQ","actionCode":"ONLOAD to 
FRA","actionTime":"2019-02-13T07:17:00Z"},
{"actionAt":"MSQ","actionCode":"BagTag Scan at 
MSQ","actionTime":"2019-02-13T06:52:00Z"},
{"actionAt":"MSQ","actionCode":"Checkin at 
MSQ","actionTime":"2019-02-13T06:11:00Z"}],
"2019-02-13T09:00:00Z","2019-02-13T07:00:00Z","BM365","FRA","MSQ"]}

Note:

You can also use a slice step to select all array elements whose positions are within
a range: [low: high], where low and high are expressions to specify the range
boundaries. You can omit low and high expressions if you do not require a low or
high boundary.

Example: Fetch the details of all the legs (including all the actions taken at all the legs) for
the passenger with ticket number 1762357254392.
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You'll be using the slice step to fetch the first 3 records of the flightLegs array.

SELECT bagDet.fullName, bagDet.bagInfo[].flightLegs[0:2] AS Details
FROM BaggageInfo bagDet WHERE ticketNo=1762357254392

Output:

{"fullName":"Teena Colley",
"Details":[
 [
   {"actionAt":"MSQ","actionCode":"ONLOAD to 
FRA","actionTime":"2019-02-13T07:17:00Z"},  
   {"actionAt":"MSQ","actionCode":"BagTag Scan at 
MSQ","actionTime":"2019-02-13T06:52:00Z"},   
   {"actionAt":"MSQ","actionCode":"Checkin at 
MSQ","actionTime":"2019-02-13T06:11:00Z"}
 ],
 "2019-02-13T09:00:00Z","2019-02-13T07:00:00Z","BM365","FRA","MSQ", 
 [
   {"actionAt":"HKG","actionCode":"Offload to Carousel at 
HKG","actionTime":"2019-02-13T11:15:00Z"},
   {"actionAt":"FRA","actionCode":"ONLOAD to 
HKG","actionTime":"2019-02-13T10:39:00Z"},
   {"actionAt":"FRA","actionCode":"OFFLOAD from 
FRA","actionTime":"2019-02-13T10:37:00Z"}
 ],
 "2019-02-13T11:18:00Z","2019-02-13T07:17:00Z","BM313","HKG","FRA"
]}

Working with nested data type
Oracle NoSQL database supports nested data type. That means you can have one
data type inside another data type. For example, records inside an array, an array
inside an array, and so on. The sample Baggageinfo schema uses nested data type of
an array of arrays.

Example 1: Fetch the various actions taken on the first leg for the passenger with the
ticket number 1762330498104.

SELECT bagDet.fullName, 
bagDet.bagInfo[].flightLegs[0].values().values() AS Action
FROM BaggageInfo bagDet WHERE ticketNo=1762330498104

Explanation: In the above query, flightLegs is a nested data type. This in turn has
an actions array, which is an array of records. The above query is executed in two
steps.

1. $bag.bagInfo[].flightLegs[0].values() gives all the entries in the first record
of theflightLegs array. This includes an actions array. You can iterate this
( using values() ) to get all the records of the actions array as shown below.

2. $bag.bagInfo[].flightLegs[0].values().values() gives all the records of the
actions array.
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Output:

{"fullName":"Michelle Payne",
"Action":["SFO","ONLOAD to IST","2019-02-02T12:10:00Z","SFO",
"BagTag Scan at SFO","2019-02-02T11:47:00Z","SFO",
"Checkin at SFO","2019-02-02T10:01:00Z"]}

Example 2: Display details of the last transit action update done on the first leg for the
passenger with the ticket number 1762340683564.

SELECT bagDet.fullName, (bagDet.bagInfo[].flightLegs[0].values())
[2].actionCode
AS lastTransit_Update FROM BaggageInfo bagDet WHERE ticketNo=1762340683564

Explanation: The above query is processed using the following steps:

1. $bagDet.bagInfo[].flightLegs[0].values() gives all the entries in the first record of
the flightLegs array.

2. bagInfo[].flightLegs[0].values())[2] points to the third ( which is the last) record of
the actions array inside the first element of the flightLegs array.

3. There are multiple records in the actions array. bagInfo[].flightLegs[0].values())
[2].actionCode fetches the value corresponding to the actionCode element.

Output:

{"fullName":"Mary Watson","lastTransit_Update":"Checkin at YYZ"}

Note:

In a later section you will learn to write the same query in a generic way without
hardcoding the array index by using the size function. See Finding the size of a
complex data type.

Finding the size of a complex data type
The size function can be used to return the size (number of fields/entries) of a complex data
type.

Example 1: Find out how many flight legs/hops are there for a passenger with ticket number
1762320569757.

SELECT bagDet.fullName, size(bagDet.bagInfo.flightLegs) as Noof_Legs
FROM BaggageInfo bagDet WHERE ticketNo=1762320569757

Explanation: In the above query, you get the size of the flightLegs array using the size
function.
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Output:

{"fullName":"Lucinda Beckman","Noof_Legs":3}

Example 2: Find the number of action entries (for the bags) in the first leg for the
passenger with ticket number 1762357254392.

SELECT bagDet.fullName, size(bagDet.bagInfo[].flightLegs[0].actions) 
AS FirstLeg_NoofActions
FROM BaggageInfo bagDet WHERE ticketNo=1762357254392

Output:

{"fullName":"Teena Colley","FirstLeg_NoofActions":3}

Example 3: Display details of the last transit action update done on the first leg for the
passenger with the ticket number 1762340683564.

SELECT bagDet.fullName,
(bagDet.bagInfo[].flightLegs[0].values())
[size(bagDet.bagInfo.flightLegs[0].actions)-1].actionCode
AS lastTransit_Update FROM BaggageInfo bagDet WHERE 
ticketNo=1762340683564

Output:

{"fullName":"Mary Watson","lastTransit_Update":"Checkin at YYZ"}

Explanation:

The above query is processed using the following steps:

• 1. $bagDet.bagInfo[].flightLegs[0].values() gives all the entries in the first
record of the flightLegs array.

2. size(bagDet.bagInfo.flightLegs[0].actions)gives the size of the actions
array in the first leg.

3. There are multiple records in the actions array. You can use the result of the
size function to get the last record in the action array and the corresponding
actionCode can be fetched. You subtract the size by 1 as the index of an array
starts with 0.

Note:

The same query has been written in the topic Working with nested data type
by hard coding the index of the actions array. Using the size function, you
have rewritten the same query in a generic way without hard coding the
index.

Chapter 5
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6
Operators in SQL

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and run it as shown below. This script creates the table used
in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, run the script.

load -file baggageschema_loaddata.sql

• Sequence Comparison Operators

• Logical operators

• NULL operators

• Value Comparison Operators

• IN Operator

• Regular Expression Conditions

• EXISTS Operator

• Is-Of-Type Operator

Sequence Comparison Operators
Comparisons between two sequences are done via a set of operators: =any, !=any, >any,
>=any, <any, <=any. The result of any operator on two input sequences S1 and S2 is true if
and only if there is a pair of items i1 and i2, where i1 belongs to S1, i2 belongs to S2, and i1
and i2 compare true via the corresponding value comparison operator. Otherwise, if any of
the input sequences contains NULL, the result is NULL. Otherwise, the result is false.

Example 1: Find passenger name and tag number for all bags where the estimated arrival
time is greater than 2019-03-01T13:00:00Z.

SELECT fullname, bag.bagInfo[].tagNum,
bag.bagInfo[].flightLegs[].estimatedArrival
FROM BaggageInfo bag 
WHERE bag.bagInfo[].flightLegs[].estimatedArrival >any "2019-03-01T13:00:00Z"

Explanation: You fetch the full name, and tag number of all passenger bags whose
estimated arrival time is greater than the given value. Here the operand on the left hand of
the ">" operator (bag.bagInfo[].flightLegs[].estimatedArrival) is a sequence of values.
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If you try using the regular comparison operator instead of the sequence operator, you
get an error as shown below. That is the reason you need a sequence operator here.

SELECT fullname, bag.bagInfo[].tagNum,
bag.bagInfo[].flightLegs[].estimatedArrival 
FROM BaggageInfo bag
WHERE bag.bagInfo[].flightLegs[].estimatedArrival > 
"2019-03-01T13:00:00Z"

Output showing error:

Error handling command SELECT fullname, 
bag.bagInfo[].tagNum,bag.bagInfo[].flightLegs[].estimatedArrival
FROM BaggageInfo bag WHERE bag.bagInfo[].flightLegs[].estimatedArrival 
> "2019-03-01T13:00:00Z":
Error: at (1, 107) The left operand of comparison operator > is a 
sequence with more than one items.
Comparison operators cannot operate on sequences of more than one 
items.

Output (after using sequence operator):

{"fullname":"Lucinda 
Beckman","tagNum":"17657806240001","estimatedArrival":
["2019-03-12T16:00:00Z","2019-03-13T03:14:00Z","2019-03-12T15:12:00Z"]}
{"fullname":"Elane Lemons","tagNum":"1765780623244","estimatedArrival":
["2019-03-15T09:00:00Z","2019-03-15T10:14:00Z","2019-03-15T10:14:00Z"]}
{"fullname":"Dierdre 
Amador","tagNum":"17657806240229","estimatedArrival":"2019-03-07T14:00:
00Z"}
{"fullname":"Henry 
Jenkins","tagNum":"17657806216554","estimatedArrival":
["2019-03-02T09:00:00Z","2019-03-02T13:24:00Z"]}
{"fullname":"Lorenzo Phil","tagNum":
["17657806240001","17657806340001"],"estimatedArrival":
["2019-03-12T16:00:00Z","2019-03-13T03:14:00Z",
"2019-03-12T15:12:00Z","2019-03-12T16:40:00Z","2019-03-13T03:18:00Z","2
019-03-12T15:12:00Z"]}
{"fullname":"Gerard 
Greene","tagNum":"1765780626568","estimatedArrival":
["2019-03-07T17:00:00Z","2019-03-08T04:10:00Z","2019-03-07T16:10:00Z"]}
{"fullname":"Doris 
Martin","tagNum":"17657806232501","estimatedArrival":
["2019-03-22T09:00:00Z","2019-03-21T23:24:00Z","2019-03-22T10:24:00Z"]}
{"fullname":"Omar Harvey","tagNum":"17657806234185","estimatedArrival":
["2019-03-02T02:00:00Z","2019-03-02T16:21:00Z"]}
{"fullname":"Mary Watson","tagNum":"17657806299833","estimatedArrival":
["2019-03-13T15:00:00Z","2019-03-14T06:22:00Z"]}
{"fullname":"Kendal 
Biddle","tagNum":"17657806296887","estimatedArrival":
["2019-03-04T22:00:00Z","2019-03-05T12:02:00Z"]}
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Example 2: Find the tag number of passengers who fly from JFK/through JFK to any other
location.

SELECT bag.bagInfo[].tagNum,bag.bagInfo[].flightLegs[].fltRouteSrc 
FROM BaggageInfo bag
WHERE bag.bagInfo[].flightLegs[].fltRouteSrc=any "JFK"

Explanation: You fetch the tag number of passengers whose flight source is JFK or the
passengers who travel through JFK. The destination can be anything.

Output:

{"tagNum":"17657806240229","fltRouteSrc":"JFK"}
{"tagNum":"17657806215913","fltRouteSrc":["JFK","IST"]}
{"tagNum":"17657806296887","fltRouteSrc":["JFK","IST"]}

Logical operators
The operators AND and OR are binary and the NOT operator is unary. The operands of the
logical operators are conditional expressions, which must have a type BOOLEAN. An empty
result from an operand is treated as a false value. If an operand returns NULL( either SQL
NULL or JSON NULL), then:

• The AND operator returns false if the other operand returns false; otherwise, it returns
NULL.

• The OR operator returns true if the other operand returns true; otherwise, it returns
NULL.

• The NOT operator returns NULL.

Example 1: Select the details of the passenger and their bags for a trip with ticket number
1762311547917 or confirmation number KN4D1L.

SELECT fullName,bag.ticketNo, bag.confNo, 
bag.bagInfo[].tagNum, bag.bagInfo[].routing
FROM BaggageInfo bag 
WHERE bag.ticketNo=1762311547917 OR bag.confNo="KN4D1L"

Explanation: You fetch the details of passengers satisfying one of the two filter criteria. You
do this with the OR clause. You fetch the full name, tag number, ticket number, reservation
code, and routing details of passengers satisfying a particular ticket number or a particular
reservation code (confNo).

Output:

{"fullName":"Rosalia 
Triplett","ticketNo":1762311547917,"confNo":"FH7G1W","tagNum":"17657806215913
","routing":"JFK/IST/VIE"}
{"fullName":"Mary 
Watson","ticketNo":1762340683564,"confNo":"KN4D1L","tagNum":"17657806299833",
"routing":"YYZ/HKG/BLR"}
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Example 2: Select baggage details of passengers traveling between MIA and MEL.

SELECT fullName, bag.bagInfo[].tagNum, bag.bagInfo[].routing 
FROM BaggageInfo bag
WHERE bag.bagInfo[].flightLegs[].fltRouteSrc =any "MIA" AND
bag.bagInfo[].flightLegs[].fltRouteDest=any "MEL"

Explanation: You fetch the details of the passengers traveling between MIA and MEL.
Since you need to match 2 conditions here, the flight source and the flight destination,
you are using an AND operator. Here the flight source could be the starting point of the
flight or any transit airport. Similarly, the flight destination could be a transit airport or a
final destination.

Output:

{"fullName":"Zulema 
Martindale","tagNum":"17657806288937","routing":"MIA/LAX/MEL"}
{"fullName":"Adam 
Phillips","tagNum":"17657806255240","routing":"MIA/LAX/MEL"}
{"fullName":"Joanne Diaz","tagNum":"17657806292518","routing":"MIA/LAX/
MEL"}
{"fullName":"Zina 
Christenson","tagNum":"17657806228676","routing":"MIA/LAX/MEL"}

Example 3: Select details of those bags which does not originate from MIA/pass
through MIA.

SELECT fullName, bag.bagInfo[].tagNum, bag.bagInfo[].routing,
bag.bagInfo[].flightLegs[].fltRouteSrc
FROM BaggageInfo bag 
WHERE NOT bag.bagInfo[].flightLegs[].fltRouteSrc=any "MIA"

Explanation: You fetch the details of passengers not originating from a particular
source. To fetch these details, you are using the NOT operator here. You want to fetch
details of bags which did not start/go through MIA.

Output:

{"fullName":"Kendal 
Biddle","tagNum":"17657806296887","routing":"JFK/IST/
VIE","fltRouteSrc":"JFK"}
{"fullName":"Lucinda 
Beckman","tagNum":"17657806240001","routing":"SFO/IST/ATH/
JTR","fltRouteSrc":"SFO"}
{"fullName":"Adelaide 
Willard","tagNum":"17657806224224","routing":"GRU/ORD/
SEA","fltRouteSrc":"GRU"}
{"fullName":"Raymond 
Griffin","tagNum":"17657806243578","routing":"MSQ/FRA/
HKG","fltRouteSrc":"MSQ"}
{"fullName":"Elane 
Lemons","tagNum":"1765780623244","routing":"MXP/CDG/SLC/
BZN","fltRouteSrc":"MXP"}
{"fullName":"Dierdre Amador","tagNum":"17657806240229","routing":"JFK/
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MAD","fltRouteSrc":"JFK"}
{"fullName":"Henry Jenkins","tagNum":"17657806216554","routing":"SFO/ORD/
FRA","fltRouteSrc":"SFO"}
{"fullName":"Rosalia Triplett","tagNum":"17657806215913","routing":"JFK/IST/
VIE","fltRouteSrc":"JFK"}
{"fullName":"Lorenzo Phil","tagNum":
["17657806240001","17657806340001"],"routing":["SFO/IST/ATH/
JTR","SFO/IST/ATH/JTR"],"fltRouteSrc":["SFO","SFO"]}
{"fullName":"Gerard Greene","tagNum":"1765780626568","routing":"SFO/IST/ATH/
JTR","fltRouteSrc":"SFO"}
{"fullName":"Doris Martin","tagNum":"17657806232501","routing":"BZN/SEA/CDG/
MXP","fltRouteSrc":"BZN"}
{"fullName":"Omar Harvey","tagNum":"17657806234185","routing":"MEL/LAX/
MIA","fltRouteSrc":"MEL"}
{"fullName":"Fallon 
Clements","tagNum":"17657806255507","routing":"MXP/CDG/SLC/
BZN","fltRouteSrc":"MXP"}
{"fullName":"Lisbeth Wampler","tagNum":"17657806292229","routing":"LAX/TPE/
SGN","fltRouteSrc":"LAX"}
{"fullName":"Teena Colley","tagNum":"17657806255823","routing":"MSQ/FRA/
HKG","fltRouteSrc":"MSQ"}
{"fullName":"Michelle 
Payne","tagNum":"17657806247861","routing":"SFO/IST/ATH/
JTR","fltRouteSrc":"SFO"}
{"fullName":"Mary Watson","tagNum":"17657806299833","routing":"YYZ/HKG/
BLR","fltRouteSrc":"YYZ"}

NULL operators
The IS NULL operator tests whether the result of its input expression(either SQL expression
or JSON object) is NULL. If the input expression returns more than one item, an error is
raised. If the result of the input expression is empty, IS NULL returns false. Otherwise, IS
NULL returns true if and only if the single item computed by the input expression is NULL.
The IS NOT NULL operator is equivalent to NOT (IS NULL cond_expr).

Example 1: Fetch ticket number of passengers whose baggage details are available and is
NOT NULL.

SELECT ticketNo,fullname FROM BaggageInfo bagdet 
WHERE bagdet.bagInfo is NOT NULL

Explanation: You fetch the details of passengers who have baggage, which means bagInfo
JSON is not null.

Output:

{"ticketNo":1762357254392,"fullname":"Teena Colley"}
{"ticketNo":1762330498104,"fullname":"Michelle Payne"}
{"ticketNo":1762340683564,"fullname":"Mary Watson"}
{"ticketNo":1762377974281,"fullname":"Kendal Biddle"}
{"ticketNo":1762320569757,"fullname":"Lucinda Beckman"}
{"ticketNo":1762392135540,"fullname":"Adelaide Willard"}
{"ticketNo":1762399766476,"fullname":"Raymond Griffin"}
{"ticketNo":1762324912391,"fullname":"Elane Lemons"}
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{"ticketNo":1762390789239,"fullname":"Zina Christenson"}
{"ticketNo":1762340579411,"fullname":"Zulema Martindale"}
{"ticketNo":1762376407826,"fullname":"Dierdre Amador"}
{"ticketNo":176234463813,"fullname":"Henry Jenkins"}
{"ticketNo":1762311547917,"fullname":"Rosalia Triplett"}
{"ticketNo":1762320369957,"fullname":"Lorenzo Phil"}
{"ticketNo":1762341772625,"fullname":"Gerard Greene"}
{"ticketNo":1762344493810,"fullname":"Adam Phillips"}
{"ticketNo":1762355527825,"fullname":"Doris Martin"}
{"ticketNo":1762383911861,"fullname":"Joanne Diaz"}
{"ticketNo":1762348904343,"fullname":"Omar Harvey"}
{"ticketNo":1762350390409,"fullname":"Fallon Clements"}
{"ticketNo":1762355854464,"fullname":"Lisbeth Wampler"}

Example 2: Fetch ticket number of passengers whose baggage details are not
available or IS NULL

SELECT ticketNo, fullname FROM BaggageInfo bagdet 
WHERE bagdet.bagInfo is NULL
0 row returned

Value Comparison Operators
Value comparison operators are primarily used to compare 2 values, one produced by
the left operand and another from the right operand. If any operand returns more than
one item, an error is raised. If both operands return the empty sequence, the operands
are considered equal (true will be returned if the operator is =, <=, or >=). If only one of
the operands returns empty, the result of the comparison is false unless the operator
is !=. If an operand returns NULL, the result of the comparison expression is also
NULL. Otherwise, the result is a boolean value.

Example 1: Select the full name and routing of all male passengers.

SELECT fullname, bag.bagInfo[].routing 
FROM BaggageInfo bag 
WHERE gender="M"

Explanation: Here the data is filtered based on gender. The value comparison
operator "=" is used to filter the data.

Output:

{"fullname":"Lucinda Beckman","routing":"SFO/IST/ATH/JTR"}
{"fullname":"Adelaide Willard","routing":"GRU/ORD/SEA"}
{"fullname":"Raymond Griffin","routing":"MSQ/FRA/HKG"}
{"fullname":"Zina Christenson","routing":"MIA/LAX/MEL"}
{"fullname":"Dierdre Amador","routing":"JFK/MAD"}
{"fullname":"Birgit Naquin","routing":"JFK/MAD"}
{"fullname":"Lorenzo Phil","routing":["SFO/IST/ATH/JTR","SFO/IST/ATH/
JTR"]}
{"fullname":"Gerard Greene","routing":"SFO/IST/ATH/JTR"}
{"fullname":"Adam Phillips","routing":"MIA/LAX/MEL"}
{"fullname":"Fallon Clements","routing":"MXP/CDG/SLC/BZN"}
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{"fullname":"Lisbeth Wampler","routing":"LAX/TPE/SGN"}
{"fullname":"Teena Colley","routing":"MSQ/FRA/HKG"}

You can rewrite this query with a "!=" comparison operator. To get the details of all male
passengers, your query can filter data where gender is not "F". This is valid only with the
assumption that there can only be two values in the column gender which is "F" and "M".

SELECT fullname,bag.bagInfo[].routing 
FROM BaggageInfo bag 
WHERE gender!="F";

Example 2: Fetch the passenger name and routing details of passengers with ticket numbers
greater than 1762360000000.

SELECT fullname, ticketNo, 
bag.bagInfo[].tagNum,bag.bagInfo[].routing
FROM BaggageInfo bag 
WHERE ticketNo > 1762360000000

Explanation: You need the details of passengers whose ticket number is greater than the
given value. You use the ">" operator to filter the data.

Output:

{"fullname":"Adelaide 
Willard","ticketNo":1762392135540,"tagNum":"17657806224224","routing":"GRU/OR
D/SEA"}
{"fullname":"Raymond 
Griffin","ticketNo":1762399766476,"tagNum":17657806243578,"routing":"MSQ/FRA/
HKG"}
{"fullname":"Zina 
Christenson","ticketNo":1762390789239,"tagNum":"17657806228676","routing":"MI
A/LAX/MEL"}
{"fullname":"Bonnie 
Williams","ticketNo":1762397286805,"tagNum":"17657806216554","routing":"SFO/O
RD/FRA"}
{"fullname":"Joanne 
Diaz","ticketNo":1762383911861,"tagNum":"17657806292518","routing":"MIA/LAX/
MEL"}
{"fullname":"Kendal 
Biddle","ticketNo":1762377974281,"tagNum":"17657806296887","routing":"JFK/IST
/VIE"}
{"fullname":"Dierdre 
Amador","ticketNo":1762376407826,"tagNum":"17657806240229","routing":"JFK/
MAD"}
{"fullname":"Birgit 
Naquin","ticketNo":1762392196147,"tagNum":"17657806240229","routing":"JFK/
MAD"}

Example 3: Select all bag tag numbers originating from SFO/transit through SFO.

SELECT bag.bagInfo[].tagNum,
bag.bagInfo[].flightLegs[].fltRouteSrc 
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FROM BaggageInfo bag
WHERE bag.bagInfo[].flightLegs[].fltRouteSrc=any "SFO"

Explanation: You fetch the tag number of bags that either originate from SFO or pass
through SFO. Though you are using the value comparison operator =, since the
flightLegs is an array, the left operand of comparison operator = is a sequence with
more than one item. That is the reason to use the sequence operator any in addition
to the value comparison operator =. Else you get the following error.

Error handling command SELECT 
bag.bagInfo[].tagNum,bag.bagInfo[].flightLegs[].fltRouteSrc 
FROM BaggageInfo bag WHERE bag.bagInfo[].flightLegs[].fltRouteSrc= 
"SFO": 
Error: at (3, 6) The left operand of comparison operator = is a 
sequence with more than one items. 
Comparison operators cannot operate on sequences of more than one 
items.

Output:

{"tagNum":"17657806240001","fltRouteSrc":"SFO"}
{"tagNum":"17657806216554","fltRouteSrc":"SFO"}
{"tagNum":["17657806240001","17657806340001"],"fltRouteSrc":
["SFO","SFO"]}
{"tagNum":"1765780626568","fltRouteSrc":"SFO"}
{"tagNum":"17657806247861","fltRouteSrc":"SFO"}

Example 4: Select all bag tag numbers which did not originate from JFK.

SELECT bag.bagInfo[].tagNum,
bag.bagInfo[].flightLegs[0].fltRouteSrc 
FROM BaggageInfo bag
WHERE bag.bagInfo.flightLegs[0].fltRouteSrc!=ANY "JFK"

Explanation: The assumption here is that the first record of the flightLegs array has
the details of the source location. You fetch the tag number of bags that did not
originate from JFK and so using a != operator here. Though you are using the value
comparison operator !=, since the flightLegs is an array, the left operand of the
comparison operator != is a sequence with more than one item. That is the reason to
use the sequence operator any in addition to the value comparison operator !=. Else
you get the following error.

Error handling command SELECT 
bag.bagInfo[].tagNum,bag.bagInfo[].flightLegs[0].fltRouteSrc 
FROM BaggageInfo bag WHERE bag.bagInfo.flightLegs[0].fltRouteSrc!
="JFK": 
Failed to display result set: Error: at (2, 0) The left operand of 
comparison operator != is a sequence with 
more than one items. Comparison operators cannot operate on sequences 
of more than one items.
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Output:

{"tagNum":"17657806240001","fltRouteSrc":["SFO","IST","ATH"]}
{"tagNum":"17657806224224","fltRouteSrc":["GRU","ORD"]}
{"tagNum":"17657806243578","fltRouteSrc":["MSQ","FRA"]}
{"tagNum":"1765780623244","fltRouteSrc":["MXP","CDG","SLC"]}
{"tagNum":"17657806228676","fltRouteSrc":["MIA","LAX"]}
{"tagNum":"17657806234185","fltRouteSrc":["MEL","LAX"]}
{"tagNum":"17657806255507","fltRouteSrc":["MXP","CDG","SLC"]}
{"tagNum":"17657806292229","fltRouteSrc":["LAX","TPE"]}
{"tagNum":"17657806255823","fltRouteSrc":["MSQ","FRA"]}
{"tagNum":"17657806247861","fltRouteSrc":["SFO","IST","ATH"]}
{"tagNum":"17657806299833","fltRouteSrc":["YYZ","HKG"]}
{"tagNum":"17657806288937","fltRouteSrc":["MIA","LAX"]}
{"tagNum":"17657806216554","fltRouteSrc":["SFO","ORD"]}
{"tagNum":["17657806240001","17657806340001"],"fltRouteSrc":
["SFO","IST","ATH","SFO","IST","ATH"]}
{"tagNum":"1765780626568","fltRouteSrc":["SFO","IST","ATH"]}
{"tagNum":"17657806255240","fltRouteSrc":["MIA","LAX"]}
{"tagNum":"17657806232501","fltRouteSrc":["BZN","SEA","CDG"]}
{"tagNum":"17657806292518","fltRouteSrc":["MIA","LAX"]}

IN Operator
The IN operator is essentially a compact alternative to a number of OR-ed equality
conditions. This operator allows you to specify multiple values in a WHERE clause.

Example: Fetch tag number for the customers "Lucinda Beckman", "Adam
Phillips","Zina Christenson","Fallon Clements".

SELECT bagdet.fullName, bagdet.bagInfo[].tagNum 
FROM BaggageInfo bagdet 
WHERE bagdet.fullName IN 
("Lucinda Beckman", "Adam Phillips","Zina Christenson","Fallon Clements")

Explanation: You fetch the tag numbers of a list of passengers. The list of passengers to be
fetched can be given inside an IN clause.

Output:

{"fullName":"Lucinda Beckman","tagNum":"17657806240001"}
{"fullName":"Zina Christenson","tagNum":"17657806228676"}
{"fullName":"Adam Phillips","tagNum":"17657806255240"}
{"fullName":"Fallon Clements","tagNum":"17657806255507"}

Regular Expression Conditions
A regular expression is a pattern that the regular expression engine attempts to match with
an input string. The regex_like function performs regular expression matching. The
regex_like function provides functionality similar to the LIKE operator in standard SQL, that
is, it can be used to check if an input string matches a given pattern. The input string and the
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pattern are computed by the first and second arguments, respectively. A third, optional,
argument specifies a set of flags that affect how the matching is done.

The pattern string is the regular expression against which the input text is matched.
The period (.) is a meta-character that matches every character except a new line. The
greedy quantifier (*) is a meta-character that indicates zero or more occurrences of the
preceding element. For example, the regex "D.*" matches any string that starts with
the character 'D' and is followed by zero or more characters.

Example 1: Fetch baggage information of passengers whose names start with 'Z'.

SELECT bag.fullname,bag.bagInfo[].tagNum 
FROM BaggageInfo bag
WHERE regex_like(fullName, "Z.*")

Explanation: You fetch the full name and tag numbers of passengers whose full name
starts with Z. You use a regular expression and specify that the first character in the
full name should be "Z" and the rest can be anything else.

Output:

{"fullname":"Zina Christenson","tagNum":"17657806228676"}
{"fullname":"Zulema Martindale","tagNum":"17657806288937"}

Example 2: Fetch baggage information of passengers whose flight source location
has an "M" in it.

Option 1:

SELECT bag.fullname,bag.bagInfo[].tagNum, 
bag.bagInfo[].flightLegs[0].fltRouteSrc 
FROM BaggageInfo bag 
WHERE regex_like(bag.bagInfo.flightLegs[0].fltRouteSrc, ".*M.*")

Explanation: The assumption here is that the first record of the flightLegs array has
the details of the source location. You fetch the full name and tag numbers of
passengers whose flight source has an "M" in it. You use a regular expression and
specify that one of the characters in the source field should be "M" and the rest can be
anything else.

You can also use different approaches to write queries to solve the above problem.

Option 2: Instead of hard coding the index of the flightLegs array, you use the
regex_like function to determine the correct index.

SELECT bag.fullname,bag.bagInfo[].tagNum, 
bag.bagInfo[].flightLegs[].fltRouteSrc 
FROM BaggageInfo bag
WHERE EXISTS (bag.bagInfo.flightLegs[regex_like($element.fltRouteSrc, 
".*M.*")])
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Option 3: You use the substring of the "routing" field to extract the source and then use
regex_like function to search the letter M in the source.

SELECT bag.fullname,bag.bagInfo[].tagNum,
substring(bag.bagInfo[].routing,0,3) 
FROM BaggageInfo bag WHERE
regex_like(substring(bag.bagInfo[].routing,0,3), ".*M.*")

Output:

{"fullname":"Raymond Griffin","tagNum":"17657806243578","fltRouteSrc":"MSQ"}
{"fullname":"Elane Lemons","tagNum":"1765780623244","fltRouteSrc":"MXP"}
{"fullname":"Zina Christenson","tagNum":"17657806228676","fltRouteSrc":"MIA"}
{"fullname":"Zulema 
Martindale","tagNum":"17657806288937","fltRouteSrc":"MIA"}
{"fullname":"Adam Phillips","tagNum":"17657806255240","fltRouteSrc":"MIA"}
{"fullname":"Joanne Diaz","tagNum":"17657806292518","fltRouteSrc":"MIA"}
{"fullname":"Teena Colley","tagNum":"17657806255823","fltRouteSrc":"MSQ"}
{"fullname":"Omar Harvey","tagNum":"17657806234185","fltRouteSrc":"MEL"}
{"fullname":"Fallon Clements","tagNum":"17657806255507","fltRouteSrc":"MXP"}

EXISTS Operator
The EXISTS operator checks whether the sequence returned by its input expression is empty
or not, and returns false or true, respectively. A special case is when the input expression
returns NULL. In this case, EXISTS will also return NULL.

Example 1: Select passenger details and baggage information for those passengers who
have three flight segments.

SELECT fullName, bag.bagInfo[].tagNum, 
bag.bagInfo[].routing
FROM BaggageInfo bag 
WHERE EXISTS bag.bagInfo[].flightLegs[2]

Explanation: You fetch the details of the passengers who have three flight segments. You
determine this by evaluating if the third element of the flight legs array is present using the
EXISTS operator.

Output:

{"fullName":"Lorenzo Phil","tagNum":
["17657806240001","17657806340001"],"routing":["SFO/IST/ATH/
JTR","SFO/IST/ATH/JTR"]}
{"fullName":"Gerard Greene","tagNum":"1765780626568","routing":"SFO/IST/ATH/
JTR"}
{"fullName":"Doris Martin","tagNum":"17657806232501","routing":"BZN/SEA/CDG/
MXP"}
{"fullName":"Fallon 
Clements","tagNum":"17657806255507","routing":"MXP/CDG/SLC/BZN"}
{"fullName":"Michelle 
Payne","tagNum":"17657806247861","routing":"SFO/IST/ATH/JTR"}
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{"fullName":"Lucinda 
Beckman","tagNum":"17657806240001","routing":"SFO/IST/ATH/JTR"}
{"fullName":"Elane 
Lemons","tagNum":"1765780623244","routing":"MXP/CDG/SLC/BZN"}

Example 2: Fetch the full name and tag number for all customer baggage shipped
after 2019.

SELECT fullName, bag.ticketNo 
FROM BaggageInfo bag WHERE
EXISTS bag.bagInfo[$element.bagArrivalDate >="2019-01-01T00:00:00"]

Explanation: The bag arrival date value for every bag should be greater than the year
2019. Here the "$element" is bound to the context row ( every bag of the customer).
The EXISTS operator checks whether the sequence returned by its input expression is
empty or not. The sequence returned by the comparison operator ">=" is non-empty
for all bags which arrived after 2019.

Output:

{"fullName":"Lucinda Beckman","ticketNo":1762320569757}
{"fullName":"Adelaide Willard","ticketNo":1762392135540}
{"fullName":"Raymond Griffin","ticketNo":1762399766476}
{"fullName":"Elane Lemons","ticketNo":1762324912391}
{"fullName":"Zina Christenson","ticketNo":1762390789239}
{"fullName":"Zulema Martindale","ticketNo":1762340579411}
{"fullName":"Dierdre Amador","ticketNo":1762376407826}
{"fullName":"Henry Jenkins","ticketNo":176234463813}
{"fullName":"Rosalia Triplett","ticketNo":1762311547917}
{"fullName":"Lorenzo Phil","ticketNo":1762320369957}
{"fullName":"Gerard Greene","ticketNo":1762341772625}
{"fullName":"Adam Phillips","ticketNo":1762344493810}
{"fullName":"Doris Martin","ticketNo":1762355527825}
{"fullName":"Joanne Diaz","ticketNo":1762383911861}
{"fullName":"Omar Harvey","ticketNo":1762348904343}
{"fullName":"Fallon Clements","ticketNo":1762350390409}
{"fullName":"Lisbeth Wampler","ticketNo":1762355854464}
{"fullName":"Teena Colley","ticketNo":1762357254392}
{"fullName":"Michelle Payne","ticketNo":1762330498104}
{"fullName":"Mary Watson","ticketNo":1762340683564}
{"fullName":"Kendal Biddle","ticketNo":1762377974281}

Is-Of-Type Operator
The is-of-type operator checks the sequence type of its input sequence against one or
more target sequence types. If the number N of the target types is greater than one,
the expression is equivalent to OR-ing N is-of-type expressions, each having one
target type.
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Example: Fetch the names of the passengers whose baggage tags contain only numbers
and not a STRING.

SELECT fullname,bag.bagInfo.tagNum 
FROM  BaggageInfo bag 
WHERE bag.bagInfo.tagNum is of type (NUMBER)

Explanation: The tagNum in the bagInfo schema is a STRING data type. But the application
could take in a NUMBER value as tagNum by mistake. The query captures the passengers for
whom the tagNum column has only numbers.

Output:

{"fullname":"Raymond Griffin","tagNum":17657806243578}

If you query the bagInfo schema for the above tagNum as STRING, no rows are displayed.

SELECT * FROM BaggageInfo bag WHERE tagnum = "17657806232501"
0 row returned

You can also fetch the names of the passengers whose baggage tags contain only STRING.

SELECT fullname,bag.bagInfo.tagNum 
FROM BaggageInfo bag 
WHERE  bag.bagInfo.tagNum is of type (STRING)

Chapter 6
Is-Of-Type Operator

6-13



7
Sorting, Grouping & Limiting results

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and execute it as shown below. This script creates the table
used in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, execute the script.

load -file baggageschema_loaddata.sql

• Ordering results

• Limit and offset results

• Grouping results

Ordering results
Use the ORDER BY clause to order the results by any column, primary key or non-primary
key.

Example 1: Sort the ticket number of all passengers by their full name.

SELECT bag.ticketNo, bag.fullName 
FROM BaggageInfo bag 
ORDER BY bag.fullName

Explanation: You are sorting the ticket number of passengers in the BaggageInfo schema
based on the full name of the passengers in ascending order.

Output:

{"ticketNo":1762344493810,"fullName":"Adam Phillips"}
{"ticketNo":1762392135540,"fullName":"Adelaide Willard"}
{"ticketNo":1762376407826,"fullName":"Dierdre Amador"}
{"ticketNo":1762355527825,"fullName":"Doris Martin"}
{"ticketNo":1762324912391,"fullName":"Elane Lemons"}
{"ticketNo":1762350390409,"fullName":"Fallon Clements"}
{"ticketNo":1762341772625,"fullName":"Gerard Greene"}
{"ticketNo":176234463813,"fullName":"Henry Jenkins"}
{"ticketNo":1762383911861,"fullName":"Joanne Diaz"}
{"ticketNo":1762377974281,"fullName":"Kendal Biddle"}
{"ticketNo":1762355854464,"fullName":"Lisbeth Wampler"}
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{"ticketNo":1762320369957,"fullName":"Lorenzo Phil"}
{"ticketNo":1762320569757,"fullName":"Lucinda Beckman"}
{"ticketNo":1762340683564,"fullName":"Mary Watson"}
{"ticketNo":1762330498104,"fullName":"Michelle Payne"}
{"ticketNo":1762348904343,"fullName":"Omar Harvey"}
{"ticketNo":1762399766476,"fullName":"Raymond Griffin"}
{"ticketNo":1762311547917,"fullName":"Rosalia Triplett"}
{"ticketNo":1762357254392,"fullName":"Teena Colley"}
{"ticketNo":1762390789239,"fullName":"Zina Christenson"}
{"ticketNo":1762340579411,"fullName":"Zulema Martindale"}

Example 2: Fetch the passenger details( full name, tag number) by the last seen time
( latest first) for passengers (sorted by their name) whose last seen station is MEL.

SELECT bag.fullName, bag.bagInfo[].tagNum, 
bag.bagInfo[].lastSeenTimeGmt
FROM BaggageInfo bag 
WHERE bag.bagInfo[].lastSeenStation=any "MEL"
ORDER BY bag.bagInfo[].lastSeenTimeGmt DESC

Explanation: You first filter the data in the BaggageInfo table based on the last seen
station and you sort the filtered results based on the last seen time and the full name
of the passengers in descending order. You do this using the ORDER BY clause.

Note:

You can use more than one column to sort the output of the query.

Output:

{"fullName":"Adam 
Phillips","tagNum":"17657806255240","lastSeenTimeGmt":"2019-02-01T16:13
:00Z"}
{"fullName":"Zina 
Christenson","tagNum":"17657806228676","lastSeenTimeGmt":"2019-02-04T10
:08:00Z"}
{"fullName":"Joanne 
Diaz","tagNum":"17657806292518","lastSeenTimeGmt":"2019-02-16T16:13:00Z
"}
{"fullName":"Zulema 
Martindale","tagNum":"17657806288937","lastSeenTimeGmt":"2019-02-25T20:
15:00Z"}

Limit and offset results
Use the LIMIT clause to limit the number of results returned from a SELECT
statement. For example, if there are 1000 rows in a table, limit the number of rows to
return by specifying a LIMIT value. It is recommended to use LIMIT and OFFSET with
an ORDER BY clause. Otherwise, the results are returned in a random order,
producing unpredictable results.
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A good use-case/example of using LIMIT and OFFSET is the application paging of results.
Say for example your application wants to show 4 results per page. You can use limit and
offset to implement stateless paging in the application. If you are showing n ( say 4 ) results
per page, then the results for page m (say 2) are being displayed, then offset would be
(n*m-1) which is 4 in this example and the limit would be n(which is 4 here).

Example 1: Your application can show 4 results on a page. Fetch the details fetched by your
application in the first page for passengers whose last seen station is JTR.

SELECT $bag.fullName, $bag.bagInfo.tagNum, $flt_time
FROM BaggageInfo $bag, 
$bag.bagInfo[].lastSeenTimeGmt $flt_time
WHERE $bag.bagInfo[].lastSeenStation=any "JTR" 
ORDER BY $flt_time LIMIT 4

Explanation: You filter the data in the BaggageInfo table based on the last seen station and
you sort the result based on the last seen time. You use an unnest array to flatten your data.
That is the bagInfo array is flattened and the last seen time is fetched. You need to just
display the first 4 rows from the result set.

Output:

{"fullName":"Michelle 
Payne","tagNum":"17657806247861","flt_time":"2019-02-02T23:59:00Z"}
{"fullName":"Gerard 
Greene","tagNum":"1765780626568","flt_time":"2019-03-07T16:01:00Z"}
{"fullName":"Lorenzo Phil","tagNum":
["17657806240001","17657806340001"],"flt_time":"2019-03-12T15:05:00Z"}
{"fullName":"Lucinda 
Beckman","tagNum":"17657806240001","flt_time":"2019-03-12T15:05:00Z"}

Example 2: Your application can show 4 results on a page. Fetch the details fetched by your
application in the second page for passengers whose last seen station is JTR.

SELECT $bag.fullName, $bag.bagInfo.tagNum, $flt_time 
FROM BaggageInfo $bag, 
$bag.bagInfo[].lastSeenTimeGmt $flt_time 
WHERE $bag.bagInfo[].lastSeenStation=any "JTR" 
ORDER BY $flt_time LIMIT 4 OFFSET 4

Explanation: You filter the data in the BaggageInfo table based on the last seen station and
you sort the result based on the last seen time. You use an unnest array to flatten your data.
You need to display the contents of the second page, so you set an OFFSET 4. Though you
LIMIT to 4 rows, only one row is displayed as the total result set is only 5. The first few are
skipped and the fifth one is displayed.

Output:

{"fullName":"Lorenzo Phil","tagNum":["17657806240001","17657806340001"],
"flt_time":"2019-03-12T16:05:00Z"}
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Grouping results
Use the GROUP BY clause to group the results by one or more table columns.
Typically, a GROUP BY clause is used in conjunction with an aggregate expression
such as COUNT, SUM, and AVG.

Example 1: Display the number of bags for each reservation made.

SELECT bag.confNo, 
count(bag.bagInfo) AS TOTAL_BAGS 
FROM BaggageInfo bag 
GROUP BY bag.confNo

Explanation: Every passenger has one reservation code (confNo). A passenger can
have more than one baggage. Here you group the data based on the reservation code
and you get the count of the bagInfo array which gives the number of bags per
reservation.

Output:

{"confNo":"FH7G1W","TOTAL_BAGS":1}
{"confNo":"PQ1M8N","TOTAL_BAGS":1}
{"confNo":"XT6K7M","TOTAL_BAGS":1}
{"confNo":"DN3I4Q","TOTAL_BAGS":1}
{"confNo":"QB1O0J","TOTAL_BAGS":1}
{"confNo":"TX1P7E","TOTAL_BAGS":1}
{"confNo":"CG6O1M","TOTAL_BAGS":1}
{"confNo":"OH2F8U","TOTAL_BAGS":1}
{"confNo":"BO5G3H","TOTAL_BAGS":1}
{"confNo":"ZG8Z5N","TOTAL_BAGS":1}
{"confNo":"LE6J4Z","TOTAL_BAGS":1}
{"confNo":"XT1O7T","TOTAL_BAGS":1}
{"confNo":"QI3V6Q","TOTAL_BAGS":2}
{"confNo":"RL3J4Q","TOTAL_BAGS":1}
{"confNo":"HJ4J4P","TOTAL_BAGS":1}
{"confNo":"CR2C8MY","TOTAL_BAGS":1}
{"confNo":"LN0C8R","TOTAL_BAGS":1}
{"confNo":"MZ2S5R","TOTAL_BAGS":1}
{"confNo":"KN4D1L","TOTAL_BAGS":1}
{"confNo":"MC0E7R","TOTAL_BAGS":1}

Example 2: Select the total baggage originating from each airport (excluding the
transit baggage).

SELECT $flt_src as SOURCE, 
count(*) as COUNT 
FROM BaggageInfo $bag, 
$bag.bagInfo.flightLegs[0].fltRouteSrc $flt_src 
GROUP BY $flt_src

Explanation: You want to get the total count of baggage originating from each airport.
However, you don't want to consider the airports that are part of the transit. So you
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group the data with the flight source values of the first record of the flightLegs array( as the
first record is the source). You then determine the count of baggage.

Output:

{"SOURCE":"SFO","COUNT":6}
{"SOURCE":"BZN","COUNT":1}
{"SOURCE":"GRU","COUNT":1}
{"SOURCE":"LAX","COUNT":1}
{"SOURCE":"YYZ","COUNT":1}
{"SOURCE":"MEL","COUNT":1}
{"SOURCE":"MIA","COUNT":4}
{"SOURCE":"MSQ","COUNT":2}
{"SOURCE":"MXP","COUNT":2}
{"SOURCE":"JFK","COUNT":3}
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8
Primary Expressions in SQL

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and execute it as shown below. This script creates the table
used in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, execute the script.

load -file baggageschema_loaddata.sql

• Parenthesized Expressions

• Case Expressions

• Cast Expression

• Sequence Transform Expressions

Parenthesized Expressions
Parenthesized expressions are used primarily to alter the default precedence among
operators. They are also used as a syntactic aid to mix expressions in ways that would
otherwise cause syntactic ambiguities.

Example: Fetch the full name, tag number, and routing details of passengers either boarding
at JFK /traversing through JFK and their destination is either MAD or VIE.

SELECT fullName, bag.bagInfo.tagNum, 
bag.bagInfo.routing, 
bag.bagInfo[].flightLegs[].fltRouteDest 
FROM BaggageInfo bag 
WHERE bag.bagInfo.flightLegs[].fltRouteSrc=any "JFK" AND 
(bag.bagInfo[].flightLegs[].fltRouteDest=any "MAD" OR
bag.bagInfo[].flightLegs[].fltRouteDest=any "VIE" )

Explanation: You want to fetch the full name, tag number, and routing details of passengers.
The first filter condition is that the boarding point/transit is JFK. Once this is satisfied the
second filter condition is that destination is either MAD or VIE. You use an OR condition to
filter the destination value.

Output:

{"fullName":"Dierdre Amador","tagNum":"17657806240229","routing":"JFK/
MAD","fltRouteDest":"MAD"}
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{"fullName":"Rosalia 
Triplett","tagNum":"17657806215913","routing":"JFK/IST/
VIE","fltRouteDest":["IST","VIE"]}
{"fullName":"Kendal 
Biddle","tagNum":"17657806296887","routing":"JFK/IST/
VIE","fltRouteDest":["IST","VIE"]}

Case Expressions
The searched CASE expression is similar to the if-then-else statements of traditional
programming languages. It consists of a number of WHEN-THEN pairs, followed by an
optional ELSE clause at the end. Each WHEN expression is a condition, i.e., it must
return BOOLEAN. The THEN expressions as well as the ELSE expression may return
any sequence of items. The CASE expression is evaluated by first evaluating the
WHEN expressions from top to bottom until the first one that returns true. If it is the i-th
WHEN expression that returns true, then the i-th THEN expression is evaluated and its
result is the result of the whole CASE expression. If no WHEN expression returns true,
then if there is an ELSE, its expression is evaluated and its result is the result of the
whole CASE expression; Otherwise, the result of the CASE expression is the empty
sequence.

Example:

SELECT
    fullName,
    CASE
        WHEN NOT exists bag.bagInfo.flightLegs[0]
        THEN "you have no bag info"
        WHEN NOT exists bag.bagInfo.flightLegs[1]
        THEN "you have one hop"
        WHEN NOT exists bag.bagInfo.flightLegs[2]
        THEN "you have two hops."
        ELSE "you have three hops."
    END AS NUMBER_HOPS
FROM BaggageInfo bag WHERE ticketNo=1762340683564

Explanation: You want to determine how many transits are there for the passenger
bagInfo using a CASE statement. If the flightLegs array has no elements, then the
passenger has no bag data. When the flightLegs array has only one element, then
there is only one transit point. Similarly, if the flightLegs array has two elements, then
there is two hops. Else there is three transit points. Here you assume that a bag can
have at the most three transit points/hops.

Output:

{"fullName":"Mary Watson","NUMBER_HOPS":"you have two hops."}

Example 2: Write a query to alert the system to update the tagNum of passengers if
the existing value is not a string.

SELECT bag.bagInfo[].tagNum,
CASE
   WHEN bag.bagInfo[0].tagNum is of type (NUMBER)
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   THEN "Tagnumber is not a STRING. Update the data"
   ELSE "Tagnumber has correct datatype"
   END AS tag_NUM_TYPE
FROM BaggageInfo bag 

Explanation: The tagNum of passengers in the bagInfo schema is a STRING data type. But
the application could take in a NUMBER value as the value of tagNum by mistake. The query
uses "is of type" operator to capture this and prompts the system to update the tagNum if the
existing value is not a string.

Output (only few rows are shown for brevity).

{"tagNum":"17657806240001","tag_NUM_TYPE":"Tagnumber has correct datatype"}
{"tagNum":"17657806224224","tag_NUM_TYPE":"Tagnumber has correct datatype"}
{"tagNum":17657806243578,"tag_NUM_TYPE":"Tagnumber is not a STRING. Update 
the data"}
{"tagNum":"1765780623244","tag_NUM_TYPE":"Tagnumber has correct datatype"}

Cast Expression
The cast expression creates, if possible, new items of a given target type from the items of its
input sequence. For example, a STRING can be converted to TIMESTAMP(0) using CAST
expression.

Rules followed in a CAST expression:

• If the type of the input item is equal to the target item type, the cast is a no-op: the input
item itself is returned.

• If the target type is a wildcard type other than JSON and the type of the input item is a
subtype of the wild card type, the cast is a no-op.

• If the target type is JSON, then an error is raised if the input item is a non-json atomic
type.

• If the target type is an array type, an error is raised if the input item is not an array.

• If the target type is string, the input item may be of any type. That means every item can
be cast to a string. For timestamps, their string value is in UTC and has the format uuuu-
MM-dd['T'HH:mm:ss].

• If the target type is an atomic type other than string, the input item must also be atomic.

– * Integers and longs can be cast to timestamps. The input value is interpreted as
the number of milliseconds since January 1, 1970, 00:00:00 GMT.

* String items may be castable to all other atomic types. Whether the cast
succeeds or not depends on whether the actual string value can be parsed into a
value that belongs to the domain of the target type.

* Timestamp items are castable to all the timestamp types. If the target type has a
smaller precision that the input item, the resulting timestamp is the one closest to
the input timestamp in the target precision.

• To cast a STRING to TIMESTAMP, if the input has STRING values in ISO-8601 format,
then it will be automatically converted by the SQL runtime into TIMESTAMP data type.
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Note:

ISO8601 describes an internationally accepted way to represent dates,
times, and durations.
Syntax: Date with time: YYYY-MM-DDThh:mm:ss[.s[s[s[s[s[s]]]]][Z|
(+|-)hh:mm]

where

– YYYY specifies the year, as four decimal digits

– MM specifies the month, as two decimal digits, 00 to 12

– DD specifies the day, as two decimal digits, 00 to 31

– hh specifies the hour, as two decimal digits, 00 to 23

– mm specifies the minutes, as two decimal digits, 00 to 59

– ss[.s[s[s[s[s]]]]] specifies the seconds, as two decimal digits, 00 to
59, optionally followed by a decimal point and 1 to 6 decimal digits
(representing the fractional part of a second).

– Z specifies UTC time (time zone 0). (It can also be specified by
+00:00, but not by –00:00.)

– (+|-)hh:mm specifies the time-zone as difference from UTC. (One of
+ or – is required.)

Example 1: Fetch the bag arrival date for the passenger with a reservation code
DN3I4Q in TIMESTAMP(3) format.

SELECT CAST (bag.bagInfo.bagArrivalDate AS Timestamp(3))
AS BAG_ARRIVING_DATE 
FROM BaggageInfo bag WHERE bag.confNo=DN3I4Q

Explanation: The bagArrivalDate is a STRING. Using CAST you are converting this
field into a TIMESTAMP format.

Output:

{"BAG_ARRIVING_DATE":"2019-02-15T21:21:00.000Z"}

Example 2: Fetch the full name and tag number for all customer baggage shipped
after 2019.

SELECT fullName, bag.ticketNo, 
bag.bagInfo[].bagArrivalDate 
FROM BaggageInfo bag WHERE
exists bag.bagInfo[$element.bagArrivalDate >="2019-01-01T00:00:00"]

Explanation: You want to filter and display details of the baggage that are shipped
after 2019. The bag arrival date for every element in the flightLegs array is compared
with the given timestamp (2019-01-01T00:00:00). Here the casting is implicit as
bagArrivalDate is a STRING and is directly compared with a static Timestamp value.
An explicit CAST function is not needed when an implicit casting can be done.
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However, your data should be in the format YYYY-MM-DDTHH:MI:SS . You then use the EXISTS
condition to check if the bagInfo is present for this timestamp condition.

Output:

{"fullName":"Kendal 
Biddle","ticketNo":1762377974281,"bagArrivalDate":"2019-03-05T12:00:00Z"}
{"fullName":"Lucinda 
Beckman","ticketNo":1762320569757,"bagArrivalDate":"2019-03-12T15:05:00Z"}
{"fullName":"Adelaide 
Willard","ticketNo":1762392135540,"bagArrivalDate":"2019-02-15T21:21:00Z"}
{"fullName":"Raymond 
Griffin","ticketNo":1762399766476,"bagArrivalDate":"2019-02-03T08:09:00Z"}
{"fullName":"Elane 
Lemons","ticketNo":1762324912391,"bagArrivalDate":"2019-03-15T10:13:00Z"}
{"fullName":"Zina 
Christenson","ticketNo":1762390789239,"bagArrivalDate":"2019-02-04T10:08:00Z"
}
{"fullName":"Zulema 
Martindale","ticketNo":1762340579411,"bagArrivalDate":"2019-02-25T20:15:00Z"}
{"fullName":"Dierdre 
Amador","ticketNo":1762376407826,"bagArrivalDate":"2019-03-07T13:51:00Z"}
{"fullName":"Henry 
Jenkins","ticketNo":176234463813,"bagArrivalDate":"2019-03-02T13:18:00Z"}
{"fullName":"Rosalia 
Triplett","ticketNo":1762311547917,"bagArrivalDate":"2019-02-12T07:04:00Z"}
{"fullName":"Lorenzo Phil","ticketNo":1762320369957,"bagArrivalDate":
["2019-03-12T15:05:00Z","2019-03-12T16:25:00Z"]}
{"fullName":"Gerard 
Greene","ticketNo":1762341772625,"bagArrivalDate":"2019-03-07T16:01:00Z"}
{"fullName":"Adam 
Phillips","ticketNo":1762344493810,"bagArrivalDate":"2019-02-01T16:13:00Z"}
{"fullName":"Doris 
Martin","ticketNo":1762355527825,"bagArrivalDate":"2019-03-22T10:17:00Z"}
{"fullName":"Joanne 
Diaz","ticketNo":1762383911861,"bagArrivalDate":"2019-02-16T16:13:00Z"}
{"fullName":"Teena 
Colley","ticketNo":1762357254392,"bagArrivalDate":"2019-02-13T11:15:00Z"}
{"fullName":"Michelle 
Payne","ticketNo":1762330498104,"bagArrivalDate":"2019-02-02T23:59:00Z"}
{"fullName":"Mary 
Watson","ticketNo":1762340683564,"bagArrivalDate":"2019-03-14T06:22:00Z"}
{"fullName":"Omar 
Harvey","ticketNo":1762348904343,"bagArrivalDate":"2019-03-02T16:09:00Z"}
{"fullName":"Fallon 
Clements","ticketNo":1762350390409,"bagArrivalDate":"2019-02-21T14:08:00Z"}
{"fullName":"Lisbeth 
Wampler","ticketNo":1762355854464,"bagArrivalDate":"2019-02-10T10:01:00Z"}

Sequence Transform Expressions
A sequence transform expression transforms a sequence into another sequence.
Syntactically it looks like a function whose name is seq_transform. The first argument is an
expression that generates the sequence to be transformed (the input sequence) and the
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second argument is a "mapper" expression that is computed for each item of the input
sequence. The result of the seq_transform expression is the concatenation of
sequences produced by each evaluation of the mapper expression. The mapper
expression can access the current input item via the $ variable.

Example: For each ticketNo, fetch a flat array containing all the actions performed on
the luggage of that ticketNo.

SELECT seq_transform(l.bagInfo[],
      seq_transform(
          $sq1.flightLegs[],
          seq_transform(
              $sq2.actions[],
              {
                "at" : $sq3.actionAt,
                "action" : $sq3.actionCode,
                "flightNo" : $sq2.flightNo,
                "tagNum" : $sq1.tagNum
              }
          )
      )
  ) AS actions
FROM baggageInfo l WHERE ticketNo=1762340683564

Explanation: You can use the sequence transform expression for transforming JSON
documents stored in table rows. In such cases, you often use multiple sequence
transform expressions nested inside each other. Here the mapper expression of an
inner sequence transform may need to access the current item of an outer sequence
transform. To allow this, each sequence transform expression 'S' declares a variable
with name $sqN, where N is the level of nesting of the expression S within the outer
sequence transform expressions. $sqN is basically a synonym for $, that is, it is bound
to the items returned by the input expression S. However, $sqN can be accessed by
other sequence transform expressions that may be nested inside the expression S.

Output:

{ 
 "actions":[ 
   {"action":"ONLOAD to 
HKG","at":"YYZ","flightNo":"BM267","tagNum":"17657806299833"},
   {"action":"BagTag Scan at 
YYZ","at":"YYZ","flightNo":"BM267","tagNum":"17657806299833"},
   {"action":"Checkin at 
YYZ","at":"YYZ","flightNo":"BM267","tagNum":"17657806299833"},
   {"action":"Offload to Carousel at 
BLR","at":"BLR","flightNo":"BM115","tagNum":"17657806299833"},
   {"action":"ONLOAD to 
BLR","at":"HKG","flightNo":"BM115","tagNum":"17657806299833"},
   {"action":"OFFLOAD from 
HKG","at":"HKG","flightNo":"BM115","tagNum":"17657806299833"} 
 ]
}
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9
Using Left Outer joins with parent-child tables

A JOIN is used to combine rows from two or more tables, based on a related column
between them. In a hierarchical table, the child table inherits the primary key columns of its
parent table. This is done implicitly, without including the parent columns in the CREATE TABLE
statement of the child. All tables in the hierarchy have the same shard key columns.

A Left Outer Join (LOJ) is one of the join operations that allows you to specify a join clause.

• Overview of Left Outer Joins

• Examples using Left Outer Joins

Overview of Left Outer Joins
A Left Outer Join (LOJ) is one of the join operations that allows you to specify a join clause. It
preserves the unmatched rows from the first (left) table, joining them with a NULL row in the
second (right) table. This means all left rows that do not have a matching row in the right
table will appear in the result, paired with a NULL value in place of a right row.

In an LOJ, the order of fields in the result-set is always in top-down order. That means the
order of output in the result set is always from the ancestor table first and then the
descendant table. This is true irrespective of the order of the joins.

Characteristics of LEFT OUTER JOIN:

• Queries multiple tables in the same hierarchy

• It is an ANSI-SQL Standard

• It does not support sibling table joins

If you want to follow along with the examples, download the script 
parentchildtbls_loaddata.sql and run it as shown below. This script creates the table used in
the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

 java -jar lib/kvstore.jar kvlite -secure-config disable
 java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, execute the script.

load -file parentchildtbls_loaddata.sql

Examples using Left Outer Joins
Various tables used in the examples :
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• ticket

ticketNo LONG
confNo STRING
PRIMARY KEY(ticketNo)

• ticket.bagInfo

id LONG
tagNum LONG
routing STRING
lastActionCode STRING
lastActionDesc STRING
lastSeenStation STRING,
lastSeenTimeGmt TIMESTAMP(4)
bagArrivalDate TIMESTAMP(4)
PRIMARY KEY(id)

• ticket.bagInfo.flightLegs

flightNo STRING
flightDate TIMESTAMP(4)
fltRouteSrc STRING
fltRouteDest STRING
estimatedArrival TIMESTAMP(4),
actions JSON
PRIMARY KEY(flightNo)

• ticket.passengerInfo

contactPhone STRING
fullName STRING
gender STRING
PRIMARY KEY(contactPhone)

Example 1: Fetch the details of all passengers who have been issued a ticket.

SELECT fullname, contactPhone,gender 
FROM ticket a 
LEFT OUTER JOIN ticket.passengerInfo b 
ON a.ticketNo=b.ticketNo

Explanation: This is an example of a join where the target table ticket is joined with
its child table passengerInfo.

Output:

{"fullname":"Elane Lemons","contactPhone":"600-918-8404","gender":"F"}
{"fullname":"Adelaide 
Willard","contactPhone":"421-272-8082","gender":"M"}
{"fullname":"Dierdre 
Amador","contactPhone":"165-742-5715","gender":"M"}
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{"fullname":"Doris Martin","contactPhone":"289-564-3497","gender":"F"}
{"fullname":"Adam Phillips","contactPhone":"893-324-1064","gender":"M"}

Example 1a: Fetch the details of the passenger with ticket number 1762324912391 .

SELECT fullname, contactPhone, gender 
FROM ticket a 
LEFT OUTER JOIN ticket.passengerInfo b 
ON a.ticketNo=b.ticketNo 
WHERE a.ticketNo=1762324912391

Explanation: This is an example of a join where the target table ticket is joined with its
child table passengerInfo and a filter is applied to restrict the result. In this example, the
result set is limited by applying a filter condition to the result of the join. You are limiting the
result to a particular ticket number.

Output:

{"fullname":"Elane Lemons","contactPhone":"600-918-8404","gender":"F"}

Example 2: Fetch all the bag details for all passengers who have been issued a ticket.

SELECT * FROM ticket a 
LEFT OUTER JOIN ticket.bagInfo b 
ON a.ticketNo=b.ticketNo

Explanation: This is an example of a join where the target tableticket is joined with its child
table bagInfo.

Output:

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":
{"ticketNo":1762344493810,"id":79039899165297,"tagNum":17657806255240,"routin
g":"MIA/LAX/MEL",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation":"MEL"
,
"lastSeenTimeGmt":"2019-02-01T16:13:00.0000Z","bagArrivalDate":"2019-02-01T16
:13:00.0000Z"}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"tagNum":1765780623244,"routing
":"MXP/CDG/SLC/BZN",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation":"BZN"
,
"lastSeenTimeGmt":"2019-03-15T10:13:00.0000Z","bagArrivalDate":"2019-03-15T10
:13:00.0000Z"}}

{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"},
"b":
{"ticketNo":1762392135540,"id":79039899156435,"tagNum":17657806224224,"routin
g":"GRU/ORD/SEA",
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"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"SEA",
"lastSeenTimeGmt":"2019-02-15T21:21:00.0000Z","bagArrivalDate":"2019-02
-15T21:21:00.0000Z"}}

{"a":{"ticketNo":1762376407826,"confNo":"ZG8Z5N"},
"b":
{"ticketNo":1762376407826,"id":7903989918469,"tagNum":17657806240229,"r
outing":"JFK/MAD",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"MAD",
"lastSeenTimeGmt":"2019-03-07T13:51:00.0000Z","bagArrivalDate":"2019-03
-07T13:51:00.0000Z"}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"tagNum":17657806232501,"
routing":"BZN/SEA/CDG/MXP",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"MXP",
"lastSeenTimeGmt":"2019-03-22T10:17:00.0000Z","bagArrivalDate":"2019-03
-22T10:17:00.0000Z"}}

Example 2a: Fetch all the bag details for a particular ticket number.

SELECT * FROM ticket a 
LEFT OUTER JOIN ticket.bagInfo b 
ON a.ticketNo=b.ticketNo 
WHERE a.ticketNo=1762324912391

This is an example of a join where the target table ticket is joined with its child table
bagInfo and a filter is applied to restrict the result. In this example, the result set is
limited by applying a filter condition to the result of the join. You are limiting the result
to a particular ticket number.

Output:

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"tagNum":1765780623244,"r
outing":"MXP/CDG/SLC/BZN",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"BZN",
"lastSeenTimeGmt":"2019-03-15T10:13:00.0000Z","bagArrivalDate":"2019-03
-15T10:13:00.0000Z"}}
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Note:

If you move the non-join predicate restriction to the ON clause, the result set
includes all the rows that meet the ON clause condition. Rows from the right outer
table that do not meet the ON condition are populated with NULL values as shown
below.

SELECT * FROM ticket a 
LEFT OUTER JOIN ticket.bagInfo b 
ON a.ticketNo=b.ticketNo AND
a.ticketNo=1762324912391

Output:

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},"b":null}
{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},"b":null}
{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"}, "b":
{"ticketNo":1762324912391,"id":79039899168383,"tagNum":1765780623244,"routing
":"MXP/CDG/SLC/BZN",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation":"BZN"
, 
"lastSeenTimeGmt":"2019-03-15T10:13:00.0000Z","bagArrivalDate":"2019-03-15T10
:13:00.0000Z"}}
{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"},"b":null}
{"a":{"ticketNo":1762376407826,"confNo":"ZG8Z5N"},"b":null}

Example 3: Fetch all flight legs details for all passengers.

SELECT *FROM ticket a 
LEFT OUTER JOIN ticket.bagInfo.flightLegs b 
ON a.ticketNo=b.ticketNo;

Explanation: This is an example of a join where the target table ticket is joined with its
descendant ticketInfo. A descendant table can be any level hierarchically below a table
( For example fightLegs is the child of bagInfo which is the child of ticket, so fightLegs is
a descendant of ticket).

Output:

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":
{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM604","flightDate"
:"2019-02-01T06:00:00.0000Z",
"fltRouteSrc":"MIA","fltRouteDest":"LAX","estimatedArrival":"2019-02-01T11:00
:00.0000Z",
"actions":[{"actionAt":"MIA","actionCode":"ONLOAD to 
LAX","actionTime":"2019-02-01T06:13:00Z"},
{"actionAt":"MIA","actionCode":"BagTag Scan at 
MIA","actionTime":"2019-02-01T05:47:00Z"},
{"actionAt":"MIA","actionCode":"Checkin at 
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MIA","actionTime":"2019-02-01T04:38:00Z"}]}}

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":
{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM667","fligh
tDate":"2019-02-01T06:13:00.0000Z",
"fltRouteSrc":"LAX","fltRouteDest":"MEL","estimatedArrival":"2019-02-01
T16:15:00.0000Z",
"actions":[{"actionAt":"MEL","actionCode":"Offload to Carousel at 
MEL","actionTime":"2019-02-01T16:15:00Z"},
{"actionAt":"LAX","actionCode":"ONLOAD to 
MEL","actionTime":"2019-02-01T15:35:00Z"},
{"actionAt":"LAX","actionCode":"OFFLOAD from 
LAX","actionTime":"2019-02-01T15:18:00Z"}]}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"flightNo":"BM170","fligh
tDate":"2019-03-15T08:13:00.0000Z",
"fltRouteSrc":"SLC","fltRouteDest":"BZN","estimatedArrival":"2019-03-15
T10:14:00.0000Z",
"actions":[{"actionAt":"BZN","actionCode":"Offload to Carousel at 
BZN","actionTime":"2019-03-15T10:13:00Z"},
{"actionAt":"SLC","actionCode":"ONLOAD to 
BZN","actionTime":"2019-03-15T10:06:00Z"},
{"actionAt":"SLC","actionCode":"OFFLOAD from 
SLC","actionTime":"2019-03-15T09:59:00Z"}]}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"flightNo":"BM490","fligh
tDate":"2019-03-15T08:13:00.0000Z",
"fltRouteSrc":"CDG","fltRouteDest":"SLC","estimatedArrival":"2019-03-15
T10:14:00.0000Z",
"actions":[{"actionAt":"CDG","actionCode":"ONLOAD to 
SLC","actionTime":"2019-03-15T09:42:00Z"},
{"actionAt":"CDG","actionCode":"BagTag Scan at 
CDG","actionTime":"2019-03-15T09:17:00Z"},
{"actionAt":"CDG","actionCode":"OFFLOAD from 
CDG","actionTime":"2019-03-15T09:19:00Z"}]}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"flightNo":"BM936","fligh
tDate":"2019-03-15T08:00:00.0000Z",
"fltRouteSrc":"MXP","fltRouteDest":"CDG","estimatedArrival":"2019-03-15
T09:00:00.0000Z",
"actions":[{"actionAt":"MXP","actionCode":"ONLOAD to 
CDG","actionTime":"2019-03-15T08:13:00Z"},
{"actionAt":"MXP","actionCode":"BagTag Scan at 
MXP","actionTime":"2019-03-15T07:48:00Z"},
{"actionAt":"MXP","actionCode":"Checkin at 
MXP","actionTime":"2019-03-15T07:38:00Z"}]}}

{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"},
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"b":
{"ticketNo":1762392135540,"id":79039899156435,"flightNo":"BM79","flightDate":
"2019-02-15T01:00:00.0000Z",
"fltRouteSrc":"GRU","fltRouteDest":"ORD","estimatedArrival":"2019-02-15T11:00
:00.0000Z",
"actions":[{"actionAt":"GRU","actionCode":"ONLOAD to 
ORD","actionTime":"2019-02-15T01:21:00Z"},
{"actionAt":"GRU","actionCode":"BagTag Scan at 
GRU","actionTime":"2019-02-15T00:55:00Z"},
{"actionAt":"GRU","actionCode":"Checkin at 
GRU","actionTime":"2019-02-14T23:49:00Z"}]}}

{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"}
,"b":
{"ticketNo":1762392135540,"id":79039899156435,"flightNo":"BM907","flightDate"
:"2019-02-15T01:21:00.0000Z",
"fltRouteSrc":"ORD","fltRouteDest":"SEA","estimatedArrival":"2019-02-15T21:22
:00.0000Z",
"actions":[{"actionAt":"SEA","actionCode":"Offload to Carousel at 
SEA","actionTime":"2019-02-15T21:16:00Z"},
{"actionAt":"ORD","actionCode":"ONLOAD to 
SEA","actionTime":"2019-02-15T20:52:00Z"},
{"actionAt":"ORD","actionCode":"OFFLOAD from 
ORD","actionTime":"2019-02-15T20:44:00Z"}]}}

{"a":{"ticketNo":1762376407826,"confNo":"ZG8Z5N"},
"b":
{"ticketNo":1762376407826,"id":7903989918469,"flightNo":"BM495","flightDate":
"2019-03-07T07:00:00.0000Z",
"fltRouteSrc":"JFK","fltRouteDest":"MAD","estimatedArrival":"2019-03-07T14:00
:00.0000Z",
"actions":[{"actionAt":"MAD","actionCode":"Offload to Carousel at 
MAD","actionTime":"2019-03-07T13:54:00Z"},
{"actionAt":"JFK","actionCode":"ONLOAD to 
MAD","actionTime":"2019-03-07T07:00:00Z"},
{"actionAt":"JFK","actionCode":"BagTag Scan at 
JFK","actionTime":"2019-03-07T06:53:00Z"},
{"actionAt":"JFK","actionCode":"Checkin at 
JFK","actionTime":"2019-03-07T05:03:00Z"}]}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"flightNo":"BM386","flightDate"
:"2019-03-22T07:23:00.0000Z",
"fltRouteSrc":"CDG","fltRouteDest":"MXP","estimatedArrival":"2019-03-22T10:24
:00.0000Z",
"actions":[{"actionAt":"MXP","actionCode":"Offload to Carousel at 
MXP","actionTime":"2019-03-22T10:15:00Z"},
{"actionAt":"CDG","actionCode":"ONLOAD to 
MXP","actionTime":"2019-03-22T10:09:00Z"},
{"actionAt":"CDG","actionCode":"OFFLOAD from 
CDG","actionTime":"2019-03-22T10:01:00Z"}]}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
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{"ticketNo":1762355527825,"id":79039899197492,"flightNo":"BM578","fligh
tDate":"2019-03-22T07:23:00.0000Z",
"fltRouteSrc":"SEA","fltRouteDest":"CDG","estimatedArrival":"2019-03-21
T23:24:00.0000Z",
"actions":[{"actionAt":"SEA","actionCode":"ONLOAD to 
CDG","actionTime":"2019-03-22T11:26:00Z"},
{"actionAt":"SEA","actionCode":"BagTag Scan at 
SEA","actionTime":"2019-03-22T10:57:00Z"},
{"actionAt":"SEA","actionCode":"OFFLOAD from 
SEA","actionTime":"2019-03-22T11:07:00Z"}]}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"flightNo":"BM704","fligh
tDate":"2019-03-22T07:00:00.0000Z",
"fltRouteSrc":"BZN","fltRouteDest":"SEA","estimatedArrival":"2019-03-22
T09:00:00.0000Z",
"actions":[{"actionAt":"BZN","actionCode":"ONLOAD to 
SEA","actionTime":"2019-03-22T07:23:00Z"},
{"actionAt":"BZN","actionCode":"BagTag Scan at 
BZN","actionTime":"2019-03-22T06:58:00Z"},
{"actionAt":"BZN","actionCode":"Checkin at 
BZN","actionTime":"2019-03-22T05:20:00Z"}]}}

Example 3a: Fetch all the flight leg details for a particular ticket number.

SELECT * FROM ticket a 
LEFT OUTER JOIN ticket.bagInfo.flightLegs b
ON a.ticketNo=b.ticketNo 
WHERE a.ticketNo=1762344493810

This is an example of a join where the target table ticket is joined with its descendant
bagInfo and a filter is applied to restrict the result. In this example, the result set is
limited by applying a filter condition to the result of the join. You are limiting the result
to a particular ticket number.

The result has two rows, implying there are two flight legs for this ticket number.

Output:

"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM604",
"flightDate":"2019-02-01T06:00:00.0000Z","fltRouteSrc":"MIA","fltRouteD
est":"LAX",
"estimatedArrival":"2019-02-01T11:00:00.0000Z",
"actions":[{"actionAt":"MIA","actionCode":"ONLOAD to 
LAX","actionTime":"2019-02-01T06:13:00Z"},
{"actionAt":"MIA","actionCode":"BagTag Scan at 
MIA","actionTime":"2019-02-01T05:47:00Z"},
{"actionAt":"MIA","actionCode":"Checkin at 
MIA","actionTime":"2019-02-01T04:38:00Z"}]}}

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM667",
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"flightDate":"2019-02-01T06:13:00.0000Z","fltRouteSrc":"LAX","fltRouteDest":"
MEL",
"estimatedArrival":"2019-02-01T16:15:00.0000Z",
"actions":[{"actionAt":"MEL","actionCode":"Offload to Carousel at 
MEL","actionTime":"2019-02-01T16:15:00Z"},
{"actionAt":"LAX","actionCode":"ONLOAD to 
MEL","actionTime":"2019-02-01T15:35:00Z"},
{"actionAt":"LAX","actionCode":"OFFLOAD from 
LAX","actionTime":"2019-02-01T15:18:00Z"}]}}

Example 4: Fetch the bag id and number of hops for all bags of all passengers.

SELECT b.id,count(*) AS NUMBER_HOPS 
FROM ticket a LEFT OUTER JOIN ticket.bagInfo.flightLegs b
ON a.ticketNo=b.ticketNo GROUP BY b.id

Explanation: You group the data based on the bag id (using GROUP BY) and get the count
of flight legs (using count()) for every bag.

Output:

{"id":79039899168383,"NUMBER_HOPS":3}
{"id":79039899156435,"NUMBER_HOPS":2}
{"id":7903989918469,"NUMBER_HOPS":1}
{"id":79039899165297,"NUMBER_HOPS":2}
{"id":79039899197492,"NUMBER_HOPS":3}

Example 4a: Find the number of hops for all the bags of a given passenger.

SELECT b.id,count(*) AS NUMBER_HOPS 
FROM ticket a LEFT OUTER JOIN ticket.bagInfo.flightLegs b
ON a.ticketNo=b.ticketNo 
WHERE a.ticketNo=1762355527825 GROUP BY b.id

Explanation: You group the data based on the bag id (using GROUP BY) and get the count
of flight legs ( Using count() )for every bag. Additionally, you filter the results for a particular
ticket number.

Output:

{"id":79039899197492,"NUMBER_HOPS":3}

Example 5: Fetch bag id and routing details of all bags that arrived after 2019.

SELECT b.id, routing 
FROM ticket a LEFT OUTER JOIN ticket.bagInfo b
ON a.ticketNo=b.ticketNo 
WHERE CAST (b.bagArrivalDate AS Timestamp(0))
>= CAST ("2019-01-01T00:00:00" AS Timestamp(0))

Chapter 9
Examples using Left Outer Joins

9-9



Explanation: This is an example of a join where the target tableticket is joined with
its child table bagInfo. The filter condition is applied on the bagArrivalDate. The CAST
function is used to convert the string into Timestamp and then the values are
compared.

Output:

{"id":79039899197492,"routing":"BZN/SEA/CDG/MXP"}
{"id":79039899165297,"routing":"MIA/LAX/MEL"}
{"id":79039899168383,"routing":"MXP/CDG/SLC/BZN"}
{"id":79039899156435,"routing":"GRU/ORD/SEA"}
{"id":7903989918469,"routing":"JFK/MAD"}
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10
Using NESTED TABLES to join parent-child
tables

A JOIN is used to combine rows from two or more tables, based on a related column
between them. In a hierarchical table, the child table inherits the primary key columns of its
parent table. This is done implicitly, without including the parent columns in the CREATE TABLE
statement of the child. All tables in the hierarchy have the same shard key columns.

You can use NESTED TABLES clause to join tables in Oracle NoSQL Database.

• Overview of NESTED TABLES

• Examples using NESTED TABLES

Overview of NESTED TABLES
The NESTED TABLES clause specifies the participating tables and separates them into 3
groups. First, the target table from where the data is fetched is specified. Then the
ANCESTORS clause, if present, specifies the number of tables that must be ancestors of the
target table in the table hierarchy. Finally, the DESCENDANTS clause, if present, specifies
the number of tables that must be descendants of the target table in the table hierarchy.

Note:

Semantically, a NESTED TABLES clause is equivalent to a number of left-outer-join
operations "centered" around the target table.

Characteristics of NESTED tables:

• Queries multiple tables in the same hierarchy

• It is not an ANSI-SQL Standard

• It supports sibling tables join

Table 10-1    Nested Tables Vs LOJ

Nested Tables LOJ

Queries multiple tables in the same hierarchy Queries multiple tables in the same hierarchy

Not an ANSI-SQL Standard ANSI-SQL Standard

Supports sibling tables join Does not support sibling table joins

If you want to follow along with the examples, download the script 
parentchildtbls_loaddata.sql and run it as shown below. This script creates the table used in
the example and loads data into the table.
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Start your KVSTORE or KVLite and open the SQL.shell.

 java -jar lib/kvstore.jar kvlite -secure-config disable
 java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, execute the script.

load -file parentchildtbls_loaddata.sql

Examples using NESTED TABLES
Various tables used in the examples :

• ticket

ticketNo LONG
confNo STRING
PRIMARY KEY(ticketNo)

• ticket.bagInfo

id LONG
tagNum LONG
routing STRING
lastActionCode STRING
lastActionDesc STRING
lastSeenStation STRING,
lastSeenTimeGmt TIMESTAMP(4)
bagArrivalDate TIMESTAMP(4)
PRIMARY KEY(id)

• ticket.bagInfo.flightLegs

flightNo STRING
flightDate TIMESTAMP(4)
fltRouteSrc STRING
fltRouteDest STRING
estimatedArrival TIMESTAMP(4),
actions JSON
PRIMARY KEY(flightNo)

• ticket.passengerInfo

contactPhone STRING
fullName STRING
gender STRING
PRIMARY KEY(contactPhone)
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Example 1: Fetch the details of all passengers who have been issued a ticket.

SELECT fullname, contactPhone, gender 
FROM NESTED TABLES 
(ticket a descendants(ticket.passengerInfo b))

Explanation: This is an example of a join where the target table ticket is joined with its child
table passengerInfo.

Output:

{"fullname":"Elane Lemons","contactPhone":"600-918-8404","gender":"F"}
{"fullname":"Adelaide Willard","contactPhone":"421-272-8082","gender":"M"}
{"fullname":"Dierdre Amador","contactPhone":"165-742-5715","gender":"M"}
{"fullname":"Doris Martin","contactPhone":"289-564-3497","gender":"F"}
{"fullname":"Adam Phillips","contactPhone":"893-324-1064","gender":"M"}

Example 1a: Fetch the details of the passenger with ticket number 1762324912391 .

SELECT fullname, contactPhone, gender 
FROM NESTED TABLES 
(ticket a descendants(ticket.passengerInfo b))
WHERE a.ticketNo=1762324912391

Explanation: This is an example of a join where the target tableticket is joined with its child
table passengerInfo. Additionally, you can limit the result set by applying a filter condition to
the result of the join. You are limiting the result to a particular ticket number.

Output:

{"fullname":"Elane Lemons","contactPhone":"600-918-8404","gender":"F"}

Example 2: Fetch all the bag details for all passengers who have been issued a ticket.

SELECT * FROM NESTED TABLES 
(ticket a descendants(ticket.bagInfo b))

Explanation: This is an example of a join where the target table ticket is joined with its child
table bagInfo.

Output:

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":
{"ticketNo":1762344493810,"id":79039899165297,"tagNum":17657806255240,"routin
g":"MIA/LAX/MEL",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation":"MEL"
,
"lastSeenTimeGmt":"2019-02-01T16:13:00.0000Z","bagArrivalDate":"2019-02-01T16
:13:00.0000Z"}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},

Chapter 10
Examples using NESTED TABLES

10-3



"b":
{"ticketNo":1762324912391,"id":79039899168383,"tagNum":1765780623244,"r
outing":"MXP/CDG/SLC/BZN",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"BZN",
"lastSeenTimeGmt":"2019-03-15T10:13:00.0000Z","bagArrivalDate":"2019-03
-15T10:13:00.0000Z"}}

{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"},
"b":
{"ticketNo":1762392135540,"id":79039899156435,"tagNum":17657806224224,"
routing":"GRU/ORD/SEA",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"SEA",
"lastSeenTimeGmt":"2019-02-15T21:21:00.0000Z","bagArrivalDate":"2019-02
-15T21:21:00.0000Z"}}

{"a":{"ticketNo":1762376407826,"confNo":"ZG8Z5N"},
"b":
{"ticketNo":1762376407826,"id":7903989918469,"tagNum":17657806240229,"r
outing":"JFK/MAD",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"MAD",
"lastSeenTimeGmt":"2019-03-07T13:51:00.0000Z","bagArrivalDate":"2019-03
-07T13:51:00.0000Z"}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"tagNum":17657806232501,"
routing":"BZN/SEA/CDG/MXP",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"MXP",
"lastSeenTimeGmt":"2019-03-22T10:17:00.0000Z","bagArrivalDate":"2019-03
-22T10:17:00.0000Z"}}

Example 2a: Fetch all the bag details for a particular ticket number.

SELECT * FROM 
NESTED TABLES (ticket a descendants(ticket.bagInfo b))
WHERE a.ticketNo=1762324912391

Explanation: This is an example of a join where the target tableticket is joined with
its child table bagInfo. Additionally, you can limit the result set by applying a filter
condition to the result of the join. You are limiting the result to a particular ticket
number.

Output:

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"tagNum":1765780623244,"r
outing":"MXP/CDG/SLC/BZN",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"BZN",
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"lastSeenTimeGmt":"2019-03-15T10:13:00.0000Z","bagArrivalDate":"2019-03-15T10
:13:00.0000Z"}}

Note:

If you move the non-join predicate restriction to the ON clause, the result set
includes all the rows that meet the ON clause condition. Rows from the right outer
table that do not meet the ON condition are populated with NULL values as shown
below.

SELECT * FROM 
NESTED TABLES(ticket a descendants(ticket.bagInfo b 
ON a.ticketNo=b.ticketNo
AND a.ticketNo=1762324912391))

Output:

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},"b":null}
{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},"b":null}
{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"}, "b":
{"ticketNo":1762324912391,"id":79039899168383,"tagNum":1765780623244,"routing
":"MXP/CDG/SLC/BZN",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation":"BZN"
, 
"lastSeenTimeGmt":"2019-03-15T10:13:00.0000Z","bagArrivalDate":"2019-03-15T10
:13:00.0000Z"}}
{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"},"b":null}
{"a":{"ticketNo":1762376407826,"confNo":"ZG8Z5N"},"b":null}

Example 3: Fetch all flight leg details for all passengers.

SELECT * FROM 
NESTED TABLES (ticket a descendants(ticket.bagInfo.flightLegs b))

Explanation: This is an example of a join where the target table ticket is joined with its
descendant bagInfo. A descendant table can be any level hierarchically below a table ( For
example fightLegs is the child of bagInfo which is the child of ticket, so flightLegs is a
descendant of ticket). All the rows from the ticket table will be fetched. If any row from the
ticket table does not have a matching row in the flightLegs table, then NULL values will be
displayed for those rows of the flightLegs table.

Output:

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":
{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM604","flightDate"
:"2019-02-01T06:00:00.0000Z",
"fltRouteSrc":"MIA","fltRouteDest":"LAX","estimatedArrival":"2019-02-01T11:00
:00.0000Z",
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"actions":[{"actionAt":"MIA","actionCode":"ONLOAD to 
LAX","actionTime":"2019-02-01T06:13:00Z"},
{"actionAt":"MIA","actionCode":"BagTag Scan at 
MIA","actionTime":"2019-02-01T05:47:00Z"},
{"actionAt":"MIA","actionCode":"Checkin at 
MIA","actionTime":"2019-02-01T04:38:00Z"}]}}

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":
{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM667","fligh
tDate":"2019-02-01T06:13:00.0000Z",
"fltRouteSrc":"LAX","fltRouteDest":"MEL","estimatedArrival":"2019-02-01
T16:15:00.0000Z",
"actions":[{"actionAt":"MEL","actionCode":"Offload to Carousel at 
MEL","actionTime":"2019-02-01T16:15:00Z"},
{"actionAt":"LAX","actionCode":"ONLOAD to 
MEL","actionTime":"2019-02-01T15:35:00Z"},
{"actionAt":"LAX","actionCode":"OFFLOAD from 
LAX","actionTime":"2019-02-01T15:18:00Z"}]}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"flightNo":"BM170","fligh
tDate":"2019-03-15T08:13:00.0000Z",
"fltRouteSrc":"SLC","fltRouteDest":"BZN","estimatedArrival":"2019-03-15
T10:14:00.0000Z",
"actions":[{"actionAt":"BZN","actionCode":"Offload to Carousel at 
BZN","actionTime":"2019-03-15T10:13:00Z"},
{"actionAt":"SLC","actionCode":"ONLOAD to 
BZN","actionTime":"2019-03-15T10:06:00Z"},
{"actionAt":"SLC","actionCode":"OFFLOAD from 
SLC","actionTime":"2019-03-15T09:59:00Z"}]}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"flightNo":"BM490","fligh
tDate":"2019-03-15T08:13:00.0000Z",
"fltRouteSrc":"CDG","fltRouteDest":"SLC","estimatedArrival":"2019-03-15
T10:14:00.0000Z",
"actions":[{"actionAt":"CDG","actionCode":"ONLOAD to 
SLC","actionTime":"2019-03-15T09:42:00Z"},
{"actionAt":"CDG","actionCode":"BagTag Scan at 
CDG","actionTime":"2019-03-15T09:17:00Z"},
{"actionAt":"CDG","actionCode":"OFFLOAD from 
CDG","actionTime":"2019-03-15T09:19:00Z"}]}}

{"a":{"ticketNo":1762324912391,"confNo":"LN0C8R"},
"b":
{"ticketNo":1762324912391,"id":79039899168383,"flightNo":"BM936","fligh
tDate":"2019-03-15T08:00:00.0000Z",
"fltRouteSrc":"MXP","fltRouteDest":"CDG","estimatedArrival":"2019-03-15
T09:00:00.0000Z",
"actions":[{"actionAt":"MXP","actionCode":"ONLOAD to 
CDG","actionTime":"2019-03-15T08:13:00Z"},
{"actionAt":"MXP","actionCode":"BagTag Scan at 
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MXP","actionTime":"2019-03-15T07:48:00Z"},
{"actionAt":"MXP","actionCode":"Checkin at 
MXP","actionTime":"2019-03-15T07:38:00Z"}]}}

{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"},
"b":
{"ticketNo":1762392135540,"id":79039899156435,"flightNo":"BM79","flightDate":
"2019-02-15T01:00:00.0000Z",
"fltRouteSrc":"GRU","fltRouteDest":"ORD","estimatedArrival":"2019-02-15T11:00
:00.0000Z",
"actions":[{"actionAt":"GRU","actionCode":"ONLOAD to 
ORD","actionTime":"2019-02-15T01:21:00Z"},
{"actionAt":"GRU","actionCode":"BagTag Scan at 
GRU","actionTime":"2019-02-15T00:55:00Z"},
{"actionAt":"GRU","actionCode":"Checkin at 
GRU","actionTime":"2019-02-14T23:49:00Z"}]}}

{"a":{"ticketNo":1762392135540,"confNo":"DN3I4Q"}
,"b":
{"ticketNo":1762392135540,"id":79039899156435,"flightNo":"BM907","flightDate"
:"2019-02-15T01:21:00.0000Z",
"fltRouteSrc":"ORD","fltRouteDest":"SEA","estimatedArrival":"2019-02-15T21:22
:00.0000Z",
"actions":[{"actionAt":"SEA","actionCode":"Offload to Carousel at 
SEA","actionTime":"2019-02-15T21:16:00Z"},
{"actionAt":"ORD","actionCode":"ONLOAD to 
SEA","actionTime":"2019-02-15T20:52:00Z"},
{"actionAt":"ORD","actionCode":"OFFLOAD from 
ORD","actionTime":"2019-02-15T20:44:00Z"}]}}

{"a":{"ticketNo":1762376407826,"confNo":"ZG8Z5N"},
"b":
{"ticketNo":1762376407826,"id":7903989918469,"flightNo":"BM495","flightDate":
"2019-03-07T07:00:00.0000Z",
"fltRouteSrc":"JFK","fltRouteDest":"MAD","estimatedArrival":"2019-03-07T14:00
:00.0000Z",
"actions":[{"actionAt":"MAD","actionCode":"Offload to Carousel at 
MAD","actionTime":"2019-03-07T13:54:00Z"},
{"actionAt":"JFK","actionCode":"ONLOAD to 
MAD","actionTime":"2019-03-07T07:00:00Z"},
{"actionAt":"JFK","actionCode":"BagTag Scan at 
JFK","actionTime":"2019-03-07T06:53:00Z"},
{"actionAt":"JFK","actionCode":"Checkin at 
JFK","actionTime":"2019-03-07T05:03:00Z"}]}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"flightNo":"BM386","flightDate"
:"2019-03-22T07:23:00.0000Z",
"fltRouteSrc":"CDG","fltRouteDest":"MXP","estimatedArrival":"2019-03-22T10:24
:00.0000Z",
"actions":[{"actionAt":"MXP","actionCode":"Offload to Carousel at 
MXP","actionTime":"2019-03-22T10:15:00Z"},
{"actionAt":"CDG","actionCode":"ONLOAD to 
MXP","actionTime":"2019-03-22T10:09:00Z"},
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{"actionAt":"CDG","actionCode":"OFFLOAD from 
CDG","actionTime":"2019-03-22T10:01:00Z"}]}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"flightNo":"BM578","fligh
tDate":"2019-03-22T07:23:00.0000Z",
"fltRouteSrc":"SEA","fltRouteDest":"CDG","estimatedArrival":"2019-03-21
T23:24:00.0000Z",
"actions":[{"actionAt":"SEA","actionCode":"ONLOAD to 
CDG","actionTime":"2019-03-22T11:26:00Z"},
{"actionAt":"SEA","actionCode":"BagTag Scan at 
SEA","actionTime":"2019-03-22T10:57:00Z"},
{"actionAt":"SEA","actionCode":"OFFLOAD from 
SEA","actionTime":"2019-03-22T11:07:00Z"}]}}

{"a":{"ticketNo":1762355527825,"confNo":"HJ4J4P"},
"b":
{"ticketNo":1762355527825,"id":79039899197492,"flightNo":"BM704","fligh
tDate":"2019-03-22T07:00:00.0000Z",
"fltRouteSrc":"BZN","fltRouteDest":"SEA","estimatedArrival":"2019-03-22
T09:00:00.0000Z",
"actions":[{"actionAt":"BZN","actionCode":"ONLOAD to 
SEA","actionTime":"2019-03-22T07:23:00Z"},
{"actionAt":"BZN","actionCode":"BagTag Scan at 
BZN","actionTime":"2019-03-22T06:58:00Z"},
{"actionAt":"BZN","actionCode":"Checkin at 
BZN","actionTime":"2019-03-22T05:20:00Z"}]}}

Example 3a: Fetch all the flight leg details for a particular ticket number.

SELECT * FROM 
NESTED TABLES (ticket.bagInfo.flightLegs a ancestors(ticket b))
WHERE a.ticketNo=1762344493810

Explanation: This is an example of a join where the target tableticket is joined with
its descendant bagInfo. Additionally, you can limit the result set by applying a filter
condition to the result of the join. You are limiting the result to a particular ticket
number.

The result has two rows, implying there are two flight legs for this ticket number.

Output:

"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM604",
"flightDate":"2019-02-01T06:00:00.0000Z","fltRouteSrc":"MIA","fltRouteD
est":"LAX",
"estimatedArrival":"2019-02-01T11:00:00.0000Z",
"actions":[{"actionAt":"MIA","actionCode":"ONLOAD to 
LAX","actionTime":"2019-02-01T06:13:00Z"},
{"actionAt":"MIA","actionCode":"BagTag Scan at 
MIA","actionTime":"2019-02-01T05:47:00Z"},
{"actionAt":"MIA","actionCode":"Checkin at 
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MIA","actionTime":"2019-02-01T04:38:00Z"}]}}

{"a":{"ticketNo":1762344493810,"confNo":"LE6J4Z"},
"b":{"ticketNo":1762344493810,"id":79039899165297,"flightNo":"BM667",
"flightDate":"2019-02-01T06:13:00.0000Z","fltRouteSrc":"LAX","fltRouteDest":"
MEL",
"estimatedArrival":"2019-02-01T16:15:00.0000Z",
"actions":[{"actionAt":"MEL","actionCode":"Offload to Carousel at 
MEL","actionTime":"2019-02-01T16:15:00Z"},
{"actionAt":"LAX","actionCode":"ONLOAD to 
MEL","actionTime":"2019-02-01T15:35:00Z"},
{"actionAt":"LAX","actionCode":"OFFLOAD from 
LAX","actionTime":"2019-02-01T15:18:00Z"}]}}

Example 4: Fetch the bag id and number of hops for all bags of all passengers.

SELECT b.id,count(*) AS NUMBER_HOPS 
FROM NESTED TABLES (ticket a descendants(ticket.bagInfo.flightLegs b))
GROUP BY b.id

Explanation: You group the data based on the bag id (using GROUP BY) and get the count
of flight legs ( using count() ) for every bag.

Output:

{"id":79039899168383,"NUMBER_HOPS":3}
{"id":79039899156435,"NUMBER_HOPS":2}
{"id":7903989918469,"NUMBER_HOPS":1}
{"id":79039899165297,"NUMBER_HOPS":2}
{"id":79039899197492,"NUMBER_HOPS":3}

Example 4a: Find the number of hops for all bags of a particular passenger.

SELECT b.id,count(*) AS NUMBER_HOPS FROM 
NESTED TABLES (ticket a descendants(ticket.bagInfo.flightLegs b))
WHERE a.ticketNo=1762355527825 
GROUP BY b.id

Explanation: You group the data based on the bag id (using GROUP BY) and get the count
of flight legs ( Using count()) for every bag. Additionally, you filter the results for a particular
ticket number.

Output:

{"id":79039899197492,"NUMBER_HOPS":3}

Example 5: Fetch bag id and routing details of all bags that arrived after 2019.

SELECT b.id, routing FROM 
NESTED TABLES(ticket a descendants(ticket.bagInfo b))
WHERE CAST (b.bagArrivalDate AS Timestamp(0))>= 
CAST ("2019-01-01T00:00:00" AS Timestamp(0))
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Explanation: This is an example of a join where the target tableticket is joined with
its child table bagInfo. The filter condition is applied on the bagArrivalDate. The CAST
function is used to convert the string into Timestamp and then the values are
compared.

Output:

{"id":79039899197492,"routing":"BZN/SEA/CDG/MXP"}
{"id":79039899165297,"routing":"MIA/LAX/MEL"}
{"id":79039899168383,"routing":"MXP/CDG/SLC/BZN"}
{"id":79039899156435,"routing":"GRU/ORD/SEA"}
{"id":7903989918469,"routing":"JFK/MAD"}
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11
Timestamp functions

You can perform various arithmetic operations on Timestamp and Duration values.

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and run it as shown below. This script creates the table used
in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, run the script.

load -file baggageschema_loaddata.sql

• Extract Expressions

• timestamp_add() function

• timestamp_diff() and get_duration() functions

Extract Expressions
The EXTRACT expression extracts a component from a timestamp.

extract_expression ::= EXTRACT "(" id FROM expression ")"

The expression after the FROM keyword must return at most one timestamp or NULL. If the
result of this expression is NULL or empty, the result of EXTRACT is also NULL or empty,
respectively. Otherwise, the component specified by the id is returned. This id must be one of
the following keywords: YEAR, MONTH, DAY, HOUR, MINUTE, SECOND, MILLISECOND,
MICROSECOND, NANOSECOND, WEEK, ISOWEEK.

Example 1: What is the full name and baggage arrival year for the customer with ticket
number 1762383911861.

SELECT fullName, 
EXTRACT (YEAR FROM CAST (bag.bagInfo.bagArrivalDate AS Timestamp(0)))
AS YEAR FROM BaggageInfo bag 
WHERE ticketNo=1762383911861

Explanation: You first use CAST to convert the bagArrivalDate to a TIMESTAMP and then
fetch the YEAR component from the Timestamp.
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Output:

{"fullName":"Joanne Diaz","YEAR":2019}

Example 2: Retrieve all bags that travelled through MIA between 10:00 am and 10:00
pm in February 2019.

SELECT bag.bagInfo[].tagNum,bag.bagInfo[].flightLegs[].fltRouteSrc,
$t1 AS HOUR FROM BaggageInfo bag,
EXTRACT(HOUR FROM CAST (bag.bagInfo[0].bagArrivalDate AS 
Timestamp(0))) $t1,
EXTRACT(YEAR FROM CAST (bag.bagInfo[0].bagArrivalDate AS 
Timestamp(0))) $t2,
EXTRACT(MONTH FROM CAST (bag.bagInfo[0].bagArrivalDate AS 
Timestamp(0))) $t3
WHERE bag.bagInfo[].flightLegs[].fltRouteSrc=any "MIA" AND
$t2=2019 AND $t3=02 AND ($t1>10 AND $t1<20)

Explanation: You want to know the details of flights that traveled through MIA
between 10:00 am and 10:00 pm in February 2019. You use a number of filter
conditions here. First, the flight should have originated or traversed through MIA. The
year of arrival should be 2019 and the month of arrival should be 2 (February). Then
you filter if the hour of arrival is between 10:00 am and 10:00 pm (20 hours).

Output:

{"tagNum":"17657806255240","fltRouteSrc":["MIA","LAX"],"HOUR":16}
{"tagNum":"17657806292518","fltRouteSrc":["MIA","LAX"],"HOUR":16}

Example 3: Which year and month did the passenger with the reservation code
PQ1M8N receive the baggage?

SELECT fullName, 
EXTRACT(YEAR FROM CAST (bag.bagInfo.bagArrivalDate AS Timestamp(0))) 
AS YEAR, 
EXTRACT(MONTH FROM CAST (bag.bagInfo.bagArrivalDate AS Timestamp(0))) 
AS MONTH 
FROM BaggageInfo bag WHERE bag.confNo="PQ1M8N"

Explanation: You first use CAST to convert the bagArrivalDate to a TIMESTAMP
and then fetch the YEAR component and MONTH component from the Timestamp.

Output:

{"fullName":"Kendal Biddle","YEAR":2019,"MONTH":3}

Example 4: Group the baggage data based on the month of arrival and display the
month and the number of baggage that arrived that month.

SELECT EXTRACT(MONTH FROM CAST ($bag_arr_date AS Timestamp(0))) AS 
MONTH,
count(EXTRACT(MONTH FROM CAST ($bag_arr_date AS Timestamp(0)))) AS 
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COUNT
FROM BaggageInfo $bag, $bag.bagInfo[].bagArrivalDate $bag_arr_date 
GROUP BY EXTRACT(MONTH FROM CAST ($bag_arr_date AS Timestamp(0)))

Explanation: You want to group the data based on the month of the arrival of baggage. You
use an unnest array to flatten the data. The bagInfo array is flattened and the value of bag
arrival date is fetched from the array. You then use CAST to convert the bagArrivalDate to a
TIMESTAMP and then fetch the YEAR component and MONTH component from the
Timestamp. You then use the count function to get the total baggage corresponding to every
month.

Note:

One assumption in the data is that all the baggage has arrived in the same year. So
you group the data only based on the month.

Output:

{"MONTH":2,"COUNT":11}
{"MONTH":3,"COUNT":10}

timestamp_add() function
Adds a duration to a timestamp value and returns the new timestamp. The duration can be
positive or negative. The result type is TIMESTAMP(9).

Syntax:

TIMESTAMP(9) timestamp_add(TIMESTAMP timestamp, STRING duration)

Semantics:

• timestamp: A TIMESTAMP value or a value that can be cast to TIMESTAMP.

• duration: A string with format [-](<n> <UNIT>)+, where 'n' is a number and the <UNIT>
can be YEAR, MONTH, DAY, HOUR, MINUTE, SECOND, MILLISECOND,
NANOSECOND or the plural form of these keywords (e.g. YEARS).

Note:

The UNIT keyword is case-insensitive.

• returnvalue: TIMESTAMP(9)
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Example 1: In the airline application, a buffer of five minutes delay is considered "on
time" . Print the estimated arrival time on the first leg with a buffer of five minutes for
the passenger with ticket number 1762399766476.

SELECT timestamp_add(bag.bagInfo.flightLegs[0].estimatedArrival, "5 
minutes")
AS ARRIVAL_TIME FROM BaggageInfo bag 
WHERE ticketNo=1762399766476

Explanation : In the airline application, a customer can have any number of flight legs
depending on the source and destination. In the query above, you are fetching the
estimated arrival in the "first leg" of the travel. So the first record of the flightsLeg
array is fetched and the estimatedArrival time is fetched from the array and a buffer
of "5 minutes" is added to that and displayed.

Output:

{"ARRIVAL_TIME":"2019-02-03T06:05:00.000000000Z"}

Note:

The column estimatedArrival is a STRING. If the column has STRING
values in ISO-8601 format, then it will be automatically converted by the SQL
runtime into TIMESTAMP data type.

ISO8601 describes an internationally accepted way to represent dates,
times, and durations.

Syntax: Date with time: YYYY-MM-DDThh:mm:ss[.s[s[s[s[s[s]]]]][Z|
(+|-)hh:mm]

where

• YYYY specifies the year, as four decimal digits

• MM specifies the month, as two decimal digits, 00 to 12

• DD specifies the day, as two decimal digits, 00 to 31

• hh specifies the hour, as two decimal digits, 00 to 23

• mm specifies the minutes, as two decimal digits, 00 to 59

• ss[.s[s[s[s[s]]]]] specifies the seconds, as two decimal digits, 00 to 59,
optionally followed by a decimal point and 1 to 6 decimal digits
(representing the fractional part of a second).

• Z specifies UTC time (time zone 0). (It can also be specified by +00:00,
but not by –00:00.)

• (+|-)hh:mm specifies the time-zone as difference from UTC. (One of + or
– is required.)
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Example 1a: Print the estimated arrival time in every leg with a buffer of five minutes for the
passenger with ticket number 1762399766476.

SELECT $s.ticketno, $value as estimate, 
timestamp_add($value, '5 minute') AS add5min
FROM baggageinfo $s,
$s.bagInfo.flightLegs.estimatedArrival as $value
WHERE ticketNo=1762399766476

Explanation: You want to display the estimatedArrival time on every leg. The number of
legs can be different for every customer. So variable reference is used in the query above
and the baggageInfo array and the flightLegs array are unnested to execute the query.

Output:

{"ticketno":1762399766476,"estimate":"2019-02-03T06:00:00Z",
"add5min":"2019-02-03T06:05:00.000000000Z"}
{"ticketno":1762399766476,"estimate":"2019-02-03T08:22:00Z",
"add5min":"2019-02-03T08:27:00.000000000Z"}

Example 2 : How many bags arrived in the last week?

SELECT count(*) AS COUNT_LASTWEEK FROM baggageInfo bag 
WHERE EXISTS bag.bagInfo[$element.bagArrivalDate < current_time()
AND $element.bagArrivalDate > timestamp_add(current_time(), "-7 days")]

Explanation: You get a count of the number of bags processed by the airline application in
the last week. A customer can have more than one bag( that is bagInfo array can have more
than one record). ThebagArrivalDate should have a value between today and the last 7
days. For every record in the bagInfo array, you determine if the bag arrival time is between
the time now and one week ago. The function current_time gives you the time now. An
EXISTS condition is used as a filter for determining if the bag has an arrival date in the last
week. The count function determines the total number of bags in this time period.

Output:

{"COUNT_LASTWEEK":0}

Example 3: Find the number of bags arriving in the next 6 hours.

SELECT count(*) AS COUNT_NEXT6HOURS FROM baggageInfo bag 
WHERE EXISTS bag.bagInfo[$element.bagArrivalDate > current_time()
AND $element.bagArrivalDate < timestamp_add(current_time(), "6 hours")]

Explanation: You get a count of the number of bags that will be processed by the airline
application in the next 6 hours. A customer can have more than one bag( that isbagInfo array
can have more than one record). The bagArrivalDate should be between the time now and
the next 6 hours. For every record in the bagInfo array, you determine if the bag arrival time
is between the time now and six hours later. The function current_time gives you the time
now. An EXISTS condition is used as a filter for determining if the bag has an arrival date in
the next six hours. The count function determines the total number of bags in this time
period.
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Output:

{"COUNT_NEXT6HOURS":0}

timestamp_diff() and get_duration() functions
timestamp_diff()

Returns the number of milliseconds between two timestamp values. The result type is
LONG.

Syntax:

LONG timestamp_diff(TIMESTAMP timestamp1, TIMESTAMP
      timestamp2)

Semantics:

• timestamp1: A TIMESTAMP value or a value that can be cast to TIMESTAMP

• timestamp2: A TIMESTAMP value or a value that can be cast to TIMESTAMP

• returnvalue: LONG

get_duration()

Converts the given number of milliseconds to a duration string. The result type is
STRING.

Syntax:

STRING get_duration(LONG duration_millis)

Semantics:

• duration_millis: the duration in milliseconds

• returnvalue: STRING. The returned duration string format is [-](<n> <UNIT>)+,
where the <UNIT> can be DAY, HOUR, MINUTE, SECOND and MILLISECOND,
e.g. "1 day 2 hours" or "-10 minutes 0 second 500 milliseconds".

Examples:

Example 1: What is the duration between the time the baggage was boarded at one
leg and reached the next leg for the passenger with ticket number 1762355527825?

SELECT $s.ticketno, $bagInfo.bagArrivalDate, $flightLeg.flightDate,
get_duration(timestamp_diff($bagInfo.bagArrivalDate, $flightLeg.flightD
ate)) AS diff
FROM baggageinfo $s, 
$s.bagInfo[] AS $bagInfo, $bagInfo.flightLegs[] AS $flightLeg
WHERE ticketNo=1762355527825

Explanation: In an airline application every customer can have a different number of
hops/legs between their source and destination. In this query, you determine the time
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taken between every flight leg. This is determined by the difference between bagArrivalDate
and flightDate for every flight leg. To determine the duration in days or hours or minutes,
pass the result of the timestamp_diff function to the get_duration function.

Output:

{"bagArrivalDate":"2019-03-22T10:17:00Z","flightDate":"2019-03-22T07:00:00Z",
"diff":"3 hours 17 minutes"}
{"bagArrivalDate":"2019-03-22T10:17:00Z","flightDate":"2019-03-22T07:23:00Z",
"diff":"2 hours 54 minutes"}
{"bagArrivalDate":"2019-03-22T10:17:00Z","flightDate":"2019-03-22T08:23:00Z",
"diff":"1 hour 54 minutes"}

To determine the duration in milliseconds, use only the timestamp_diff function.

SELECT $s.ticketno, $bagInfo.bagArrivalDate, $flightLeg.flightDate,
timestamp_diff($bagInfo.bagArrivalDate, $flightLeg.flightDate) AS diff
FROM baggageinfo $s, 
$s.bagInfo[] AS $bagInfo, 
$bagInfo.flightLegs[] AS $flightLeg
WHERE ticketNo=1762355527825

Example 2: How long does it take from the time of check-in to the time the bag is scanned at
the point of boarding for the passenger with ticket number 176234463813?

SELECT $flightLeg.flightNo,
$flightLeg.actions[contains($element.actionCode, "Checkin")].actionTime AS 
checkinTime,
$flightLeg.actions[contains($element.actionCode, "BagTag Scan")].actionTime 
AS bagScanTime,
get_duration(timestamp_diff(
    $flightLeg.actions[contains($element.actionCode, "Checkin")].actionTime,
    $flightLeg.actions[contains($element.actionCode, "BagTag 
Scan")].actionTime
)) AS diff
FROM baggageinfo $s, 
$s.bagInfo[].flightLegs[] AS $flightLeg
WHERE ticketNo=176234463813 AND 
starts_with($s.bagInfo[].routing, $flightLeg.fltRouteSrc)

Explanation: In the baggage data, every flightLeg has an actions array. There are three
different actions in the action array. The action code for the first element in the array is
Checkin/Offload. For the first leg, the action code is Checkin and for the other legs, the action
code is Offload at the hop. The action code for the second element of the array is BagTag
Scan. In the query above, you determine the difference in action time between the bag tag
scan and check-in time. You use the contains function to filter the action time only if the
action code is Checkin or BagScan. Since only the first flight leg has details of check-in and
bag scan, you additionally filter the data using starts_with function to fetch only the source
code fltRouteSrc. To determine the duration in days or hours or minutes, pass the result of
the timestamp_diff function to the get_duration function.
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To determine the duration in milliseconds, only use the timestamp_diff function.

SELECT $flightLeg.flightNo,
$flightLeg.actions[contains($element.actionCode, 
"Checkin")].actionTime AS checkinTime,
$flightLeg.actions[contains($element.actionCode, "BagTag 
Scan")].actionTime AS bagScanTime,
timestamp_diff(
   $flightLeg.actions[contains($element.actionCode, 
"Checkin")].actionTime,
   $flightLeg.actions[contains($element.actionCode, "BagTag 
Scan")].actionTime
) AS diff
FROM baggageinfo $s, 
$s.bagInfo[].flightLegs[] AS $flightLeg
WHERE ticketNo=176234463813 AND 
starts_with($s.bagInfo[].routing, $flightLeg.fltRouteSrc)

Output:

{"flightNo":"BM572","checkinTime":"2019-03-02T03:28:00Z",
"bagScanTime":"2019-03-02T04:52:00Z","diff":"- 1 hour 24 minutes"}

Example 3: How long does it take for the bags of a customer with ticket no
1762320369957 to reach the first transit point?

SELECT  $bagInfo.flightLegs[1].actions[2].actionTime,
$bagInfo.flightLegs[0].actions[0].actionTime,
get_duration(timestamp_diff($bagInfo.flightLegs[1].actions[2].actionTim
e,
                            $bagInfo.flightLegs[0].actions[0].actionTim
e)) AS diff
FROM baggageinfo $s, $s.bagInfo[] AS $bagInfo     
WHERE ticketNo=1762320369957

Explanation: In an airline application every customer can have a different number of
hops/legs between their source and destination. In the example above, you determine
the time taken for the bag to reach the first transit point. In the baggage data, the
flightLeg is an array. The first record in the array refers to the first transit point
details. The flightDate in the first record is the time when the bag leaves the source
and the estimatedArrival in the first flight leg record indicates the time it reaches the
first transit point. The difference between the two gives the time taken for the bag to
reach the first transit point. To determine the duration in days or hours or minutes,
pass the result of the timestamp_diff function to the get_duration function.

To determine the duration in milliseconds, use the timestamp_diff function.

SELECT  $bagInfo.flightLegs[0].flightDate,
$bagInfo.flightLegs[0].estimatedArrival,
timestamp_diff($bagInfo.flightLegs[0].estimatedArrival,
             $bagInfo.flightLegs[0].flightDate) AS diff

Chapter 11
timestamp_diff() and get_duration() functions

11-8



FROM baggageinfo $s, $s.bagInfo[] AS $bagInfo
WHERE ticketNo=1762320369957

Output:

{"flightDate":"2019-03-12T03:00:00Z","estimatedArrival":"2019-03-12T16:00:00Z
","diff":"13 hours"}
{"flightDate":"2019-03-12T03:00:00Z","estimatedArrival":"2019-03-12T16:40:00Z
","diff":"13 hours 40 minutes"}
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12
Functions on Strings

There are various built-in functions on strings. In any string, position starts at 0 and ends at
length - 1.

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and execute it as shown below. This script creates the table
used in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, execute the script.

load -file baggageschema_loaddata.sql

• substring function

• concat function

• upper and lower functions

• trim function

• length function

• contains function

• starts_with and ends_with functions

• index_of function

• replace function

• reverse function

substring function
The substring function extracts a string from a given string according to a given numeric
starting position and a given numeric substring length.

returnvalue substring (source, position [, substring_length] )

source ::= any*
position ::= integer*
substring_length ::= integer*
returnvalue ::= string
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Example: Fetch the first three characters from the routing details of a passenger with
ticket number 1762376407826.

SELECT substring(bag.baginfo.routing,0,3) AS Source 
FROM baggageInfo bag 
WHERE ticketNo=1762376407826

Output:

{"Source":"JFK"}

concat function
The concat function concatenates all its arguments and displays the concatenated
string as output.

returnvalue concat (source,[source*])
source ::= any*
returnvalue ::= string

Example: Display the routing of a customer with a particular ticket number as "The
route for passenger_name is ...".

SELECT concat("The route for passenger ",fullName , " is ", 
bag.baginfo[0].routing)
FROM baggageInfo bag 
WHERE ticketNo=1762376407826

Output:

{"Column_1":"The route for passenger Dierdre Amador is JFK/MAD"}

upper and lower functions
The upper and lower are simple functions to convert to fully upper case or lower case
respectively. The upper function converts all the characters in a string to uppercase.
Thelower function converts all the characters in a string to lowercase.

returnvalue upper (source)
returnvalue lower (source) 

source ::= any* 
returnvalue ::= string
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Example 1: Fetch the full name of the passenger in uppercase whose ticket number is
1762376407826.

SELECT upper(fullname) AS FULLNAME_CAPITALS 
FROM BaggageInfo 
WHERE ticketNo=1762376407826

Output:

{"FULLNAME_CAPITALS":"DIERDRE AMADOR"}

Example 2: Fetch the full name of the passenger in lowercase whose ticket number is
1762376407826.

SELECT lower(fullname) AS fullname_lowercase
FROM BaggageInfo WHERE ticketNo=1762376407826

Output:

{"fullname_lowercase":"dierdre amador"}

trim function
The trim function enables you to trim leading or trailing characters (or both) from a string.
The ltrim function enables you to trim leading characters from a string. The rtrim function
enables you to trim trailing characters from a string.

returnvalue trim(source [, position [, trim_character]])

source ::= any*
position ::= "leading"|"trailing"|"both"
trim_character ::= string*
returnvalue ::= string

returnvalue ltrim(source)

returnvalue rtrim(source)
source ::= any*
returnvalue ::= string

Example: Remove leading and trailing blank spaces from the route details of the passenger
whose ticket number is 1762350390409.

SELECT trim(bag.baginfo[0].routing,"trailing"," ")
FROM BaggageInfo bag 
WHERE ticketNo=1762376407826
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Output:

{"Column_1":"JFK/MAD"}

Using ltrim function to remove leading spaces:

SELECT ltrim(bag.baginfo[0].routing)
FROM BaggageInfo bag 
WHERE ticketNo=1762376407826

Output:

{"Column_1":"JFK/MAD"}

Using rtrim function to remove trailing spaces:

SELECT rtrim(bag.baginfo[0].routing)
FROM BaggageInfo bag 
WHERE ticketNo=1762376407826

Output:

{"Column_1":"JFK/MAD"}

length function
The length function returns the length of a character string. The length function
calculates the length using the UTF character set.

returnvalue length(source)

source ::= any*
returnvalue ::= integer

Example: Find the length of the full name of the passenger whose ticket number is
1762350390409.

SELECT fullname, length(fullname) AS fullname_length 
FROM BaggageInfo
WHERE ticketNo=1762350390409

Output:

{"fullname":"Fallon Clements","fullname_length":15}
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contains function
The contains function indicates whether or not a search string is present inside the source
string.

returnvalue contains(source, search_string)

source ::= any*
search_string ::= any*
returnvalue ::= boolean

Example: Fetch the full names of passengers who have "SFO" in their route.

SELECT fullname FROM baggageInfo bag 
WHERE EXISTS bag.bagInfo[contains($element.routing,"SFO")]

Output:

{"fullname":"Michelle Payne"}
{"fullname":"Lucinda Beckman"}
{"fullname":"Henry Jenkins"}
{"fullname":"Lorenzo Phil"}
{"fullname":"Gerard Greene"}

starts_with and ends_with functions
The starts_with function indicates whether or not the source string begins with the search
string.

returnvalue starts_with(source, search_string)

source ::= any*
search_string ::= any*
returnvalue ::= boolean

The ends_withfunction indicates whether or not the source string ends with the search string.

returnvalue ends_with(source, search_string)

source ::= any*
search_string ::= any*
returnvalue ::= boolean

Example: How long does it take from the time of check-in to the time the bag is scanned at
the point of boarding for the passenger with ticket number 176234463813?

SELECT $flightLeg.flightNo,
$flightLeg.actions[contains($element.actionCode, "Checkin")].actionTime AS 
checkinTime,
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$flightLeg.actions[contains($element.actionCode, "BagTag 
Scan")].actionTime AS bagScanTime,
timestamp_diff(
   $flightLeg.actions[contains($element.actionCode, 
"Checkin")].actionTime,
   $flightLeg.actions[contains($element.actionCode, "BagTag 
Scan")].actionTime
) AS diff
FROM baggageinfo $s, $s.bagInfo[].flightLegs[] AS $flightLeg
WHERE ticketNo=176234463813 
AND starts_with($s.bagInfo[].routing, $flightLeg.fltRouteSrc)

Explanation: In the baggage data, every flightLeg has an actions array. There are
three different actions in the actions array. The action code for the first element in the
array is Checkin/Offload. For the first leg, the action code is Checkin and for the other
legs, the action code is Offload at the hop. The action code for the second element of
the array is BagTag Scan. In the query above, you determine the difference in action
time between the bag tag scan and check-in time. You use the contains function to
filter the action time only if the action code is Checkin or BagScan. Since only the first
flight leg has details of check-in and bag scan, you additionally filter the data using
starts_with function to fetch only the source code fltRouteSrc.

Output:

{"flightNo":"BM572","checkinTime":"2019-03-02T03:28:00Z",
"bagScanTime":"2019-03-02T04:52:00Z","diff":-5040000}

Example 2 : Find list of passengers whose destination is JTR.

SELECT fullname FROM baggageInfo $bagInfo 
WHERE ends_with($bagInfo.bagInfo[].routing, "JTR")

Output:

{"fullname":"Lucinda Beckman"}
{"fullname":"Gerard Greene"}
{"fullname":"Michelle Payne"}

index_of function
The index_of function determines the position of the first character of the search
string at its first occurrence if any.

returnvalue index_of(source, search_string [, start_position])

source ::= any*
search_string ::= any*
start_position ::= integer*
returnvalue ::= integer

Various return values:
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• Returns the position of the first character of the search string at its first occurrence. The
position is relative to the start position of the string (which is zero).

• Returns -1 if search_string is not present in the source.

• Returns 0 for any value of source if the search_string is of length 0.

• Returns NULL if any argument is NULL.

• Returns NULL if any argument is an empty sequence or a sequence with more than one
item.

• Returns error if start_position argument is not an integer.

Example 1: Determine at which position "-" is found in the estimated arrival time of the first
leg for the passenger with ticket number 1762320569757.

SELECT index_of(bag.baginfo.flightLegs[0].estimatedArrival,"-")
FROM BaggageInfo bag 
WHERE ticketNo=1762320569757

Output:

{"Column_1":4}

Example 2: Determine at which position "/" is found in the routing of the first leg for
passenger with ticket number 1762320569757. This will help you determine how many
characters are there for the source point for the passenger with ticket number
1762320569757.

SELECT index_of(bag.baginfo.routing,"/") 
FROM BaggageInfo bag 
WHERE ticketNo=1762320569757

Output:

"Column_1":3}

replace function
The replace function returns the source with every occurrence of the search string replaced
with the replacement string.

returnvalue replace(source, search_string [, replacement_string])

source ::= any*
search_string ::= any*
replacement_string ::= any*
returnvalue ::= string
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Example: Replace the source location of the passenger with ticket number
1762320569757 from SFO to SOF.

SELECT replace(bag.bagInfo[0].routing,"SFO","SOF") 
FROM baggageInfo bag
WHERE ticketNo=1762320569757

Output:

{"Column_1":"SOF/IST/ATH/JTR"}

Example 2: Replace the double quote in the passenger name with a single quote.

If your data might contain a double quote in the passenger's name, you can use
replace function to change the double quote to a single quote.

SELECT fullname, 
replace(fullname, "\"", "'") as new_fullname
FROM BaggageInfo bag

reverse function
The reverse function returns the characters of the source string in reverse order,
where the string is written beginning with the last character first.

returnvalue reverse(source)

source ::= any*
returnvalue ::= string

Example: Display the full name and reverse the full name of the passenger with ticket
number 1762330498104.

SELECT fullname, reverse(fullname) 
FROM baggageInfo
WHERE ticketNo=1762330498104

Output:

{"fullname":"Michelle Payne","Column_2":"enyaP ellehciM"}
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13
Managing Tables & Regions

You will first create a sample table. Then you will learn different ways to alter the table. At the
end of the section, you will drop the table. You will also learn to view the existing regions and
drop a particular region.

Start your KVSTORE or KVLite and open the SQL shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

• Alter Table

• Drop Table

• Manage regions

Alter Table
You can use the alter table command to perform the following operations.

• Add schema fields to the table schema

• Remove schema fields from the table schema

• Add a region

• Remove a region

• Modify the Time-To-Live value of the table

Note:

You can specify only one type of operation in a single command. For example, you
cannot remove a schema field and set the TTL value together.

Create a sample table :

CREATE TABLE demo_acct(
acct_id INTEGER,
acct_data JSON, 
PRIMARY KEY(acct_id)
)

Example 1: Add schema field to the table schema.

ALTER TABLE demo_acct(ADD acct_balance INTEGER)
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Explanation: Adding a field does not affect the existing rows in the table. If a field is
added, its default value or NULL will be used as the value of this field in existing rows
that do not contain it. The field to add maybe a top-level field (i.e. A table column) or it
may be deeply nested inside a hierarchical table schema. As a result, the field is
specified via a path.

Example 2: Remove schema fields in the table schema.

ALTER TABLE demo_acct(DROP acct_balance)

Explanation: You can drop any field in the schema other than the primary key. If you
try removing the primary key field, you get an error as shown below.

ALTER TABLE demo_acct(DROP acct_id)

Output( showing error):

Error handling command ALTER TABLE demo_acct(DROP acct_id):
Error: at (1, 27) Cannot remove a primary key field: acct_id

Example 3: Add a region

The add regions clause lets you link an existing Multi-Region Table (MR Table) with
new regions in a multi-region Oracle NoSQL Database environment. You use this
clause to expand MR Tables to new regions.

Associate a new region with an existing MR Table using the DDL command shown
below.

ALTER TABLE <table_name> ADD REGIONS <region_name>

Explanation: Here, table_name is an MR table and region_name is an existing region.

Example 4: Remove a region

The drop regions clause lets you disconnect an existing MR Table from a participating
region in a multi-region Oracle NoSQL Database environment. You use this clause to
contract MR Tables to fewer regions.

To remove an MR Table from a specific region in a Multi-Region NoSQL Database
setup, you must run the following steps from all the other participating regions.

ALTER TABLE <table_name> DROP REGIONS <comma_separated_list_of_regions>

Here, table_name is a MR Table and comma_separated_list_of_regions is a list of
regions to be dropped.

Example 5: Modify the Time-To-Live value of the table

Time-to-Live (TTL) is a mechanism that allows you to set a time frame on table rows,
after which the rows expire automatically, and are no longer available. By default,
every table that you create has a TTL value of zero, indicating that it has no expiration
time.
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You can use ALTER TABLE command to change this value for any table. You can specify the
TTL with a number, followed by either HOURS or DAYS.

ALTER TABLE demo_acct USING TTL 5 days

Note:

Altering the TTL value for a table does not change the TTL value for existing rows in
the table. Rather, it will only change the default TTL value placed in rows created
subsequent to the alter table. To modify the TTL of every record in a table, you must
iterate through each record of the table and update its TTL value.

Drop Table
The drop table statement removes the specified table and all its associated indexes from the
database. By default, if the named table does not exist then this statement fails. You don't get
an error if the optional IF EXISTS clause is specified and the table does not exist.

DROP TABLE demo_acct

Note:

To drop a MR Table, first drop all of its child tables. Otherwise, the DROP statement
results in an error.

Manage regions
The show regions statement provides the list of regions present in the Multi-Region Oracle
NoSQL Database. You need to specify "AS JSON" if you want the output to be in JSON
format.

Example 1: The following statement lists all the existing regions.

SHOW REGIONS

The following statement lists all the existing regions in JSON format.

SHOW AS JSON REGIONS

In a Multi-Region Oracle NoSQL Database environment, the drop region statement removes
the specified remote region from the local region. See Set up Multi-Region Environment for
more details on the local regions and remote regions in a Multi-Region setup.
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Note:

This region must be different from the local region where the command is
executed.

The following drop region statement removes a remote region named my_region1.

DROP REGION my_region1
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14
Inserting, Modifying, and Deleting Data

You can perform various data manipulation operations in your table. You can add data,
modify an existing data and remove data.

If you want to follow along with the examples, download the script 
baggageschema_loaddata.sql and execute it as shown below. This script creates the table
used in the example and loads data into the table.

Start your KVSTORE or KVLite and open the SQL.shell.

java -jar lib/kvstore.jar kvlite -secure-config disable
java -jar lib/sql.jar -helper-hosts localhost:5000 -store kvstore

Using the load command, execute the script.

load -file baggageschema_loaddata.sql

• Insert data

• Update Data

• Modify JSON data

• Delete Data

Insert data
The INSERT statement is used to construct a new row and add it to a specified table.
Optional column(s) may be specified after the table name. This list contains the column
names for a subset of the table’s columns. The subset must include all the primary key
columns. If no columns list is present, the default columns list is the one containing all the
columns of the table, in the order, they are specified in the CREATE TABLE statement.

The columns in the columns list correspond one-to-one to the expressions (or DEFAULT
keywords) listed after the VALUES clause (an error is raised if the number of expressions/
DEFAULTs is not the same as the number of columns). These expressions/DEFAULTs
compute the value for their associated column in the new row. An error is raised if an
expression returns more than one item. If an expression returns no result, NULL is used as
the result of that expression. If instead of an expression, the DEFAULT keyword appears in
the VALUES list, the default value of the associated column is used as the value of that
column in the new row. The default value is also used for any missing columns when the
number of columns in the columns list is less than the total number of columns in the table.

Example 1: Inserting a row into BaggageInfo table providing all column values:

INSERT INTO BaggageInfo VALUES(
1762392196147,
"Birgit Naquin",
"M",
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"165-742-5715",
"QD1L0T",
[ {
    "id" : "7903989918469",
    "tagNum" : "17657806240229",
    "routing" : "JFK/MAD",
    "lastActionCode" : "OFFLOAD",
    "lastActionDesc" : "OFFLOAD",
    "lastSeenStation" : "MAD",
    "flightLegs" : [ {
      "flightNo" : "BM495",
      "flightDate" : "2019-03-07T07:00:00Z",
      "fltRouteSrc" : "JFK",
      "fltRouteDest" : "MAD",
      "estimatedArrival" : "2019-03-07T14:00:00Z",
      "actions" : [ {
        "actionAt" : "MAD",
        "actionCode" : "Offload to Carousel at MAD",
        "actionTime" : "2019-03-07T13:54:00Z"
      }, {
        "actionAt" : "JFK",
        "actionCode" : "ONLOAD to MAD",
        "actionTime" : "2019-03-07T07:00:00Z"
      }, {
        "actionAt" : "JFK",
        "actionCode" : "BagTag Scan at JFK",
        "actionTime" : "2019-03-07T06:53:00Z"
      }, {
        "actionAt" : "JFK",
        "actionCode" : "Checkin at JFK",
        "actionTime" : "2019-03-07T05:03:00Z"
      } ]
    } ],
    "lastSeenTimeGmt" : "2019-03-07T13:51:00Z",
    "bagArrivalDate" : "2019-03-07T13:51:00Z"
  } ]
)

Example 2: Skipping some data while doing an INSERT statement by specifying the
DEFAULT clause.

You can skip the data of some columns by specifying "DEFAULT".

INSERT INTO BaggageInfo VALUES(
1762397286805,
"Bonnie Williams",
DEFAULT,
DEFAULT,
"CZ1O5I",
[ {
    "id" : "79039899129693",
    "tagNum" : "17657806216554",
    "routing" : "SFO/ORD/FRA",
    "lastActionCode" : "OFFLOAD",
    "lastActionDesc" : "OFFLOAD",
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    "lastSeenStation" : "FRA",
    "flightLegs" : [ {
      "flightNo" : "BM572",
      "flightDate" : "2019-03-02T05:00:00Z",
      "fltRouteSrc" : "SFO",
      "fltRouteDest" : "ORD",
      "estimatedArrival" : "2019-03-02T09:00:00Z",
      "actions" : [ {
        "actionAt" : "SFO",
        "actionCode" : "ONLOAD to ORD",
        "actionTime" : "2019-03-02T05:24:00Z"
      }, {
        "actionAt" : "SFO",
        "actionCode" : "BagTag Scan at SFO",
        "actionTime" : "2019-03-02T04:52:00Z"
      }, {
        "actionAt" : "SFO",
        "actionCode" : "Checkin at SFO",
        "actionTime" : "2019-03-02T03:28:00Z"
      } ]
    }, {
      "flightNo" : "BM582",
      "flightDate" : "2019-03-02T05:24:00Z",
      "fltRouteSrc" : "ORD",
      "fltRouteDest" : "FRA",
      "estimatedArrival" : "2019-03-02T13:24:00Z",
      "actions" : [ {
        "actionAt" : "FRA",
        "actionCode" : "Offload to Carousel at FRA",
        "actionTime" : "2019-03-02T13:20:00Z"
      }, {
        "actionAt" : "ORD",
        "actionCode" : "ONLOAD to FRA",
        "actionTime" : "2019-03-02T12:54:00Z"
      }, {
        "actionAt" : "ORD",
        "actionCode" : "OFFLOAD from ORD",
        "actionTime" : "2019-03-02T12:30:00Z"
      } ]
    } ],
    "lastSeenTimeGmt" : "2019-03-02T13:18:00Z",
    "bagArrivalDate" : "2019-03-02T13:18:00Z"
  } ]
)

Example 3: Specifying column names and skipping columns in the insert statement.

If you have data only for some columns of a table, you can specify the name of the columns
in the INSERT clause and then specify the corresponding values in the "VALUES" clause.

INSERT INTO BaggageInfo(ticketNo, fullName,confNo,bagInfo) VALUES(
1762355349471,
"Bryant Weber",
"LI7N1W",
[ {
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    "id" : "79039899149056",
    "tagNum" : "17657806234185",
    "routing" : "MEL/LAX/MIA",
    "lastActionCode" : "OFFLOAD",
    "lastActionDesc" : "OFFLOAD",
    "lastSeenStation" : "MIA",
    "flightLegs" : [ {
      "flightNo" : "BM114",
      "flightDate" : "2019-03-01T12:00:00Z",
      "fltRouteSrc" : "MEL",
      "fltRouteDest" : "LAX",
      "estimatedArrival" : "2019-03-02T02:00:00Z",
      "actions" : [ {
        "actionAt" : "MEL",
        "actionCode" : "ONLOAD to LAX",
        "actionTime" : "2019-03-01T12:20:00Z"
      }, {
        "actionAt" : "MEL",
        "actionCode" : "BagTag Scan at MEL",
        "actionTime" : "2019-03-01T11:52:00Z"
      }, {
        "actionAt" : "MEL",
        "actionCode" : "Checkin at MEL",
        "actionTime" : "2019-03-01T11:43:00Z"
      } ]
    }, {
      "flightNo" : "BM866",
      "flightDate" : "2019-03-01T12:20:00Z",
      "fltRouteSrc" : "LAX",
      "fltRouteDest" : "MIA",
      "estimatedArrival" : "2019-03-02T16:21:00Z",
      "actions" : [ {
        "actionAt" : "MIA",
        "actionCode" : "Offload to Carousel at MIA",
        "actionTime" : "2019-03-02T16:18:00Z"
      }, {
        "actionAt" : "LAX",
        "actionCode" : "ONLOAD to MIA",
        "actionTime" : "2019-03-02T16:12:00Z"
      }, {
        "actionAt" : "LAX",
        "actionCode" : "OFFLOAD from LAX",
        "actionTime" : "2019-03-02T16:02:00Z"
      } ]
    } ],
    "lastSeenTimeGmt" : "2019-03-02T16:09:00Z",
    "bagArrivalDate" : "2019-03-02T16:09:00Z"
  } ]
)

Update Data
An update statement can be used to update a row in a table.
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• The SET clause consists of two expressions: the target expression and the new-value
expression. The target expression returns the items to be updated. The new-value
expression may return zero or more items. If it returns an empty result, the SET is a no-
op. If it returns more than one item, the items are enclosed inside a newly constructed
array (this is the same as the way the SELECT clause treats multi-valued expressions in
the select list)) So, effectively, the result of the new-value expression contains at most
one item.

• The WHERE clause specifies what row to update. In the current implementation, only
single-row updates are allowed, so the WHERE clause must specify a complete primary
key.

• There is an optional RETURNING clause which acts the same way as the SELECT clause: it
can be a "*", in which case, the full updated row will be returned, or it can have a list of
expressions specifying what needs to be returned.

• Furthermore, if no row satisfies the WHERE conditions, the update statement returns an
empty result.

Example 1: Simple example to change the column values.

You are updating some column values for a given ticket number.

UPDATE BaggageInfo 
SET contactPhone = "823-384-1964", 
confNo = "LE6J4Y" 
WHERE ticketNo = 1762344493810

Example 2: Update row data and fetch the values with a RETURNING clause.

You could use the RETURNING clause to fetch back the data after the UPDATE clause is
executed.

UPDATE BaggageInfo 
SET contactPhone = "823-384-1964", 
confNo = "LE6J4Y"
WHERE ticketNo = 1762344493810 RETURNING *

Output:

{"ticketNo":1762344493810,"fullName":"Adam 
Phillips","gender":"M","contactPhone":"823-384-1964",
"confNo":"LE6J4Y",
"bagInfo":{"bagInfo":[{"bagArrivalDate":"2019.02.02 at 03:13:00 
AEDT","flightLegs":
[{"actions":[{"actionAt":"MIA","actionCode":"ONLOAD to 
LAX","actionTime":"2019.02.01 at 01:13:00 EST"},
{"actionAt":"MIA","actionCode":"BagTag Scan at MIA","actionTime":"2019.02.01 
at 00:47:00 EST"},
{"actionAt":"MIA","actionCode":"Checkin at MIA","actionTime":"2019.01.31 at 
23:38:00 EST"}],
"estimatedArrival":"2019.02.01 at 03:00:00 PST","flightDate":"2019.02.01 at 
01:00:00 EST",
"flightNo":"BM604","fltRouteDest":"LAX","fltRouteSrc":"MIA"},{"actions":
[{"actionAt":"MEL","actionCode":"Offload to Carousel at 
MEL","actionTime":"2019.02.02 at 03:15:00 AEDT"},
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{"actionAt":"LAX","actionCode":"ONLOAD to 
MEL","actionTime":"2019.02.01 at 07:35:00 PST"},
{"actionAt":"LAX","actionCode":"OFFLOAD from 
LAX","actionTime":"2019.02.01 at 07:18:00 PST"}],
"estimatedArrival":"2019.02.02 at 03:15:00 
AEDT","flightDate":"2019.01.31 at 22:13:00 PST",
"flightNo":"BM667","fltRouteDest":"MEL","fltRouteSrc":"LAX"}],"id":"790
39899165297",
"lastActionCode":"OFFLOAD","lastActionDesc":"OFFLOAD","lastSeenStation"
:"MEL",
"lastSeenTimeGmt":"2019.02.02 at 03:13:00 AEDT","routing":"MIA/LAX/
MEL","tagNum":"17657806255240"}]}}

Modify JSON data
While updating JSON data, in addition to WHERE, SET and RETURNING clause, the
following clauses can be used..

• The ADDclause is used to add new elements into one or more arrays. It consists of
a target expression, which should normally return one or more array items, an
optional position expression, which specifies the position within each array where
the new elements should be placed, and a new-elements expression that returns
the new elements to insert.

• The PUT clause is used primarily to add new fields to a JSON document. It consists
of a target expression, which should normally return one or more fields to be
inserted into the target JSON document.

• The REMOVE clause consists of a single target expression, which computes the
items to be removed.

Example 1: Update table and add data in a JSON object

Add elements to the action array (at a given array element) for a particular flight Leg of
a passenger. By default, the element is added at the end. If a number is specified, it is
inserted in that position. In the example below, you want the new element to be added
in the 2nd position.

UPDATE BaggageInfo bag
ADD bag.bagInfo[0].flightLegs[0].actions 2  {"actionAt" : "LAX",
         "actionCode" : "WAITING at LAX",
         "actionTime" : "2019-02-01T06:13:00Z"}
WHERE ticketNo=1762344493810
RETURNING *

Example 2: Update table and update data from a JSON object.

You could update the data from a JSON object using the SET clause. Here the second
element of the actions array is updated with new values for a given ticket number.

UPDATE BaggageInfo bag
SET bag.bagInfo[0].flightLegs[0].actions[2]=
{"actionAt" : "LAX",
"actionCode" : "STILL WAITING at LAX",
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"actionTime" : "2019-02-01T06:15:00Z"}
WHERE ticketNo=1762344493810 RETURNING *

Example 3: Update table and remove data in a JSON object.

You can use the REMOVE clause to remove a given element from an array. You need to specify
which element of the array needs to be removed using the index of the array.

UPDATE BaggageInfo bag
REMOVE bag.bagInfo[0].flightLegs[0].actions[1]
WHERE ticketNo=1762344493810
RETURNING *

Delete Data
The DELETE statement is used to remove from a table a set of rows satisfying a condition.
The condition is specified in a WHERE clause that behaves the same way as in the SELECT
expression. The result of the DELETE statement depends on whether a RETURNING clause
is present or not. Without a RETURNING clause the DELETE returns the number of rows
deleted. Otherwise, for each deleted row the expressions following the RETURNING clause
are computed the same way as in the SELECT clause and the result is returned to the
application.

Example 1: Delete data from a table with a simple WHERE clause.

You delete the data corresponding to a user with a given fullname.

DELETE FROM BaggageInfo 
WHERE fullName = "Bonnie Williams"

Example 2: Delete data from a table with a RETURNING clause.

The RETURNING clause fetches the details of the row to be deleted. In the example below,
you are fetching the full name and conf number corresponding to a ticket number which will
be deleted.

DELETE FROM BaggageInfo 
WHERE ticketNo = 1762392196147 
RETURNING fullName,confNo

Output:

{"fullName":"Birgit Naquin","confNo":"QD1L0T"}
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Note:

If any error occurs during the execution of a DELETE statement, there is a
possibility that some rows will be deleted and some not. The system does
not keep track of what rows got deleted and what rows are not yet deleted.
This is because Oracle NoSQL Database focuses on low latency operations.
Long-running operations across shards are not coordinated using a two-
phase commit and lock mechanism. In such cases, it is recommended that
the application re-run the DELETE statement.
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